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S1. Numerical Evidence and Reproduction Scope

The final plan comprised four trainings, four stream evaluations, and one paired analysis. The source audit
verified all nine receipts and their 31 output files. Four final checkpoints contained epoch 65, the planned
configurations and bindings, and finite tensor values. A separately implemented analysis reproduced the fixed
float32 logit fusion, predicted classes, confusion matrices, and all 10,000 three-endpoint bootstrap replicates
exactly. The separate implementation aggregates per-setup true, predicted, and true-positive counts; the
original implementation uses weighted confusion matrices.

These checks apply to the selected final evidence. The transported selection covered 370 of 614 entries
in the original manifest. The remaining 244 entries concern intermediate epoch or evaluation-chunk tensors.
This is not a claim that the original TAR was directly checked in its entirety. The public curation preserves
the outputs needed to reproduce the final numerical comparison; it does not include raw NTU skeleton arrays
or a certified portable raw-data-to-trained-model workflow.

The earlier latency experiment provides 18 paired traces over three folds, two mapping regimes, and
three process repetitions. Saved traces support CPU reanalysis of those timings. A separate revision-stage
measurement of final-checkpoint latency on CPU is reported in Section S10. The final-runtime documentation
identifies PyTorch 2.11.0 with CUDA 12.8 and RTX 4090; a complete separate final-training environment
snapshot is not available. Python 3.11.16 and NumPy 2.4.6 are recorded in the historical latency metadata.
Separate saved-output analysis used Python 3.12.13 and NumPy 2.3.5. Exact floating-point agreement was
observed in those recorded analyses; identical bits on arbitrary future environments are not guaranteed.

S2. Training and Temporal Representation

All final streams use the configurations reported in the main text: 65 epochs, final-epoch selection without
validation monitoring, and separate fixed stream seeds. The sparse adapter reads interpolation supports, then
reconstructs 64 temporal outputs for K64. Nominal temporal indices saved in the prediction files describe
output positions and should not be mistaken for all source supports read by interpolation. A metadata and
tensor parity check on 432 base-training cases preceded final execution; it did not use test tensors. The
original scientific source and immutable configurations are retained in the research package.

S3. Complete Setup Results (Table S1)

Accuracy values are percentages; differences are percentage points. A61 n denotes the number of A61-A120
samples. Zero support is not an observed zero accuracy. Lost and gained count paired correct-to-error and
error-to-correct transitions, respectively. All entries are descriptive.

Setup n A6l n Full-4 Stream-3 Difference Lost Gained

S01 2872 0 91.191 91.295 +0.104 20 23
S03 3234 0 93.878 93.754 -0.124 29 25
S05 2866 0 91.382 91.382 +0.000 22 22
S07 4288 0 91.325 91.465 +0.140 27 33
S09 2510 0 94.422 94.542 +0.120 8 11
S11 4662 0 91.098 90.819 -0.279 49 36



Setup n A6l n Full-4 Stream-3 Difference Lost Gained
S13 3947 0 88.751 88.954 +0.203 35 43
S15 2854 0 90.434 90.399 -0.035 24 23
S17 2869 0 88.184 88.567 +0.383 29 40
S19 3224 3224 80.676 80.428 -0.248 41 33
S21 2144 2144 85.961 85.354 -0.606 34 21
S23 5032 5032 &88.434 88.235 -0.199 59 49
S25 2517 2517 84.545 84.783 +0.238 27 33
S27 5384 5384 87.760 87.296 -0.464 84 59
S29 5343 5343 87.367 87.273 -0.094 64 59
S31 5731 5731 90.054 89.984 -0.070 53 49

S4. Complete Action Results (Table S2)

Every action is retained in action-ID order. Recall and F1 are percentages; recall differences are percentage

points. These are descriptive summaries, not 120 individually confirmed non-inferiority claims.

depends on predicted positives, so its direction of change can differ from that of recall.

Action
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97.012
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92.683
94.461
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91.033
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F1 also



Action n  Recall Full-4 Recall Stream-3 Difference F1 Full-4 F1 Stream-3

A041 504 85.317 84.921 -0.397 84.980 84.921
A042 503 99.404 99.602 +0.199 98.232 98.139
A043 504 96.032 96.032 -+0.000 97.877 97.877
A044 503 80.119 81.113 +0.994 84.664 84.823
A045 504 85.714 84.921 -0.794 89.441 89.074
A046 504 89.881 88.889 -0.992 92.733 91.709
A047 504 87.500 86.310 -1.190 89.725 89.139
A048 503 87.873 89.066 +1.193 90.020 90.964
A049 503 94.235 92.843 -1.392 95.181 93.775
A050 499 88.978 88.978 +0.000 91.358 91.358
A051 502 91.235 90.438 -0.797 93.469 92.938
A052 503 97.217 97.614 +0.398 97.313 97.421
A053 504 83.929 84.127 +0.198 86.948 87.064
AO54 497 92.354 93.964 +1.610 86.767 88.196
A055 480 97.083 96.875 -0.208 97.185 97.077
A056 504 91.468 91.468 +0.000 90.837 91.197
A057 503 88.270 88.867 +0.596 90.520 90.486
A058 504 96.032 95.833 -0.198 97.384 97.183
A059 499 99.800 100.000 +0.200 97.647 97.843
A060 503 95.626 96.024 +0.398 95.721 96.311
A061 479 93.319 92.902 -0.418 94.603 94.080
A062 484 94.628 93.802 -0.826 90.783 92.183
A063 487 93.634 94.251 +0.616 89.852 88.953
A064 489 96.319 96.115 -0.204 97.314 97.208
A065 488 91.393 90.779 -0.615 93.014 92.484
A066 490 96.122 96.122 +0.000 96.615 96.122
A067 488 77.459 78.074 +0.615 77.459 76.892
A068 490 87.143 85.306 -1.837 89.331 88.093
A069 490 84.286 84.286 +0.000 81.379 81.944
A070 490 89.184 89.796 +0.612 88.731 88.710
A071 490 67.959 67.959 +0.000 71.845 72.234
A072 490 70.408 71.224 +0.816 64.126 63.919
A073 488 57.172 54.713 -2.459 56.707 56.034
A074 486 65.844 65.844 +0.000 71.588 71.829
AQ075 481 74.012 73.389 -0.624 70.286 71.748
AQ76 488 52.254 54.508 +2.254 57.562 59.574
AQ77 489 76.483 76.074 -0.409 81.838 81.311
AQ78 488 72.541 72.336 -0.205 77.974 78.707
A079 488 86.680 85.656 -1.025 81.581 81.008
A080 490 98.571 98.367 -0.204 96.697 96.690
A081 489 91.207 91.207 +0.000 92.149 92.340
A082 491 81.874 81.059 -0.815 80.885 79.920
A083 491 81.874 81.059 -0.815 85.532 85.868
A084 489 69.121 69.325 -+0.204 72.688 73.218
A085 489 89.775 88.957 -0.818 89.137 88.866
A086 489 87.526 87.117 -0.409 85.858 85.371
A087 491 94.501 94.501 +0.000 95.769 96.066
A088 492 96.545 96.341 -0.203 96.154 96.244
A089 491 84.521 82.892 -1.629 87.924 86.412
A090 492 93.293 93.089 -0.203 90.891 90.424
A091 490 82.653 81.633 -1.020 82.737 82.136
A092 482 95.021 94.398 -0.622 94.726 94.301
A093 490 86.939 86.531 -0.408 86.585 87.603
A094 487 88.296 87.680 -0.616 89.397 89.237
A095 489 97.137 96.524 -0.613 92.323 92.098
A096 490 95.918 96.122 +0.204 95.528 95.441
A097 491 98.371 98.167 -0.204 99.077 98.872
A098 490 98.776 98.776 +0.000 98.374 98.474
A099 491 96.130 96.741 +0.611 98.027 98.242
A100 491 98.371 98.574 +0.204 98.371 98.374
Al101 491 99.593 99.593 +0.000 97.898 98.291
A102 491 95.927 96.538 +0.611 95.538 95.758
A103 492 72.764 73.374 +0.610 74.043 75.681



Action n  Recall Full-4 Recall Stream-3 Difference F1 Full-4 F1 Stream-3

A104 492 89.837 89.431 -0.407 93.943 93.617
A105 491 76.986 75.153 -1.833 72.903 72.638
Al106 491 77.597 76.578 -1.018 78.314 78.415
A107 492 69.715 72.154 +2.439 73.763 74.423
A108 491 91.039 90.835 -0.204 86.880 87.024
A109 492 91.057 90.650 -0.407 91.616 92.244
A110 490 81.633 81.837 +0.204 80.645 81.421
All1l 491 92.261 91.650 -0.611 91.515 91.185
Al12 492 97.561 97.561 +0.000 98.260 97.959
Al113 492 97.764 97.561 -0.203 98.566 98.664
Al14 491 94.705 94.705 +0.000 96.174 95.876
All5 491 91.650 91.650 +0.000 89.197 90.090
All6 492 94.715 95.528 +0.813 95.688 96.213
Al117 491 87.373 87.576 +0.204 90.506 90.526
Al118 492 95.122 94.309 -0.813 94.545 94.213
A119 490 95.510 95.510 +0.000 94.929 94.833
A120 492 97.358 96.951 -0.407 97.259 97.446




S5. Descriptive Paired Decision Changes

This extension was computed from the already audited paired result file after the final test comparison. It
reads the saved fused predictions and verifies their consistency with saved logits and confusion matrices. It
performs no training, new test forward, refitting, or additional hypothesis test. The fusion weights, non-
inferiority margins and original bootstrap draws are unchanged.

Table S3: Correctness changes by true action group. Same and different refer to the two predicted labels
among examples misclassified by both systems.

Group n  Both correct Lost Gained Wrong, same Wrong, different
All 120 59,477 52,392 605 559 5,307 614
A1-A60 30,102 27,178 243 256 2,215 210
A61-A120 29,375 25,214 362 303 3,092 404

The complete outputs preserve all 120 classes and all 120 x 120 label pairs, including zero counts. The
directed transition matrix records the Full-4 predicted label as the source and the Stream-3 predicted label
as the destination. A separate true-class/error-class table counts introduced and corrected errors against the
same erroneous alternative. These are distinct representations and must not be interchanged.

Table S4 lists the ten most frequent off-diagonal prediction transitions, ordered by decreasing count, then
ascending source and destination action IDs to resolve ties. The ordering was determined descriptively after
inspecting the final predictions. It does not define an independently confirmed subgroup effect.

Table S4: Most frequent directed changes in predicted label. Lost: Full-4 correct and Stream-3 incorrect.
Gained: Full-4 incorrect and Stream-3 correct. Both wrong: both predictions incorrect.

Full-4 label ~ Stream-3 label Lost Gained Both wrong Total

A073 AQ76 14 18 1 33
A012 A030 6 14 12 32
A071 A0T2 7 14 6 27
A072 A071 8 10 6 24
A016 A017 3 10 3 16
A106 A107 8 5 3 16
A069 AQ72 7 2 6 15
A011 A012 4 4 6 14
A075 A0T73 3 6 5 14
A074 A084 6 5 2 13

For example, A073 to A076 comprises 14 introduced errors on true A073 examples, 18 corrected errors on
true AQ76 examples, and one example with a different true class that both systems misclassified. The official
dataset list names A073 “staple book” and A076 “cutting paper” (https://rosel.ntu.edu.sg/dataset/
actionRecognition/, accessed 20 September 2026). This observation identifies where decisions changed; it
does not establish an anatomical or graph-topological cause.

The script describe_paired_errors.py, input SHA-256, full CSV matrices, and its environ-
ment/provenance record accompany the research artifact. Reported inference remains the original
three-endpoint paired setup-bootstrap analysis.


https://rose1.ntu.edu.sg/dataset/actionRecognition/
https://rose1.ntu.edu.sg/dataset/actionRecognition/

S6. Saved-Output Sensitivity Analyses

These post hoc diagnostics use the original predictions and frozen bootstrap outputs. They do not se-
lect another candidate, refit a model, run test inference, or replace the prespecified margins. The script
reviewer_sensitivity.py records input hashes and its environment (Python 3.12.14, NumPy 2.3.5). Re-
constructed frozen fused logits and all 10,000 three-endpoint bootstrap values agree exactly with the saved
results.

Fusion normalization. The unnormalized retained-stream logits are u = 0.325 4+ 0.325 + 0.2z 73 and the
reported normalized logits equal 1.25u in exact arithmetic. We additionally recomputed the float32 fusion
both with three weights (0.3,0.3,0.2) and with four weights (0.3,0.3,0.2,0). Neither version changed a single
argmax among 59,477 samples, and all three class-decision endpoints were identical to Stream-3. Rescaled
floating-point logits need not be bitwise identical: the maximum absolute discrepancy was 5.73 x 107° after
rounding upward. The check does not imply equal softmax probabilities or calibrated confidence.

Margin sensitivity. Table S5 compares the unchanged simultaneous lower bounds against illustrative
common loss tolerances. These tolerances were considered after the original analysis and are not new domain-
validated requirements. All three endpoints meet a common 0.5-percentage-point tolerance, whereas two
fail the stricter 0.25-point tolerance. The original mixed margins of 1.0, 1.5, and 1.5 points remain the
confirmatory study rule.

Table S5: Post hoc decision sensitivity using the original one-sided lower bounds: —0.204138, —0.369294,
and —0.264688 percentage points, respectively. A criterion is met only when its bound is strictly above the
negative loss tolerance.

Loss tolerance (p.p.) Overall Top-1 A61-A120 Top-1 Macro-F1  All three

0.25 Met Not met Not met No
0.50 Met Met Met Yes
1.00 Met Met Met Yes
1.50 Met Met Met Yes

Leaving out one setup at a time. We remove all samples from each setup and recompute each met-
ric from the remaining pooled predictions. Macro-F1 retains all 120 class terms and the original zero-
denominator convention. There are 16 deletions for overall Top-1 and macro-F1, and seven informative
deletions for A61-A120. Deleting another setup leaves the latter endpoint unchanged. The overall, A61—
A120, and macro-F1 difference ranges are respectively [—0.100692, —0.038822], [—0.242014, —0.141720], and
[—0.110407, —0.031465] percentage points. This assesses the influence of the observed setups on point esti-
mates, not repeated-sampling coverage. It cannot compensate for the small number of independent acquisition
clusters or estimate variation from retraining.



Table S6: Complete leave-one-setup-out point-estimate diagnostics (percentage points). A dash marks dele-
tion of a setup containing no A61-A120 samples, which leaves that endpoint unchanged. No models or fusion
weights are refitted.

Omitted setup Retained n Overall Top-1 A61-A120 Top-1 Macro-F1
S01 56605 -0.086565 —  -0.097176
S03 56243 -0.074676 —  -0.084856
S05 56611 -0.081256 —  -0.091225
S07 55189 -0.094222 — -0.107374
S09 56967 -0.086015 —  -0.096026
S11 54815 -0.060202 — -0.073830
S13 55530 -0.097245 —  -0.108560
S15 56623 -0.079473 —  -0.089435
S17 56608 -0.100692 — -0.110407
S19 56253 -0.067552 -0.195021  -0.068227
S21 57333 -0.057558 -0.168925  -0.058948
S23 54445 -0.066122 -0.201290  -0.067453
S25 56960 -0.091292 -0.242014  -0.090685
S27 54093 -0.038822 -0.141720  -0.031465
S29 54134 -0.075738 -0.224700  -0.069865
S31 53746 -0.078145 -0.232617  -0.073927

S7. Variation across Historical Timing Processes

For each of the 18 original traces, we average the 400 paired sample latencies within that process and compute
its percentage saving as 100(1 — t3/t4). Table S7 then reports the mean and sample standard deviation of
these three process-level values within each fold and mapping regime. These descriptive statistics differ from
the primary estimator in main Table 2, which first takes the median across processes for each sample and
then averages samples. They neither replace its bounds nor treat process repetitions as extra acquisition
setups. All individual-process percentage savings lie between 24.0987% and 25.1481%. All measurements in
Table S7 use the historical seed-271828 checkpoints on RTX 4090 at batch size one. Final-checkpoint CPU
measurements were collected separately during revision and are reported in Section S10.

Table S7: Mean + sample standard deviation across three process means per fold. Each process contains 400
samples. Saving is a percentage; its standard deviation is in percentage points.

Regime Fold Full-4 (ms) Stream-3 (ms) Saving (%)
Warm reuse 1 65.701 1.439 49.316 =1.112  24.940 + 0.135
Warm reuse 2 65.716 +2.042  49.329 +1.483 24.935 4+ 0.079
Warm reuse 3 66.180 + 1.815 49.716 £1.210 24.873 £0.241
Fresh mapping 1 68.778 +2.343  52.073 +1.631 24.284 + 0.218
Fresh mapping 2 69.494 + 0.250  52.552 +0.308  24.379 + 0.198
Fresh mapping 3 68.985 +0.961 52.281+0.776 24.214 + 0.145

S8. Skeleton Preparation and Sample Accounting

The provider reports 114,480 recordings and identifies 535 with missing or incomplete skeletons. We indepen-
dently compared the official list with the retained source manifests: the latter contain 113,945 unique IDs,
none of which occurs among the 535 listed IDs. The sum reconciles with the provider’s nominal count. The re-
trieved official list has SHA-256 ab14fe64e89be63d2b08141713fcc31f6ebc7b01955009¢3585d8d3367e0facc
(retrieved 8 October 2026); its Git blob is fafcf4e50ab8cf67906834a658cd8e904214b170. It is avail-
able from the dataset authors’ repository, https://github.com/shahroudy/NTURGB-D, under Matlab/NTU_
RGBD120_samples_with_missing_skeletons.txt.

The historical preparation program requires an ignore list and records caught parser failures in
errors.json and counts in summary.json. During revision, these preparation records were recovered from
both an unpacked project directory and the processed-data archive; the two copies are byte-identical. They
report 114,480 input recordings, 535 ignored recordings, zero logged parsing errors, and retained counts of
38,670, 15,798, and 59,477 for base training, former validation, and test, respectively. The error lists are
empty. All three canonical manifest hashes in the recovered summary match the archived source manifests,


https://github.com/shahroudy/NTURGB-D

checked using both the original canonicalization function and an independent implementation. This binds
the recovered counts to the retained partitions. It verifies the archived records, without rerunning the
raw-data parser or certifying an absence of unlogged errors. The original supplied ignore-file bytes remain
unavailable; the independent comparison with the current official list is therefore a separate consistency
check. There is no additional outcome-based exclusion in the final comparison: both systems use the same
complete frozen test manifest.

The parser aura_har/data/ntu.py follows body IDs across frames and builds float32 arrays in coordinate,
time, joint, person order. It reads the first three coordinates of each of up to 25 joints. Missing joints, frames,
and person slots are zero-filled. When more than two tracks are available, it ranks them by 107 a4 +
Yo 1 X — Xy |2, breaking ties by body ID, and retains the first two. It does not use the joint tracking-state
field for confidence filtering. Effective sequence length ends at the last frame with a reported body. Empty
frames inside that interval are retained; gaps are not separately interpolated or denoised before temporal
resampling. Table S8 describes retained sequences, not further exclusions.

Table S8: Retained-manifest preparation metadata. The former validation partition is included in final
training. Counts with empty frames and more than two observed tracks refer to sequences.

Property Base train  Former validation Test
Retained samples 38,670 15,798 59,477
At least one empty frame 202 63 298
More than two observed tracks 445 95 785
Sequences with trailing empty frames trimmed 108 39 150
Zero retained persons 0 0 0

The final adapter uses the retained effective length. Training draws crop proportions from [0.5, 1] (with a
minimum crop length of 64 unless the source is shorter); evaluation uses a centered 0.95 crop. Resize creates
64 half-pixel temporal positions with align_corners=False semantics and interpolates their left and right
supports in float32. Training adds one XYZ rotation per sequence; evaluation adds none. Bone vectors and
consecutive temporal differences are then constructed as in Section 3.1. No extra coordinate centering or
scale normalization is applied; model batch normalization is a separate learned operation.

To connect the original dataset to these inputs, obtain the skeleton files through the provider, place
all NTU120 setup directories under one raw-data root, and run the archived historical_preprocessing/
prepare_ntul20.py with -protocol xset, -val-setups 2,10,20,30, and the official missing-skeleton list.
The accompanying reproduction guide supplies the full command and a manifest comparison step. Generated
sample IDs, order, labels, setups, and parser metadata must match the archived manifests before the final
binding is used. The command’s imports and help interface were checked; a raw-data-to-model run was not
performed for this revision. The saved-output reproduction route requires neither licensed skeleton arrays
nor a GPU.

S9. Reproduction Map and Environment

The version 1.0.1 repository and research-assets archives were retrieved and verified against their published
SHA-256 values and internal manifests. Together, the archives retain the fixed protocol, data binding, source
manifests, fusion implementation, the frozen bootstrap pool and selection logic, final numerical audit, and all
18 historical timing traces; the companion assets contain the full predictions and derived arrays. The revision
analysis bundle supplies the additional scripts and numerical outputs without changing the published release.

The final-runtime documentation identifies PyTorch 2.11.0 with CUDA 12.8 and RTX 4090, but not a
separate complete environment snapshot. Historical latency traces record Python 3.11.16, PyTorch 2.11.0
with CUDA 12.8, NumPy 2.4.6, cuDNN 91900, pandas 3.0.5, scikit-learn 1.9.0 and PyYAML 6.0.3. This
revision’s saved-output analysis uses Python 3.12.14 and NumPy 2.3.5; figure regeneration uses Matplotlib
3.10.8. The new CPU timing was collected separately under Python 3.11.8 and PyTorch 2.11.0+cpu, as
detailed in Section S10. Requirements files and archived provenance identify the dependencies and source
pins. These records are not a complete operating-system or driver image, and cross-platform bitwise identity
is not promised.

The accompanying reproduction/REPRODUCE.md gives tested CPU commands and an output map. Main
Tables 1 and 3 use archived temporal and development summaries; their underlying training and prediction
campaigns are not replayed. Table 2 can be regenerated from all 18 paired latency traces. Tables 4 and 5
are recomputed from the four saved final predictions and the paired result array. Figures 1-3 are rebuilt
from the verified numerical outputs. The guide also separates manuscript regeneration from the optional



raw-data preparation route. Complete CSV outputs and input hashes accompany the new normalization,
leave-one-setup-out, margin-sensitivity and process-variation analyses. Section S10 describes the separate
CPU timing archive and its direct measurement boundary.

S10. Final-Checkpoint CPU Timing

This additional experiment was performed during revision on the four already trained final checkpoints. It
did not change the selected systems, fusion weights, quality endpoints, test predictions, or original non-
inferiority decisions. The protocol AURA-KSP-FINAL-CPU-R1-v1.0.0 and the input cohort were fixed before
collecting timings. The cohort contains 64 former-validation examples that belong to the official final-training
population, with 16 examples from each of setups 2, 10, 20, and 30. Within each setup, sample IDs were
ordered by the SHA-256 of a fixed prefix plus the ID; the first 16 were selected, then interleaved across setups.
Original NPZ hashes bind all selected inputs to the archived data inventory. No test example was used, and
no accuracy or other recognition metric was computed.

The host used an AMD Ryzen 7 7840HS processor, Windows build 26300, Python 3.11.8, PyTorch
2.11.04cpu, and NumPy 2.3.5. Intra-operation and inter-operation thread counts were both fixed at one; the
numerical-library thread environment was also set to one. Inference used batch size one, float32, evaluation
mode, and inference_mode. Checkpoint identities and metadata were checked before loading. The retained
three models were shared between Full-4 and Stream-3, but each timed system executed its own forwards.
All four models remained loaded throughout, so this experiment does not measure a reduction in memory
use.

Each of three fresh processes performed 10 warm-up pairs followed by 64 measured pairs, alternating
which system ran first. The same ordered 64 examples were used in every process. The measured boundary
started with an already resident raw float32 skeleton array, included the canonical centered K64 temporal
resize, construction of the required modalities, sequential model forwards, fixed weighted fusion and argmax,
and ended when the class decision was available. Disk reads, NPZ decoding, hashing, model loading, process
startup, and pose estimation were excluded. Inputs were decoded and verified before timing. Consequently,
this is a resident-input CPU pipeline measurement, not the earlier GPU dataset-access benchmark or a
complete video-processing measurement.

For process r, we compute the mean latency of each system over its 64 samples and the saving ¢, =
100(1 — t3,/ta). Table S9 reports the three process means, followed by their arithmetic mean and sample
standard deviation. The mean of the three ¢, values is the primary saving summary; it need not equal
the ratio of the grand-mean latencies. Process repetition on one host is not independent replication across
devices, and no confidence interval or additional pass/fail criterion is attached to this timing experiment.

Table S9: Final-checkpoint CPU timing at batch size one and one thread on a Ryzen 7 7840HS. Each process
mean contains 64 paired samples after warm-up. Standard deviations describe the three process means; the
standard deviation in the saving column is in percentage points.

Process Full-4 (ms) Stream-3 (ms) Saving (%)
1 761.335 570.570 25.057
2 761.498 579.022 23.963
3 770.046 577.508 25.003
Mean 764.293 575.700 24.674
Sample SD 4.983 4.507 0.617

Stream-3 saved 24.6743% on average, with process savings from 23.9627% to 25.0566%. Its absolute mean
latency was 575.7001 ms per presegmented sequence. These results provide a direct measurement of the final
models on this CPU host. They neither remeasure the final models on RTX 4090 nor establish embedded
suitability, real-time operation, energy efficiency, or a universal device-independent saving. Differences in
the input cohort and timing boundary also preclude attributing the CPU-GPU latency difference solely to
hardware.

The revision evidence retains all 192 measured pairs, per-process environment records and logs, check-
point hashes, the exact measurement script, and the frozen protocol and cohort. The protocol SHA-
256 is 1594814413b7£4298cb48619fc76bc0f7b4d01cb60d61347565af3ebcad8f2ea; the cohort SHA-256 is
0f4efcb383d33deaecad1d27cd1237519a7c45b01££fc374275b3be24b7e751353. The timings can be reaggre-
gated from the supplied CSV traces without access to the skeleton arrays. A new timing run requires the
licensed training inputs and measures the local execution environment; it is distinct from reproducing the
archived statistics.



