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Abstract

Background/Objectives: Population-based risk stratification for dementia is increasingly
important in rapidly ageing societies. Developing prediction models for incident dementia
using longitudinal survey data remains challenging because new events are uncommon,
observations are repeatedly collected from the same individuals, and predictor variables
span multiple health and social domains. This study aimed to develop and compare ma-
chine learning models for predicting the two-year risk of newly meeting a survey-derived
dementia classification among community-dwelling older adults using longitudinal data
from the Korean Longitudinal Study of Aging. Methods: We analysed 12,025 person-period
observations from 6380 participants across the 2018-2020 and 2020-2022 intervals after
explicitly restricting the risk set to records with known baseline cognition, no baseline
dementia classification, and observed follow-up cognition. Sixty baseline predictors were
evaluated with eight algorithms using 5-fold participant-level grouped cross-validation
and temporally separated validation trained on 2018-2020 and tested on 2020-2022. Per-
formance was assessed using the area under the receiver operating characteristic curve
(ROC-AUCQ), the area under the precision-recall curve (AUPRC), Brier score, calibration,
participant-cluster bootstrap confidence intervals (Cls), and top 5%, 10%, and 20% risk-
group yield. Results: The survey-derived dementia classification was newly met in 126 of
12,025 person-period observations (1.05%). In grouped cross-validation, CatBoost achieved
ROC-AUC 0.890 (95% (I, 0.869-0.910) and AUPRC 0.119 (95% CI, 0.081-0.179); XGBoost
achieved ROC-AUC 0.877 and AUPRC 0.113. In temporally separated validation, CatBoost
achieved the highest ROC-AUC (0.874); AUPRC values were uniformly low (0.048-0.087)
W) Check for updates with widely overlapping confidence intervals, so no algorithm was superior for precision-
recall performance. The top 10% CatBoost risk group contained 60.3% of incident events

Academic Editor: Hualou Liang

in grouped cross-validation and 56.4% in temporal validation, with approximately 6-fold
Received: 30 July 2026

Revised: 12 September 2026 and 5.6-fold enrichment, respectively. Age remained the dominant predictor. Baseline

Accepted: 23 October 2026 mild cognitive impairment (MCI) was uncommon (39 observations) but strongly enriched
Published: 4 November 2026 for subsequent classification (12 events; 30.8%). Conclusions: Routinely collected longi-
Copyright: ©2026 by the authors. tudinal survey variables supported useful population-level risk ranking for subsequent
Licensee MDPI, Basel, Switzerland. transition to a survey-derived dementia classification, but absolute case-finding perfor-

This article is an open access article mance remained modest in this rare-event setting. The results support prioritisation for

distributed under the t d . .
retribuiecd under fhe ferms an follow-up rather than diagnosis. Sensitivity analyses showed that performance was es-
conditions of the Creative Commons

Attribution (CC BY) license. sentially unchanged after removing baseline survey year or highly missing predictors,

J. Dement. Alzheimer’s Dis. 2026, 3, 53 https:/ /doi.org/10.3390/jdad3040053


https://crossmark.crossref.org/dialog?doi=10.3390/jdad3040053&domain=pdf&date_stamp=2026-11-04
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/jdad
https://www.mdpi.com
https://orcid.org/0000-0002-5052-2232
https://orcid.org/0000-0003-1629-4034
https://orcid.org/0009-0007-4257-6365
https://doi.org/10.3390/jdad3040053

J. Dement. Alzheimer’s Dis. 2026, 3, 53 2of 16

whereas excluding baseline MCI reduced precision-recall performance. External validation,
recalibration, and prospective evaluation remain necessary before implementation.

Keywords: dementia; machine learning; longitudinal cohort; oral health; risk stratification;
calibration; survey-derived classification; prediction model

1. Introduction

Dementia is one of the leading causes of disability and dependency among older adults
and represents an increasing public health challenge in rapidly ageing populations [1,2].
As life expectancy continues to increase, strategies that enable earlier identification of
individuals at elevated risk have become increasingly important for supporting preventive
interventions, allocating community health resources, and improving the efficiency of
dementia care [3]. In population-based settings, however, predicting incident dementia
remains difficult because disease onset is relatively uncommon, risk accumulates gradually
over time, and determinants of cognitive decline extend across demographic, socioeco-
nomic, behavioural, functional, and health-related domains [4,5].

Machine learning has attracted growing interest as an approach for risk prediction
because it can model complex nonlinear relationships and interactions among large num-
bers of predictors without requiring strong parametric assumptions [6]. Recent studies
have reported promising discrimination for dementia prediction using machine learning
algorithms, particularly when combining multidimensional health information [7,8]. This
approach has recently been extended to nationally representative panel surveys using
only self-reported social, behavioural, and functional information, with reported receiver
operating characteristic area under the curve (ROC-AUC) values of approximately 0.82 in
the National Health and Aging Trends Study and 0.75 for 10-year incident dementia in the
Sydney Memory and Ageing Study, where regularised regression performed at least as well
as more complex learners when events were few [9,10]. Nevertheless, discrimination alone
provides an incomplete assessment of clinical or public health utility [11]. For rare out-
comes such as incident dementia, models with high ROC-AUC may still identify relatively
few true cases at commonly used probability thresholds [12]. Evaluation of prediction
models should therefore incorporate complementary measures, including precision-recall
performance, calibration, threshold-dependent sensitivity and specificity, temporal valida-
tion, and the ability to enrich individuals at genuinely elevated risk [13]. Recent evidence
reinforces this requirement: a systematic review and meta-analysis of externally validated
dementia risk models, and an external validation study in the EPIC-Norfolk cohort, both
show that discrimination commonly declines and calibration deteriorates when models are
applied outside the setting in which they were developed [14,15].

Another challenge is the selection of predictors that can be collected efficiently in com-
munity settings. Although neuroimaging, genetic information, and circulating biomarkers
have improved prediction in specialised clinical cohorts, these data are expensive and are
rarely available in large-scale population surveys [16]. Prediction models based on routinely
collected demographic, socioeconomic, health, and functional information may therefore
provide greater applicability for population-level screening. Oral-health-related quality of
life represents one potentially informative but underexplored domain. The Geriatric Oral
Health Assessment Index (GOHAI) reflects functional limitation, psychosocial well-being,
and discomfort related to oral health, and may capture aspects of nutritional status, frailty,
self-care, and social disadvantage that are not fully represented by conventional health
indicators [17]. Recent longitudinal syntheses support a link between dental status and
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later cognitive outcomes: a meta-analysis of longitudinal data reported that tooth loss
was associated with subsequent dementia and mild cognitive impairment (MCI), with
stronger associations among edentulous individuals and possible attenuation among den-
ture users [18,19]. Measures of healthy ageing, including social participation and functional
capacity, may likewise provide complementary information for identifying individuals at
increased risk [20,21].

Evidence from Korean panel data is accumulating but remains limited in scope. An in-
terpretable machine learning analysis of the Korean Longitudinal Study of Aging (KLoSA)
identified age and education as the dominant non-modifiable contributors, and oral health,
depressive symptoms, household income, quality of life, and instrumental activities of daily
living as leading modifiable contributors to cognitive function [22], and joint-trajectory
modelling of 14 years of KLoSA data showed that frailty and cognitive decline frequently
progress together in this population [23]. These studies modelled cognitive level or cogni-
tive trajectory rather than the two-year transition to a survey-derived dementia classifica-
tion, and they did not report participant-level grouped validation, rare-event-appropriate
metrics, calibration, or the case yield obtainable at a realistic screening capacity.

Using longitudinal data from KLoSA, this study developed and compared multi-
ple machine learning algorithms for predicting the two-year risk of newly meeting a
survey-derived dementia classification among community-dwelling older adults. This
study emphasised participant-level grouped cross-validation, temporally separated val-
idation, rare-event-appropriate metrics, calibration, and SHapley Additive exPlanations
(SHAP)-based explainability. The objective was to evaluate the performance, incremental
value, and potential public-health applicability of a multidimensional survey-based de-
mentia risk-stratification framework, while explicitly distinguishing risk stratification from
clinical diagnosis.

2. Materials and Methods
2.1. Study Design and Data Source

This longitudinal prediction study used KLoSA, a nationally representative panel
survey of community-dwelling Korean adults. KLoSA collects biennial information on
demographic characteristics, socioeconomic status, health conditions, functional status, em-
ployment, family structure, social participation, and quality of life. The source longitudinal
file included 63,215 person-period observations from 11,174 participants across baseline
waves from 2006 through 2020 and corresponding two-year follow-up waves through 2022.

For the present analysis, repeated waves were transformed into consecutive two-year
person-period records. Predictors were measured at the beginning of each interval and
follow-up cognitive classification was assessed at the subsequent wave. Analyses were
restricted to the 2018-2020 and 2020-2022 intervals because the harmonised cognition-
related definitions and oral-health measures required for this study were consistently
available in these waves. From 13,428 records in these two intervals, 58 with missing
baseline cognitive classification and 168 with prevalent baseline dementia classification
were excluded. Among the remaining dementia-free records, 484 records with a recorded
death and no follow-up cognition and 693 other records without follow-up cognition were
excluded. The final analytic cohort therefore comprised 12,025 person-period observations
from 6380 unique participants (Figure 1).
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Figure 1. Study design and analytic cohort flow.

2.2. Study Population and Outcome Definition

The primary outcome was newly meeting the KLoSA survey-derived dementia clas-
sification at the subsequent two-year follow-up. The supplied KLoSA-derived cognition
classification variable used codes corresponding to dementia classification (1), mild cogni-
tive impairment (3), and neither category (0 or 5 in the harmonised analysis file). Because
this endpoint is a survey-derived cognitive classification rather than an adjudicated clinical
dementia diagnosis, it is referred to throughout as a ‘survey-derived dementia classifica-
tion’, and participants are described as ‘newly meeting the dementia classification” rather
than as receiving a diagnosis. The risk set explicitly required a known baseline cognitive
classification and absence of baseline dementia. Baseline MCI was allowed in the primary
risk set because it is a clinically relevant high-risk state, but its influence was examined in a
prespecified sensitivity analysis excluding baseline MCI.

2.3. Candidate Predictors

Sixty baseline predictors were selected a priori from routinely available KLoSA vari-
ables; analytic variable names and reader-friendly labels are listed in Supplementary
Table S1. These covered age, sex, education, marital status, region and urbanicity, house-
hold composition, self-rated and subjective health, disability, chronic diseases and mul-
timorbidity, falls, exercise, smoking, drinking, depressive symptoms, activities of daily
living (ADL), instrumental activities of daily living (LADL), employment and retirement,
household income and housing assets, quality of life, social activity, oral-health-related
quality of life measured using GOHAI denture use, and proxy indicators of active and
successful ageing. Chronic disease variables included nine baseline conditions: hyper-
tension, diabetes mellitus, cancer, chronic lung disease, liver disease, heart disease, cere-
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brovascular disease, psychiatric disease, and arthritis/rheumatic disease. We additionally
constructed a chronic disease count based on these nine conditions and indicators of
multimorbidity (>2 conditions) and severe multimorbidity (>3 conditions). Additional
composite indicators reflecting cardiometabolic, cardio-cerebrovascular, and neuropsy-
chiatric disease burden were also included as predictors. The most influential constructs
were defined as follows: GOHALI total score represented oral-health-related quality of
life; self-rated /subjective health variables represented global perceived health; active- and
successful-ageing proxy variables summarised functional and social dimensions generated
in the harmonised analytic dataset. Baseline MCI and cognitive-impairment indicators
were included as predictors, and their influence was evaluated by sensitivity analysis.

2.4. Data Preparation and Model Development

The analytic cohort and derived variables were prepared from the KLoSA source data
using SAS 9.4 (SAS Institute Inc., Cary, NC, USA). The resulting analysis-ready dataset was
analysed in a Python 3.12 workflow (Python Software Foundation, Wilmington, DE, USA).
Data handling used pandas 2.2 and NumPy 2.1; model development used scikit-learn 1.6 (lo-
gistic regression, random forest, ExtraTrees, gradient boosting and AdaBoost), XGBoost 2.1,
LightGBM 4.5, and CatBoost 1.2; model interpretation used the SHAP package 0.46; and
figures were produced with Matplotlib 3.9. All random seeds were fixed at 42. Continuous
and numerically coded predictors were imputed using the median estimated within each
training split and standardised where required; categorical predictors were imputed using
the most frequent category and encoded within the training data. All preprocessing steps
were fitted separately within each training fold to avoid information leakage into validation
data. Class weighting was applied as prespecified to logistic regression, random forest,
ExtraTrees, and LightGBM, whereas no post hoc probability recalibration was applied
to any model; the resulting differences in probability scale are taken into account when
interpreting Brier scores across algorithms. Predictor-level missingness is reported in
Supplementary Table S3. Three predictors had more than 40% missingness (retirement
reason, retirement status, and hypertension in the harmonised file); a sensitivity analy-
sis excluding predictors with >40% missingness produced similar CatBoost performance
(ROC-AUC 0.888; AUPRC 0.114; Supplementary Table S5), reducing concern that these
variables drove the main results.

Eight algorithms were evaluated: L2-regularised logistic regression, random forest,
ExtraTrees, gradient boosting, AdaBoost, XGBoost, LightGBM, and CatBoost [24-30]. Hy-
perparameters were prespecified and applied consistently. Because multiple person-period
observations could arise from the same participant, the primary internal validation used
5-fold participant-level grouped cross-validation, assigning all records from each partic-
ipant to a single fold. All eight algorithms were fitted on the same analytic risk set, and
small numerical differences among them are interpreted cautiously rather than as evidence
of superiority.

2.5. Model Evaluation and Temporal Validation

Discrimination was evaluated using ROC-AUC and the area under the precision-recall
curve (AUPRC), with AUPRC emphasised because it reflects positive-class performance
under severe class imbalance [31]. Brier score was used for overall probabilistic accuracy.
At the conventional 0.5 threshold, sensitivity, specificity, and F1 score were retained for
comparability but were not considered the primary operational evaluation. To align evalu-
ation with population risk stratification, we additionally examined the top 5%, 10%, and
20% of predicted risk and reported observed event rate, sensitivity, specificity, positive pre-
dictive value (PPV), negative predictive value (NPV), and enrichment over the population
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event rate. Calibration was summarised by decile plots, calibration intercept and slope,
observed-to-expected (O:E) ratio, and event counts within risk bins [32]. Participant-cluster
bootstrap resampling was used to obtain 95% confidence intervals (Cls) for ROC-AUC,
AUPRC, and Brier score for the leading models.

Temporally separated validation trained each model on the 2018 baseline to 2020
follow-up interval and evaluated it in the 2020 baseline to 2022 follow-up interval. Because
KLoSA is a continuing panel, this analysis was temporally separated but not participant-
independent: 5645 of 5785 participants (97.6%) in the later test interval had also appeared in
the earlier training interval. Only 140 test-period participants were participant-disjoint and
only 3 events occurred in that subset; therefore, a stable participant-disjoint performance
estimate was not considered defensible. This analysis is therefore described as temporally
separated validation rather than as independent external validation.

2.6. Model Interpretation

SHAP values from the CatBoost model were used to characterise model behaviour [33].
Global importance was summarised by mean absolute SHAP value. SHAP values indicate
contribution to model prediction and do not establish biological or causal importance.
Because several predictors represented correlated domains, feature importance may be
distributed or substituted across related variables. In particular, the GOHAI domain was
additionally assessed by model ablation to determine whether its apparent SHAP promi-
nence translated into unique incremental predictive value. Prespecified sensitivity analyses
removed baseline survey year, removed the oral-health domain, excluded observations
with baseline MCI, and excluded predictors with more than 40% missingness; simpler
benchmark models (age alone; age and sex; age, sex, and education; and a parsimonious
demographic/clinical model) were fitted under the same grouped cross-validation scheme.

2.7. Ethics and Reporting

This study used publicly available, de-identified secondary data and was exempt from
institutional review board review in accordance with institutional policy. The original
KLoSA survey obtained informed consent from all participants. This study was reported
in accordance with the Transparent Reporting of a multivariable prediction model for
Individual Prognosis Or Diagnosis + Artificial Intelligence (TRIPOD+AI) statement [13],
with supporting reference to the Strengthening the Reporting of Observational Studies
in Epidemiology (STROBE) statement for the observational design elements. Completed
checklists are provided as Supplementary Materials. Reporting emphasised transparent
predictor definition, participant-level validation, calibration, temporal validation, and
model explainability.

3. Results
3.1. Analytic Cohort and Baseline Characteristics

The analytic cohort comprised 12,025 person-period observations from 6380 partic-
ipants. The survey-derived dementia classification was newly met in 126 observations
(1.05%). The 2018-2020 interval contributed 6240 records and 71 events (1.14%), whereas
the 2020-2022 interval contributed 5785 records and 55 events (0.95%) (Table 1). Mean
age was 69.5 years (standard deviation [SD], 9.4), with a median of 69 years (interquartile
range, 61-77) and a range of 55-101 years; the full age-group distribution is provided in
Supplementary Table S9. Participants who newly met the dementia classification were sub-
stantially older (mean, 82.0 years; SD, 6.9), a difference of approximately 12.7 years. Women
represented 58.1% of records and had a higher crude event rate than men (1.22% vs. 0.81%;
crude odds ratio, 1.50); the sex association attenuated after age adjustment (odds ratio,
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1.25; 95% (I, 0.85-1.83), and sex did not emerge among the leading SHAP predictors.
Baseline MCI was present in 39 records, of which 12 (30.8%) subsequently met the demen-
tia classification, compared with 114 of 11,986 (0.95%) among baseline non-MCI records.
Baseline characteristics overall and by subsequent classification are shown in Table 2,
and a comparison of included versus excluded target-interval records is provided in
Supplementary Table S6.

Table 1. Analytic cohorts and event rates.

Prediction Interval Analytic N Event N Event Rate (%)
2018-2020 6240 71 1.14
2020-2022 5785 55 0.95

Overall 12,025 126 1.05

Note. Each row represents a two-year prediction interval constructed from consecutive KLoSA waves.
Analytic N denotes the number of eligible person-period observations at the interval baseline; Event
N denotes the number of observations newly meeting the survey-derived dementia classification at
the subsequent follow-up wave. KLoSA, Korean Longitudinal Study of Aging.

Table 2. Baseline characteristics overall and by subsequent survey-derived dementia classification.

Characteristic Overall No Event Incident Classification
Age, years 69.48 (9.36) 69.34 (9.29) 82.03 (6.90)
Household income 3253.33 (3478.72) 3267.57 (3488.84) 1908.95 (1909.00)

GOHATI total score 50.90 (8.47) 50.97 (8.42) 44 .98 (11.45)
Self-rated health (1 = very good to 5 = very poor) 3.68 (0.85) 3.67 (0.84) 4.47 (0.74)
Depressive symptom score 16.64 (4.39) 16.61 (4.35) 19.29 (6.65)
ADL limitation score 7.25 (2.05) 7.22 (1.90) 10.17 (7.00)

TADL limitation score 11.05 (4.62) 10.97 (4.38) 18.65 (12.97)
Number of chronic diseases 0.09 (0.31) 0.09 (0.31) 0.06 (0.24)
Number of social activities 0.98 (0.75) 0.98 (0.75) 0.40 (0.58)
Female 6986 (58.1%) 6901 (58.0%) 85 (67.5%)
Baseline MCI 39 (0.3%) 27 (0.2%) 12 (9.5%)

Urban residence 9172 (76.3%) 9088 (76.4%) 84 (66.7%)
Education: elementary school or less 4335 (36.0%) 4238 (35.6%) 97 (77.0%)
Education: middle school 2044 (17.0%) 2031 (17.1%) 13 (10.3%)
Education: high school 4074 (33.9%) 4058 (34.1%) 16 (12.7%)

Education: college or higher 1572 (13.1%) 1572 (13.2%) 0 (0.0%)

Region: metropolitan city 5057 (42.1%) 5020 (42.2%) 37 (29.4%)
Region: small or medium-sized city 4115 (34.2%) 4068 (34.2%) 47 (37.3%)
Region: rural area (eup/myeon) 2853 (23.7%) 2811 (23.6%) 42 (33.3%)

Note. Values are mean (SD) for continuous or numerically coded variables and n (%) for categorical
variables. Education and region categories follow the KLoSA codebook; urban residence comprises
metropolitan and small or medium-sized cities. MCI, mild cognitive impairment; GOHAI, Geri-
atric Oral Health Assessment Index; ADL, activities of daily living; IADL, instrumental activities
of daily living.

3.2. Participant-Level Grouped Cross-Validation

Across the eight grouped cross-validation analyses, CatBoost had the numerically
highest ROC-AUC (0.890), followed by XGBoost (0.877); their participant-cluster boot-
strap 95% confidence intervals overlapped substantially. CatBoost ROC-AUC was 0.890
(95% C1, 0.869-0.910), AUPRC 0.119 (95% CI, 0.081-0.179), and Brier score 0.0098; XGBoost
ROC-AUC was 0.877 (95% CI, 0.850-0.903), AUPRC 0.113 (95% ClI, 0.074-0.180), and Brier
score 0.0099 (Figure 2; Supplementary Table S8). These numerical rankings should not
be interpreted as statistically meaningful superiority. At the conventional 0.5 threshold,
tree-based models remained highly specific but insensitive (Table 3), reinforcing the need
for capacity-based rather than fixed probability thresholds.
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Figure 2. Participant-level grouped cross-validated ROC and precision-recall curves for the two
leading models.
Table 3. Participant-level grouped cross-validated performance at the 0.5 threshold.

Model ROC-AUC AUPRC Brier Sensitivity Specificity F1
CatBoost 0.890 0.119 0.010 0.032 1.000 0.060
XGBoost 0.877 0.113 0.010 0.032 1.000 0.060

Gradient boosting 0.871 0.085 0.011 0.056 0.998 0.089
Random forest 0.870 0.073 0.014 0.032 0.998 0.051
AdaBoost 0.868 0.078 0.080 0.008 1.000 0.016
Extra trees 0.864 0.072 0.025 0.143 0.988 0.124
LightGBM 0.859 0.082 0.013 0.087 0.995 0.111
Logistic regression 0.856 0.099 0.126 0.754 0.815 0.079

Note. All records from the same participant were assigned to the same fold. Threshold-dependent
metrics were computed at a probability cutoff of 0.5. The event-rate baseline for AUPRC was
0.010. ROC-AUC, area under the receiver operating characteristic curve; AUPRC, area under the
precision-recall curve; F1, harmonic mean of precision and sensitivity.

3.3. Temporal Validation

In the temporally separated validation set (N = 5785; 55 events), CatBoost achieved the
highest ROC-AUC (0.874; 95% ClI, 0.836-0.911), with AUPRC 0.065 (95% CI, 0.041-0.108)
and Brier score 0.0094; XGBoost achieved ROC-AUC 0.865 (95% CI, 0.823-0.901), AUPRC
0.067 (95% CI, 0.044-0.115), and Brier score 0.0093 (Table 4; Supplementary Table S8).
AUPRC values were uniformly low and closely spaced across algorithms (0.048-0.087),
and the numerically highest value was obtained by logistic regression (0.087) rather than
by a boosting model; because the bootstrap intervals overlap widely, no algorithm can be
regarded as superior for precision-recall performance in this interval. The low absolute
AUPRCs emphasise that good rank discrimination did not translate into strong individual
case identification. Because 97.6% of later-period participants had also contributed to the
earlier interval, these results are interpreted as temporal transportability within the same
panel rather than as participant-independent validation.

Table 4. Temporal validation performance: models trained on 2018-2020 and tested on 2020-2022.

Model ROC-AUC AUPRC Brier Sensitivity Specificity F1
CatBoost 0.874 0.065 0.009 0.000 1.000 0.000
AdaBoost 0.872 0.065 0.092 0.000 1.000 0.000
XGBoost 0.865 0.067 0.009 0.000 1.000 0.000
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Table 4. Cont.
Model ROC-AUC AUPRC Brier Sensitivity Specificity F1
Gradient boosting 0.865 0.056 0.011 0.018 0.998 0.029
Random forest 0.864 0.062 0.015 0.055 0.995 0.069
Extra trees 0.831 0.048 0.027 0.127 0.986 0.097
Logistic regression 0.816 0.087 0.122 0.636 0.824 0.064
LightGBM 0.812 0.067 0.010 0.036 0.998 0.059
Note. Models were trained on the 2018-2020 interval and evaluated in the 2020-2022 interval.
Threshold-dependent metrics were computed at a probability cutoff of 0.5. The event-rate baseline
for AUPRC in the evaluation interval was 0.010. ROC-AUC, area under the receiver operating
characteristic curve; AUPRC, area under the precision-recall curve; F1, harmonic mean of precision
and sensitivity.
3.4. Calibration
Calibration of CatBoost was adequate for risk ranking but imperfect for absolute prob-
abilities (Figure 3). In grouped cross-validation, the calibration intercept was —0.054, the
slope 0.943, and the observed-to-expected (O:E) ratio 1.14 (126 observed vs. 110.2 expected
events), indicating slight underprediction overall; the same direction was present in the
highest decile (mean predicted risk 0.058 vs. observed event rate 0.063). In temporally
separated validation, the intercept was —0.350, the slope 0.896, and the O:E ratio 1.03
(55 observed vs. 53.2 expected events). Calibration summaries are given in Supplementary
Table S4 and event counts by decile of predicted risk in Supplementary Table S7; decile-level
estimates should be interpreted cautiously because only 126 events overall and 55 events in
the temporal interval were available. These findings support recalibration before absolute
predicted risks are used operationally.
Grouped cross-validation Temporal validation
0.07 1 0.06
0.06 1 0.05 4
) | 3
[ S 0.04 1
g 0.04 1 g
T v 0.03
© 0.03 1 3
Pt 2
o 2 0.02
8 0.02 2
0.01 -0
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Mean predicted risk Mean predicted risk

Figure 3. CatBoost calibration in participant-level grouped cross-validation and temporally
separated validation.

3.5. Capacity-Based Risk Stratification

Because a probability cutoff of 0.5 is uninformative at this event rate, the models
were additionally evaluated by the yield obtained within the highest-risk 5%, 10%, and
20% of predicted risk. In grouped cross-validation, the top 5% of CatBoost-predicted
risk contained 53 of 126 events (sensitivity, 42.1%) with an observed event rate of 8.8%,
corresponding to approximately 8.4-fold enrichment over the population event rate; the top
10% contained 76 events (60.3%) with an observed event rate of 6.3% (approximately 6-fold
enrichment); and the top 20% contained 99 events (78.6%) with an observed event rate of
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4.1% (3.9-fold enrichment). In temporally separated validation, the top 5% contained 23 of
55 events (41.8%) with an observed event rate of 7.9% (8.3-fold enrichment), and the top
10% contained 31 events (56.4%) with an observed event rate of 5.4% (5.6-fold enrichment).
XGBoost produced closely similar yields. Full positive predictive value, sensitivity, and
specificity results are given in Table 5.

Table 5. Capacity-based risk-stratification performance for CatBoost and XGBoost.

Validation Model  Risk Group N Selected Events PPV  Sensitivity Specificity = Enrichment
Grouped CV CatBoost Top 5% 602 53 0.088 0.421 0.954 8.4x
Grouped CV CatBoost Top 10% 1203 76 0.063 0.603 0.905 6.0x
Grouped CV CatBoost Top 20% 2405 99 0.041 0.786 0.806 3.9%
Grouped CV XGBoost Top 5% 602 49 0.081 0.389 0.954 7.8%
Grouped CV XGBoost Top 10% 1203 74 0.062 0.587 0.905 5.9x
Grouped CV XGBoost Top 20% 2405 99 0.041 0.786 0.806 3.9%

Temporal validation =~ CatBoost Top 5% 290 23 0.079 0.418 0.953 8.3x
Temporal validation ~ CatBoost Top 10% 579 31 0.054 0.564 0.904 5.6x
Temporal validation ~ CatBoost Top 20% 1157 41 0.035 0.745 0.805 3.7x
Temporal validation =~ XGBoost Top 5% 290 22 0.076 0.400 0.953 8.0x
Temporal validation =~ XGBoost Top 10% 579 31 0.054 0.564 0.904 5.6x
Temporal validation =~ XGBoost Top 20% 1157 40 0.035 0.727 0.805 3.6x

Note. Risk groups were defined by ranking predicted probabilities within each validation setting.
Enrichment is the observed event rate within the risk group divided by the overall event rate (1.05%
in grouped cross-validation and 0.95% in the temporal validation interval). CV, cross-validation; PPV,
positive predictive value.

3.6. SHAP-Based Model Interpretation

Age was the dominant contributor to CatBoost predictions, followed by household
income, educational attainment, GOHALI total score, self-rated health, subjective health
status, and the number of social activities (Table 6; Figure 4). This pattern indicates that the
model drew on information spanning biological ageing, socioeconomic position, perceived
health, oral-health-related quality of life, and social participation. Directional interpretation
of coded categorical predictors requires reference to the original KLoSA codebook and was
therefore not reduced to linear risk statements. Model ablation showed that removing the
GOHALI and denture-use variables did not reduce CatBoost discrimination (ROC-AUC
0.891 vs. 0.890 in the full model; AUPRC 0.124 vs. 0.119; Supplementary Table S5). A high
SHAP ranking for GOHAI should therefore be interpreted as predictive information that is
partly redundant with correlated vulnerability domains rather than as evidence that oral
health is an independent causal driver of the outcome.

Table 6. Top 15 predictors in the CatBoost model by mean absolute SHAP value.

Rank Predictor Mean Absolute SHAP Value
1 Age 0.617
2 Household income 0.160
3 Educational attainment 0.151
4 GOHALI total score 0.125
5 Self-rated health 0.097
6 Subjective health status 0.096
7 Number of social activities 0.090
8 Successful ageing proxy 0.089
9 Residential region 0.081
10 Active ageing proxy 0.053
11 Number of living children 0.051
12 Depressive symptom score 0.050
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Table 6. Cont.

Rank Predictor Mean Absolute SHAP Value
13 Urbanicity 0.047
14 Current drinking 0.041
15 Quality of life score 0.040

Note. Values are mean absolute SHAP values obtained from the CatBoost model. Larger values
indicate a greater average contribution to model output and do not imply causal effects. Directional
interpretation of coded categorical predictors requires reference to the original KLoSA codebook.
SHAP, SHapley Additive exPlanations; GOHAI, Geriatric Oral Health Assessment Index; KLoSA,
Korean Longitudinal Study of Aging.

Top 20 predictors: CatBoost

Age

Household income
Educational attainment
GOHAI total score
Self-rated health
Subjective health status
Number of social activities
Successful ageing proxy
Residential region

Active ageing proxy

Number of living children

Predictor

Depressive symptom score
Urbanicity

Current drinking

Quality of life score

Any social activity

Other income

Baseline survey year

IADL limitation score

Number of IADL limitations

0.0 0.1 0.2 0.3 0.4 0.5 0.6
Mean absolute SHAP value

Figure 4. Top 20 predictors by mean absolute SHAP value.

4. Discussion

This study developed and evaluated machine learning models for two-year transition
to a survey-derived dementia classification using nationally representative longitudinal
KLoSA person-period data. The analytic risk set, restricted to records with known baseline
cognition, no baseline dementia classification, and observed follow-up cognition, comprised
12,025 person-period observations and 126 events. The leading models retained good
discrimination, but their overlapping uncertainty intervals and modest AUPRCs argue
against emphasising small algorithmic rank differences [13,31,32]. The principal finding is
therefore not that one boosting algorithm is uniquely superior, but that routinely collected
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multidomain survey information can meaningfully enrich near-term dementia-classification
risk in a very low-prevalence setting [8,34].

The practical value of the models is clearer when evaluation is organised around
screening capacity. In grouped cross-validation, the highest-risk 10% of participants cap-
tured 60.3% of events at an observed event rate of 6.3%, and in temporally separated
validation, the corresponding values were 56.4% and 5.4% (Table 5). These yields are more
informative for public-health prioritisation than performance at an arbitrary 0.5 probability
threshold [12].

The temporally separated analysis should be interpreted cautiously. Most partic-
ipants in the later interval also contributed to the earlier interval, so the analysis eval-
uates stability across calendar periods within the same panel rather than participant-
independent transportability. A participant-disjoint temporal subset could be identified,
but it included only 140 participants and 3 events, which was too sparse for a meaning-
ful performance estimate. Future external validation should therefore use a genuinely
independent cohort [13,35]. Mortality is another important source of informative attrition:
among dementia-free records in the two target intervals, 484 had a recorded death and no
follow-up cognitive classification, while 693 had other loss or non-response. The present
analysis is conditional on observed follow-up cognition and does not model death as a
formal competing risk; this may favour healthier survivors and should be considered when
interpreting population applicability.

Age was by far the strongest predictive signal. Participants who developed the survey-
derived dementia classification were, on average, approximately 12.7 years older than
non-events. Although women had a higher crude event rate, the association with sex
attenuated after age adjustment, suggesting that age composition explained much of the
crude difference. Baseline MCI, in contrast, defined a small but very high-risk subgroup:
30.8% of baseline-MCI observations transitioned to the dementia classification. Excluding
baseline MCI reduced CatBoost ROC-AUC from 0.890 to 0.866 and AUPRC from 0.119
to 0.059. Thus, the primary model partly serves the clinically relevant task of identifying
progression among participants already showing cognitive vulnerability; the sensitivity
analysis clarifies performance among those without baseline MCL

Comparison with simpler models further contextualised incremental value. An age-
only logistic model achieved ROC-AUC 0.853 and AUPRC 0.057; adding sex produced
essentially no improvement, and age plus sex and education achieved ROC-AUC 0.859.
A parsimonious demographic/clinical model that included age, sex, education, income,
baseline MCI, self-rated health, depressive symptoms, ADL/IADL, and chronic disease
burden achieved ROC-AUC 0.885 and AUPRC 0.101. The full CatBoost model therefore
provided only modest incremental discrimination over a strong simple model, although
it improved precision-recall performance. This finding reinforces the need to balance
predictive gain against complexity when considering implementation [11].

The GOHALI finding warrants similarly cautious interpretation. GOHAI ranked highly
in SHAP importance, but removing GOHAI and denture-use variables did not impair
predictive performance. GOHAI may therefore act as a marker of correlated constructs such
as frailty, nutrition, socioeconomic disadvantage, access to care, social isolation, or early
functional decline rather than provide unique incremental information [17,36]. Population-
level evidence continues to link dental status to subsequent cognitive outcomes [18,19],
but the present ablation indicates that this information is largely redundant once a broad
set of socioeconomic, functional, and health variables is available. Likewise, removing
baseline survey year left CatBoost performance essentially unchanged (ROC-AUC 0.890;
AUPRC 0.127; Supplementary Table S5), arguing against material reliance on period-specific
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artifacts. These sensitivity analyses shift the interpretation from isolated feature importance
toward the broader multidomain vulnerability profile captured by the model [37].

These results can be placed alongside recent work. Machine learning models devel-
oped in other national panel surveys have reported ROC-AUC values of approximately
0.75 to 0.82 for incident dementia using self-reported information [9,10]; the higher dis-
crimination observed here probably reflects the short two-year horizon and the inclusion
of baseline cognitive-status indicators, as demonstrated by the MCI-exclusion sensitivity
analysis. Recent syntheses of externally validated dementia risk models, and external
validation in the EPIC-Norfolk cohort, show that discrimination frequently declines and
calibration deteriorates outside the development setting [14,15], which reinforces our de-
cision to describe the present temporal analysis as transportability within a single panel
rather than as external validation. Within Korean panel data, our leading predictors agree
with the interpretable machine learning analysis of KLoSA [22], while the present study
adds a prospective two-year transition endpoint, participant-level grouped validation,
rare-event metrics, calibration, and capacity-based yield; the joint progression of frailty
and cognitive decline reported in the same panel [23] is consistent with our finding that a
multidomain vulnerability profile, rather than any single domain, carries the predictive
signal. Finally, the modest absolute yield observed at realistic screening capacity parallels
the finding that a high-risk screening strategy would fail to identify a substantial proportion
of future dementia cases [38], and supports framing the model as a prioritisation tool rather
than a case-finding instrument.

Limitations

First, the event count remained small (126 overall; 55 in the later interval), limiting
precision for model comparison and calibration; accordingly, cluster-bootstrap confidence
intervals and event counts by calibration bin are reported. Second, the endpoint is a KLoSA
survey-derived cognitive classification rather than clinically adjudicated dementia and
should not be interpreted as a clinical diagnosis. Third, baseline MCI was included in the
primary risk set; although this is relevant to real-world risk stratification, it means the
primary model partly captures MCI-to-dementia-classification transition, as demonstrated
by the MCl-exclusion sensitivity analysis. Fourth, temporal validation was not participant-
independent because of substantial panel overlap. Fifth, death and non-response created
informative attrition, and the analysis did not use formal competing-risk methods; because
the survey-derived cognition classification is observed only among participants who sur-
vived and responded at follow-up, competing-risk and inverse-probability-of-censoring
estimators were not identifiable within this data structure, and linkage to mortality records
is a priority for future work. Sixth, predictor missingness was substantial for several
variables; although imputation was restricted to training folds and excluding predictors
with >40% missingness produced similar performance, missing-not-at-random bias re-
mains possible. Seventh, several predictors were correlated or represented alternative
codings of related constructs, so SHAP importance cannot establish independent or causal
effects. Finally, external validation in an independent cohort and prospective impact
evaluation are required before implementation.

5. Conclusions

Machine learning models using routinely collected longitudinal survey information
provided useful risk enrichment for two-year transition to a survey-derived dementia
classification among older Korean adults. CatBoost showed good discrimination, but the
central contribution was actionable ranking rather than algorithmic superiority: the top
10% risk group captured approximately 60% of events in grouped cross-validation and
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56% in temporally separated validation. Performance remained stable after removing
survey year and highly missing predictors, while baseline MCI accounted for an important
component of predictive performance. The model should be viewed as a population-level
prioritisation tool, not a diagnostic classifier, and requires independent external validation,
recalibration, and prospective evaluation before implementation.

Supplementary Materials: The following supporting information can be downloaded at: https:
/ /www.mdpi.com/article/10.3390/jdad3040053/s1, Table S1: Predictor labels and analytic variable
names; Table S2: Prespecified model settings; Table S3: Predictor-level missingness in the analytic
cohort; Table S4: Calibration summary; Table S5: Sensitivity analyses and simpler benchmark models;
Table S6: Baseline comparison of included versus excluded target-interval records; Table S7: CatBoost
calibration deciles with event counts; Table S8: Participant-cluster bootstrap confidence intervals for
the leading models; Table S9: Age distribution by subsequent survey-derived dementia classification;
Figure S1: Temporal-validation receiver operating characteristic and precision-recall curves for all
models; TRIPOD+AI and STROBE checklists.
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