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Abstract

Our study tracks the development of 105 Roma children between 3 and 5 (median age:
51 months), enrolled in an NGO-aided developmental program. Each child undergoes pre-
and post-assessment based on the Developmental Assessment of Young Children (DAYC), a
standard tool used to track the progress in early childhood development and detect delays.
Data are gathered from three sources, teacher, parent/caregiver and specialist, covering
four developmental domains and adaptive behavior scale. There are subjective biases;
however, in the post-assessment, the teachers’ and parents’” evaluations converge. The test
results confirm significant improvement in all areas (p < 0.0001), with the highest being in
cognitive skills 32.2% and the lowest being in physical development 14.4%. We also apply
machine learning methods to impute missing data and predict the likely future progress
for a given student in the program based on the initial input, while also evaluating the
influence of environmental factors. Our weighted ensemble regression models are coupled
with principal component analysis (PCA) and yield average coefficients of determination
R? = 0.7 for the features of interest. Also, we perform k-means clustering in the plane
cognitive vs. social-emotional progress and consider the classification problem of predict-
ing the group in which a given student would eventually be assigned to, with a weighted
F;-score of 0.83 and a macro-averaged area under the curve (AUC) of 0.94. This could be
useful in practice for the optimized formation of study groups. We explore classification as
a means of imputing missing categorical data too, e.g., education, employment or marital
status of the parents. Our algorithms provide solutions with the Fj-score ranging from 0.92
to 0.97 and, respectively, an AUC between 0.99 and 1.

Keywords: childhood development; DAYC; in-service effect; differential learning; principal
component analysis; data imputation; predictive modeling

MSC: 91E45; 91E10; 62P15

1. Introduction

Human development is a dynamic process shaped by the interaction of several core
domains: physical development (motor skills), cognitive (thinking, perception, problem-
solving), social and emotional (expression, regulation, and interpersonal understanding),
and language acquisition. During early childhood, critical neural structures form, laying
the foundation for curiosity, self-esteem, and the capacity to engage meaningfully with the
surrounding environment. Given the importance of this developmental stage, targeted
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interventions can have lasting positive impacts on both individuals and society as a whole.
Economic analyses strongly support the cost-effectiveness of early childhood development
(ECD) programs. For instance, the High/Scope Perry Preschool Program in the United
States demonstrated that long-term economic returns range from USD 7 to USD 16 for
every dollar invested [1]. Children who took part in the program demonstrate better high
school performance and higher graduation rates, as well as higher earnings and rates of
home ownership at age 27. Moreover, they are less likely to rely on welfare, be arrested, or
experience out-of-wedlock births. Recent findings further emphasize the value of investing
specifically in social and emotional development; for example, ref. [1] highlights that such
investments not only support individual well-being, but also contribute to broader societal
progress. By equipping children with skills to navigate social interactions and regulate
emotions, communities reduce behavioral issues and improve mental health and overall
quality of life.

1.1. Delays in Early Childhood Development

Addressing developmental delays early in life can profoundly influence a child’s
cognitive and socio-emotional trajectory, laying the groundwork for improved academic
achievement and long-term psychological well-being. Some scholars [2] emphasize the
critical importance of early childhood as a sensitive period for development. They identify
the age range between 2 and 5 years as a crucial developmental window, during which
speech, autonomy, self-awareness, and cognitive, social, play, and motor skills rapidly
emerge and evolve. The first two years of life are also very important: during this time, the
human brain triples in size and forms an extensive network of neural circuits necessary for
processing sensory input and developing foundational cognitive functions [3]. Language
development, for example, begins early in life and reflects a complex interplay between
genetic predispositions and environmental influences [4]. The quality of early interactions,
especially with primary caregivers, is also crucial. Positive early experiences are foun-
dational for the development of secure social relationships later in life [5,6]. Moreover,
the early formation of core executive functions (such as attention, working memory, and
self-control) is another very important aspect of neurodevelopment in early childhood [7].
Research shows that children who are subject to high-quality early care and education
have better cognitive, social-emotional, and academic outcomes [1,8]. On the other hand,
stimulus-poor environments, social deprivation and neglect can have long-lasting adverse
effects on brain development.

Cognitive and socio-emotional development in early childhood is a key predictor of
later academic achievement, psychological well-being, and social functioning. One of the
earliest and most basic developmental milestones in infancy is the ability to recognize and
respond to emotional cues, which supports the formation of secure attachments with the
parent/caregiver [9]. Brain development during this critical period lays the foundation for
future learning and emotional regulation, making it essential to provide a safe, nurturing,
and stimulating environment that supports optimal neural growth. Research also shows
that children who develop strong emotional regulation and interpersonal skills are better
equipped to cope with challenges, establish meaningful relationships, and make positive
contributions to society [10]. Children who experience supportive relationship with their
parents, teachers and peers are more likely to develop resilience and emotional stability.
Conversely, adverse childhood experiences, such as neglect or social exclusion, can impede
emotional growth and lead to long-term psychological challenges. Identifying predictors
of developmental delays is crucial for enabling timely interventions that could improve
long-term outcomes [10].
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A study by McCoy et al. [11] identifies three primary risk factors: malnutrition,
low parental education, and exposure to psychosocial stressors. Nutritional deficiencies,
in particular, are strongly linked to cognitive delays. Evidence from low- and middle-
income countries indicates that providing nutritional supplements during pregnancy and
early childhood positively influences both physical growth and neurodevelopment [12]. A
longitudinal cohort study by Wang et al. [13] based on data for 1245 children from rural
China inspects their developmental changes over three time periods. Prospective analysis
reveals that those who had experienced persistent developmental delays during the early
years show significantly lower cognitive and socio-emotional skills in preschool. Similarly,
those whose development had deteriorated before the age of three demonstrate substantial
deficits later on. The findings in [13] highlight the role of socio-economic factors, such
as household income, parental education, and access to early learning opportunities, in
determining whether a child overcomes or remains affected by delays. They reveal that
early cognitive and emotional deficits have a strong impact on later preschool performance
and highlight the urgent need for targeted early interventions. Children from lower-income
households are disproportionately affected by ongoing developmental delays, hence the
importance of providing access to early support for marginalized communities.

1.2. Interventions

Screening programs that identify at-risk children before the age of three, combined
with targeted educational initiatives, can significantly mitigate long-term developmental
challenges, as argued in [13]. These findings highlight the critical importance of integrating
structured play, emotional intelligence training, and early literacy programs into preschool
curricula. The authors also advocate for policy reforms aimed at enhancing early childhood
screening, expanding parental education initiatives, and increasing access to preschool
interventions—particularly in underserved communities. Future research should explore
the effectiveness of culturally tailored interventions and track long-term developmental
outcomes beyond the preschool years. Continuously improving and updating early in-
tervention strategies is essential for reducing disparities and fostering the cognitive and
emotional development of vulnerable populations [13]. The article highlights the impor-
tance of nurturing an environment that supports emotional intelligence, communication
skills, and social adaptability [10], while [14] argues that fostering adaptive mechanisms in
preschoolers could occur through participation in a variety of interactive games with peers,
developing healthy bonds and attachment relationships with adults, active parental social
networks, and participation in early childhood education programs. Various early child-
hood programs report that the benefits for 4-year-olds at the end of the year are focused
on vocabulary development, social skills, and a positive approach to learning [8]; on the
other hand, benefits were found in all areas of development for 3-year-olds. Some studies,
e.g., [15], point out that the effects of program impacts on participants have either increased
or remained stable over the years. Another key point of early childhood development
programs [16] has to do with fostering community-wide participation and collaboration:
building networks of support and engaging locals gives these initiatives a new perspective.

In Bulgaria, where our study takes place, a good example of holistic support for
children (from birth to 18 years of age) and families is the Integrated Development Model
(IDM) of the Health and Social Development Foundation (HESED). One of its key programs
provides incentives and educational support aimed at promoting the well-being of young
children aged 3 to 5, with a specific focus on reducing the school readiness gap between
minority children and their peers. In recent years, Bulgaria has been making efforts to
improve the living conditions and development of Roma children. With the National
Strategy for Roma Integration 2012-2020, it has taken important steps to create a national
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framework for early childhood development as an integrated approach to support parents
and children, thus ensuring their access to quality education, integrated services, health
and social care. Despite these efforts, the Roma community continues to face disproportion-
ately high rates of infant mortality, early pregnancy, illiteracy, and unemployment [17,18].
Roma children are significantly more likely to experience malnutrition, lack of adequate
healthcare, poverty, and social exclusion. Many do not attend school regularly, which puts
them at a substantial disadvantage from an early age. Thus, targeted early education within
this particular minority group in Bulgaria is essential for both moral and economic reasons.

1.3. Machine Learning for Effective Education

With the advancement of large language models, like ChatGPT, the use of Al and
machine learning applications in education has emerged as a subject of considerable
academic and public debate [19-21]. Nevertheless, we do not see the overwhelming
abundance of research papers that one might expect. There are numerous ways in which
this relatively new technology can be implemented in the curriculum: from statistical
analysis of test scores [22,23] to life interactions with learning bots [24,25]. The former is
closer to the scope of this paper, particularly regarding applications in early education. We
apply methods similar to those used in [26] to predict learning difficulties of children under
five years of age, based on parenting strategies and sociodemographic and health conditions.
It is also related to studies like [27,28], which access the impact of various factors, such as
individual effort, school policy and family background, on students” academic performance
and mental condition. There are similar studies in the context of higher education, e.g., [29];
some authors also apply clustering algorithms in order to enhance differential learning
strategies [30] and various ML/ Al predictive algorithms aimed at optimal outcomes [31,32].
Various aspects of our study have been applied in different research papers before, but not
in this particular context. Also note that we work with a smaller and highly specific dataset,
so the models cannot be generalized directly; however, once proven effective, they could
be built similarly in different settings.

This paper is organized as follows: In Section 2, we comment on the data, statis-
tical tools and machine learning algorithms used in our study. The main findings are
then revealed and discussed, with regard to their practical applications and prospects for
future research.

2. Materials and Methods
2.1. Data

The data in our surveys were collected by the the Health and Social Development
Foundation (HESED) within a standard institutional procedure during the years 2014-2018
with the explicit consent of all parties involved and with sensitivity to the Roma cultural
context. HESED staff included trained Roma community mediators, respecting community
norms and expectations. There are plenty of missing data in the files for various reasons:
the respondents refused to answer some of the questions, the children dropped out of the
program before final assessments could take place, etc. In some parts of the study, we
also use background information about their home environments, such as marital status,
education, occupation and income brackets of the parents. Unfortunately, however, there
are both absent and misleading data provided by the respondents, especially regarding
education, occupation, and household income. Also, in many cases, it is not clear which
parent answered the questionnaire. Therefore, we extensively use cross-validation in
our estimates.

Our main source of data consists of the much more reliable test results upon entrance
and exit, as well as the individual assessment of children’s progress given by parents and
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teachers and experts. The first noticeable tendency in the latter is, of course, the biased
judgment of each party: parents, in particular, tend to overestimate their underperforming
children and underestimate the more advanced ones, in both cognitive and social-emotional
development, as shown in Figure 1. The shaded areas in the above diagrams correspond to
the confidence interval for the regression parameters. These discrepancies tend to converge
as the program progresses but still remain visible. The tendency is that teachers provide
less biased and dispersed answers compared to parents; however, for both groups, the
slope is consistently lower than the one suggested by the experts” opinion, which we use as
a benchmark here.

parent parent
teacher teacher

subjectibe assessment
subjectibe assessment

Y 0 w© @
emotional development cognitive development

Figure 1. Subjective evaluation of children’s social-emotional (left) and cognitive develop-
ment (right).

We perform a paired t-test to assess the p-value for the children’s progress, according
to one or both of their parents, a teacher and a specialist. The results of the survey were
averaged for each feature we are interested in—the mean and median progress were
assessed, as well as the standard deviation, displayed in Table 1. The 5% p-value test was
passed in all cases, while the p < 0.01 threshold was not, for social-emotional development.

Table 1. Subjective assessment of the children’s relative progress and as measured by the test results.

Category Parent Teacher Expert Tests

adaptation 9.75% 20.70% - 18.79%
communication 7.16% 28.79% 29.85% 25.63%
cognitive 11.96% 46.14% 25.53% 32.23%
physical 8.60% 31.65% 21.58% 14.36%
emotional 3.79% 18.33% 6.65% 15.19%

It is interesting to see that verbal and cognitive skills are developed the most according
to both the assessment tests and the survey, while the changes in social-emotional and
physical development appear less statistically significant. However, half of the parents
view their children’s verbal skills as negatively influenced during the education program
and report negligible average progress across all areas. Teachers tend to underestimate the
process even more: in their view, the only statistically significant change is in cognitive
abilities, but they see it as being minute and even negative for half of the children. As ex-
pected, both parents and teachers are much less homogeneous in their responses compared
to experts, as the ratio between the standard deviation and the mean clearly indicates. They
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seem to overestimate worse performers while underestimating the better ones in basically
all categories. This bias could explain, at least partially, the distrust and negative view of
the process many parents seem to share.

In summary, all parties involved agree that there is no significant change in
social-emotional development for the whole sample, while there is certainly one for cogni-
tion. Parents and experts, on the other hand, see improvement in physical skills, which
teachers do not. Unlike parents, teachers and experts agree that children develop com-
munication skills during the program. These biases might be confusing for the objective
evaluation of the overall effect of the education process on children, but they provide useful
information for our machine learning algorithms. We shall come back to that point later on.

The distribution of the test results for the five skills of interest is quite different: those
for cognitive, physical, and communication abilities have some common features, e.g.,
the lack of significant progress for the top and bottom performers, unlike for those in the
middle (see Figure 2). This yields a wider spread on the x-axis with peaks at both the
top and the bottom, and a much narrower distribution upon exit, due to the significant
progress (reaching over 32% on average for cognitive skills). Similarly, adaptive behavior
and emotional development are almost normally distributed on both axes and do not
show significant improvement during the education process. In order to better assess the
interactions between features, we visualize the correlation matrix using heatmap (Figure 3).

— | .
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¥ 0 2
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’ o 06
cognitive development
physical development adaptive behavior
verbal development 0.4 emotional development
0.0 1.0 15 0.00 025 050 075 100 1.25
entrance test results entrance test results

Figure 2. Distribution of test scores: cognitive, communication and physical (left); social-emotional
and adaptive development (right).

2.2. Methods

We use a large variety of methods, such as descriptive statistics in order to explore the
data, inference statistics (e.g., analysis of variance and the paired t-test) to test hypotheses
and assess the statistical significance of different effects, and machine learning algorithms
to generate predictions; thus, we recommend solutions for efficiency improvement. Here,
we shall discuss only the latter, since statistical analysis is a standard component on any
survey-based research. The first problem it allows us to deal with is restoring damaged or
missing data, such as the mother’s age, which is absent in over 17% of the questionnaires.
For that, we use a simple KNN (k nearest neighbors) imputer based on proximity. For
this particular dataset and the tasks we focus on, more advanced techniques such as
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iterative imputation (MICE) yield practically identical results as far as the evaluation metrics
are concerned. Furthermore, after evaluating the covariance matrix, we apply principle
component analysis (PCA) on the test results in order to obtain a better understanding
of the internal feature dynamics, which is also carried out using SHAP analysis, and we
aim for optimal variance representation that might be useful. Finally, we perform several
k-means clustering and test several classification algorithms, such as kernel support vector
machines (K-SMV), linear discriminant analysis (LDA), Gaussian Naive Bayes (GNB) and
extreme gradient boosting (XGBoost) for imputing missing categorical data and predicting

future outcome. Their performance is evaluated using a standard F;-score and ‘area under
the curve’ (AUC):

2 2T, T, T,
= = , Pzil R=—"—"F (1)
P71+R71 2T++F++F7 T++F+ T+—|—F,

F

where P and R stand for the so-called ‘precision’ and ‘recall” metrics, while T+ and F+
denote, respectively, the true/false values—positive/negative predictions of a binary
classifier. In the multi-class setting, one uses the micro or macro Fj-score instead. The
former is calculated using the net T+ and Fy in Formula (1); for the latter, we simply take
the average of class-wise Fj-scores. It also has a weighted version where the weights are
proportional to the number of samples in each class. As for the AUC metric, we consider
the so-called ‘receiver-operating characteristic curve’ (ROC), which depicts the dependence
between the false positive and true positive rates at any possible threshold between 0 and 1.
The area beneath its graph is a standard metric for binary classifiers” performance, and like
Fy, it can be generalized to the multi-class setting via micro, macro, or weighted averaging.
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Figure 3. Heatmap correlation table of the presented features.

Finally, we attempt to predict values of continuous parameters, namely children’s

scores difference upon exit and entrance, based on weighted ensemble stack models. For
this more ambitious task, we rely on AutoGluon, Amazon’s open source Python module,
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input data

equipped with great functionality for advanced machine learning. It trains several models
independently and ranks them according to a given metric, e.g., the coefficient of determina-
tion R? or the mean absolute percentage error MAPE, given by the following expressions:

(AX?)

Rzzl—m, MAPE = (

[AX]

X7 @

where (X) denotes the mean value of the distribution X, respectively, and (AX) stands for
the average deviation of the prediction from the actual value of X. Similarly, (AX?) is the
average square error and (|AX]) is the average absolute error of our prediction. Also note
that these quantities are assessed via cross-validation (CV), i.e., the training and the test
sets are determined multiple times and the corresponding estimates are then averaged in
order to avoid misleading evaluations due to pure luck; thus, CV values are usually lower.

In order to compensate for the small dataset, we need to wisely use the capabilities
of machine learning algorithms. AutoML tools [33] provide a great opportunity in that
respect: they test various models, assess them, and tune their hyperparameters without
human interference. Then, the models are ranked according to several performance criteria,
and the best ones are combined into a weighted sum, which tends to reduce the overall
error. This process, known as ‘stacking” [34], can be executed repeatedly, which we refer to
as ‘multi-level stacking’. Figure 4 shows a simplified flow chart of a single level.

BASE LEVEL STACK LEVEL

model 1 +— —» model 1 |—
| 2 - ) -
mergin - o
mode L ging model 2 | » welghing
—-—- S
model 3 | —»| model 3

Figure 4. Merging and stacking of multiple models in AutoML.

In the case of classification, some kernel models perform quite well, as shown on
Table 2. For regression problems, our ‘top learners’ are neural networks (NeuralNetTorch,
NeuralNetFastAl) and ensemble algorithms based on decision trees. They promote the
concept of collective decisions, showing, in practice, that a large number of rough biased
models (weak learners) often beat the accuracy of highly sophisticated algorithms. The most
common example, Random Forest, uses an ensemble of decision trees trained in parallel
with biased sub-samples, replicated via bootstrapping (sampling with replacement). Then,
aggregation yields the output by either simple majority vote, or a weighted sum. This
two-step solution is known as bagging. It is powerful and easy to handle (no need for
pre-processing or taking care of multicollinearity), suitable for parallel processing and
remarkably resistant to overfitting. However, it might need lots of resources, especially
when it comes to hyperparameter tuning and optimization. Boosting algorithms provide
significant improvement in that respect, relying on iterative corrections of statistical weights,
assigned to each data instance in the sample, thus giving the model a chance to focus on its
flaws in the next iteration, which saves lots of resources. That is how adaptive boosting
(AdaBoost) works, but there are other variations as well, e.g., gradient boosting algorithms,
such as XGBoost, which uses gradient descent to optimize the weights at each iteration,
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similarly to neural networks. This makes it quite fast and successful in balancing the
so-called ‘bias—variance trade-off’. Just like bagging algorithms, it does not require data
normalization and works well even with missing values, but seems to be more sensitive to
outliers, so one needs to pay attention. Still, XGBoost is one of the best-known solutions
used for both classification and regression machine learning problems. CatBoost and
LightGBM are two other well-known examples of gradient boosting algorithms with
many applications.

Table 2. Subjective assessment of the children’s progress measured by the p-value.

Feature F; Score AUC Best Model

employment father 0.92 0.99 Random Forest

education mother 0.96 0.99 Gaussian NB

marital status 0.97 1.00 LDA

cluster type 0.86 0.94 XGboost/K-SMV
3. Results

After data imputation and normalization, we attempt to find a regression model for
some of our features. As the above heatmap indicates, cognitive development appears to
be highly correlated with verbal and physical skills among other personal characteristics.
As for the influence of domestic environments, the parents” education (especially that of
the father) dominates all other factors, followed by their marital status and occupation. The
family income is not significant in that respect, but it plays a role in the development of
verbal skills, along with the father’s education. The mother’s education appears highly cor-
related with adaptive behavior, while that of the father with social-emotional development;
however, in both areas, the marital status plays an equally important role. This becomes
apparent in the feature importance tables in regression models, too. For example, cognitive
and physical development entrance scores can be ‘guessed’ using standard ensemble learn-
ing algorithms (XGBoost and Random Forest), with accuracy reaching, respectively, 86%
and 95%. Another highly correlated feature is the infant’s age. For this factor, the accuracy
exceeds 91% with hyperparameter tuning. It seems more likely to predict children’s weight
and height at birth (with accuracy about 88% and 93%, respectively) than household income
(with error almost 30%), which may be due to intentional misleading answers in the survey
and a large amount of missing data: less than 68% actually responded to that question.

3.1. Classification Results

As for the classification problem, using different algorithms, we obtain excellent
predictions for the education, marital or employment status of the parents (see Figure 5).
Both the accuracy and the F;-score are about 0.9, particularly for the Random Forest and
Naive Bayes classifiers, while it is quite difficult to infer the child’s gender from the available
data. Also, we perform cluster analysis on the data, this time focusing on the differences
between entrance and exit level skill assessments. In particular, we are interested in the
possibility to identify children who are likely to demonstrate a significant improvement
in a certain skill during the course. To do that, we study the differences in the initial and
final assessment of all five features and try to find a pattern. For example, if we proceed as
such regarding the progress of cognitive and social-emotional progress, we can see a nice
separation into three clusters, as illustrated in Figure 6. The bottom left segment shows no
particular improvement in any dimension, while the top one corresponds to a balanced
improvement, weighing on the social-emotional side. Finally, children in the right cluster
demonstrate significant progress on the cognitive front and almost none on the emotional
one (some of them even regress). Assigning children to the proper cluster is a different
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True label

classification problem, as it attempts to predict future events, unlike the previous examples,
which were suited for data imputation. The result is therefore expectedly less accurate
(Table 2), but it is much more valuable when it comes to strategies for differential learning
as a means of optimization.

175
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Figure 5. Classification for the father’s employment status (left), as well as the mother’s education
(center) and marital status (right).
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Figure 6. K-means clusters for cognitive vs. emotional development throughout the program (left)
and the confusion matrix for prediction of cluster classes, based on entrance-level assessment (right).
Note that the extreme clusters were flawlessly predicted.

3.2. Predictions Form Weighted Ensemble Regression

After exploring the possibilities of binary and multi-class predictions for different
categorical features of our data, let us approach an even more ambitious task: modeling
continuous values via regression. In particular, it would be useful to have predictions for the
expected progress of each child within the program, with respect to the five areas of interest.
The measure of progress is given by the difference between exit and entrance test scores and
can take positive as well as negative values. Although not so helpful for the classification
problem, the biased assessment of teachers and parents at admission has proven quite
valuable for the regression task (as it reflects hidden background dynamics), which is
much harder considering the small amount of data in our survey. Cognitive and physical
development seem unlikely to predict, with a coefficient of determination of R? < 0.4; on
the other hand, progress in communication and social-emotional development is much
more easily ‘tamed’, with R? ~ 0.8 using deep learning with NeuralNetTorch (Figure 7). It
is interesting to note that with regard to feature importance, the father’s education seems
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to be a good predictor for the former and the mother’s age for the latter. Similarly, for
adaptive behavior, level 3 stacking yields R? ~ 0.7, while for cognitive progress, significant
predictors appear to be the parents” education and the age of both the mother and the child.
However, the data are too scarce to establish a strong enough correlation. The results are
summarized in Table 3.

Next, we look at the dimensionality reduction, or rather the orthoganlization problem,
using principal component analysis (PCA). It diagonalizes the covariance matrix of the
individual features in its canonical basis and rank-orders the eigenvalues, allowing us to
select only the leading ones for simplicity. This technique has been used, for instance, to
construct the famous “Big five” among all personality traits: openness, conscientiousness,
extroversion, agreeableness, and neuroticism. In our case, three components are quite
sufficient to ‘explain” about 85% of the variance, as Figure 8 shows. With two components,
we only cover about 64% which is insufficient for a high-precision study. It is easy to see
that one of the components is related mostly to social-emotional and verbal skills, while the
other two are related to cognitive and physical development, respectively (see Figure 8).

communication progress PC1l

= predicted 40 = predicted
== measured == measured

20

test score difference
o

Figure 7. Validation of the regression models for communication (left) and PC1 ‘soft skills’
progress (right).
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communication progress Pca —
PC5
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individual cognitive development progress
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physical development progress e ——
I
social-emotional progress —
Pc3 -0.8 -06 -04 -0.2 0.0 0.2 0.4 0.6 0.8 1.0

Figure 8. PCA cumulative explained variance for test results (left) and the contributing factors for
the first three components (right).

However, one should note that PCA is merely a coordinate transformation. It presents
a trade-off, rather than a cure, gaining better separation (e.g., for graphs and diagrams) at
the expense of explainability (some of the principal components may be hard to associate
with human words). Also, contrary to what we expected, our classification algorithms
did not improve significantly when assisted by PCA (or the standard algorithms for
imbalanced data). Regression results, on the other hand, improve in some areas and
regress in others. Cognitive skills are better modeled as the third component in PCA
coordinates, while PC1, associated mostly with ‘soft” skills (see Figure 8), is less predictable
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than pure social-emotional development, probably due to the ‘smearing” that takes place.
On the other hand, PC2 is just as hard to model as the original feature ‘physical skills’, to
which it is directly linked. Even with PCA, however, predicting cognitive progress remains
difficult—probably because it depends strongly on the learning process and environment,
and not nearly as much on the initial circumstances.

Note that both the PCA technique and multi-level stacking may be used for the
classification task as well. While the former does not contribute much, as mentioned before,
we see a significant improvement with the latter. Ensemble learning and neural networks
with precise hyperparameter tuning allow us to determine the correct cluster for each child
in the validation set, as shown in Figure 6 (the confusion matrix becomes diagonal, so
disregard this picture in this instance). This compensates, at least partially, for our inability
to accurately predict the cognitive progress of individual children: After all, preschool
programs work with groups and proper separation is essential for their efficiency. Being
able to predict individual scores is of less value in this context, while it can be a major focus
when it comes to admission to high school or university.

Another interesting aspect of this study is the evaluation of the relevance different
features have on the predicted label (see Table 3). For example, parents’ education seems
to be a strong predictor for communication, physical and cognitive development. The
mother’s age also has an impact on these features, as well as on the ‘soft” skills (PC1,
social-emotional development and adaptation), along with that of the child. Gender also
plays a minor role in social-emotional development, but parents’ features clearly dominate
overall: Figure 9 illustrates that. As for cluster classification, adaptive behavior is the most
crucial predictor.

social-emotional I social-emotional I
communication I communication I
adaptive behavior I cognition I
cognition NG age mother I
age mother NG adaptive behavior [INININEGEGS
age child NG education father [INNINENIGINGNGEGN
social-emotional parent NG physical development [INNENEGGG

adaptive behavior parent [N
adaptive behavior teacher NN

education mother NI
age child NG

0.00 0.02 0.04 0.06 0.08 0.10 0.12 0.14 0.l 0.00 0.05 0.10 (L5 0.20 0.25 0.30

Figure 9. Feature importance charts for the PC1 “soft skills” (left) and PC3 ‘cognitive development’
(right) regression models.

Table 3. Performance of our regression models on various targets.

Target Feature R? Best Model BaFckground
eatures
social-emotional 0.77 NeuralNetTorch age mother/child
communication 0.75 NeuralNetTorch education/age
adaptive behavior 0.68 WE_L2 age mother/child
PC1 ('soft’ skills) 0.68 WE_L3 age mother/child
PC2 (physical) 0.40 WE_L2 education/age
PC3 (cognitive) 047 WE_L2 education father

4. Discussion

The results obtained in this study provide valuable insights into the developmental
progress of Roma children enrolled in an early educational program and demonstrate
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how machine learning tools can enhance our understanding and predictive capability of
individual learning trajectories. Overall, the findings confirm the significant potential of
structured early interventions in improving cognitive, communication, and, to some extent,
social-emotional outcomes for children of disadvantaged backgrounds.

4.1. Linking Outcomes with Theory

From a developmental perspective, the observed improvements align with well-
established theoretical frameworks emphasizing early childhood as a critical period for
brain development and plasticity [2,9]. The highest gains—in cognitive skills 32% and
communication 26%—are consistent with the literature, suggesting that early experiences
shape neurocognitive architecture, particularly in areas related to language, attention, and
executive function [4,35]. While physical and socio-emotional development showed more
modest improvements, this is not surprising, given that these domains are more sensi-
tive to relational quality and environmental stability, which may not shift as quickly or
uniformly during programmatic interventions. Furthermore, the convergence between
teacher and parent evaluations post-intervention suggests increasing reliability in subjec-
tive assessments as the program progresses. This convergence may reflect both genuine
developmental changes and improved adult—child interactions fostered by the program.
However, discrepancies, particularly parental under- or over-estimations of children’s
progress, highlight the continuing need for objective measurement tools and caregiver
support to develop accurate expectations and developmental literacy.

4.2. The Role of Socio-Economic Factors

Our findings also support previous research on the role of socio-economic factors
in early development [11,13]. Parental education emerges as a key predictor of both
cognitive and social-emotional outcomes, while marital status also plays a significant
role in emotional development and adaptive behavior. This reinforces the argument
that early interventions must be contextualized within broader eco-systems, recognizing
the influence of family structure, educational background, and home stability on child
development. In particular, the father’s education is linked to the cognitive and verbal
outcomes of children. This may reflect cultural patterns in Roma families, where paternal
influence over schooling could be more pronounced, and it is consistent with the findings
of other studies [36]. Interestingly, income was not a strong predictor, likely due to under-
reporting or unreliability in self-reported data—an important limitation for surveys in
marginalized populations. Nevertheless, its role in verbal development suggests that
financial resources may still impact specific learning environments, e.g., access to books,
media, structured play.

4.3. Implications and Future Directions

These findings underscore the need for integrated early childhood strategies that com-
bine developmental screening, parental education, and culturally sensitive pedagogues.
Programs like HESED's Integrated Development Model offer promising frameworks for
replicable interventions tailored to Roma communities and other marginalized groups. Be-
yond program design, this study also emphasizes the value of interdisciplinary approaches,
bridging developmental psychology and data science, for scalable and evidence-based
educational reform. Future research should expand on our findings with larger and more
diverse samples, and evaluate long-term developmental outcomes in primary school and
adolescence. This would align with long-term studies such as [11,13]. Moreover, incorporat-
ing more granular measures of home learning environments and caregiver—child interaction
quality could further enhance predictive modeling. Despite limitations in sample size, our
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findings demonstrate that small-scale studies, when carefully designed and validated, are
capable of providing meaningful insights and informing scalable educational interventions.

4.4. Promoting Interdisciplinary Research

The present paper deals with a very specific problem in developmental psychology;
however, the approach we use to deal with it can be extended to different areas of the
field, as well as to multidisciplinary research. That is, we show that combining simple
clustering and dimensionality reduction techniques with powerful multilayer stacking
algorithms for regression and classification allows us to efficiently use scarce resources at
our disposal. In particular, we managed to achieve an F;-score of ~0.9 and an AUC of ~1
for classification, respectively, coefficient of determination of R? ~ 0.8 for regression tasks
with only about a hundred data instances. What is more important, we effectively predict
the outcome for a child enrolled in the program with reasonable accuracy, which allows us
to implement various differential learning strategies in order to optimize the process by
allocating resources more efficiently and thus boost the net benefit. This small-scale study
can also be used as a base for future research involving data at the national or regional level
and aiming for higher precision. However, studies with small datasets are also quite useful
as they demonstrate how much can be completed with so little—if we use resources wisely.
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Abbreviations

The following abbreviations are used in this manuscript:

PCA Principal component analysis (dimensionality reduction algorithm)

LDA Linear discriminant analysis (dimensionality reduction and classification)
KNN k-nearest neighbors (here used for classification and data imputation)

NB Naive Bayes (classification algorithm)

XGBoost Extreme gradient boosting (classification and regression algorithm)

Ccv Cross-validation (for the evaluation metric)

WE_L2/L3 Weighted ensemble, level two/three (stacking of trained models)

K-sVvM Kernel support vector machine (classification algorithm)

ROC Receiver operating characteristic

AUC Area under the curve

MICE Multiple imputation by chained equations (data imputation algorithm)
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