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Abstract

The transition to autonomous driving is creating mixed traffic environments in which
human-driven vehicles, partially automated vehicles, and autonomous vehicles must con-
tinuously interact, adapt, and respond to one another. This paper presents a comprehensive
review of driver behavior in mixed traffic with autonomous vehicles, with emphasis on
the sociotechnical nature of human–machine coexistence. The review synthesizes recent
evidence on behavioral adaptation in car-following and tactical decision-making, trust
calibration, situational awareness, takeover performance, internal and external human–
machine interface design, surrogate safety metrics, vehicle-to-vehicle communication,
operational design domains, and data-driven scenario generation. The literature shows
that drivers do not respond to autonomous vehicles uniformly. Instead, behavior varies
by driving style, perceived predictability of the automated vehicle, interface transparency,
and traffic context. The review also emphasizes that these interaction patterns are context-
dependent and may differ substantially across regions, particularly in dense mixed traffic
environments. While some adaptations can improve stability and safety, others can en-
courage opportunistic maneuvers, overtrust, confusion, or degraded takeover quality. The
review also highlights that crash data alone are insufficient to assess safety in mixed traffic,
and that near-miss analysis, surrogate conflict metrics, and scenario-based evaluation are
essential for understanding safety-critical interactions. Across the literature, a central
inference emerges: adaptation to autonomous vehicles is real, but it is not automatically
stabilizing. Safe deployment therefore depends not only on technical vehicle performance
but also on behavioral legibility, transparent communication, calibrated trust, and ro-
bust evaluation under diverse real-world conditions. The paper concludes by identifying
major research gaps, including the lack of longitudinal studies, incomplete standardiza-
tion of surrogate metrics, limited understanding of vehicle conspicuity effects, and the
need for integrated frameworks that jointly assess driver behavior, system design, and
scenario-based safety.
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1. Introduction
The transition to autonomous driving represents one of the most significant shifts in

transportation since the automobile’s invention. However, unlike the complete techno-
logical substitution envisioned in some early scenarios, the actual transition is far more
complex. For the foreseeable future, roads will constitute mixed environments where
human-driven vehicles, partially automated vehicles, and highly automated fleets coexist
and continuously reshape one another’s behavior. This coexistence creates a fundamentally
new class of safety challenges that cannot be understood through the traditional lens of
either human-factors engineering or vehicle-control systems alone. Instead, driver behavior
in mixed traffic with autonomous vehicles must be understood as a sociotechnical problem
involving reciprocal adaptation, strategic interaction under uncertainty, and the continu-
ous calibration of expectations between human and machine agents. Recent scholarship
emphasizes that the key mechanisms governing this interaction are not simple compliance
with automation commands, but rather multifaceted processes including adaptation to
perceived machine behavior, trust calibration across repeated exposure, uncertainty man-
agement in ambiguous situations, and strategic anticipation of reciprocal actions [1,2]. This
review synthesizes contemporary evidence across multiple research domains to present a
comprehensive picture of how human drivers behave around autonomous vehicles, how
drivers inside partially automated vehicles respond to automation demands, and how
these behaviors interact with vehicle design, interface transparency, testing methodologies,
and emerging AI capabilities.

Although the literature on mixed traffic with autonomous vehicles has expanded
rapidly, the current evidence base remains geographically uneven, with much of the
published work originating from North America and Europe. This creates an important
limitation because mixed traffic conditions differ substantially across regions. Asian traffic
environments often involve denser interactions among human-driven vehicles, automated
vehicles, electric bicycles, delivery riders, and other vulnerable road users. These differences
can affect spacing behavior, negotiation patterns, tactical decisions, and perceptions of
vehicle intent. For this reason, a globally representative review must consider not only
Western evidence but also findings from traffic environments where interaction patterns
are more heterogeneous and less structured.

The review is structured around six interconnected themes that together constitute the
sociotechnical ecology of driving in mixed traffic. First, we examine how human drivers
adapt their longitudinal and tactical behavior when following recognizable automated vehi-
cles. Second, we analyze crash causation, disengagements, and real-world safety evidence
to understand how accidents emerge from multi-actor interactions rather than single-point
failures. Third, we discuss near-miss analysis and surrogate safety metrics as essential com-
plements to crash statistics. Fourth, we synthesize research on how drivers perceive system
state, calibrate trust, and execute takeover maneuvers. Fifth, we examine human–machine
interfaces, both internal (within the vehicle) and external (for pedestrians and other road
users), as critical safety variables. Finally, we explore emerging computational approaches
that combine cooperative perception, interaction-aware decision-making, and AI-driven
scenario generation to improve the entire system. Throughout, the review maintains a
focus on empirical evidence regarding what drivers do in mixed traffic, the cognitive and
social mechanisms explaining that behavior, and the measurement frameworks needed to
evaluate safety in this complex transitional period.

This review makes three specific contributions. First, it organizes the literature through
a sociotechnical lens that connects driver behavior, interface design, safety evaluation, and
deployment context rather than treating them as isolated topics. Second, it identifies recur-
ring methodological limitations across the literature, including short exposure windows,
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inconsistent surrogate safety thresholds, limited transferability across traffic environments,
and dataset bias. Third, it proposes an integrated conceptual framework for understanding
driver–autonomous vehicle interaction in mixed traffic, linking behavioral adaptation, trust
calibration, HMI design, surrogate safety assessment, V2X-enabled awareness, and opera-
tional design constraints into a unified interpretation of safety and deployment readiness.

2. Review Methodology
This review was conducted using a structured narrative review approach to provide a

transparent and reproducible synthesis of the literature on driver behavior in mixed traffic
with autonomous vehicles (see Figure 1). Figure 1 is a schematic representation of the
review workflow developed by the authors to summarize the database search, screening,
and thematic organization process. The objective was not only to summarize prior findings,
but also to identify recurring themes, conflicting evidence, methodological limitations, and
emerging research gaps across behavioral, technological, and policy-oriented studies.

Figure 1. Review methodology Flowchart.
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2.1. Literature Search Strategy

The literature search was carried out using major academic databases, including
Scopus, Web of Science, and Google Scholar. These databases were selected to ensure
broad coverage of peer-reviewed journal articles, conference papers, and high-impact
interdisciplinary studies spanning transportation engineering, human factors, intelligent
transportation systems, human–machine interaction, and autonomous driving. The search
focused primarily on publications from 2015 to early 2026, while a limited number of earlier
foundational studies were also included where necessary to support conceptual discussions
on trust in automation, human–machine interaction, and safety evaluation. This study is a
structured narrative review with transparent search and screening procedures.

2.2. Search Terms and Scope

Searches were performed using combinations of keywords related to autonomous
driving, mixed traffic, and driver behavior. Representative search strings included: “au-
tonomous vehicles” AND “driver behavior”; “mixed traffic” AND “automated vehicles”;
“trust calibration” AND “conditional automation”; “takeover performance” AND “au-
tomated driving”; “external human–machine interface” OR “eHMI”; “surrogate safety
metrics” AND “autonomous vehicles”; “V2X” AND “mixed traffic safety”; and “opera-
tional design domain” AND “automated driving safety”. Additional papers were identified
through backward and forward citation tracking of highly relevant review papers and
foundational empirical studies. This helped capture studies that were highly influential
but not always retrieved through keyword search alone.

2.3. Inclusion and Exclusion Criteria

Studies were included if they met one or more of the following criteria:

(1) Examined driver behavior, adaptation, trust, takeover, or tactical response in relation
to autonomous or conditionally automated vehicles;

(2) Addressed mixed traffic interaction involving human-driven and automated vehicles;
(3) Investigated internal or external human–machine interface design relevant to driver

or road-user response;
(4) Discussed surrogate safety metrics, scenario-based evaluation, V2X communication,

or operational design domains in the context of mixed autonomy traffic;
(5) Contributed directly to the behavioral, safety, or sociotechnical interpretation of

human–autonomous vehicle interaction. Studies were excluded if they focused ex-
clusively on low-level vehicle control without behavioral relevance, described purely
technical perception or localization methods without interaction implications, lacked
sufficient methodological detail, or were not available in English. Editorials, news
reports, and promotional materials were also excluded.

2.4. Screening and Selection Process

The screening process was conducted in multiple stages. First, titles and abstracts
were reviewed to remove clearly irrelevant studies. Second, full texts of potentially relevant
papers were examined to determine whether they contributed directly to the thematic scope
of the review. Third, the retained studies were categorized into major themes, including
behavioral adaptation in mixed traffic, trust calibration and takeover, internal and external
interface design, surrogate safety assessment, V2X and cooperative perception, operational
design domains, and emerging data-driven approaches. The review spans multiple disci-
plines and study designs, and the final corpus includes empirical studies, simulation-based
investigations, naturalistic trajectory analyses, review papers, and selected conceptual or
standards-oriented works. This broader scope was necessary to capture the sociotechnical
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nature of the topic. To improve transparency, the review process followed a structured
screening logic inspired by the PRISMA principles, although the study was conducted as a
structured narrative review rather than a formal systematic review or meta-analysis. The
initial search identified a broad pool of potentially relevant studies, which were screened
by title and abstract, followed by full-text review for thematic relevance, methodological
clarity, and contribution to the sociotechnical scope of mixed traffic interaction. Because the
retained studies varied substantially in design, context, data type, and outcome measures,
a thematic synthesis was considered more appropriate than quantitative aggregation.

2.5. Approach to Synthesis and Limitations

The synthesis was thematic rather than meta-analytic. This approach was chosen
because the literature varies substantially in methodology, context, performance measures,
traffic environments, and study populations. For example, some studies rely on driving
simulators, others on naturalistic datasets, and others on conceptual safety frameworks
or regulatory analysis. As a result, direct quantitative aggregation was not appropriate.
Several figures in this review are conceptual syntheses developed by the authors to illustrate
patterns reported in the literature and should not be interpreted as direct empirical outputs.
Similarly, selected tables summarize representative findings and thresholds reported across
prior studies and are intended to support comparative interpretation rather than claim
universal parameter values. This methodological choice reflects the heterogeneity of
the literature and the need to integrate behavioral, technical, safety, and policy-oriented
evidence within a single interpretive framework.

To organize the review thematically and clarify its integrative contribution, Figure 2
presents the conceptual sociotechnical framework used to relate driver behavior, inter-
face design, safety evaluation, communication systems, and deployment context. The
framework illustrates the relationships among behavioral adaptation, trust and situational
awareness, internal and external human–machine interfaces, surrogate safety metrics, co-
operative perception and V2X communication, operational design domain constraints, and
deployment outcomes. This is a conceptual synthesis based on themes reported across the
reviewed literature.

 
Figure 2. Integrated sociotechnical framework for driver–AV interaction in mixed traffic.
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3. Foundational Concepts: Adaptation, Expectation, and
Strategic Interaction

Before examining specific behavioral phenomena, it is essential to establish the con-
ceptual foundations that frame human–AV interaction. Foundational work in automation
trust and human–machine interaction established that appropriate reliance rather than
maximum reliance should be the design objective [3,4]. This insight has profound impli-
cations for autonomous driving because drivers who under-trust the system may refuse
useful assistance, while drivers who over-trust may disengage too deeply and fail to main-
tain situational awareness. The central challenge is that trust is not a stable property of
the system but rather a dynamic construct that emerges from the ongoing interaction
between driver beliefs, system performance, interface design, and the consequences of
prior interactions [5]. Research has shown that trust development in autonomous systems
unfolds through distinct phases and depends critically on the initial conditions, reliability
profile, and contextual factors. When automation performs reliably over many uneventful
episodes, some drivers become more willing to delegate attention, which can subsequently
lengthen the takeover time or reduce the quality of responses when a genuine edge case
occurs [6]. This dynamic creates what researchers’ term “brittle trust”: apparent confidence
that shatters when the system fails to meet highly specific expectations formed during
successful operation. The timing and nature of system faults also matter substantially. Early
faults have been shown to have greater negative impacts on trust compared to faults of
similar magnitude occurring later in interaction, suggesting that initial experiences create
anchors for subsequent belief formation [5].

Beyond individual trust dynamics, recent work emphasizes the role of strategic interac-
tion and mutual adaptation. Human drivers and autonomous systems do not simply coexist
passively; they negotiate space, time, and right-of-way under conditions of asymmetric
information and divergent objectives. Game-theoretic and interaction-aware frameworks
have emerged to model driving as a sequence of mutually dependent decisions rather than
a linear chain of independent reactions [2,7]. These models reveal that behavior depends
critically on how each party infers the likely response of the other, a process fundamentally
complicated by the absence of traditional human social cues in AVs. Drivers interpret
AVs through motion patterns, vehicle appearance, spacing decisions, and interface signals,
all of which create inferences about machine “intent” that then shape driver behavior.
Driver heterogeneity amplifies these effects substantially. Mixed-traffic studies consistently
demonstrate that aggressive, confident, and high-speed drivers do not respond to auto-
mated vehicles in the same way as cautious or risk-averse drivers [8,9]. Aggressive drivers
tend to close gaps more readily, take advantage of conservative AV behavior, and may view
machine caution as an invitation for opportunistic maneuvers. In contrast, cautious drivers
preserve larger safety margins, report lower comfort with uncertainty, and often maintain
distance from AVs whose capabilities are unclear [10]. This behavioral heterogeneity means
that fleet-level statistics showing benign average effects can conceal the most safety-relevant
subgroup behaviors, a critical issue for understanding whether mixed traffic with AVs
enhances or diminishes safety across the driving population.

Although the foundational literature provides strong conceptual grounding for trust,
adaptation, and strategic interaction, several limitations should be noted. Much of this work
remains theory-driven or simulator-based, and relatively few studies have examined how
these constructions evolve in prolonged real-world mixed traffic exposure. In addition, the
behavioral implications of trust and strategic anticipation are often discussed at a high level
without consistent operational definitions, making comparison across studies difficult. As a
result, these concepts are essential for framing the problem, but their empirical translation
into measurable mixed-traffic outcomes remains uneven.
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4. Behavioral Adaptation in Mixed Traffic: Longitudinal Control, Spacing,
and Tactical Choices

One of the most robust and consistent findings in contemporary mixed-traffic research
is that human drivers measurably change their behavior when following recognizable
autonomous vehicles. Analyses based on naturalistic trajectory data reveal that human
drivers exhibit altered headways, smoother or more variable acceleration patterns, and
modified tactical choices when the lead vehicle behaves in a conservative and predictable
manner [11]. This does not necessarily mean that drivers become safer; rather, it indicates
that they rapidly form expectations about the motion style of the lead vehicle and update
their own behavior in response. Those expectations can stabilize traffic in some contexts,
enhancing efficiency and reducing volatility, yet they can also encourage overconfidence or
opportunistic maneuvers when the AV is perceived as easy to predict or unlikely to respond
assertively to encroachment. Figure 3 illustrates the variation in tactical driving behaviors
across different driver types when interacting with autonomous vehicles. Aggressive and
confident drivers show a higher tendency to close gaps or perform opportunistic maneuvers,
whereas cautious and risk-averse drivers are more likely to maintain larger safety distances.
This trend indicates that as driver risk tolerance decreases, the preference for maintaining
safe spacing increases while assertive maneuvers decline. The figure is a conceptual
illustration based on the synthesized literature trends showing how aggressive, confident,
cautious, and risk-averse drivers may differ in spacing preference and maneuver tendency.

Figure 3. Driver tactical responses when following autonomous vehicles.

Recognizability and visual conspicuity play crucial roles in this adaptation process.
Recent pilot work comparing car-following behavior when drivers follow advanced driver
assistance systems (ADAS)-equipped vehicles with visible sensor arrays versus vehicles
with concealed sensors found that drivers maintained greater distances, adjusted speed
and acceleration patterns more deliberately, and braked more aggressively when following
readily identifiable vehicles [12]. This finding has profound implications for vehicle design
and policy. It suggests that visual cues like sensor stacks, distinctive markings, or platoon-
level configurations fundamentally alter how nearby drivers interpret and respond to
the automated vehicle, moving the question beyond abstract automation levels into the
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domain of social signaling and symbolic communication [13,14]. It is important to note
that many of these findings are derived from large-scale trajectory datasets, which may
contain systematic biases and measurement limitations. For example, analyses of the
Waymo Open Motion Dataset have shown that it may underrepresent short headways and
abrupt deceleration events, potentially biasing observed behavioral patterns toward more
conservative driving behavior [15].

The specific car-following patterns observed differ substantially across driving con-
texts and vehicle types. In highway environments, studies using the Waymo Open Motion
Dataset and other large-scale trajectory corpora reveal that autonomous vehicles following
human drivers tend to maintain longer distance gaps and adopt lower speeds compared to
human–human car-following, likely reflecting conservative design principles aimed at en-
suring safety [7]. When human drivers follow AVs, the patterns vary based on whether the
AV exhibits string-stable or string-unstable control dynamics. String-stable control tends to
dampen disturbances, reducing stop-and-go waves, whereas string-unstable control can
amplify perturbations through the traffic stream [16]. Drivers appear sensitive to these
distinctions, with some evidence that drivers following string-stable AVs report greater com-
fort and show more stable following behavior compared to when following string-unstable
systems [16]. Traffic density and roadway geometry introduce additional complexity.

Evidence from Asian traffic environments further highlights the importance of context
in shaping driver behavior. Studies conducted in China, where mixed traffic includes a
high proportion of electric bicycles, delivery riders, and other vulnerable road users, show
that driver interactions are more frequent and less structured compared to typical Western
settings. For example, recent empirical research has shown that variability in driving
styles (e.g., aggressive, normal, and conservative) significantly influences the interaction
outcomes and safety in mixed traffic environments [17]. In addition, studies on human-like
decision-making for autonomous vehicles emphasize the need to model driving behavior
in a way that reflects local traffic dynamics and human driving patterns [18]. These findings
suggest that behavioral responses to autonomous vehicles are highly sensitive to local
traffic composition and cannot be assumed to generalize across regions. These findings
are important because they suggest that driver adaptation to autonomous vehicles cannot
be interpreted independently of traffic ecology. In traffic environments with frequent
informal negotiation, dense interactions with vulnerable road users, and higher variability
in maneuver execution, responses to autonomous vehicle behavior may differ from those
reported in more regulated Western settings. This limits the transferability of conclusions
drawn from a predominantly Western evidence base and reinforces the need for more
region-specific behavioral studies, particularly in Chinese mixed traffic environments
where the interaction complexity is often higher.

In urban environments with intersections, merging areas, and variable lane configura-
tions, driver adaptation is even more pronounced. Cut-in events represent a particularly
revealing case: when aggressive drivers merge in front of an AV or when an AV enters a
lane with minimal spacing, the subsequent interaction reveals how both parties navigate
ambiguous situations without traditional negotiation mechanisms. Analysis of naturalistic
cut-in scenarios shows that vehicles both human and automated respond to cut-ins with
reduced acceleration and increased deceleration, though the magnitude and timing of
these responses vary [19]. From the perspective of traffic flow, higher penetration rates
of AVs can improve stability and reduce congestion, but this benefit depends critically
on whether the AV penetration rate reaches a threshold sufficient to disrupt stop-and-go
patterns [20]. At intermediate penetration rates (roughly 15–30%), some studies observed
paradoxical increases in collision risk and congestion, suggesting that the coexistence of
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heterogeneous behavioral strategies can temporarily destabilize traffic before sufficiently
high AV adoption restores stability [21].

Despite broad agreement that drivers adapt their spacing, acceleration, and tactical
behavior around autonomous vehicles, the literature is less consistent on whether these
adaptations should be interpreted as safety-enhancing or risk-inducing. Many studies
rely on trajectory datasets or controlled simulations that may underrepresent aggressive
behavior, rare conflicts, or culturally specific interaction norms. In addition, findings
from one traffic environment may not be transferred directly to others, particularly across
differences in roadway design, enforcement, traffic density, and vulnerable road user
composition. These limitations suggest that behavioral adaptation should be interpreted as
context-sensitive rather than universally stabilizing.

5. Trust Calibration, Situational Awareness, and Takeover Performance
For drivers inside conditionally automated vehicles, the central challenge differs from

that of drivers around external AVs. Rather than adapting to an unfamiliar agent, drivers
in partially automated vehicles must maintain an unusual cognitive posture: they are
not continuously controlling the vehicle, yet must remain capable of sudden, competent
control when requested. This requirement creates what researchers term the “paradox
of conditional automation”: the driver is simultaneously absolved from the primary task
while remaining responsible for safety if the system fails. The degradation of monitoring,
delayed takeover responses, and miscalibrated trust that frequently accompany conditional
automation cannot be explained by reference to task control alone; they emerge from the
joint failure of visual sampling, situation awareness maintenance, workload regulation, and
calibrated trust during periods of automation [22]. Eye-tracking and physiological studies
have illuminated the real-time mechanisms underlying degraded situational awareness
during automation. Driver gaze during conditional automation can be used to predict
situation awareness and takeover quality in advance of actual takeover requests. Drivers
who maintain fixation on task-relevant areas of the driving scene, including mirrors, lane
markings, and surrounding vehicles, generally achieve faster and more stable takeovers
compared to drivers whose gaze has migrated toward irrelevant areas or interior cabin
elements [23]. Critically, situation awareness during automation is not simply a function
of the driver’s attention; it is also shaped by what information the system provides and
how it frames that information. Drivers who receive transparent information about the
system’s perception, confidence levels, and intended actions maintain higher situation
awareness and better takeover performance compared to drivers operating systems that
provide minimal transparency [24,25].

The temporal dynamics of situational awareness during conditional automation reveal
nonlinear relationships between task demand and performance. In low-demand periods
(stable highway driving, minimal traffic), some drivers maintain adequate situational
awareness despite engaging in non-driving related tasks (NDRTs), whereas others experi-
ence degradation that becomes apparent only when a sudden takeover request occurs [26].
The critical factor is not merely whether drivers are monitoring, but rather how effec-
tively they can rapidly reconstruct the driving situation and formulate an appropriate
response under time pressure. Recent research using machine learning on eye-tracking
data and physiological signals shows that real-time monitoring of driver state can predict
both the occurrence of takeovers and whether those takeovers will be executed safely [27].
Trust calibration plays a central role in takeover performance, particularly when system
transparency, reliability, and prior driver experience shape readiness to intervene. Studies
that vary information presentation show that drivers generally perform better when the
system provides clear, actionable explanations of what it detects and intends to do, rather
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than abstract confidence scores alone. At the same time, excessive information during
time-critical events can impair performance by increasing cognitive load. Reliability history
also influences intervention quality: prolonged exposure to highly reliable automation may
encourage overreliance, whereas occasional failures can promote more cautious and atten-
tive supervision. In this context, the practical issue is not trust in the abstract, but whether
drivers remain sufficiently prepared to understand the situation and respond effectively
when control must be resumed [28]. Figure 4 illustrates how driver trust in automated
driving systems evolves across different exposure periods under varying system reliability
conditions. This diagram is a representation based on patterns reported in prior studies.
Trust increases over time with continued use, particularly for highly reliable systems, while
systems with occasional or frequent failures produce slower trust growth and lower overall
trust levels.

Figure 4. Trust development trajectories in conditional automation.

Takeover performance itself has multiple dimensions that do not necessarily co-vary.
Response time (the interval from takeover request to first action) is often used as a primary
metric, but it represents only one aspect of safe takeover. Equally important are trajectory
quality (smoothness and appropriateness of steering and braking), situation comprehen-
sion (whether the driver understands the hazard requiring takeover), and post-takeover
stabilization (recovery to stable driving after the initial response). Research examining these
dimensions simultaneously shows that a driver who responds very quickly but with abrupt
control inputs may create new hazards, whereas a driver with slightly longer response
time but smoother and more appropriate control may achieve safer outcomes [29]. This
multidimensional nature of takeover performance means that interface design and system
transparency must be optimized not for any single metric, but for the joint achievement of
rapid response, appropriate situation comprehension, and stable control transfer. Figure 5
illustrates how takeover performance varies with the lead time provided before a takeover
request. Performance in non-critical scenarios improves with longer lead times as drivers
regain situational awareness, whereas performance in critical scenarios declines with longer
delays, indicating that shorter warning times may be more effective for urgent hazards.
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Overall driver readiness peaks at moderate lead times where situational awareness and re-
sponse capability are balanced. This figure is a conceptual summary of the literature-based
trends comparing non-critical and critical scenarios.

Figure 5. Optimal takeover request lead time by scenario type.

The influence of non-driving related tasks (NDRTs) on takeover performance extends
beyond simple cognitive distraction. Different types of NDRTs engage different cognitive
resources, creating heterogeneous effects on takeover readiness [30]. Visual NDRTs (video
watching, gaming) impair visual scanning of the driving environment, whereas cognitive
NDRTs (mental arithmetic, language tasks) impact working memory and reasoning while
potentially leaving visual attention intact. Physical or manual NDRTs (texting, manipula-
tion of objects) degrade motor readiness and motor response capacity. The most concerning
finding is that drivers often fail to recover from the cognitive or physical state induced by
their NDRT when a sudden takeover occurs, leading to impaired performance even when
they have adequate time to respond [23]. For example, drivers engaged in complex cogni-
tive tasks show prolonged elevation of mental workload even after the takeover request,
impairing decision quality. Similarly, drivers whose hands were engaged in manual tasks
showed delayed steering responses compared to drivers whose cognitive resources were
taxed but whose motor system remained available.

A major limitation in this body of work is that takeover performance is often evaluated
over short experimental sessions and under tightly controlled conditions. These studies
are valuable for isolating mechanisms, but they provide limited insight into how trust
calibration and monitoring behavior evolve over repeated exposure, changing familiarity,
or long-term complacency. Moreover, takeover quality is measured inconsistently across
studies, with some prioritizing response time and others emphasizing control smoothness,
hazard comprehension, or post-takeover stabilization. This methodological heterogeneity
complicates efforts to identify best practices for interface design and warning strategy.
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6. Human–Machine Interface Design: Internal Communications and the
Challenge of Transparency

The design of human–machine interfaces (HMIs) in conditionally automated vehicles
has emerged as a primary safety variable rather than a cosmetic or user-experience feature.
Multiple dimensions of HMI design influence driver situation awareness, trust calibration,
and takeover quality. These dimensions include the timing and modality of alerts, the
amount and type of information provided, the visual or auditory channels employed, and
the intelligibility of system reasoning to the driver. The timing of takeover requests relative
to hazard onset involves a careful balance. Early warnings provide greater time for the
driver to regain situational awareness and prepare for control transfer, but excessively
early warnings may trigger false alerts or encourage drivers to ignore alerts that appear
premature. Research systematically varying takeover request lead time found that lead
times between 7–30 s supported better situation awareness for non-critical freeway exit
scenarios, with the benefit plateauing at longer intervals [31]. However, this finding applies
specifically to non-critical, predictable scenarios; for safety-critical hazard avoidance, the
optimal lead time is much shorter, typically 2–4 s, to ensure that drivers respond while the
threat remains salient. The type of hazard also matters significantly: threats detected by
infrastructure sensors enabling proactive warnings may warrant longer lead times, whereas
threats requiring immediate vehicle control may necessitate shorter alerts [32].

The modality of alerts—visual, auditory, or haptic—and the multimodal combinations
employed have measurable effects on takeover latency, quality, and subjective workload.
Visual alerts alone generally produce longer response times compared to multimodal alerts
combining visual and auditory information [33]. Haptic alerts (steering wheel vibration,
seat pressure) provide a dimension of notification that can reduce response time and opera-
tor workload when combined with visual or auditory cues, though haptic-only alerting
is often insufficient for safety-critical applications [34]. The literature reveals a consis-
tent finding that multimodal alerts reduce the false-alarm rate and operator annoyance
compared to constant or redundant unimodal alerts, provided the multimodal signals are
well-coordinated and not overwhelming [35]. The content and framing of information pre-
sented during takeover requests have proven to be critical for situation awareness recovery.
Takeover request systems that merely alert the driver without providing information about
hazard or recommended actions require drivers to independently diagnose the problem
under time pressure, often resulting in delayed or inappropriate responses. In contrast,
systems providing specific hazard information (e.g., “obstacle ahead”, “lane restriction”)
combined with recommended actions (e.g., “brake”, “change lanes”) accelerate decision-
making and reduce takeover latency [36]. However, the relationship between information
amount and performance is nonlinear. While some information is beneficial, excessive
information during emergency takeovers can overwhelm cognitive capacity and impair
performance [37].

Table 1 summarizes the influence of key human–machine interface (HMI) design
parameters on driver takeover performance, workload, and safety outcomes. The com-
parison highlights how alert modality, information timing, and explanation format affect
the response time and situation awareness, with multimodal alerts and concise, targeted
information generally producing faster responses and higher safety ratings. Values are
synthesized from representative patterns reported across the reviewed literature and are
intended for comparative interpretation. They should not be interpreted as universally
fixed performance values across all systems and scenarios.
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Table 1. Effects of HMI design parameters on driver takeover performance and safety.

HMI Parameter Specific Design Choice Response Time Workload Safety Outcome Research Support

Alert Modality Visual only [33] Slower Higher Moderate Moderate

Alert Modality Auditory only [33,35] Moderate Lower Moderate to high Moderate

Alert Modality Haptic only [34] Slower Moderate Moderate Limited

Alert Modality Visual + auditory [33,35] Faster Moderate High Strong

Alert Modality Visual + auditory + haptic
[34,35] Fastest Moderate Very high Strong

Information Timing Non-critical scenarios (longer
lead time, e.g., 7–30 s) [31] Moderate Lower High Strong

Information Timing Critical hazards (shorter lead
time, e.g., 2–4 s) [32] Faster Moderate to

higher
Very high when

well-matched to urgency Strong

Information Content Generic hazard alert only [36] Slower Higher Moderate Strong

Information Content Specific hazard + recommended
action [36] Faster Moderate High Strong

Explanation Format Concise/targeted [37] Faster Lower High Moderate

Explanation Format Verbose/comprehensive [37] Slower Higher Moderate Moderate to strong

Individual Adaptation Static interface (one-size-fits-all)
[38] Moderate Moderate Moderate Limited

Individual Adaptation Adaptive interface
(state-dependent) [38] Faster Lower to

moderate High Emerging

A central tension in HMI design concerns how system reasoning should be commu-
nicated to the driver. Drivers generally perform better when interfaces provide clear and
timely information about detected hazards, intended actions, and relevant uncertainty.
Explanatory displays that highlight detected objects or planned trajectories can improve
situation awareness, but only when the information is concise and delivered at the right
moment. When explanations are too verbose, delayed, or poorly framed, they can increase
workload rather than support safe intervention. Recent work on saliency-based attention
guidance further suggests that targeted visual cues can help direct driver gaze toward
emerging hazards before explicit diagnosis is required. These findings indicate that effective
HMI design depends not simply on adding more information, but on choosing the appropri-
ate format, timing, and level of detail for the driving context and the driver’s current state.
While the literature consistently supports the importance of alert timing, modality, and
transparency, the evidence base remains fragmented. Many HMI studies test one interface
element at a time in simplified scenarios, making it difficult to determine how multiple
interface features interact under realistic workload conditions. Furthermore, the balance
between helpful transparency and cognitive overload remains unresolved, especially for
diverse driver populations with different trust tendencies, information-processing styles,
and prior experience with automation. Future work should move toward comparative,
multi-factor HMI evaluation rather than isolated feature testing.

7. External Communication: Pedestrian–AV Interaction and eHMI Design

While internal HMI design governs the interaction between partially automated
vehicles and their drivers, external human–machine interfaces (eHMIs) govern how au-
tonomous vehicles communicate with pedestrians, cyclists, and drivers of manual vehicles
in shared spaces. This external communication layer is particularly important because
pedestrians and cyclists lack the internal visual displays available to vehicle drivers and
must infer AV intent primarily from vehicle kinematics and explicit external signals. The
fundamental challenge eHMI design must solve is replacing the implicit communication
that occurs in human–human interaction eye contact, gestures, nods, apparent attention
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direction with explicit signals that convey vehicle intent without ambiguity. Research on
pedestrian crossing behavior with eHMI-equipped AVs reveals that explicit signals signif-
icantly affect crossing initiation time, risk-taking behavior, and perceived safety [39,40].
When AVs display clear yielding signals (illuminated green lights, textual “WALK” mes-
sages), pedestrians initiate crossing earlier and maintain safer margins compared to condi-
tions without eHMI [41]. However, the relationship is not monotonically positive. When
pedestrians become habituated to eHMI signals and begin to rely on them as primary
indicators of safety, paradoxical increases in risk-taking have been observed, particularly
when drivers begin to ignore the intended meaning of the signal or when the signal falsely
indicates yielding while the vehicle continues forward [42].

The design of eHMI signals involves multiple decision points that collectively de-
termine effectiveness. Color signals (red vs. green) interact with cultural norms and
expectations about traffic signals, with green generally indicating permission to cross and
red indicating prohibition, though these associations vary culturally [41]. Textual signals
(“WALK”, “STOP”, “YIELD”) provide explicit meaning but require literacy and language
comprehension; symbolic indicators (arrows, pedestrian icons) can communicate across
language barriers but may introduce ambiguity [43]. Animated or dynamic signals (pulsing
lights, changing colors) attract attention more effectively than static signals but risk creating
distraction or confusion if the animation pattern is not clearly associated with specific
vehicle states [44]. The timing of eHMI onset relative to vehicle motion and pedestrian
perception window creates a critical design challenge. Early eHMI onset (vehicle signals
intend to yield well before reaching the pedestrian’s crossing zone) provides extended time
for pedestrians to perceive and respond but may trigger crossings before the vehicle has
fully stopped, creating residual collision risk. Late eHMI onset (vehicle signals only after
nearly reaching the crossing point) may result in delayed pedestrian response or missed
signals entirely. Research comparing early and late eHMI onset found that early signals
resulted in faster crossing initiations but greater risk of premature entry, while late signals
resulted in more deliberate, safer crossing behavior when signals were perceived [40].

A particularly important finding concerns the interaction between eHMI signals
and vehicle kinematics (implicit communication through vehicle motion). Pedestrians
unconsciously utilize vehicle deceleration, trajectory, and distance as cues about yielding
intent, in addition to explicit eHMI signals. When eHMI signals and vehicle kinematics
are congruent (signal and deceleration both indicate yielding), pedestrians show high trust
and appropriate crossing behavior. However, when signals and kinematics are misaligned
(vehicle signals “yield” while maintaining speed, or vice versa), pedestrians experience
confusion and often respond to vehicle kinematics rather than the explicit signal [44]. This
finding underscores that eHMI design cannot be isolated from broader vehicle control
decisions; communication requires integration across all channels through which vehicles
can signal intent. The inclusiveness of eHMI design for diverse populations remains
underexplored but increasingly important.

Recent studies examining eHMI effectiveness for deaf and hard-of-hearing (DHH)
individuals found that while auditory eHMI signals are inaccessible to this population,
even DHH individuals benefited significantly from visual eHMIs when designed with
sufficient luminance contrast and visual clarity [45]. However, no existing eHMI design
was found to be effective across all disability groups simultaneously, suggesting that
future eHMIs may need to employ multimodal, redundant communication to ensure
universal accessibility [46]. Figure 6 illustrates the effectiveness of different external human–
machine interface (eHMI) designs in supporting safe pedestrian crossing across diverse
population groups. Multimodal eHMI signals combining visual and textual cues achieve
the highest rates of safe crossing initiation across all groups, while anthropomorphic and
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literal text/icon designs provide moderate improvements compared to scenarios without
eHMI. This is a synthesis of the reported trends in the literature regarding accessibility and
communication effectiveness across user groups.

Figure 6. eHMI signal effectiveness across diverse pedestrian populations.

The broader question of whether eHMIs should employ literal (text-based, icon-based)
or anthropomorphic (robot-like, humanoid facial expressions) communication has pro-
duced mixed results. Anthropomorphic eHMIs were initially hypothesized to enhance trust
and social understanding, and some studies show benefits in terms of perceived friendli-
ness and acceptance [47]. However, anthropomorphic signals can also introduce ambiguity
about whether signals are communicating actual vehicle control or merely simulating social
engagement, and in some contexts, they paradoxically increase distrust when the perceived
intent does not match the actual vehicle behavior [48]. The current evidence suggests that
straightforward, literal eHMI signals (text, validated icons, conventional traffic light colors)
are most effective across diverse populations and driving contexts, though this remains an
active area of investigation. Although eHMI research has expanded rapidly, the literature
still lacks consensus on which designs generalize best across settings, cultures, and user
groups. Many reported benefits are derived from simulator studies, virtual reality experi-
ments, or stylized crossing tasks rather than complex real-world environments. In addition,
the effectiveness of external communication depends heavily on its consistency with vehicle
kinematics, which means that signal design cannot be evaluated independently of motion
behavior. This remains a major challenge for standardization and large-scale deployment.

8. Safety Measurement: Beyond Crash Counts to Surrogate Metrics and
Near-Miss Analysis

A fundamental challenge in autonomous vehicle safety evaluation is the rarity of
severe crashes. In controlled operational design domains (e.g., slow-speed urban robotaxi
services), severe crashes may occur at rates far below those in human driving, making
crash statistics alone insufficient for meaningful safety comparison [49]. Moreover, crashes
are heterogeneous events with multiple contributing causes, making it difficult to isolate
the effect of a specific system change on safety. Recognizing these limitations, the research
community has increasingly developed and validated surrogate safety metrics that capture
precursor conditions and near-accident dynamics without requiring an actual collision.
Time-to-collision (TTC), post-encroachment time (PET), deceleration rate to avoid collision
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(DRAC), and time exposed to collision (TEC) have emerged as the most widely employed
surrogate metrics [50]. These metrics are computed from trajectory data and surveillance
video, enabling the systematic analysis of near-miss events and safety-critical interactions.
The major strength of surrogate metrics lies in their ability to reveal dynamic conflict
processes before impact occurs, precisely what is needed when assessing systems designed
to avoid the crashes that researchers would otherwise expect to observe. TTC, defined as the
time remaining until two vehicles would collide if their trajectories and speeds remained
constant, provides a direct measure of proximity to collision. Studies comparing TTC
thresholds across multiple datasets and traffic scenarios have found that TTC values below
2–3 s generally correspond to situations that drivers or vehicles perceive as threatening
and requiring evasive action [51]. However, consistent application of surrogate metrics
across studies remains problematic. Metric thresholds vary across publications, underlying
definitions include subtle variations (e.g., whether TTC is calculated with or without
accounting for driver reaction time), and validation against actual crash risk remains
incomplete for some metrics [50]. This lack of standardization complicates meta-analysis
and cross-study comparisons.

Literature increasingly recognizes that surrogate metrics are most powerful when
used in conjunction rather than in isolation, and when contextualized by understanding
the specific interaction dynamics that generated the near-miss event. Near-miss analysis,
the detailed qualitative and quantitative examination of resolved conflicts, provides crucial
information about system performance that aggregated crash statistics miss. When an
autonomous vehicle successfully brakes to avoid a suddenly cut-in vehicle, or when a
human driver responds appropriately to an AV’s non-standard behavior by maintaining a
safe distance, these events reveal system capabilities and interaction patterns even though
no collision occurred. Figure 7 illustrates the distribution of safety-related incidents across
different traffic compositions, comparing human-only traffic, mixed traffic with partial AV
penetration, and fully autonomous fleets. Mixed traffic conditions show higher frequencies
of near-miss conflicts, while fully autonomous fleets exhibit substantially fewer severe con-
flicts and crash events, highlighting the safety benefits of increased automation penetration.
This is the schematic representation of relative patterns discussed in literature.

Figure 7. Safety incident distribution across traffic compositions (normalized exposure).
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Table 2 summarizes the widely used surrogate safety metrics employed in autonomous
vehicle safety assessment, including their definitions, typical threshold ranges, and current
levels of standardization and validation. These metrics capture safety-critical interactions
and near-miss events that occur far more frequently than crashes, enabling a more robust
evaluation of safety performance in mixed traffic environments. Threshold ranges vary
across studies depending on context, data source, and operational assumptions. The values
shown here are representative literature-based synthesis ranges and are included to support
comparison rather than define universal safety cutoffs.

Table 2. Common surrogate safety metrics are used in autonomous vehicle safety evaluation.

Metric Definition Critical
Threshold

Mild Concern
Range

Lower-
Risk/Routine

Range

Standardization
Status

Validation
Evidence

Time-to-Collision
(TTC) [50,51]

Time remaining until
collision if

trajectories/speeds
remain constant

<1.5 s 1.5–3.0 s >3 s

PARTIAL—
Thresholds vary
Â ± 0.5 s across

studies

STRONG—
Validated against
driver perception

and response

Post-Encroachment
Time (PET) [50,51]

Time interval between
leading vehicle crossing

point and following
vehicle arrival

<0.5 s 0.5–1.5 s >1.5 s

PARTIAL—
Definition includes

reaction time
variations

MODERATE—
Some validation;

definition-
dependent

Deceleration Rate to
Avoid Collision
(DRAC) [50,51]

Maximum deceleration
rate required to avoid

collision
>5.5 m/sÂ2 3.5–5.5 m/sÂ2 <3.5 m/sÂ2

WEAK—Different
formulations for
deceleration rate

MODERATE—
Physics-based but
driver-dependent

Time Exposed to
Collision (TEC) [50]

Duration vehicles are
exposed to collision risk

with given spacing
<2 s 2–5 s >5 s

WEAK—Less
commonly applied;

definition
inconsistent

WEAK—Limited
empirical validation

Crash Index (CI)
[50,52]

Weighted function of
severity, likelihood, and

exposure
>0.8 (varies) 0.5–0.8 <0.5

WEAK—No
consensus on

weighting function

WEAK—Requires
crash database

comparison

Collision
Probability Index

(CPI) [50,53]

Probability of collision
given current trajectory >0.7 (varies) 0.4–0.7 <0.4

WEAK—Limited
validation against

crash risk

WEAK—Emerging
metric; limited

evidence

The traffic conflict technique, originally developed in the 1960s for studying human-
only driving, has been extended and refined for mixed-autonomy traffic [51]. Conflicts are
typically categorized by severity (near-miss, potential accident, actual accident) and by
type (collision, parking conflict, crossing conflict, overtaking conflict, etc.). Recent applica-
tions of conflict analysis to mixed traffic reveal patterns of interaction-related near-misses
that would not be visible in aggregate crash data. Scenario-based testing has emerged
as the natural methodological complement to surrogate metrics and near-miss analysis.
Because safety-critical events are sparse and naïve simulation can generate unrealistic
event frequencies, contemporary testing increasingly relies on curated critical scenarios,
importance sampling, and adversarial scenario generation [52,53]. Rather than hoping
that accumulated mileage will eventually encounter every relevant scenario, researchers
now deliberately construct or extract from naturalistic data the scenarios most likely to
reveal system vulnerabilities. This approach is particularly valuable for studying driver
behavior because many human adaptation problems become visible only in negotiation-
heavy scenarios such as merges, occluded crossings, cut-ins, and late takeover requests. If
these scenarios are absent from the test suite, the behavioral weaknesses of the system can
remain hidden.

The emerging use of learning-based scenario generation where artificial intelligence
systems trained on trajectory data or prompted with natural language generate synthetic
scenarios offers potential acceleration of scenario creation [54,55]. However, this approach
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raises questions about behavioral realism and safety relevance. Scenarios generated purely
through deep learning pattern matching may be statistically like real data in terms of trajec-
tory distributions but may lack the causal structure that makes them relevant for evaluating
specific system responses. The most promising recent work treats AI-generated scenarios
as hypotheses to be validated through expert review and closed-loop testing rather than as
automatically valid test cases. The growing reliance on surrogate safety metrics is justified
by the rarity of severe crashes, yet this area still faces major methodological uncertainty.
Thresholds for TTC, PET, DRAC, and related indicators vary across studies, and validation
against real crash outcomes is still incomplete in many contexts. Some metrics are also
more sensitive to data quality and trajectory reconstruction assumptions than is often
acknowledged. Consequently, surrogate metrics are indispensable for mixed-traffic safety
assessment, but they should be treated as complementary indicators rather than definitive
substitutes for broader safety evaluation.

9. Communication and Cooperative Perception: V2X as a Bridge Between
Vehicles and Infrastructure

Vehicle-to-Everything (V2X) communication represents a qualitatively different ap-
proach to safety than relying solely on onboard perception and control. By enabling
real-time information exchange between vehicles, infrastructure, and centralized systems,
V2X extends awareness beyond the line of sight and reduces the latency of hazard detection.
The potential safety benefits are substantial: infrastructure sensors perceive occluding
vehicles and obstacles before individual AVs would detect them, early warning of road
conditions ahead allows earlier route or speed adjustments, and vehicle-to-vehicle com-
munication enables coordinated responses to emergencies [56,57]. However, the practical
realization of V2X benefits involves numerous technical, deployment, and human-factors
challenges. From a technical perspective, communication latency, bandwidth constraints,
and message reliability remain critical limitations. Safety-critical applications require la-
tency in the millisecond to sub-100-millisecond range; current 5G implementations achieve
this in ideal conditions, but degraded signal, network congestion, or infrastructure gaps
can rapidly degrade performance [58]. Bandwidth limitations force trade-offs between the
granularity of shared perception data and communication overhead; transmitting raw sen-
sor data (full point clouds from LiDAR) requires massive bandwidth, whereas transmitting
aggregated detections (object lists) reduces bandwidth but risks losing information [59].
From a human-factors perspective, the critical question is whether and how V2X-derived in-
formation should be presented to drivers of non-autonomous or conditionally autonomous
vehicles. V2X systems that operate silently in the background without driver awareness
provide safety benefits without adding interface complexity, but they offer no opportunity
for drivers to understand or validate the system’s information or to adapt their behavior
in informed ways. Conversely, V2X systems that communicate shared information to
drivers could enhance the driver’s situational awareness, but only if that communication is
timely, comprehensible, and calibrated to the actual risk [60]. Research examining vehicle-
infrastructure integration found that drivers respond more effectively to V2X warnings
when the warnings include specific, actionable information (e.g., “congestion 500 m ahead,
reduce speed”) rather than generic alerts [61].

A particularly important dimension of V2X is its role in extending situational aware-
ness during occluded or complex scenarios. Infrastructure-based perception can “see
around corners” in intersections, detect pedestrians or vehicles blocked from onboard
sensors by large vehicles or buildings, and provide early warning of hazardous road con-
ditions. Studies simulating infrastructure-aided autonomous driving show significant
improvements in collision avoidance and path planning efficiency compared to purely
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onboard perception [62]. However, this benefit depends on infrastructure reliability and
the vehicle’s ability to trust infrastructure information even when it conflicts with onboard
perception. Edge cases arise where infrastructure sensors fail or provide outdated informa-
tion, and vehicles must balance deference to infrastructure information against their own
observations [63]. The governance and standardization of V2X systems remains incomplete
despite decades of development. Competing standards (DSRC, C-V2X, and emerging
NR-V2X based on cellular standards) have different technical characteristics, deployment
timelines, and geographic adoption patterns [58]. More fundamentally, questions about
data ownership, privacy, cybersecurity, and liability when V2X-derived information con-
tributes to crashes remain largely unresolved [64]. From a driver-behavior perspective, the
heterogeneity of deployment means that drivers will encounter environments with variable
V2X availability, requiring adaptive strategies for vehicles and drivers to operate safely
whether V2X is present, partial, or absent.

The promise of V2X is substantial, but its real-world value depends on deployment
consistency, infrastructure quality, message reliability, and user interpretation. Many
published benefits are demonstrated in simulation or under idealized communication
assumptions, while actual deployment environments are more fragmented and variable.
The literature also pays less attention to how drivers understand, trust, or respond to V2X-
enabled assistance when the system’s behavior conflicts with visible roadway conditions.
This gap suggests that V2X should be evaluated not only as a technical enhancement but
also as a behavioral and governance challenge.

10. Regulatory Standards, Operational Design Domains, and
Scenario-Based Certification

The rapid advancement of autonomous driving technology has outpaced the devel-
opment of comprehensive regulatory frameworks, creating a patchwork of standards,
guidelines, and de facto practices. The concept of operational design domain (ODD), the
set of conditions under which a specific automated driving system is designed to oper-
ate has emerged as a central organizing principle for safety assurance [65,66]. An ODD
specifies limitations on geography (highway vs. urban), speed (e.g., 0–60 km/h), weather
(dry conditions only), traffic conditions (e.g., no pedestrians), and other environmental
factors. The safety claim that can be made about an AV is necessarily bounded by its ODD;
performance demonstrated in one ODD provides limited assurance about performance in
different conditions [67].

The problem of ODD definition and validation is more subtle than it initially appears.
Simple descriptions such as “suburban roads in clear weather” lack the specificity needed
to verify whether specific real-world driving scenarios fall within or outside the domain.
Recent work on ODD characterization using large-scale naturalistic driving data has de-
veloped more formal approaches to defining scenario distributions and assessing when
test or deployment scenarios deviate from the ODD [68]. However, truly comprehensive
ODD characterization would require the enumeration of all possible combinations of road
geometry, traffic patterns, weather conditions, and vehicle types, an impossibly large space.
The practical approach is to identify the most safety-critical ODD boundaries and to test
thoroughly near those boundaries [69].

Table 3 summarizes the principal dimensions used to define the operational design
domain (ODD) of autonomous vehicles, along with associated constraints, safety claim
scopes, and testing requirements. The table highlights how factors such as geography,
speed range, weather conditions, traffic composition, and visibility influence the scope of
safety validation and reveal current gaps in regulatory testing and certification. The ODD
categories and implications summarized here are synthesized from the reviewed literature
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and standards-oriented sources and may vary by deployment context, jurisdiction, and
technology stack. Standards development for AV safety is proceeding through multiple
parallel pathways. ISO 21448 (Safety of the Intended Functionality, or SOTIF) provides
a framework for identifying failures where the system does what it was designed to do,
but that design does not prevent harm [67,70]. ISO 26262 addresses functional safety
and systematic failures in control systems [71]. Several standardization bodies (SAE, ISO,
ASAM) are developing frameworks for scenario-based testing and ODD validation [64].
Notably, these standards focus on technical safety but provide less guidance on the safety
implications of driver behavior in mixed traffic, precisely where the most significant
unknowns remain.

Table 3. Key operational design domain (ODD) dimensions and their implications for autonomous
vehicle safety validation.

ODD Dimension Specific Constraint Safety Claim Scope Testing Necessity Current Status

Geography Urban environments (city
streets, parking)

Narrow—Limited to
comparable urban areas

Essential—Transfer across
cities uncertain

Under-tested; deployment
ahead of validation

Geography Highway only (>50 mph,
limited intersections)

Narrow—Highway-
specific findings

Essential—Different
interaction dynamics Relatively well-tested

Speed Range Low-speed (0–25 mph
urban)

Wide—Applies to similar
speed regimes

Moderate—Speed scaling
somewhat predictable

Extensively tested in
simulation

Speed Range Highway speeds
(45–70 mph)

Narrow—High-speed edge
cases critical

Essential—New failure
modes at high speeds

Moderately tested in
real-world

Weather Conditions Clear/dry conditions only Very narrow—Conditions
critical for performance

Critical—Sensor
degradation in bad weather

Major gap—Few
all-weather validation

studies

Weather Conditions Rain/snow tolerant to
1 inch/hour

Moderate—Weather
robustness important

Important—Weather
robustness claims need

support

Emerging attention;
inadequate data

Traffic Type Mixed with human drivers Critical dimension—Major
safety variable

Critical—Mixed traffic
fundamentally different

Actively researched but
highly variable

Traffic Type Fully autonomous fleets
only

Simplifies evaluation but
unrealistic Unrealistic but easier to test Infeasible; not

representative

Road Type Mapped and lane-marked
roads

Narrow—Map-dependent
performance

Important—Navigation
systems domain-specific

Vendor-specific; limited
cross-validation

Road Type Any passable road surface Wide—Broader
applicability

Moderate—Physical laws
more general

Limited testing in varied
conditions

Time of Day Daytime operations Narrow—Night
performance unknown

Important—Perception
systems night-limited

Significant gap in night
operation testing

Visibility Daylight + moderate
artificial light

Narrow—Sensor-
dependent performance

Critical—Most sensor
failures in low visibility

Major gap in low-visibility
protocols

Pedestrian Density Low-density pedestrian
zones

Narrow—Scaling to crowds
uncertain

Important—Scalability not
guaranteed

Significant gap in
high-density scenarios

A critical gap in the current standards concerns how to evaluate and certify systems
based on behavior-sensitive metrics rather than purely technical metrics. Crash rates,
near-miss frequencies, takeover performance, and scenario-based safety metrics all de-
pend on driver behavior, which means that certification based on these metrics requires
understanding the population of actual drivers who will interact with the system. This
raises uncomfortable questions: Should AV performance be optimized for average drivers
or for the population of all drivers, including aggressive outliers? Should certification
require that a system performs adequately across all driving styles, or is it acceptable
if a system performs well for most drivers but poorly for aggressive drivers? Current
regulatory thinking generally defaults to “adequate performance across all drivers” but
demonstrating this is methodologically and practically challenging [72]. Current regulatory
and standardization efforts provide important structure, but they still emphasize technical
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compliance more strongly than interaction-based safety. This creates a mismatch between
how automated systems are often certified and how they are experienced in mixed traffic.
In particular, the field lacks clear behavioral performance benchmarks that account for
heterogeneity in driver style, regional traffic culture, and real-world adaptation. Without
these benchmarks, safety claims may remain technically valid within narrow ODDs while
still failing to capture broader deployment risk.

11. Data-Driven Approaches: Naturalistic Data, Dataset Validation, and
AI-Enabled Research

The past decade has seen an explosion in the availability of large-scale, multimodal
datasets capturing naturalistic driving behavior. These datasets, including NGSIM, highD,
INTERACTION, Waymo Open Motion Dataset, Lyft Level 5 dataset, and others, provide
unprecedented opportunities for data-driven research on driving behavior, but they also
introduce new methodological challenges [73]. The highest-quality datasets combine
vehicle trajectory data (GPS and relative positioning from sensors) with rich contextual
information (weather, road geometry, traffic density, time of day) and sometimes include
video, lidar, and radar recordings that enable a detailed study of specific events. However,
datasets introduce systematic biases and artifacts that can mislead interpretation if not
carefully accounted for. The Waymo Open Motion Dataset, widely used for training
behavior prediction models, has been found to have systematic measurement errors and to
underrepresent certain driving behaviors compared to independently collected naturalistic
data [73]. Specifically, WOMD underrepresents short headways and abrupt decelerations,
potentially biasing models trained on these data toward overestimating safety. Similar
validation studies of other major datasets have revealed geographic clustering (most data
from limited areas), temporal clustering (most data from specific times and seasons), and
behavioral clustering (overrepresentation of routine behaviors and underrepresentation
of safety-critical events) [74]. These dataset limitations have important implications for
earlier findings in this review, particularly those related to car-following behavior and
interaction patterns, which may be influenced by the underrepresentation of certain driving
behaviors in commonly used datasets. Accordingly, findings related to headway selection,
acceleration smoothness, and conservative following behavior should be interpreted with
caution when derived from commonly used large-scale trajectory datasets, because dataset
composition and measurement bias may shape the apparent behavioral patterns.

The quality and comparability of datasets is further complicated by differences in
measurement methodologies. Some datasets rely on camera-based vehicle detection with
manual post-processing, others employ GPS and radar, and still others use reconstruc-
tions from simulations. These different measurement approaches yield trajectories with
different error characteristics and different levels of detail [75]. When behaviors derived
from different measurement methodologies are compared directly, differences may reflect
measurement artifacts rather than true behavioral differences. A valuable recent develop-
ment is the emergence of corner-case or safety-critical event datasets specifically curated to
oversample the rare, high-risk scenarios that are sparse in general naturalistic driving [75].
Validation of trajectory data and trajectory-derived behaviors remains an underempha-
sized but critical need for research. The question “Is this dataset actually representative
of real driving?” requires comparison against the ground truth from independent sources.
Studies validating datasets against video observations, simulation ground truth, or inde-
pendent trajectory collections have revealed surprising degrees of measurement error and
behavioral misalignment [73]. This validation work is essential for interpretability; if a
model trained on a dataset makes surprising predictions about real driving, the error might
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be in the dataset, in the model, or in the application scenario rather than in the driver’s
behavior itself.

Emerging machine learning approaches promise to accelerate scenario generation,
behavior prediction, and safety assessment. Foundation models and large language models
(LLMs) trained on broad corpora have demonstrated surprising capabilities in reasoning
about driving scenarios and generating synthetic but realistic-seeming scenarios [55]. When
prompted with natural language descriptions of driving situations, LLMs can generate
trajectory predictions and scenario elaborations that capture many elements of realistic
driving. However, significant challenges remain in validating that LLM-generated sce-
narios are behaviorally and causally appropriate for evaluating specific system failures.
A generated scenario might be statistically like real data in terms of individual vehicle
trajectories, but might lack the interaction structure (e.g., the specific sequence of actions
and counteractions) that makes the scenario challenging for a particular AV algorithm [54].
The integration of large-scale trajectory data with driver-centric analysis represents a par-
ticularly promising direction. By linking trajectory segments with driver demographic
information, prior driving history, vehicle type, and contextual variables, researchers can
develop richer models of how different drivers adapt to different conditions [76]. Re-
cent work developing personalized driving behavior models has shown that capturing
individual driver preferences and decision-making styles significantly improves the predic-
tion accuracy compared to population-average models [76]. For mixed-traffic safety, this
finding suggests that AV systems designed to interact effectively with a diverse driving
population must incorporate models of that diversity rather than treating all drivers as
behaviorally equivalent.

Large-scale datasets and AI-driven models offer major opportunities for advancing the
field, but they also introduce risks of overgeneralization. Many datasets are geographically
narrow, behaviorally imbalanced, or insufficiently validated against independent ground
truth, which can bias model training and interpretation. Likewise, synthetic scenario
generation can improve the coverage of rare events, but only if the generated scenarios
preserve realistic interaction logic rather than merely plausible trajectory patterns. These
limitations reinforce the need for data validation, contextual interpretation, and cautious
use of AI-generated evidence in safety-critical domains.

12. Emerging Directions: Adaptive Systems, Cooperative Interaction, and
Human-Centered AI

Recent research is moving toward more sophisticated approaches that treat driver–AV
interaction as a cooperative game requiring mutual adaptation. Rather than designing AVs
to operate optimally under the assumption that human drivers will adapt passively to
AV behavior, emerging systems employ interaction-aware planning that anticipates driver
responses and selects AV actions designed to be interpretable and to evoke appropriate
driver adaptation [77]. These approaches employ game-theoretic models, multi-agent
reinforcement learning, and reciprocal behavior prediction to find action sequences that
achieve both AV objectives and safe driver–AV outcomes. Adaptive automation represents
another important direction, where the level and type of automation or assistance adapt to
the detected driver’s state. Systems that increase information density and explicit guidance
when drivers show signs of degraded awareness, but reduce interface clutter when drivers
are well-oriented, promise to maintain optimal driver engagement without overwhelming
or under-informing [38]. However, realizing adaptive automation requires reliable real-
time assessment of driver state capability that has proven more technically challenging
than anticipated. Current approaches employ eye-tracking, facial expression analysis,
physiological signals, and behavioral metrics, but all of these have limitations in different
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contexts and require validation against ground-truth situation awareness through methods
like SAGAT [78].

Cooperative driving automation that explicitly coordinates between vehicles and
infrastructure through V2X is expanding beyond individual vehicle operation to consider
fleet-level dynamics. Platoons of connected vehicles can move more efficiently and safely
than individual vehicles, but only if the coordination is robust to communication failures
and to intrusion by non-cooperative vehicles [59]. Research on mixed platoons containing
both connected and non-connected vehicles, and both automated and manual vehicles, has
shown that the appropriate design of lead vehicle behavior and communication protocols
can achieve significant efficiency and safety gains even with incomplete connectivity [79].
A particularly valuable emerging direction is the integration of explainability and trans-
parency into behavior prediction and planning algorithms. Rather than black-box neural
networks that predict what other drivers will do without providing interpretable reasoning,
newer approaches employ attention mechanisms, saliency maps, and neuro-symbolic hy-
brid models that can explain their predictions [80]. For driver-behavior research specifically,
the ability to understand why a model predicts a particular driver action is valuable not
only for building human trust in the AI system, but also for validating that the model
captures behaviorally plausible mechanisms rather than exploiting statistical artifacts [81].

Building on these developments, recent advances in data-driven modeling approaches,
particularly Transformer-based architectures, offer new opportunities for capturing com-
plex driver behavior and interaction patterns in mixed traffic environments. Models such
as HUTFormer [82] and CASAformer [83] demonstrate the ability to capture complex
spatiotemporal dependencies in traffic data using attention mechanisms, including multi-
scale representations and congestion-aware learning. These capabilities are particularly
relevant for modeling driver behavior in dense and interaction-rich environments, where
decisions such as gap acceptance, lane-changing, and response to surrounding vehicles
depend on both local interactions and longer-term traffic patterns. In addition, emerging
spatiotemporal Transformer models such as Trafformer [84] highlight the potential for
unified multi-agent representations that explicitly account for interactions among vehicles.
While these approaches have primarily been applied to traffic prediction, their ability to
learn implicit behavioral patterns from large-scale trajectory data suggests strong potential
for advancing data-driven models of driver–autonomous vehicle interaction. These devel-
opments suggest a shift toward integrated, data-driven frameworks capable of capturing
both individual driver behavior and multi-agent interaction dynamics, representing a key
direction for future research in mixed traffic with autonomous vehicles. Although these
models have primarily been developed for traffic forecasting and trajectory prediction, their
ability to capture long-range spatiotemporal dependencies and multi-agent interactions
makes them especially promising for future research on driver behavior, including gap
acceptance, lane-changing, takeover readiness, and negotiation with autonomous vehicles
in dense mixed traffic.

13. Synthesis, Research Gaps, and Design Implications
13.1. Key Findings and Synthesis

Across the literature reviewed here, one conclusion remains especially consistent:
driver behavior in the presence of autonomous vehicles is adaptive, but that adaptation
is not automatically stabilizing. Human road users rapidly form expectations about AV
behavior and adjust their own actions accordingly. In some cases, these adjustments
improve traffic stability, reduce volatility, and support safer interaction. In other cases,
they create new risks by encouraging opportunistic maneuvers, overreliance on perceived
machine consistency, or misunderstanding of system intent. The central implication is
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that safety in mixed traffic depends less on automation alone than on whether interactions
remain interpretable, predictable, and recoverable across diverse driving contexts.

13.2. Research Gaps and Limitations

Several significant research gaps remain despite the extensive work summarized
above, and these gaps are closely linked to the substantial heterogeneity across studies in
terms of methodology, traffic context, and driver populations.

A central methodological challenge in interpreting literature is the wide variation in
study design and evidence type. Studies differ in their use of driving simulators, naturalis-
tic datasets, field observations, and modeling approaches, each with distinct strengths and
limitations. Simulator studies are valuable for isolating mechanisms and testing controlled
scenarios, but they may not fully represent real-world driving complexity. Naturalis-
tic datasets provide broader behavioral coverage, but they may contain sampling bias,
measurement limitations, or the underrepresentation of safety-critical events. Modeling
studies can reveal interaction logic and theoretical patterns, but their conclusions often
depend heavily on assumptions about driver response, vehicle behavior, and environ-
mental structure. In addition, many studies rely on short exposure durations or tightly
controlled experimental settings, which may not capture long-term adaptation, habituation,
or evolving real-world interaction dynamics. These methodological differences limit direct
comparison across studies and suggest that conclusions regarding driver behavior in mixed
traffic should be interpreted with caution.

Heterogeneity is also pronounced across traffic environments and user populations.
Findings are highly sensitive to roadway type, traffic density, operational design domain,
and surrounding road-user composition. Driver populations vary in driving style, risk
tolerance, familiarity with automation, and willingness to trust or challenge AV behavior, all
of which influence the observed outcomes. These differences make it difficult to generalize
findings from one traffic setting to another without careful contextual interpretation.

This heterogeneity is particularly evident when comparing studies conducted in West-
ern and Asian traffic environments. In dense urban contexts such as those observed in
China, the presence of diverse road users and less structured interaction patterns leads to
different behavioral dynamics, including closer spacing, more frequent negotiation, and
greater variability in driver responses [17]. Furthermore, research on human-like decision-
making in autonomous driving highlights the importance of capturing context-specific
behavioral patterns to ensure realistic modeling of driver–vehicle interactions [18]. These
differences further limit the direct transferability of findings across regions and highlight
the need for more globally representative behavioral evidence. More broadly, the literature
remains dominated by studies conducted in North American and European contexts, while
evidence from Asia, particularly China, remains comparatively underrepresented in many
review-based syntheses. This imbalance matters because regional differences in traffic com-
position, lane discipline, vulnerable road user presence, and informal negotiation behavior
may substantially influence how human drivers perceive and respond to autonomous vehi-
cles. Future reviews and empirical studies should therefore aim for stronger geographic
diversity to improve external validity and global relevance.

First, most studies of adaptation to AVs employ short exposure windows, typically
ranging from minutes to hours. While these studies provide valuable insight into imme-
diate behavioral responses, they offer a limited understanding of long-term adaptation,
habituation, and learning. Do drivers’ responses to AVs stabilize over days and weeks, or
do they continue to evolve? Do drivers develop generalizable skills that transfer across dif-
ferent AV types and contexts, or do they form brittle adaptations specific to vehicles? These
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longitudinal questions remain largely unanswered and are essential for understanding
whether mixed traffic with AVs becomes safer or more hazardous over time.

Second, public safety claims about AVs remain difficult to compare and harmonize
across fleets because operating domains, sensing stacks, service models, and reporting prac-
tices differ substantially. The Waymo comparison of rider-only crash rates over 56.7 million
miles to human driver benchmarks provides valuable public data, but the specific condi-
tions of that comparison, namely low-speed urban robotaxi service in favorable weather,
represent only a narrow slice of future transportation [49]. Broader claims about AV safety
relative to human drivers therefore remain premature given the heterogeneity of both the
actual and potential deployment contexts.

Third, surrogate metrics remain essential for evaluation, but the standardization
of metric thresholds and validation approaches is incomplete. Developing consensus
definitions of what TTC, PET, DRAC, and other metrics mean, under what conditions they
are valid, and what thresholds indicate acceptable safety remains an ongoing process [50].
This standardization is essential for regulatory consistency and for enabling meaningful
cross-study comparisons. Without standardized thresholds, a near-miss classified as safety-
critical by one research team may be treated as routine by another, creating confusion rather
than clarity about what constitutes adequate safety in mixed traffic.

Fourth, the relationship between external conspicuity, such as visible sensor arrays,
distinctive markings, and platoon indicators, and human driver response remains un-
derstudied despite its clear practical importance. Design decisions about AV appearance
are often driven by engineering or aesthetic considerations rather than by evidence of
how those choices influence surrounding driver behavior. Systematic research on how
modifications to AV appearance affect following distance, merge propensity, and per-
ceived predictability could inform design guidelines that enhance rather than undermine
safety [12].

Finally, the field still lacks integrated research that combines mixed-traffic interaction,
real-time driver state monitoring, and scenario-based evaluation within a single framework.
Most studies examine only one or two of these dimensions in isolation. Some focused on
behavioral adaptation without measuring driver trust or situational awareness, while others
examined takeover performance in simplified scenarios without accounting for the diverse
traffic contexts that shape real-world behavior. Future research should therefore develop
evaluation methodologies that capture the full complexity of human–AV interaction as an
emergent sociotechnical phenomenon.

13.3. Design Implications

The design implications are both substantial and practical. First, automated vehicles
should be engineered not only for sensing and control performance, but also for behavioral
legibility. Their motion patterns, spacing behavior, and responses to conflict should be
sufficiently consistent and interpretable so that nearby road users can anticipate them
without excessive uncertainty. Second, interface design should be treated as a core safety
variable. Systems that communicate relevant information clearly and at the right level of
detail can support better comprehension and safer intervention, whereas poorly timed or
overly dense information can reduce performance. Third, evaluation should move beyond
accumulated mileage alone and rely more heavily on surrogate safety metrics, near-miss
analysis, and scenario-based testing to identify behavioral fragilities before they appear as
crashes in real-world deployment [53].

Table 4 synthesizes the major research themes identified in the literature, linking key
empirical findings with remaining research gaps and their implications for autonomous
vehicle safety and system design. The table highlights how behavioral adaptation, inter-
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face design, surrogate safety metrics, regulatory standards, and data-driven approaches
collectively shape the safety and effectiveness of human–AV interaction. This table is an
interpretive synthesis of the major findings and gaps across the reviewed literature and is
intended to summarize themes rather than serve as a formal evidence-ranking framework.
Policymakers and standards bodies should remain cautious about the broad safety claims
derived from narrow operating domains and selected fleets, while simultaneously support-
ing the incorporation of richer, behavior-sensitive evidence into regulatory frameworks as
the field matures. The current evidence supports neither the dismissal of AV safety benefits
nor uncritical adoption claims; instead, it supports a measured, context-specific approach
where safety claims are bound by explicit acknowledgment of the conditions under which
they apply [69].

Table 4. Key research findings, gaps, and safety implications in human–autonomous vehicle interaction.

Research Dimension Key Finding Research Gap Safety Implication

Behavioral Adaptation
in Mixed Traffic

Drivers measurably change headways
and acceleration patterns around AVs;

adaptation not uniformly beneficial
[7,11,13,16,20,21]

Limited longitudinal studies:
unclear if adaptations stabilize or

evolve

Must design for behavioral
legibility; cannot assume passive

adaptation

Crash Causation &
Disengagements

Crashes emerge from multi-actor
interactions; disengagements reveal

system boundaries [12,19,20,49]

Difficult cross-fleet comparison due
to heterogeneous operating

domains

Safety depends on entire interaction
ecosystem, not isolated technical

performance

Near-Miss Analysis &
Surrogate Metrics

TTC, PET, DRAC metrics reveal
pre-collision dynamics;

standardization incomplete [50–54]

Metric thresholds inconsistent
across studies and publications

Surrogate metrics enable early
detection of system fragilities

Perception, Trust &
Takeover Performance

Eye-tracking predicts SA; trust is
dynamic; takeover is

multidimensional [19–24,27–29]

Most studies use short exposure
windows; limited evidence on

long-term habituation

Interface design is core safety
variable; trust calibration critical

HMI Design (Internal)
Alert modality and transparency

critical; timing optimal at 2–4 s or 7–30
s depending on scenario [31,33,35–38]

Individual differences
underexplored; adaptive interfaces

need validation

Information overload impairs
takeover; timing and format matter

enormously

eHMI Design (External)
Literal signals are more effective than
anthropomorphic; multimodal design

ensures accessibility [39–41,44–46]

Universal accessibility design is still
lacking; DHH population

underserved

Clear communication reduces
pedestrian risk-taking and crossing

errors

Safety Measurement
Frameworks

Crash-only metrics insufficient;
near-miss and surrogate metrics

essential [49–53]

No consensus on acceptable safety
thresholds in mixed traffic

Need integrated approach
combining crash, near-miss, and

scenario-based data

V2X Communication
Systems

Extends awareness beyond
line-of-sight; latency and bandwidth

remain critical challenges
[56,58,59,61,62,64]

Governance and standardization
incomplete; cybersecurity concerns

unresolved

Potential to reduce hazard detection
latency; requires reliable

infrastructure

Regulatory Standards &
ODD

ODD boundaries define safety claims;
standards focus on technical rather
than behavioral safety [65–69,72]

Behavior-sensitive certification
lacking; unclear optimization target

(average vs. all drivers)

Safety claims must be bound by
domain specification; cannot

generalize broadly

Data-Driven Approaches
Large datasets enable behavior

prediction; validation against ground
truth essential [54,55,73–76]

Systematic biases in datasets;
measurement methodologies

inconsistent

AI-generated scenarios require
validation; behavioral realism

essential

13.4. Implications for Deployment and Policy

The behavioral dynamics identified in this review have direct implications for the
real-world deployment and governance of autonomous vehicles. Current deployments by
Waymo and Cruise demonstrate that autonomous systems operate within constrained op-
erational domains and under close regulatory oversight. However, many of the interaction
challenges discussed in this review, including driver adaptation, behavioral variability, and
negotiation under uncertainty, become more pronounced at scale and in heterogeneous
traffic environments. A further unresolved issue concerns liability allocation in mixed
traffic, where human drivers, automated driving systems, manufacturers, software devel-
opers, and infrastructure operators may all contribute to the causal chain of a safety-critical
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event. As automation expands, liability frameworks will need to move beyond simple
driver-error assumptions and address how responsibility is assigned when behavioral
adaptation, system limitations, and communication failures interact. Another important
issue is public acceptance on a scale. Public trust is unlikely to depend only on crash statis-
tics or technical reliability; it will also depend on whether autonomous systems behave in
ways that appear understandable, fair, and socially appropriate to surrounding road users.
Overly conservative or inconsistent behavior may reduce confidence even when nominal
safety performance is high.

Deployment outcomes also differ substantially across operational design domains. Sys-
tems that perform acceptably in geofenced urban robotaxi environments or low-speed op-
erational settings may not generalize to mixed-speed suburban corridors, adverse weather,
or negotiation-heavy traffic conditions. For this reason, deployment claims should remain
explicitly bound by domain conditions rather than generalized across all driving environ-
ments. Reporting transparency will be essential for policy credibility. Public safety claims
should be supported not only by mileage and crash summaries, but also by the transparent
reporting of disengagements, near-miss patterns, operating conditions, and known sys-
tem limitations. This broader reporting framework would provide a more behaviorally
meaningful basis for evaluating readiness for large-scale deployment.

From a policy perspective, these findings highlight the need for regulatory frameworks
that account not only for technical system performance but also for interaction-based safety.
Issues such as liability in mixed traffic, where responsibility may be shared between
human drivers and automated systems, remain unresolved and are closely linked to system
transparency and driver expectations. In addition, public acceptance of autonomous
vehicles depends strongly on how safely and predictably these systems interact with human
road users. Inconsistent behavior, overly conservative driving strategies, or unclear system
limitations may undermine trust or lead to unintended behavioral adaptations. Accordingly,
future deployment strategies should integrate behavioral evidence into policy design,
including scenario-based safety evaluation, transparent reporting of system limitations, and
continuous monitoring of driver–autonomous vehicle interactions in real-world conditions.
Addressing these challenges is essential for achieving the safe and socially acceptable
large-scale deployment of autonomous driving technologies.

Deployment outcomes will also vary substantially across operational design domains.
Systems that perform acceptably in geofenced, low-speed robotaxi environments may
not generalize to mixed-speed suburban corridors, adverse weather, or negotiation-heavy
urban traffic. For this reason, public safety claims should remain explicitly bound by
the conditions under which they are validated. In addition, transparent reporting of
disengagements, near-miss patterns, operating conditions, and known system limitations
will be essential for public trust and regulatory credibility.

14. Conclusions
The transition to autonomous driving is not a simple technological substitution in

which human control is gradually removed, and machine control smoothly takes over.
Rather, it constitutes an extended period of coexistence in mixed traffic environments where
human-driven vehicles, partially automated vehicles, and highly autonomous fleets con-
tinuously reshape one another’s behavior through complex feedback loops of adaptation,
expectation, and response. This fundamental reality makes driver behavior in mixed traffic
fundamentally a sociotechnical phenomenon that cannot be understood through narrow
technical analysis alone. The literature reviewed here demonstrates that the strongest safety
questions emerge not from technical capabilities in isolation, but from the interface between
human expectations and machine actions. How closely do people follow AVs? How do
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they merge around them? How much do they trust partially automated systems? How
well do they maintain situational awareness during automation? How successfully do
systems handle rare but behaviorally complex events? These questions are not ancillary to
AV safety; they constitute the core of the safety challenge during this transition period.

Crash statistics matter as fundamental evidence, but they are necessary rather than
sufficient. The field has correctly recognized and increasingly acts upon the insight that
crash counts alone cannot capture the safety dynamics of rare, heterogeneous events
occurring in variable environments. The review also underscores that the behavioral
implications of autonomous vehicle deployment are not globally uniform, and that evidence
from dense mixed traffic environments, including those common in China and other
Asian settings, is essential for developing more representative safety interpretations and
deployment strategies.

Near-miss analysis, surrogate metrics, disengagement data, driver state monitoring,
and scenario-based evaluation all contribute essential information about system perfor-
mance and safety-relevant driver behaviors that aggregated crashes would miss [52]. A
stronger empirical science of driver behavior with autonomous vehicles will require de-
liberate integration across disciplines that have historically proceeded separately. Traffic
flow theory, human-factors engineering, cognitive psychology, computer vision, machine
learning, and safety systems engineering each bring essential perspectives. The next phase
of progress will come from research systems and deployment contexts that are not only
technically competent in vehicle control, but also behaviorally legible in their communica-
tion with surrounding drivers, transparently communicative about their state and intent,
and rigorously tested against the kinds of uncertainty and heterogeneity that characterize
real traffic.

Investing in long-term longitudinal studies of how driver adaptation evolves with
repeated exposure, standardizing measurement approaches and metric definitions to en-
able meaningful cross-study comparison, developing more sophisticated models of the
interaction between AV appearance, behavior, and driver response, and creating integrated
evaluation frameworks that capture multiple dimensions of the sociotechnical system si-
multaneously. It means treating external vehicle design, internal HMI, V2X communication,
scenario-based testing protocols, and regulatory frameworks as interconnected elements
of a comprehensive safety system rather than independent choices [85]. In this sense,
the future of autonomous driving depends as much on the quality of human–machine
coexistence and the design of systems that support stable, interpretable, and recoverable
interaction as it does on the technical quality of automated vehicle control itself. The
evidence reviewed here provides both cause for measured optimism demonstrating that
some contemporary systems show promise in specific operational contexts and cause for
caution demonstrating that safety gains remain fragile, domain-specific, and contingent
on factors beyond vehicle-level control. The path forward requires sustained commitment
to understanding not just how AVs behave, but how people behave around AVs, and
how we can design both more intelligently to support safe coexistence during this critical
transition period.
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