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Abstract

Textile-reinforced mortar (TRM) systems are used to strengthen masonry, but their durabil-
ity across aggressive environments is rarely evaluated within one consistent framework.
This study integrates coordinated acidic, alkaline, and saline aging experiments (0-5000 h)
into an audited database containing 577 specimen records, 96 groups, and six mechanical
families. Parallel full and master-retained datasets were analyzed to quantify sensitivity
to specimen-retention decisions. Of 402 genuine reference-factor comparisons, 44.3% had
bootstrap 95% confidence intervals including unity, and 25.9% of 201 paired comparisons
showed high sensitivity to dataset version. Baseline-retention trajectories were represented
using surrogate models selected by leave-one-time-level-out validation. Of 60 trajectories,
50 supported modeling: 27 selected linear models, 20 quadratic models, and 3 conditionally
validated Gaussian processes; 10 pull-out-basalt trajectories remained unresolved because
their baseline reference group could not be verified. Variability was highest for pull-out
basalt. Although the ranking of acidic, alkaline, and saline conditions remained consistent
across the three reference definitions within each mechanical family, it differed between
families. The resulting durability atlas provides an uncertainty-aware comparison of TRM
responses within the observed domain without implying mechanistic degradation laws,
interpolation between environments, or prediction beyond 5000 h.

Keywords: textile-reinforced mortar; glass textile; basalt textile; durability; bond behavior;
environmental aging; uncertainty quantification; surrogate model; data provenance;
cross-environment comparison

1. Introduction

Textile-reinforced mortar (TRM), also termed fabric-reinforced cementitious matrix
(FRCM), is established for strengthening masonry and concrete because an inorganic
matrix offers compatibility, fire resistance, and vapor permeability while technical textiles
provide tensile capacity [1-10]. System response is governed by textile architecture, matrix
properties, and stress transfer at textile-mortar and composite—substrate interfaces [11-19].
Consequently, durability must be assessed at multiple scales rather than inferred from
mortar strength alone.

Environmental durability remains a central barrier to reliable long-term design. Re-
views identify matrix alkalinity, fiber chemistry, exposure medium, moisture history, and

Constr. Mater. 2026, 6, 76

https://doi.org/10.3390/ constrmater6050076


https://crossmark.crossref.org/dialog?doi=10.3390/constrmater6050076&domain=pdf&date_stamp=2026-10-01
https://creativecommons.org/licenses/by/4.0/
https://creativecommons.org/licenses/by/4.0/
https://www.mdpi.com/journal/constrmater
https://www.mdpi.com
https://orcid.org/0000-0002-2244-5444
https://orcid.org/0000-0001-9623-8387
https://orcid.org/0000-0001-9331-0910
https://orcid.org/0000-0002-7864-7889
https://orcid.org/0000-0002-3250-5594
https://doi.org/10.3390/constrmater6050076

Constr. Mater. 2026, 6, 76

2 of 28

test configuration as interacting variables [20-26]. Experimental studies report the alkali-
related degradation of glass and basalt reinforcement [27-31], salt crystallization and
moisture effects on FRCM-masonry joints [10,32,33], and exposure-dependent changes
in composite tensile and bond behavior [34-36]. Direct comparison is difficult because
materials, conditioning protocols, and response definitions differ across studies.

The present work integrates three coordinated acidic, alkaline, and saline pro-
grams [37-39]. These source studies share materials, reference conditions, exposure
times, and specimen-group identifiers while retaining medium-specific characteriza-
tion. Related publications by the authors establish the tensile-test configuration and
layer effects [11,12,40], report single-lap bond behavior under alkaline and acidic expo-
sure [37,38,41], and connect acidic mortar degradation to microstructural change through
chemo-mechanical analysis [42,43]. The current contribution is therefore not a new ex-
perimental campaign; it is an audited cross-environment synthesis of the underlying
specimen records.

Two methodological needs motivate the analysis. First, aggressive-medium ef-
fects should be evaluated against both the initial state and time-matched dry or water-
conditioned references. Second, uncertainty and data curation must remain visible: formal
outlier procedures exist [44], and data provenance is recognized as important for reliable
durability modeling [45], yet 55 specimen omissions in the source workbooks have no
recorded justification. Bootstrap intervals [46] and parallel full versus master-retained
analyses quantify how sampling variability and retention decisions influence interpretation.
For sparse trajectories, simple regression and Gaussian-process candidates [47] are se-
lected by validation rather than flexibility alone, with the known limitations of aggregated
leave-one-out assessment acknowledged [48].

Accordingly, this study constructs a categorical, uncertainty-aware durability atlas for
six matrix- and textile-bond response families. It integrates 577 specimen records, computes
three reference-factor formulations under two dataset versions, quantifies uncertainty
and curation sensitivity, and validates low-order time trajectories within 0-5000 h. A
digital durability atlas is defined here as an uncertainty-aware, categorical synthesis of
experimentally observed durability trajectories indexed by mechanical response family,
textile type, exposure environment and exposure time, in which every trajectory is reported
together with its validation error and with an explicit statement of how far it depends
on specimen-retention decisions. The term is introduced descriptively in this study and
is not an established TRM/FRCM designation. The atlas is a retrospective synthesis of
discrete tested conditions and is not a continuous chemical-severity surface, a mechanistic
degradation law, a continuously updated model, or an operational digital twin [49].

Three questions follow from this framing and organize the analysis. First, how far do
reference-factor estimates and their uncertainty intervals depend on specimen-retention
decisions that carry no recorded justification, and are those decisions distributed evenly
across the dataset or concentrated in particular parts of it? Second, what functional form
can be supported for a durability trajectory that is observed at only four exposure times,
and how stable is that choice against the tolerances used to make it? Third, what is learned
by placing acidic, alkaline and saline ageing in one harmonized framework that is not
visible in the three source studies taken separately? The contribution is therefore integrative
and methodological rather than experimental or mechanistic: the materials, specimens and
exposure protocols are those of the source publications, and what is new is the audited
specimen-level integration, the explicit quantification of data-curation sensitivity, and the
cross-environment comparison built on them.
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2. Materials and Methods

Materials, specimen geometries, mortar and textile compositions, and exposure pro-
tocols are reported in full in the three source publications and are summarized here at
the level needed to interpret the present integrated analysis. A parameter-by-parameter
summary of the three campaigns, separating what was identical across them from what
differed, is given in Table S1 of the Supplementary Materials.

All three source studies used the same commercially available hydraulic lime-based
mortar, Planitop HDM Restauro (MAPEI S.p.A., Milan, Italy). The mortar was reinforced
with either Mapegrid G 220 alkali-resistant glass-fiber textile or Mapegrid B 250 basalt-fiber
textile (both manufactured by MAPEI S.p.A., Milan, Italy) to produce the TRM composite
specimens. Two reference aging conditions were investigated alongside each aggressive
medium: a dry/Witness condition and distilled-water immersion. The aggressive condi-
tions comprised an acidic solution, an alkaline solution, and a 3.5% NaCl saline solution.
Specimens were tested at nominal exposure durations of 1000, 3000, and 5000 h, in addition
to a shared 90-day (pre-exposure) baseline condition. Bond behavior between textile and
mortar was assessed using pull-out and single-lap shear configurations, following the
source publications’ own experimental procedures. Where genuinely comparable, single-
lap TRM-to-substrate bond testing can be contextualized against the Recommendation of
RILEM Technical Committee 250-CSM for TRM-to-substrate bond characterization [50];
that recommendation addresses TRM-to-substrate bond testing specifically and is not cited
here as the specifying authority for the internal textile-to-mortar pull-out configuration
used in the source publications, which follows those publications” own verified procedures.
For the purposes of this integration, the three campaigns are directly comparable in matrix,
textiles, brick substrate, specimen coding, pre-exposure curing, nominal exposure dura-
tions, nominal replicate number and measured response (peak load, in kN), and differ only
in the aggressive medium itself and in the medium-specific chemical and microstructural
characterization that each source study reports. The dry/Witness and distilled-water refer-
ence groups are not three repeated experiments, but one set of measurements reused by all
three publications, which is stated explicitly in the saline source study and is confirmed by
the shared specimen-group identifiers in the archived records.

The three source publications report a broader experimental and characterization
campaign than is analyzed quantitatively in this integration study. In addition to the six
mechanical families analyzed here, the source publications include the elastic-modulus
testing of the mortar, tensile testing of the bare (unembedded) dry textiles, and miner-
alogical/chemical characterization of the matrix and interface, discussed further in the
Discussion and reported in full in the respective source publications. The six analyzed
mechanical families, associated textile types, measured responses, exposure environments,
and nominal exposure times are summarized in Table 1.

The present integrated quantitative analysis is restricted to the six core mechanical
families for which specimen-level, group-resolved data were reconciled into the audited
database: compressive, flexural, pull-out-glass, pull-out-basalt, single-lap-glass, and single-
lap-basalt testing, evaluating bulk mortar mechanical properties and TRM bond behavior
for both reinforcing textile types. Elastic-modulus testing, bare/dry-textile tensile testing,
and mineralogical/chemical characterization datasets are outside the scope of the specimen-
level retention-factor and surrogate-trajectory analysis presented in this study; they are
described here only to characterize the source publications accurately, not as part of the
integrated dataset. Full experimental details (specimen dimensions, curing conditions,
solution concentrations, textile properties, test rig configurations, and loading rates) are
reported in [37] (acidic), [38] (alkaline), and [39] (saline). The parameters that bear on
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comparability between the three campaigns, and the values that are quoted identically in
all three, are collected in Table S1.

Table 1. Mechanical families and exposure conditions included in the analysis.

Family Textile (s) Response Type Environments Nominal Exposure Times (h)
Compressive n/a (mortar) Bulk compressive strength Xgﬁﬁfe’,\g;ﬁfé Acidic, 01,1000, 3000, 5000
Flexural n/a (mortar)  Bulk flexural strength Xﬁ?ﬁfevgfﬁfe Adidic, 51 1000, 3000, 5000
Pull-out Glass Glass Textile-mortar bond (pull-out) letzﬁfélvg:ﬁ?é Acidic, 01,1000, 3000, 5000
Pull-out Basalt Basalt Textile-mortar bond (pull-out) Pvgf;ﬁise',\g;tifé Acidic, 02,1000, 3000, 5000
Single-lap Glass Glass TRM bond (single-lap shear) Xﬁgﬁfé/‘g]:ﬁfé Acidic, 01,1000, 3000, 5000
Single-lap Basalt Basalt TRM bond (single-lap shear) thE;se,,Vg:lti?é Acidic, 01,1000, 3000, 5000

I The 0 h (90-day pre-exposure) baseline condition is shared across environments for the same test
type and textile. 2 The pull-out basalt 0 h baseline reference group is unresolved and excluded from
baseline-retention calculations for this family only; time-matched ratios are unaffected.

2.1. Data Harmonization and Quality Assurance

The three studies” underlying specimen-level records were reconciled into a single
audited specimen database (577 records across 96 experimental groups) through a multi-
stage process: (i) a cell-level audit of the three master summary workbooks against their
own internal formulas and stated statistics; (ii) a specimen-by-specimen reconciliation
of the individually analyzed per-group files against the corresponding master-workbook
entries; (iii) an evidence review classifying every specimen present in the analyzed files but
absent from the master workbook (“omission”) by the strength of documentary evidence
available for its absence (raw-file annotations, failure-mode records, or explicit removal
instructions), rather than assuming an omission was scientifically justified by default.

This review identified 59 genuine master-workbook omissions (distinct from a sin-
gle specimen that was never measured in either source and is therefore not counted as
an omission). Of these 59, three have a documented reason (a recorded test failure or
equipment problem), one carries an explicit removal instruction in a raw-file name with
no stated reason, and 55 have no reason or instruction that could be recovered from the
archived project files available for the present audit. Formal statistical procedures exist
for evaluating suspected outlying observations in replicate materials-testing data [44,51],
but no record of such a procedure having been applied to any of these 55 omissions could
be recovered. An unexplained omission is, on its own, neither evidence that the omitted
specimen was erroneous nor evidence that it was valid; absent a documented basis for
judging it either way, this study adopts a conservative provenance and sensitivity-analysis
policy rather than presuming the omission correct. Consequently, every downstream quan-
tity in this study is computed under two parallel dataset versions: a full dataset (every
specimen value found in the analyzed files, including the 59 master-omitted specimens)
and a master-retained subset (only the specimens also retained in the original master
workbooks). The two versions are never merged, and no version is treated as inherently
more correct than the other; the extent to which conclusions depend on this choice is itself
reported as a primary result. Three points of wording should be made explicit here because
the distinction matters for how these omissions are treated. The statement is about what
remains traceable in the archived record, not about what the original investigators knew
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when the analyses were performed: these omissions were made several years before the
present retrospective audit, and the absence of a recoverable specimen-level note does not
imply that no reason existed at the time. The omissions are also separated by the kind of
evidence available rather than merged into a single category, distinguishing a specimen
that was never measured, a specimen omitted with a documented test failure or equipment
problem, a specimen carrying an explicit removal instruction but no stated reason, and
a specimen for which no documentary trace of either kind survives. How the 55 records
in the last category are distributed across mechanical families, textiles, environments and
exposure times is reported in Section 3.1 and Table S2.

One additional group—the baseline (90-day, pre-exposure) Witness condition for the
pull-out basalt configuration, internally labeled GD42—could not be resolved to a confident
specimen-to-record linkage after this review, in the sense that no traceable specimen-level
documentary record linking it to the analyzed files could be recovered from the archived
material available for this audit, and it remains excluded from every calculation that
requires it as a baseline reference with no substitute value used in its place.

2.2. Retention/Reference-Factor Definitions

The group mean M(G) of an experimental group G was first computed as
(n)
M(G) = (1/n) ) xi (1)
(i=1)

where 7 is the number of specimens in the group and x; is the value of specimen i.

Three reference-factor formulations were then computed, each expressing a group
mean as a ratio to a reference group mean of the same test type and textile. Baseline
retention Ry is defined as

Rp(t) = M(Gt)/M(Go) 2)

where G; is the group of specimens of a given test type, textile, and environment at
exposure time t, and G is the corresponding 90-day (pre-exposure) baseline group. This
factor expresses total change from the initial condition and requires a resolved baseline
group (unavailable for pull-out basalt).

The time-matched Witness ratio Ryy is defined as

RW(t) = M(G(t,env)) /M(G(t,Witness)) 3)

comparing an aggressive-medium group to the dry/Witness group at the same nominal
exposure duration t. This controls for specimen age and general ageing/testing vari-
ability common to both conditions at the same duration but does not isolate a specific
chemical mechanism.

The time-matched Water ratio Rp is defined as

Rp(t) =M (G(t,env)) /M<G(t,Water)) 4)

comparing an aggressive-medium group to the distilled-water-immersed group at the
same nominal exposure duration ¢. This additionally controls for moisture-history effects
common to both conditions but likewise does not isolate a unique chemical mechanism.
In all three definitions, a factor value greater than 1 indicates a higher measured group
mean relative to its reference; it does not, by itself, indicate improved durability, since
the underlying mean can be influenced by continued hydration/curing, moisture history,
general ageing, or specimen-level testing variability, individually or in combination. The
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mathematical definitions, reference conditions, and intended interpretation of the three
retention and comparison factors are summarized in Table 2.

Table 2. Retention and reference-factor definitions.

Factor Type Definition Reference Condition Controls for
Baseline R _ M(Gien) 90-day (pre-exposure) Nothing beyond the baseline itself; reflects total
retention 5(H) = M(Go) baseline group change from the initial condition
) . i h 1 agei i
Time-matched M(Grony) Dry/Witness group at the Spe.cm.le?n age and the genera asens an.d testing
. . Ry (t) = sraben) . variability common to both conditions; it does
Witness ratio M(Gt,witness ) same exposure time . . .
not control for immersion history
Time-matched R _ M(Gren) Distilled-water-immersed group  Specimen age and moisture-history effects
Water ratio p(t) = M(Gtwater) at the same exposure time common to both conditions

Neither time-matched ratio isolates a specific chemical mechanism; both reduce, but
do not eliminate, age- and/or moisture-related confounding relative to baseline retention.

Ten of the 412 valid factors have an identical numerator and denominator group
(a group’s own baseline expressed as a ratio to itself). These equal exactly 1 by mathe-
matical definition, not by empirical estimation, and are treated analytically rather than by
independent bootstrap resampling; reporting them as independently estimated intervals
would manufacture artificial uncertainty around a quantity that has none.

2.3. Bootstrap Uncertainty Analysis

For every valid factor comparing two genuinely distinct experimental groups, a 95%
confidence interval was estimated by non-parametric bootstrap resampling at the specimen
level following the percentile-bootstrap approach established by Efron and Tibshirani [46].
Numerator and denominator specimens were resampled independently, with replacement,
each preserving its group’s observed sample size, for 20,000 iterations per factor (fixed
random seed, disclosed for reproducibility). The ratio of resampled means was computed
per iteration; iterations in which the denominator resample mean equaled zero were
recorded as invalid and excluded from the percentile and probability calculations (not
replaced or imputed); a confidence interval was flagged unstable if more than 1% of
iterations were invalid (0 factors met this threshold in this dataset). The 2.5th, 50th, and
97.5th percentiles of the valid resampled-ratio distribution were taken as the 95% confidence
interval and bootstrap median; the proportion of valid resampled ratios above and below 1
were recorded as resampling probabilities—descriptions of the bootstrap distribution itself,
not Bayesian posterior probabilities or frequentist significance statements. This study’s
typical per-group sample size (n = 3—6 specimens) is small relative to sample-size guidance
sometimes cited for bootstrap coverage accuracy; this is disclosed as a limitation rather
than resolved by the cited methodology.

For bootstrap replicate b, the factor was recalculated from independently resampled
numerator and denominator specimens as

RF0) = Inum g B )

and the percentile interval was obtained directly from the empirical bootstrap distribution:

Close, (R) = [Q0.0ZS ({R*(b)}§1>,Qo.975 <{R*(b)}:1>}- (6)
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Group-mean uncertainty (independent of any ratio) was separately computed for
every experimental group and dataset version as arithmetic mean, population and sample
standard deviation, standard error of the mean, and a 95% confidence interval via the
Student-t distribution (degrees of freedom = n — 1). Literal zero specimen values were
retained and flagged in full-dataset calculations (as genuine observed, non-missing mea-
surements); blank, missing, or unresolved records were excluded from calculation and
counted separately.

Structural identity factors were excluded from independent bootstrap resampling
and instead assigned, analytically: point estimate = 1, bootstrap median = 1, 95% con-
fidence interval = [1, 1], interval width = 0, and no resampling probability. They retain
the same reported bootstrap-iteration count and random seed as every other factor for
schema consistency and traceability, but no independent resampling result underlies their
reported values.

Because the percentile interval is the component of this procedure most exposed to the
reviewer-noted small-sample concern, and because the typical group size here is n = 3-6, the
percentile result was checked against two alternatives for every genuine comparison rather
than being assumed adequate. The first is a bias-corrected and accelerated (BCa) bootstrap
computed from the same 20,000 resamples, with the bias-correction constant obtained from
the proportion of resampled ratios below the observed ratio and the acceleration constant
from a jackknife over the pooled numerator and denominator specimens; BCa adjusts
precisely for the median bias and skewness that make a percentile interval unreliable in
small samples. The second is a resampling-free interval obtained by the delta method
applied to the logarithm of the ratio, with Welch—Satterthwaite degrees of freedom, which
removes the resampling assumption altogether at the cost of a normal-theory one. The
percentile interval is retained as the primary reported uncertainty measure because it
underlies every previously reported figure and because the three methods agree closely;
the comparison is reported in Section 3.2 and in Table S9.

For every factor available under both dataset versions (206 comparisons: 5 structural
identities + 201 genuine comparisons), the full-dataset and master-retained-subset estimates
and confidence intervals were compared and classified into four ordered categories: critical
(either version’s bootstrap distribution is unstable, or the point-estimate direction relative
to 1 flips between versions while both confidence intervals confidently exclude 1); high
(the point-estimate direction relative to 1 changes between versions, or the conclusion of
whether the confidence interval includes 1 changes, without both versions confidently
conflicting); low (absolute difference <0.02 and relative difference <5%); and moderate (all
remaining cases). Structural identity comparisons are reported separately and excluded
from the substantive sensitivity rates. The 0.02 absolute and 5% relative values used
to delimit the low-sensitivity category are pragmatic screening tolerances rather than
physically derived constants; their influence on the resulting classification is examined in
Section 3.3 and Table S5.

Before categorical classification, absolute and relative discrepancies between the full
(F) and master-retained (M) estimates were calculated as

RE) _ R(M)‘
Aps = |RF) — R(M)

)

;) Dol = ——F——
rel max(|R(F)

Je)

2.4. Surrogate-Model Construction and Validation

For each of the six mechanical test-type/textile families, five exposure environments,
and two dataset versions (60 combinations), a baseline-retention trajectory was defined at up
to four nominal exposure-time levels (0, 1000, 3000, 5000 h), using the shared 90-day baseline
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as the common 0 h origin. Fifty of 60 trajectories have a complete four-point series and
are eligible for surrogate-model fitting; the remaining ten (all pull-out Basalt) are blocked
by the unresolved baseline group and carry no surrogate model. Exposure environments
were treated strictly as categorical, mutually exclusive conditions; no continuous chemical-
severity axis was constructed, and no interpolation was performed between environments.
Four nominal exposure levels is a materially small basis for any trajectory model, and the
consequences are stated here rather than left to the Discussion. A quadratic fit to four
points retains one residual degree of freedom; a Gaussian process fit to four points has very
little information with which to constrain its covariance hyperparameters; and any change
in mechanical response that occurs between 0 and 1000 h, or between 1000 and 3000 h, is
invisible to this analysis. The fitted forms are therefore treated throughout as descriptive,
interpolative representations of the observed series within the tested domain. A selected
functional form is a statement about which of the tested representations best reproduces a
withheld observation, not evidence about the physical form of the underlying degradation
process, and no forecast outside the observed domain is made from any of them.
Exposure time was normalized before fitting as

t

= — <Tt<1
HRE TR ®
Four candidate model families were evaluated on each ready trajectory. The linear
model is
R(t) =a+brt. )
The quadratic model is
R(t) = a+ bt +ct? (10)

Shape-preserving piecewise cubic Hermite interpolation (PCHIP), an exact interpolant
through the four calibration points, was offered only as a descriptive/visual aid, never as a
validated predictive model; and a Gaussian-process (Kriging) regression used a covariance
kernel of the form for two normalized exposure times T and u,

(- u)?

k(T,u) = O'?exp [_2@ + 0}21(51—14. (11)

fit only where hyperparameter optimization converged without its length-scale (1) or noise-
level (0y,) parameters reaching their imposed bounds [47]. No high-order polynomial,
neural network, random forest, physics-informed neural network, or automated model-
search procedures were used given the small number of calibration points (three to four)
available per trajectory.

The Gaussian-process implementation is specified in full so that the classification of a
fit as stable or disqualified can be reproduced. The covariance function is a constant kernel
multiplied by a squared-exponential kernel with an additive white-noise term, with bounds
of [1073, 10%] on the signal variance, [1072, 10%] on the length-scale (in normalized time)
and [1072, 10°] on the noise level, all three initialized at unity. The response was stan-
dardized before fitting; hyperparameters were obtained by maximizing the log marginal
likelihood using the L-BFGS-B optimizer implemented in SciPy version 1.18.1 through
scikit-learn version 1.9.1 in Python version 3.15 from a single initialization. A deterministic
optimization procedure was employed to ensure reproducible model fitting. Two diag-
nostics were then applied to every fitted curve. A fit was recorded as boundary-limited
when the optimized length-scale terminated within one decade of its lower bound—that
is, below 0.1 in normalized time—which is the regime in which the squared-exponential
term carries no usable correlation across the observed exposure times, and the posterior
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mean reverts to the prior mean with the residual variance absorbed into the noise term;
a fit that was boundary-limited at four-point calibration was disqualified from selection.
Oscillation was quantified rather than judged visually. The fitted curve was evaluated
at 101 equally spaced points across the normalized domain: first, differences were taken,
and sign changes were counted while ignoring differences smaller than 10~°. A curve
showing two or more sign changes contains at least two interior turning points, which
three or four calibration points cannot support, and was flagged on that basis. Applying
the identical criterion to the other candidate model families flagged none of the linear or
quadratic fits and eight of the fifty PCHIP calibration fits, which confirms that the criterion
discriminates between curvature that the data support and curvature that they do not,
rather than flagging curvature indiscriminately. The fitted hyperparameters, their bound
status and the oscillation count for every fit are reported in Table S7.

Model performance was assessed by leave-one-time-level-out cross-validation: each
of the four time levels was withheld in turn, the candidate model refit on the remaining
three, and the withheld point predicted. Withholding an interior level (1000 or 3000 h) is
reported as interpolation validation; withholding a boundary level (0 or 5000 h) is reported
as endpoint validation, and the two are always reported separately, never combined into
one headline error metric, since prediction toward a domain boundary is a materially
different task from prediction within it. No specimen-level random train/test splitting
was used. This study’s leave-one-time-level-out validation used only four time levels, of
which only two (1000 and 3000 h) were interior holdouts, and was not checked against
any independent external dataset; aggregated leave-one-out-style performance estimates
of this kind can in general be affected by a distributional bias arising from dependence
between a training fold’s label distribution and its held-out label, and the resulting error
figures reported here should be interpreted with this general statistical caution in mind, in
addition to the small-sample limitation stated independently above.

For a validation subset V (interior or endpoint holdouts), the reported root-mean-
square prediction error was

RMSE or0(V) = \/|1V| ). {R(fk) - R(—k)(tk)r (12)

kev

A single model was recommended per ready trajectory using a fixed priority order:
(1) the numerical validity and stability of the fit (a Gaussian process with boundary-hitting
hyperparameters at calibration was disqualified); (2) best leave-one-time-level-out interpo-
lation performance among valid, stable candidates; (3) minimal unsupported oscillation in
the fitted curve; (4) the physical plausibility of predicted values; (5) simplicity/transparency,
applied as a tiebreaker—a linear model was preferred over a better-performing candidate
when its interpolation RMSE was within 10% of the best candidate’s; and (6) compatibility
with the established uncertainty quantification. The model with the lowest in-sample
calibration error was never automatically selected, since a low-order model fit to only
four points can reproduce those points closely without necessarily generalizing to a with-
held point. The 10% figure in the fifth criterion is a parsimony tolerance fixed before the
results were examined; it is a modelling convention expressing how much predictive per-
formance is worth trading for a simpler functional form, not a physically derived threshold.
Section 3.4 reports how the selected families change when the percentage varied between
0% and 20%.

The primary selection step can therefore be summarized as the constrained rule

m* = argmin RMSEIRETOT (177). (13)

meM stable
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where Mgl contains only numerically valid, physically plausible candidates without
disqualifying hyperparameter-bound or oscillation flags. If the linear model’s interior
RMSE was within 10% of the minimum, linearity was selected by the predefined parsi-
mony rule. Endpoint RMSE was retained as a separate diagnostic and did not overwrite
the interpolation-based selection. The complete analytical workflow is summarized in
Figure 1. The three coordinated source studies were first harmonized into an audited
specimen-level database. Full and master-retained datasets were then maintained as par-
allel analytical versions throughout reference-factor calculation, bootstrap uncertainty
analysis, and surrogate-model validation. The resulting validated trajectories form the
categorical durability atlas presented in this study.

Source studies Specimen-level Audited database

acid - alkali - salt ' harmonization ' 577 records - 96 groups

l

Trajectory validation Reference factors Parallel datasets
and model selection <— and bootstrap intervals <— full | master-retained

T

Categorical durability atlas

0-5000 h observed domain

Figure 1. Workflow for the integrated durability analysis.

3. Results
3.1. Database Composition and Omission Accounting

The audited specimen database comprises 577 specimen-level records across 96 exper-
imental groups spanning six mechanical test-type families (Table 1), two textile types (glass,
basalt) where applicable, five exposure environments, and up to four nominal exposure
durations (Figure 2). Of 60 records flagged as excluded from the master-workbook analysis,
59 are genuine master-workbook omissions and one was never measured in either source
(Table 3). Of the 59 genuine omissions, three carry a documented reason, one carries an
explicit removal instruction with no stated reason, and 55 have no recorded reason of any
kind (Table 3, Figure 3). The resulting specimen-level database structure and the accounting
of measured, omitted, and unresolved records are presented in Table 3. The 55 omissions
with no recoverable documentation are not evenly spread through the dataset. Pull-out
basalt alone accounts for 19 of them—34.5% of all such omissions and 20.9% of that fam-
ily’s full-dataset specimens—against 4 (4.2%) for pull-out glass and 4 (4.2%) for flexural;
single-lap basalt accounts for 12 (12.5%), single-lap glass for 10 (10.4%) and compressive
for 6 (6.3%). Aggregated by textile, basalt-reinforced specimens carry 31 of the 55 (16.6% of
basalt specimens) against 14 for glass (7.3%) and 10 for the unreinforced mortar families
(5.2%). A contingency test on omitted against retained specimens rejects independence for
mechanical family (x? = 21.95, 5 df, Monte-Carlo p =0.001) and for textile (x? =15.79, 2 df,
p < 0.001), and marginally for exposure environment (x? = 9.80, 4 df, p = 0.043, with alkaline
at 15.7% and saline at 13.0% against 5.6% for distilled water), but not for exposure time
()(2 =2.34,3 df, p =0.51; 9.4%, 11.7% and 8.9% at 1000, 3000 and 5000 h). The concentration
is therefore in the specimen families that already show the largest specimen-to-specimen
scatter, and not in any particular exposure duration. Counts, rates and the number of
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Compressive / Distilled Water
Compressive / Acidic
Compressive / Alkaline
Compressive / Saline

Flexural / Witness

Flexural / Distilled Water
Flexural / Acidic

Flexural / Alkaline

Flexural / Saline

Pull-out Glass / Witness
Pull-out Glass / Distilled Water
Pull-out Glass / Acidic

Pull-out Glass / Alkaline
Pull-out Glass / Saline

Pull-out Basalt / Witness
Pull-out Basalt / Distilled Water
Pull-out Basalt / Acidic

Pull-out Basalt / Alkaline
Pull-out Basalt / Saline
Single-lap Glass / Witness
Single-lap Glass / Distilled Water
Single-lap Glass / Acidic
Single-lap Glass / Alkaline
Single-lap Glass / Saline
Single-lap Basalt / Witness
Single-lap Basalt / Distilled Water
Single-lap Basalt / Acidic
Single-lap Basalt / Alkaline
Single-lap Basalt / Saline

affected groups for every stratification are given in Table S2. Because pull-out basalt is also
the family carrying both the widest specimen-to-specimen variability and the unresolved
baseline group, comparisons involving basalt bond behavior are the ones for which the
full-versus-retained contrast should be read most carefully; Section 3.3 quantifies how often
that contrast changes a stated conclusion.

RER=
L
HE
b
L L

90d 90d 1000 h 1000 h 3000 h 3000 h 5000 h 5000 h
(baseline) (baseline) Full Master Full Master Full Master
Full Master
[0 Resolved group (shade « n) [ GDA42 (unresolved baseline) Not applicable / no group
Figure 2. Dataset coverage by family, environment, time, and dataset version.
Table 3. Specimen and omission accounting.
Metric Value
Total specimen-level records 577
Distinct experimental groups 96
Genuine master-workbook omissions 59
with a documented reason 3
with a removal instruction, no stated reason 1
unexplained (no reason or instruction found) 55
Unresolved reference group (pull-out basalt baseline) 1

The coverage of the two dataset versions across mechanical families, exposure en-
vironments, and nominal exposure times is shown in Figure 2. The unresolved pull-out
basalt baseline group is identified separately and is not treated as a valid trajectory anchor.

Figure 3 summarizes the group-level coefficients of variation and the available doc-
umentary evidence for the 59 genuine specimen omissions. The basalt-textile bond-test
families exhibit the widest variability, while most omissions lack a recorded justification.
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Figure 3. Group variability and specimen-omission evidence: (a) variability by mechanical family,
with circles indicating values beyond 1.5 times the interquartile range; (b) evidence categories for the
59 omissions.

3.2. Uncertainty and Complementary Reference Views

Across 190 of the 192 group/dataset-version combinations with computable variability
statistics (the remaining 2 are the unresolved pull-out basalt baseline rows), the coefficient of
variation ranges from 2.2% to 118.8%, with the highest values concentrated in the two basalt-
textile bond-test families (Figure 3a). Of 412 valid retention/comparison factors, 10 are
structural identity factors (exactly R = 1 by definition) and 402 are genuine, independently
bootstrapped comparisons. Among these 402, 44.3% (178/402) have a 95% bootstrap
confidence interval that includes 1 (Table 4)—meaning that, given specimen-level variability
at the observed sample sizes, the data do not clearly distinguish these comparisons from
“no difference.” Representative baseline-retention, time-matched Witness-ratio, and time-
matched Water-ratio trajectories, each with 95% bootstrap confidence intervals shown
for both dataset versions, are presented for every family and environment in Figures 4-6.
The extreme coefficients of variation quoted above occur in the two basalt bond families,
but the medians locate the effect more precisely. Summarized by mechanical family, the
median coefficient of variation is 9.1% for compressive (interquartile range 5.2-11.6%),
11.1% for flexural (7.9-14.8%), 16.5% for pull-out glass (11.9-18.8%), 12.6% for single-lap
glass (8.1-18.8%), 12.0% for single-lap basalt (8.3-18.6%) and 34.5% for pull-out basalt
(20.9-54.5%), each based on 30 to 32 group and dataset-version combinations. The elevated
basalt variability is therefore concentrated in the pull-out configuration rather than being a
property of basalt reinforcement across test scales: single-lap basalt and single-lap glass are
indistinguishable in median terms. Pooled across configurations a difference between the
two textiles remains (median 19.5% against 15.0%; Mann-Whitney p = 0.002), as does the
difference between bond tests and matrix-dominated tests (20.0% for pull-out and 12.2% for
single-lap against 9.9% for the matrix families; p = 2.7 x 1077 and p = 0.0006 respectively).
Full summaries are given in Table S6.

Replacing the percentile interval with a bias-corrected and accelerated interval changes
neither the headline figure nor, in almost every case, the individual conclusion. Of the
402 genuine comparisons, 177 (44.0%) have a BCa interval that includes 1, against 178
(44.3%) for the percentile interval, and the two methods agree on whether the interval
includes 1 in 397 of 402 comparisons (98.8%); the five disagreements are all cases in which
one bound sits within 0.01 of unity. The median bias-correction constant is 0.0002, and
the median acceleration constant is —0.0020, so at these sample sizes, both corrections are
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Compressive

Baseline-retention factor R

small, and the median interval width changes only from 0.370 to 0.379. The resampling-free
delta-method interval is systematically wider (median width 0.495) and correspondingly
more conservative, with 222 of 402 intervals (55.2%) including 1 and agreement with the
percentile result in 358 of 402 comparisons (89.1%). The conclusion that a substantial
share of the comparisons cannot be distinguished from unity at the available sample sizes
therefore does not depend on the choice of the percentile bootstrap and is, if anything,
stronger under the parametric alternative. This agreement between estimators is not
evidence that any of them achieves nominal coverage at n = 3-6; the small-sample limitation
stated in Section 2.3 is retained, and all three intervals are reported for every comparison in
Table S9 so that a reader can apply whichever is preferred.

Table 4. Bootstrap uncertainty and dataset-version sensitivity.

Metric Value

Valid retention/comparison factors 412

Structural identities 10

Genuine comparisons 402
Genuine factors with 95% CI including 1 178/402 (44.3%)

Dataset-version comparisons (genuine) 201

Low sensitivity 65

Moderate sensitivity 84

High sensitivity 52

Critical sensitivity 0
High-sensitivity rate 52/201 (25.9%)
Flexural Pull-out Glass

Baseline-retention factor R
Baseline-retention factor R

T T
0 1000

Exposure time (h)

Single-lap Glass

Baseline-retention factor R

T
3000

T T ¥ T T T T T T
5000 0 1000 3000 5000 0 1000 3000 5000
Exposure time (h) Exposure time (h)

Single-lap Basalt

Baseline-retention factor R

T T
0 1000

Exposure time (h)

=8~ Witness (Full dataset)

T
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Exposure time (h)

—&— Acidic (Full dataset) ~¥— Saline (Full dataset) ~#- Distilled Water (Master-retained) <0~ Alkaline (Master-retained)

= Distilled Water (Full dataset) =@~ Alkaline (Full dataset) =@~ Witness (Master-retained) 4~ Acidic (Master-retained) Saline (Master-retained)

Figure 4. Baseline-retention trajectories for the five families with resolved baselines.
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Figure 5. Aggressive-medium-to-Witness ratios.
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Figure 6. Aggressive-medium-to-Water ratios.
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Figures 4—6 are complementary rather than interchangeable. Baseline retention mea-
sures total change from the shared pre-exposure state, whereas the time-matched Witness
and Water ratios progressively introduce same-age reference conditions. Reading the three
views together distinguishes an apparent change from baseline from a contrast that remains
after age or immersion history is represented in the denominator.

3.2.1. Change Relative to the Pre-Exposure Baseline

Figure 4 shows the total response accumulated between the 90-day reference and each
exposure time. Pull-out glass exhibited consistently elevated endpoint ratios, while single-
lap basalt generally remained below its baseline in the aggressive media. Compressive and
flexural responses often rise with time, including under Witness conditions, demonstrating
why an upward baseline trajectory cannot be attributed uniquely to environmental resis-
tance. Pull-out basalt is omitted from this figure because GD42 prevents a defensible 0 h
denominator; no substitute baseline was introduced.

3.2.2. Aggressive Medium Relative to Time-Matched Witness

The Witness-normalized view changes the interpretation of several rising baseline
trajectories. Ratios approaching 1 indicate that the aggressive-medium group and the
same-age dry reference changed by similar proportions, even when both increased relative
to 0 h. Confidence intervals crossing 1 remain common, so visual departures from the
reference line should not be treated as clear evidence of an environmental effect without
their bootstrap intervals. This comparison controls for nominal specimen age but not for
immersion history.

3.2.3. Aggressive Medium Relative to Time-Matched Water

Water normalization provides the closest available experimental contrast for immersion-
related effects. Differences between Figures 5 and 6 therefore indicate that the chosen
reference history materially affects the calculated factor. The Pull-out Basalt alkaline exam-
ple at 3000 h is especially sensitive in magnitude (4.663 for the full dataset and 3.242 for
the master-retained subset), although both estimates remain above 1, and both intervals
exclude 1. The Water ratio reduces age and moisture-history confounding but does not
isolate a unique chemical mechanism.

3.3. Dataset-Version Sensitivity

Of 206 factor comparisons available under both dataset versions, five are structural
identity comparisons and 201 are genuine comparisons. Among the 201 genuine com-
parisons: 65 (32.3%) are low sensitivity, 84 (41.8%) moderate, 52 (25.9%) high, and zero
critical (Table 4, Figure 7). The point-estimate threshold used for an initial sensitivity screen
(absolute difference >0.02 or relative difference >5%) flags 132 of 206 total comparisons
(64.1%); restricted to the 201 genuine comparisons, this is 132/201 (~65.7%)—essentially
unchanged by excluding the structural identities, since those always have zero difference
by definition. A representative example (Pull-out basalt, alkaline environment, 3000 h,
time-matched Water ratio): the full-dataset point estimate is 4.663 versus 3.242 for the
master-retained subset (Figures 6 and 7), classified as moderate sensitivity (direction rel-
ative to 1 unchanged in both versions; both confidence intervals exclude 1). Varying the
screening thresholds does not change this result. Applying (0.01, 2.5%), (0.02, 5%), (0.03,
7.5%) and (0.05, 10%) in turn leaves the high-sensitivity count at 52 of 201 (25.9%) and the
critical count at zero in every case because those two categories are defined by a change in
the direction relative to 1, or in whether the interval includes 1, and not by any numerical
tolerance. Only the boundary between the low and moderate categories moves, from 63
low and 86 moderate at the tightest thresholds to 83 and 66 at the loosest, reclassifying at
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most 18 of the 201 comparisons relative to the published values (Table S5). The headline
conclusion about dataset-version dependence is therefore a property of the comparisons
themselves rather than of the thresholds chosen to summarize them.

Family
Compressive
Flexural /
Pull-out Glass A
Pull-out Basalt #
Single-lap Glass
Single-lap Basalt

<o e

, ek
10° A .g% v
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Figure 7. Factor sensitivity to dataset-version choice.

3.4. Trajectory Readiness and Surrogate-Model Selection

Of 60 defined baseline-retention trajectories, 50 have a complete four-point observed
series and are eligible for surrogate-model fitting; the remaining 10 (all Pull-out Basalt, both
dataset versions, all five environments) are blocked by the unresolved baseline reference
group and carry no fitted model (Table 5, Figures 2 and 4). Among the 50 ready trajecto-
ries, the selected model family is linear in 27 cases, quadratic in 20, and a conditionally
validated Gaussian process in three (Table 5, Figure 8a). No trajectory required a fallback
to a purely descriptive or fully discrete representation. At full four-point calibration, 19
of 50 Gaussian-process fits (38%) showed boundary-hitting hyperparameters, disqualify-
ing them from selection; among leave-one-time-level-out refits (three points), 97 of 200
Gaussian-process fits (48.5%) showed a hyperparameter warning and 117 of 200 (58.5%)
showed detectable oscillation under the criterion defined in Section 2.4. Repeating the
selection with the parsimony tolerance set to 0%, 5%, 10%, 15% and 20% gives 25, 26, 27,
27 and 28 linear selections, 21, 20, 20, 20 and 19 quadratic selections, and 4, 4, 3, 3 and 3
conditional Gaussian-process selections, respectively. Forty-seven of the 50 trajectories
keep the same family at every tolerance, and only two of the 50 selections made at the
adopted 10% value are decided by the parsimony rule at all; in the remaining 48, the linear
model is either the best-performing eligible candidate on interior error or is not selected.
The tolerance is therefore not load-bearing, and 10% sits in the middle of a plateau across
which the outcome does not change (Table S4). Interior and endpoint cross-validation
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errors for all four candidate families on every eligible trajectory, with the best candidate,
the second-best candidate and the difference between them, are reported in Table S3; the
median gap between the best and second-best eligible candidate is 0.042 in interior RMSE,
so in a number of trajectories, the ranking rests on a small difference, and the selected form
should be read as the best-supported representation among those tested rather than as an
identified model. PCHIP attains the lowest interior error in 20 of the 50 trajectories but is
never selected because it reproduces its calibration points exactly by construction and is
retained only as a descriptive aid. Gaussian-process hyperparameters, their bound status
and the oscillation count for every fit are listed in Table S7.

Table 5. Trajectory readiness and selected surrogate models.

Metric Value
Baseline-retention trajectories defined 60
Ready (complete four-point series) 50
Blocked (unresolved reference group) 10
Selected model: linear 27
Selected model: quadratic 20
Selected model: conditional Gaussian process 3
Selected model: unresolved 10

b
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Figure 8. Model validation and categorical durability atlas: (a) selected model families and unresolved
trajectories; (b) leave-one-time-level-out RMSE for interior and endpoint holdouts; (c) representative
Compressive/Witness linear fit with observed means and 95% bootstrap confidence intervals; and
(d) observed 5000 h baseline-retention atlas for the full dataset.
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Figure 8c illustrates a representative Compressive/Witness linear trajectory together
with the observed group means and their 95% bootstrap confidence intervals. The sur-
rogate layer contributes more than graphical interpolation: it provides a reproducible
rule for choosing trajectory complexity, quantifies withheld-time prediction error, and
exposes whether specimen-retention decisions alter the selected functional form. For ex-
ample, Compressive/Witness selects a linear model under both versions (interior RMSE
0.0734 full; 0.0671 retained), whereas Flexural/Saline changes from linear to quadratic
(0.1276 full; 0.0127 retained). Pull-out glass/acidic changes from quadratic to linear, and
single-lap basalt/Witness from linear to quadratic. These contrasts are summarized in
Table 6 and show why the atlas preserves both versions rather than presenting one appar-
ently definitive curve.

Table 6. Representative surrogate selections under the two dataset versions.

Trajectory Full Retained Interior RMSE (F)  Interior RMSE (M) Interpretive Role
Compressive/Witness Linear Linear 0.0734 0.0671 Stable form
Flexural/Saline Linear Quadratic 0.1276 0.0127 Form changes
Pull-out Glass/Acidic Quadratic Linear 0.1543 0.1962 Form changes
Single-lap Basalt/Witness  Linear Quadratic 0.2098 0.0233 Form changes

RMSE values are leave-one-time-level-out interior errors; lower values denote better withheld-interior
prediction within the observed domain.

3.5. Representative Atlas Patterns

Endpoint (5000 h) baseline-retention values vary substantially by family and environ-
ment (Table 5, Figure 8d): Pull-out glass shows the largest measured increases relative to
baseline across all environments (full-dataset R ranging approximately 1.71-1.97), while
single-lap basalt shows measured decreases relative to baseline in every environment ex-
cept Witness (full-dataset R approximately 0.46-0.63 in the three aggressive media). These
are reported strictly as observed, categorical, condition-specific, textile-dependent patterns;
their interpretive limits are discussed below. These endpoint values are also the basis of
the cross-environment comparison developed in Section 4.1, which examines whether the
three aggressive media rank consistently within a family and whether that ranking is the
same across families.

4. Discussion

The three reference views answer different scientific questions and should be inter-
preted as a sequence rather than as competing definitions. Baseline retention describes total
change from the initial state; the Witness ratio asks whether the aggressive group differs
from a same-age dry group; and the Water ratio asks whether it differs from a same-age
immersed group. Thus, a trajectory may rise in Figure 4 but approach 1 in Figure 5 because
the Witness condition also changed with age. Figure 6 then shows whether the contrast
persists after immersion history is represented. These controls reduce, but do not eliminate,
confounding and cannot identify a unique chemical mechanism. For the acidic program, the
companion chemo-mechanical study attributes matrix-level trends to portlandite depletion
and increased porosity [42]; that mechanism is not re-derived from the present ratios.

The 25.9% high-sensitivity rate among genuine dataset-version comparisons shows
that a meaningful minority of conclusions about direction-relative-to-1, or about whether
a comparison is distinguishable from “no difference,” depend on which of the 59 master-
workbook omissions are treated as valid data. Because 55 of those 59 omissions carry no
documented justification, this dependency cannot currently be resolved by appeal to a
known experimental reason; it is reported as an open, quantified source of interpretive
uncertainty (Table 4) rather than resolved in either direction. To the authors” knowledge,
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within the literature reviewed for this study, no directly comparable quantified dataset-
curation-sensitivity analysis has previously been reported for a TRM/FRCM durability
dataset; this absence is based on a targeted, not systematic, search, and is reported as such.

The six mechanical families show distinct, textile-dependent behavior. The largest
specimen-to-specimen variability is confined to the pull-out basalt configuration (median
coefficient of variation 34.5%) rather than being a general property of basalt reinforce-
ment: single-lap basalt (12.0%) is indistinguishable from single-lap glass (12.6%), while the
matrix-dominated tests remain the most stable (9.1% and 11.1%) (Figures 3 and 4, Table S6).
The distinction matters because it locates the instability in a specific bond-test configu-
ration rather than in the fiber. This agrees with extensive evidence that stress transfer
depends on test configuration, embedded length, textile architecture, matrix layers, and
interface fracture behavior [13,52-56]. Environmental studies further show that alkaline,
saline, freeze-thaw, and natural aging can affect textiles, matrices, and interfaces differ-
ently [16,21,27,28,32,34,35,57-64]. These comparisons support the interpretation that bond
response is especially sensitive, but they do not establish a unique degradation mechanism
for the present specimens.

With only three to four observed time points per trajectory, a Gaussian process has
very little information to constrain its covariance hyperparameters [47]; this manifested
directly as boundary-hitting length-scale or noise parameters in 38% of full-calibration
fits and in roughly half of the three-point leave-one-out refits. Linear and quadratic
regressions, by contrast, always produce a well-defined, low-variance fit at this sample
size and were disqualified only when a genuinely better-validated Gaussian-process fit
happened to remain stable, which occurred in just three of 50 trajectories. This supports
treating Gaussian-process/Kriging models as conditionally usable at best, not as a general-
purpose model for this atlas; this instability rate is, to the authors” knowledge, an empirical
result specific to this small-sample regime, consistent with general Gaussian-process theory
but not previously quantified for a TRM/FRCM durability application within the literature
reviewed. The reason is visible in the fitted hyperparameters themselves. With three or
four points spread over a normalized domain of unit length, the marginal likelihood is
nearly flat in the length-scale, and the optimizer frequently terminates with a length scale
one to two orders of magnitude below the spacing of the observations, the signal variance
driven towards its lower bound and effectively all of the variance assigned to the noise
term. That is a degenerate fit which reverts to the sample mean, not a merely inaccurate
one, which is why it is disqualified rather than penalized. A second symptom points
the same way: re-running the fully specified implementation reproduces the archived
held-out predictions exactly for every linear, quadratic and PCHIP fit (600 of 600), but for
166 of the 200 Gaussian-process refits, the residual difference arises from the non-convex
marginal-likelihood surface rather than from any change of method. A model whose fitted
form depends on where the optimiser happens to terminate is not a sound basis for a
durability atlas at this sample size, and this reproducibility contrast is itself the clearest
available evidence for the instability reported above.

The atlas constructed here is a categorical collection of validated, discrete-condition,
textile-dependent trajectories: for each mechanical family, textile, and environment, a fitted
curve within the observed 0-5000-h domain, accompanied by its leave-one-out valida-
tion error and its dataset-version sensitivity classification. It does not mean a continuous
chemical-severity surface—no interpolation between acid, alkali, and salt exposure was
performed or is supported by the categorical experimental design; it does not mean an op-
erational digital twin capable of ingesting new field conditions—the constructed-facilities
digital-twin literature defines that concept specifically by continuous, sensor-fed, real-time
updating and operational/predictive integration [49], none of which this static, retro-
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spective, fixed-dataset atlas provides; and it does not mean a universal mechanistic law
relating chemical exposure to mechanical response—the surrogate models used are delib-
erately simple curve fits validated only within the tested domain, not physically derived
degradation models. The descriptive label “durability atlas” used here for this categorical
synthesis is not adopted from an established, field-recognized use of that specific term
for a TRM/FRCM context in the literature reviewed for this study. Its practical value is
correspondingly specific. For a researcher it provides, for each tested condition, a single
reconciled estimate with an uncertainty interval, a stated functional form with the error
incurred when a time level is withheld, and an explicit flag for whether that estimate
depends on which specimens were retained. It identifies the conditions that are least
well constrained and therefore most in need of further testing—the pull-out basalt family
being the clearest example—and it allows textile systems and test configurations to be
compared on a common basis, which the source studies individually do not permit. For
an engineer it indicates which response families are comparatively robust and which are
sensitive to the choice of reference, and therefore which published durability figures should
be treated with caution. What it does not provide is a service-life estimate, a value for any
condition that was not tested, or a basis for choosing between environments that were
never compared experimentally.

The largest single source of unresolved uncertainty in this atlas, the blocked pull-
out basalt baseline trajectories, stems from a single unresolved specimen-linkage gap,
illustrating how one missing baseline record can propagate into ten blocked trajectories
downstream. Future durability campaigns intending to support the surrogate-model or
atlas-style synthesis of textile-dependent response would benefit from more than four
time points per condition, to make quadratic or Gaussian-process fitting genuinely well-
constrained rather than only nominally possible, and from explicit, contemporaneous
documentation of any specimen exclusion decision at the time it is made, rather than
relying on later forensic reconstruction. A related follow-up study examining acidity level,
rather than only exposure duration, as an additional variable in TRM tensile performance
under acidic aging [41] further illustrates that this study’s own fixed-concentration protocol
leaves acidity level as an unexplored dimension, a natural direction for extending the
present atlas, not a gap in the present study’s internal consistency.

The leave-one-time-level-out validation reported here evaluates whether a model
generalizes across the observed 0-5000 h domain using this dataset alone; it does not
constitute external validation against an independent dataset or exposure campaign, and it
uses only two interior holdouts (1000 and 3000 h) and two endpoint holdouts (0 and 5000 h).
Withholding a boundary time level is an endpoint holdout prediction, not extrapolation
beyond the observed domain, the withheld value itself lies inside the tested 0-5000 h range,
and no model in this study is ever evaluated outside it. Nonetheless, boundary-point
prediction errors are consistently larger than interior (interpolation) prediction errors across
every model family, underscoring that even within-domain boundary prediction is less
reliable than interior prediction (Figure 8b). Extending this atlas with additional time
points, beyond 5000 h or as additional interior points, would both permit the assessment
of a wider set of candidate model families and provide a genuine external check on the
trajectories reported here. Until then, this atlas should be read as a synthesis of the existing
observed data, not as a validated forecasting tool.

Throughout, mechanical trends reported in this study are not, by themselves, inter-
preted as proof of a specific chemical mechanism, and no textile degradation mechanism is
inferred solely from the composite mechanical behavior reported here; where mechanistic
interpretation is offered, it is attributed explicitly to the relevant source publication or
companion study. The three source publications report medium-specific characterization
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evidence rather than an identical, shared method set: the acidic-exposure study [37] reports
optical microscopy, scanning electron microscopy, X-ray diffraction, and thermogravimetric
analysis; the alkaline-exposure study [38] reports X-ray diffraction and thermogravimetric
analysis, but does not report scanning electron microscopy or optical microscopy as part of
its published characterization; and the saline-exposure study [39] reports X-ray diffraction
and optical microscopy. None of this characterization evidence is re-analyzed in the present
integration study, and the method attribution above is stated only where directly verified
from the corresponding source publication.

4.1. Cross-Environment Comparison of Ageing Responses

Integrating the three campaigns permits a comparison that none of the source studies
can make on their own. Within a single mechanical family, measured on the same response
variable and against the same reference conditions, how do acidic, alkaline and saline
ageing rank against one another? Table 7 reports the 5000-h values for the six families
under all three reference definitions for the full dataset, and two features of that table are
the principal integrative result of this study.

Table 7. Cross-environment comparison at 5000 h: response of each mechanical family to the three
aggressive media under the three reference definitions (full dataset).

Reference View Family Acidic Alkaline  Saline Ordering at 5000 h (Lowest First)
Baseline retention Ry Compressive 1.470 1.558 1.162 Saline, acidic, alkaline
Flexural 1.355 1.158 1.398 398Alkaline, acidic, saline
Pull-out Glass 1.974 1.797 1.796 Saline, alkaline, acidic
Pull-out Basalt - - - Unresolved baseline (GD42)
Single-lap Glass 1.170 0.935 1.121 Alkaline, saline, acidic
Single-lap Basalt 0.540 0.625 0.459 Saline, acidic, alkaline
Time-matched Witness Ratio Ry Compressive 0.991 1.050 0.783 Saline, acidic, alkaline
Flexural 0.860 0.735 0.887 Alkaline, acidic, saline
Pull-out Glass 1.017 0.925 0.911 Saline, alkaline, acidic
Pull-out Basalt 0.541 0.551 0.783 Acidic, alkaline, saline
Single-lap Glass 0.908 0.726 0.870 Alkaline, saline, acidic
Single-lap Basalt 0.457 0.530 0.389 Saline, acidic, alkaline
Time-matched Water Ratio Rp Compressive 1.095 1.160 0.865 Saline, acidic, alkaline
Flexural 1.092 0.933 1.127 Alkaline, acidic, saline
Pull-out Glass 1.157 1.054 1.037 Saline, alkaline, acidic
Pull-out Basalt 0.853 0.868 1.233 Acidic, alkaline, saline
Single-lap Glass 1.114 0.890 1.067 Alkaline, saline, acidic
Single-lap Basalt 1.025 1.188 0.871 Saline, acidic, alkaline

Full-dataset reference factors at 5000 h; 95% bootstrap confidence intervals for every entry are in
Table S8. Ordering runs from the lowest to the highest value. Pull-out basalt baseline retention is
unresolved (GD42).

The first is that the ordering of the three media within a family is identical under all
three reference definitions. For compressive strength, the order at 5000 h is saline, then
acidic, then alkaline under baseline retention, under the Witness ratio and under the Water
ratio alike; the same internal consistency holds for flexural (alkaline, acidic, saline), pull-out
glass (saline, alkaline, acidic), single-lap glass (alkaline, saline, acidic) and single-lap basalt
(saline, acidic, alkaline), and for pull-out basalt under the two reference views available

https://doi.org/10.3390/ constrmater6050076


https://doi.org/10.3390/constrmater6050076

Constr. Mater. 2026, 6, 76

22 of 28

to it (acidic, alkaline, saline). The absolute level of a ratio moves substantially when the
reference changes, to the point that the same condition can sit above 1 in one view and
below 1 in another, which happens in 25 of the 45 family, environment and time cells
for which all three views exist. The relative ordering of the media nevertheless does not
move. Comparative statements between media are therefore more robust in this dataset
than statements about any individual ratio, which is the opposite of what the reference
sensitivity of the individual factors alone would suggest, and it is an argument for reporting
cross-environment contrasts rather than isolated retention values.

The second is that the ordering itself is not the same in different families. No medium
is uniformly the most aggressive: saline gives the lowest 5000-h response for compressive,
single-lap basalt and pull-out glass, alkaline for flexural and single-lap glass, and acidic for
pull-out basalt. A durability ranking of exposure media obtained from one test configu-
ration therefore does not transfer to another, and a single-medium study cannot establish
which environment is the more severe for a TRM system in general. This is visible only
once the campaigns are placed in one framework, and it is the clearest answer this study
can give to the question of what integration adds.

Two further patterns carry through the comparison. Single-lap basalt under saline
exposure is the most consistently separable response in the atlas: 16 of its 18 comparisons
(88.9%) have intervals excluding 1, with a median ratio of 0.489, and it is the combination
that falls furthest below its reference in every view. Acidic exposure shows the opposite
structure. Twenty-three of its 30 baseline-retention comparisons (76.7%) exclude 1, but only
8 of 36 (22.2%) of its water-normalized comparisons do, so most of what appears as an
acidic effect relative to the pre-exposure baseline is shared with plain water immersion at
the same age; alkaline and saline exposure retain more of their separability under water
normalization (30.6% and 44.4%). That distinction cannot be drawn from the acidic study
alone because it requires the same water reference to be applied consistently across all
three campaigns.

These are direct quantitative comparisons supported by the harmonized dataset, and
they compare measured mechanical response rather than degradation mechanism. The
characterization evidence available for the three media is not symmetric, as set out in
the preceding paragraph, so an interpretation available for one medium may have no
counterpart for another; mechanism is attributed only to the source study that measured
it, and no microstructural inference is transferred between media. The comparison is also
bounded by the experimental design in a further respect: each medium was applied at a
single fixed concentration, so what is compared is three specific exposure conditions and
not a general ordering of acid, alkali and salt severity. Reliability frameworks that proceed
from a transport and corrosion model of the deterioration process, as has been done for the
chloride-induced deterioration of reinforced concrete [65], differ from the present work in
exactly this respect: they derive a probabilistic assessment from an assumed mechanism,
whereas the atlas presented here remains empirical and categorical. The two approaches
are complementary, and the gap between them indicates what a mechanistically grounded
extension of this atlas would require.

4.2. Limitations

The atlas is bounded by the available evidence: each trajectory has only three to four
time levels, no independent validation dataset exists, and no inference is made beyond
5000 h or between categorical exposure media. The unresolved GD42 baseline blocks
10 pull-out basalt trajectories, while 55 undocumented specimen omissions require the full-
versus-retained sensitivity analysis. Time-matched ratios reduce but do not eliminate age
and moisture confounding, and composite mechanical trends do not by themselves identify
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textile-degradation mechanisms. These constraints make the atlas a transparent synthesis
of observed behavior rather than a long-term forecasting model. Four exposure levels also
mean that the analysis is blind to any change occurring between them, that a quadratic
fit retains a single residual degree of freedom, and that a selected functional form states
which of the tested representations best reproduces a withheld observation rather than
establishing that the degradation process has that form. The cross-environment ordering
reported in Section 4.1 compares measured responses in five categorical environments, each
at one fixed concentration, and does not support interpolation to any untested medium,
concentration or exposure duration. The uncertainty intervals reported here agree closely
across three estimators, but agreement between estimators is not coverage: at n = 3-6,
none of them can be assumed to attain their nominal level, and the intervals should be
read as descriptions of the resampling or normal-theory spread rather than as calibrated
coverage statements.

5. Conclusions

This study developed a surrogate-based digital durability atlas by integrating three
coordinated experimental programs on glass- and basalt-textile-reinforced mortar exposed
to acidic, alkaline, and saline environments. The analysis combined specimen-level data
auditing, parallel dataset reconstruction, bootstrap uncertainty quantification, and cross-
validated surrogate modeling. This approach enabled environmental and textile-dependent
responses to be compared within a consistent framework while explicitly accounting
for undocumented specimen omissions and limited temporal sampling. The principal
conclusions are as follows:

e  An audited specimen-level database comprising 577 records and 96 groups was con-
structed from three previously separate acidic, alkaline, and saline TRM durability
studies. The full and master-retained dataset versions were preserved throughout,
enabling the explicit quantification of the effects of specimen-retention decisions.

e  Of the 402 genuine, non-identity retention and comparison factors, 44.3% had bootstrap
95% confidence intervals including 1. Thus, a substantial proportion of the measured
differences could not be clearly distinguished from no difference at the available
sample sizes. The same conclusion follows from a bias-corrected and accelerated
bootstrap (177 of 402, 44.0%), which agreed with the percentile result in 98.8% of
comparisons, and from a resampling-free delta-method interval, which was more
conservative still.

e Dataset-version choice changed the qualitative interpretation of 25.9% of the genuine
comparisons, although none reached the mutually contradictory critical classification.
This finding underscores the importance of transparent specimen-retention report-
ing and warrants caution when reconstructed results are compared with published
summary values.

e  Fifty of the 60 defined baseline-retention trajectories supported validated low-order
surrogate models: 27 linear models, 20 quadratic models, and three conditionally
accepted Gaussian-process models. The remaining 10 pull-out basalt trajectories
were blocked by one unresolved baseline reference group, demonstrating both the
feasibility and the present limits of the atlas. These selections are stable against the
tolerance used to make them: 47 of the 50 trajectories retain the same family when
the parsimony tolerance is varied between 0% and 20%. The selected form identifies
the best-supported low-order representation among the tested candidates within the
observed data and is not evidence that the underlying degradation process takes
that form.

https://doi.org/10.3390/ constrmater6050076


https://doi.org/10.3390/constrmater6050076

Constr. Mater. 2026, 6, 76 24 of 28

e  Gaussian-process/Kriging models frequently exhibited boundary-hitting hyperparam-
eters with only three to four calibration points. Such instability occurred in approxi-
mately 38-48% of the evaluated fits, indicating that Gaussian processes should not be
adopted as a general-purpose model family for similarly sparse durability datasets.
The fitted hyperparameters show why: with three or four calibration points, the opti-
mizer frequently terminates at a length-scale one to two orders of magnitude below
the spacing of the observations, assigning effectively all variance to the noise term.

e  Specimen-to-specimen variability was quantified rather than described: the median
coefficient of variation was 34.5% for pull-out basalt against 16.5% for pull-out glass,
12.0% and 12.6% for single-lap basalt and single-lap glass, and 9.1% and 11.1% for the
compressive and flexural families. The elevated basalt variability is concentrated in
the pull-out configuration rather than being a general property of basalt reinforcement,
so durability conclusions for TRM systems depend on test configuration at least as
much as on textile type and should not be generalized across either.

e Placing the three campaigns in one framework showed that the ranking of acidic,
alkaline and saline ageing within a mechanical family is identical under all three
reference definitions but differs between families, so that no medium is uniformly the
most aggressive. Single-lap basalt under saline exposure was the most consistently
separable response in the atlas, whereas most of the apparent acidic effect relative
to the pre-exposure baseline is shared with plain water immersion at the same age.
Neither observation is available from the source studies individually.

o  The resulting durability atlas is a categorical, uncertainty-aware, and validation-
bounded synthesis of textile-dependent trajectories within the observed 0-5000-h
domain. It should not be interpreted as a continuous chemical-severity surface, an
operational digital twin, or a validated long-term forecasting tool.

e To the authors” knowledge, no directly comparable study was identified within the
targeted literature that combines cross-environment specimen-level TRM integration,
explicit dataset-curation sensitivity, bootstrap uncertainty, and validated low-order
surrogate trajectories for glass- and basalt-textile systems. The contribution is therefore
integrative and methodological rather than experimental or mechanistic.

e  Future work should resolve the pull-out basalt baseline-data gap, introduce additional
interior and longer-term exposure points, examine exposure-severity variables such as
acidity level, and document specimen-exclusion decisions contemporaneously. These
developments would support stronger external validation and more robust surrogate
model selection.

Supplementary Materials: The following supporting information can be downloaded at: https://
www.mdpi.com/article/10.3390/constrmater6050076/s1. Tables S1-S9 provide detailed information
on experimental comparability, specimen omissions, model validation, sensitivity analyses, variability,
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Abbreviations

The following abbreviations are used in this manuscript:

TRM Textile-reinforced mortar

FRCM  Fabric-reinforced cementitious matrix
CoV Coefficient of variation

CI Confidence interval

LOTO  Leave-one-time-level-out (cross-validation)

GP Gaussian process

RMSE  Root-mean-square error

MAE Mean absolute error

PCHIP Piecewise cubic Hermite interpolating polynomial

BCa Bias-corrected and accelerated (bootstrap)
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