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Abstract: Galaxy morphology classification is a crucial task in astronomy and astrophysics,
providing information on galaxy formation and evolution. Traditionally, this classification
has been a manual and labor-intensive process requiring significant astronomical expertise.
However, advancements in artificial intelligence, particularly deep learning, offer more
efficient and accurate solutions. We investigated the application of convolutional neural
networks (CNNs) for galaxy morphology classification using the Galaxy10 DECals dataset.
We developed and compared three models: a custom-built CNN using TensorFlow 2.18, a
ResNet50 model initialized with random weights, and a pre-trained EfficientNetB5 model
utilizing transfer learning, both implemented in PyTorch 2.6. Our results indicate that the
custom model achieves an accuracy of 67%, while the ResNet50 and EfficientNetB5 models
achieve 80 and 87% accuracy, respectively. The superior performance of the pre-trained
Efficient-NetB5 model underscores the efficacy of transfer learning in astronomical image
classification. These findings have significant implications for the application of deep
learning techniques in astrophysical research.

Keywords: galaxy classification; image processing; convolutional neural networks; transfer
learning

1. Introduction
Classifying galaxy morphology remains one of the most challenging tasks in astro-

physics. This complexity arises not only from the inherent difficulty in categorizing galaxies
based on their images but also from the noise and blurring in these images, which further
complicates the classification process. Despite these challenges, recent studies using the
Galaxy10 DECals dataset have achieved classification accuracies between 80 and 86%.

Driven by the potential to improve these results, this study aims to increase the
accuracy through the application of convolutional neural networks (CNNs). Leveraging
advanced machine learning techniques, we have developed a more robust model capable of
better handling the intricacies of galaxy morphology. CNNs are particularly well-suited for
image classification tasks because they can automatically detect important features without
manual extraction, making them ideal for analyzing detailed and varied images of galaxies.

These networks use layers of convolutions that apply filters to input images, creating
feature maps that capture essential patterns such as edges, shapes, and textures. For
galaxy classification, CNNs can distinguish between the structural features of galaxies.
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Furthermore, machine learning techniques such as transfer learning can finetune pre-
trained networks on new datasets, enhancing learning efficiency and accuracy.

Therefore, in this study, we refine a CNN architecture specifically tailored for classify-
ing galaxies within the Galaxy10 DECals dataset. We leverage transfer learning to boost
the performance of our CNN model, resulting in higher accuracy and efficiency. A detailed
description of the dataset is provided for preprocessing techniques, model architecture,
training process, and evaluation metrics. We conducted a thorough evaluation of our
model’s performance, including comparisons with existing benchmarks. The findings
provide a reference to solve the current challenges in galaxy morphology classification and
outline potential directions for future research.

2. Related Work
Recent advancements in galaxy morphology classification have improved accuracy

and computational efficiency driven by deep learning architectures. Qian conducted a
comparative analysis of VGG16, InceptionV3, and ResNet50, demonstrating that Incep-
tionV3 excels across all performance metrics due to its robust inception modules adept at
managing galaxy morphology complexities. However, the study’s focus on a single dataset
highlighted potential limitations in its generalizability across various astronomical imaging
scenarios [1]. Wang highlighted the effectiveness of DenseNet201, which achieved an
accuracy of 86% on the Galaxy10 DECals dataset, outperforming VGG16 and MobileNetV2.
Despite its computational efficiency, the complexity of DenseNet201 resulted in longer train-
ing times and challenges in classifying underrepresented galaxy categories [2]. Premanand,
Navneeth, et al. (2023) [3] evaluated ResNet, Parallel CNN, and VGG16 using the Star-
Galaxy Classification dataset and additional data from the Sloan Digital Sky Survey (SDSS).
They found that Parallel CNN was the most effective, particularly in classifying galaxies
and stars, achieving an accuracy of 90.08%. Each model’s strengths were identified but a
discussion was lacking on the broader applicability and implementation challenges [3].

Senel employed a hybrid approach using the Galaxy10 SDSS dataset, integrating CNNs
with metaheuristic algorithms including grey wolf optimizer (GWO), particle swarm opti-
mization (PSO), and artificial bee colony (ABC) to optimize neural network parameters.
Although this approach led to a commendable 85% testing accuracy, it showed issues
such as sample homogeneity and computational demands affecting diverse galaxy clas-
sifications [4]. Kalvankar, Pandit, and Parwate utilized Efficient NetB5 with the Galaxy
Zoo 2 dataset and additional SDSS data, achieving impressive results with an accuracy of
93.7% and an F1 score of 0.8857. Despite its strengths, the need for deeper computational
algorithm analysis and addressing dataset biases was noted [5].

Such studies deepen the understanding of galaxy morphology classification by high-
lighting the importance of sophisticated CNN architectures and dataset specificity in
achieving high classification accuracy while models such as DenseNet201, InceptionV3,
and EfficientNetB5 offer substantial advantages.

3. Dataset
The Galaxy10 DECals dataset [6] consists of 17,736 galaxy images from DECals (taken

by the Dark Energy Camera) combined with their morphological labels from Galaxy Zoo
DR2 (a volunteer citizen science project). Figure 1 shows sample galaxy images from the
dataset. Each row represents a class. From top to bottom, their Galaxy10 DECals labels are
class 6, 7, and 8.
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Figure 1. Plotting galaxy images from the dataset. Each row represents a class. From top to bottom, 
their Galaxy10 DECals labels are class 6, 7, and 8. 

3.1. Exploring 

The Galaxy10 DECals dataset has better resolution than the original SDSS dataset 
(Figure 2). Each image is 256 × 256 pixels on 3 spectral bands (g, r, and z) instead of the 
standard RGB. The images are categorized into 10 classes based on the shapes and fea-
tures of the galaxies as follows: 

• Class 0 (1081 images): Disturbed Galaxies; 
• Class 1 (1853 images): Merging Galaxies; 
• Class 2 (2645 images): Round Smooth Galaxies; 
• Class 3 (2027 images): In-between Round Smooth; 
• Class 4 (334 images): Cigar Shaped Smooth Galaxies; 
• Class 5 (2043 images): Barred Spiral Galaxies; 
• Class 6 (1829 images): Unbarred Tight Spiral Galaxies; 
• Class 7 (2628 images): Unbarred Loose Spiral Galaxies; 
• Class 8 (1423 images): Edgeon Galaxies without Bulge; 
• Class 9 (1873 images): Edgeon Galaxies with Bulge. 

 

Figure 2. Original distribution of the classes in the Galaxy10 DECals dataset. 

  

Figure 1. Plotting galaxy images from the dataset. Each row represents a class. From top to bottom,
their Galaxy10 DECals labels are class 6, 7, and 8.

3.1. Exploring

The Galaxy10 DECals dataset has better resolution than the original SDSS dataset
(Figure 2). Each image is 256 × 256 pixels on 3 spectral bands (g, r, and z) instead of the
standard RGB. The images are categorized into 10 classes based on the shapes and features
of the galaxies as follows:

• Class 0 (1081 images): Disturbed Galaxies;
• Class 1 (1853 images): Merging Galaxies;
• Class 2 (2645 images): Round Smooth Galaxies;
• Class 3 (2027 images): In-between Round Smooth;
• Class 4 (334 images): Cigar Shaped Smooth Galaxies;
• Class 5 (2043 images): Barred Spiral Galaxies;
• Class 6 (1829 images): Unbarred Tight Spiral Galaxies;
• Class 7 (2628 images): Unbarred Loose Spiral Galaxies;
• Class 8 (1423 images): Edgeon Galaxies without Bulge;
• Class 9 (1873 images): Edgeon Galaxies with Bulge.
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Figure 2. Original distribution of the classes in the Galaxy10 DECals dataset.

3.2. Preprocessing
3.2.1. Class Imbalance Mitigation

We employed data augmentation techniques to address the class imbalance issue,
particularly focusing on the underrepresented class of “Cigar Shaped Smooth Galaxies”.
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By augmenting the existing dataset, we increased the sample size for this class while
preserving the original features and characteristics of the images. The augmentation process
significantly increased the number of images for the “Cigar Shaped Smooth Galaxies”
class. By balancing the classes through augmentation, each class contained comparable
samples. We observed a noticeable improvement in model accuracy, with an increase of
approximately 24% across all classes.

3.2.2. Data Augmentation and Normalization

We standardized the image data by scaling pixel values from 0255 to 01. Then, we
normalized each channel to a mean of 0 and a standard deviation of 1. This approach
promotes faster convergence and improves accuracy. In addition, we experimented with
different combinations of data augmentation methods on model performance, including
rotation, resizing, flipping, shifting, zooming in and out, color jitter, and trivial augment
wide. Specifically, we observed an increase in accuracy of approximately 10−12% when
utilizing optimized augmentation strategies.

4. Methodology
In this study, we developed and compared three CNN-based models. The first model

employs a foundational approach, utilizing convolutional layers to analyze image features.
The second model is built with a more complex architecture without relying on pre-trained
weights. The third model adopts transfer learning techniques to enhance performance.

4.1. Custom Model

We designed a custom CNN architecture for image processing, incorporating an
input layer, four hidden layers, dropout, flatten, and a fully connected layer. The model,
depicted in Figure 3, was constructed using the Sequential library, allowing for sequential
layer stacking.
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Figure 3. Custom-built CNN model architecture.

The input layer handles 128 × 128, 3-channel color images, initially resized from
256 × 256 images in the Galaxy10 DE Cals dataset. The first convolutional layer employs
16 filters, generating 16 feature maps (128 × 128). Node count increases in hidden layers to
enable intricate feature detection. Each convolutional layer is followed by max pooling to
downsample inputs while retaining critical features. A 2 × 2 kernel and a stride of 1 pixel
in max pooling mitigate noise interference.
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4.1.1. Activation Function:

Activation functions play an indispensable role in governing the activation of neurons
within the neural network. In this instance, we opted for the Tanh activation function, a
choice upheld across all layers except for the output layer. The final layer, responsible
for delivering the probability distribution across output classes, leverages the softmax
activation function to furnish the requisite probabilities.

4.1.2. Training, Testing, and Validation

Training of the model was orchestrated via the Adaptive Moment Estimation (ADAM)
optimizer, a dynamic learning rate optimizer adept at steering the network toward minimal
loss values. The training was executed in batches of 32, with each iteration guided by
backward propagation and loss computation predicated on categorical cross-entropy. Early
stopping was introduced to curtail training sessions upon the discernible absence of loss
improvement, warranting a patience threshold of 5 epochs. Impressively, the custom model
boasted 98,730 trainable parameters.

4.2. Tailored ResNet50 Based Model

Our model adapted the ResNet50 architecture for the Galaxy10 DECals dataset,
leveraging its depth and residual connections for effective training [7]. ResNet50 com-
prises convolutional and pooling layers, followed by global average pooling and a fully
connected layer.

Images were resized from 3 × 256 × 256 to 3 × 224 × 224 before input. We removed
the final layer of ResNet50 to align better with our dataset. Following feature extraction,
we added an adaptive average pooling layer to preserve spatial information. The flattened
output was passed through fully connected layers with 512 and 128 neurons, each followed
by ReLU activation to enhance the model’s pattern learning ability. A dropout of 0.5 was
applied after each layer to prevent overfitting. The architecture includes a fully connected
layer for classifying into 10 classes, followed by softmax for a probability distribution. We
initialized weights randomly to facilitate training from scratch, allowing the model to learn
dataset-specific patterns.

4.3. Transfer Learning with EfficientNetB5 Model

Transfer learning uses knowledge from previously trained models to address similar
problems to save computational costs and training time [8]. It uses the architecture and
pre-trained weights of models trained on a large dataset, such as ImageNet [9].

In the method, we froze the early layers of the model so that their weights were not
updated during the new training process. For finetuning, we selectively trained the latter
layers to adapt the model to new tasks, thereby enhancing its performance on the datasets.
This method allowed us to leverage the robust feature-extracting ability of the early layers
while customizing the model for targeted applications through fine-tuning.

We experimented with various CNN architectures, including AlexNet [10], DenseNet121 [11],
multiple ResNet models, and the EfficientNet [12] series from B1 to B4. EfficientNetB5
performs best in terms of accuracy and computational efficiency. Therefore, we chose
EfficientNetB5 and used its pre-trained weights to optimize results without extensive
training time. For architecture, we adapted the EfficientNetB5 backbone base model by
removing the final layer to better tailor it to the dataset. We then incorporated an adaptive
average pooling 2D layer. Then, the output from the adaptive pooling layer was flattened
to convert the 2D feature maps into a 1D vector. The dropout rate was 0.5, and subsequent
layers included a fully connected layer with 225 neurons and ReLU activation and a final
output using softmax to categorize the classes.
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5. Results
5.1. Effect of Data Augmentation on Accuracy

Data preprocessing was conducted including class imbalance mitigation and exper-
imentation with data augmentation to increase the model accuracy. By addressing class
imbalances and optimizing augmentation strategies, accuracy was enhanced by 15%. The
distribution of images for each class before and after balancing is shown in Figure 4.
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5.2. Accuracy and Other Performance Metrics

Our custom model achieved an overall accuracy of 67% as shown in Figure 5.
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As shown in Table 1, the custom model showed an overall accuracy of 67% on
1874 samples distributed across 10 classes. Class 2 showed 83% precision and 84% re-
call, resulting in an 83% F1 score, while Class 3 presented with a 79% F1 score from 73%
precision and 86% recall. In contrast, Class 0 underperformed with only a precision of 36%
and a recall of 19%, yielding an F1-score of 25%. Classes 1, 5, 6, and 8 demonstrated mod-
erate effectiveness with F1 scores between 54 and 74%. Figure 6 shows the loss/accuracy
curve of the tailored ResNet50 model. The training and validation accuracy curves are
closely aligned, with training slightly higher, suggesting minimal overfitting.

As shown in Table 2, the ResNet50 model shows an overall accuracy of 80% across
1774 samples in 10 classes. The model was trained on a dataset split into 90% for training
and 10% for testing. The metrics show high precision and recall in most classes, particularly
with Class 2 achieving the highest precision at 97%. Class 3 presents the highest recall
at 94%. However, Class 0 had notably low recall 19%, indicating the model was difficult
to identify this class, possibly due to its underrepresentation or more complex features
compared to other classes. Model adjustments improve the detection accuracy for such
underperforming classes.
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Table 1. Results of performance metrics on multi-class—custom-built model.

Class Precision Recall F1-Score Support

0 0.36 0.19 0.25 118

1 0.57 0.56 0.56 181

2 0.83 0.84 0.83 268

3 0.73 0.86 0.79 182

4 0.9 0.82 0.86 128

5 0.78 0.56 0.65 231

6 0.66 0.55 0.6 183

7 0.45 0.67 0.54 260

8 0.72 0.76 0.74 139

9 0.74 0.74 0.74 184

Accuracy 0.67 1874

Macro avg 0.68 0.66 0.66 1874

Weighted avg 0.68 0.67 0.67 1874
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Table 2. Results of performance metrics on multiclass ResNet50 model.

Class Precision Recall F1-Score Support

0 0.6 0.19 0.29 111

1 0.83 0.86 0.85 179

2 0.97 0.87 0.92 264

3 0.83 0.94 0.88 213

4 0.68 0.78 0.72 32

5 0.96 0.75 0.84 203

6 0.7 0.83 0.76 193

7 0.62 0.76 0.68 251

8 0.79 0.94 0.86 147

9 0.91 0.86 0.88 181

Accuracy 0.8 1774

Macro avg 0.79 0.78 0.77 1774

Weighted avg 0.81 0.8 0.8 1774
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The transfer learning loss/accuracy decreased and stabilized. The training and vali-
dation accuracy curves remained close, with validation accuracy occasionally exceeding
training accuracy in later epochs, suggesting effective learning of generalizable features
without memorization. There was no sign of overfitting, and EfficientNetB5 performed
well in both the training and testing phases (Figure 7).
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As shown in Table 3, the EfficientNetB5 model demonstrated strong performance
with an 87% accuracy on a dataset of 3548 samples across 10 classes, split into 80% for
training and 20% for testing. High precision and recall for Class 2 and 3 were as follows:
F1-scores of 94%, a precision of 92%, and a recall of 96%. Class 4, despite having the fewest
samples showed an F1 score of 77%. Class 7 presented the lowest F1 score at 78%, indicating
variation in class performance. This showcases EfficientNetB5’s effectiveness in managing
multiclass classification with balanced results across various classes.

Table 3. Results of performance metrics on multiclass EfficientNetB5 model.

Class Precision Recall F1-Score Support

0 0.71 0.52 0.60 229
1 0.92 0.89 0.90 372
2 0.93 0.96 0.94 546
3 0.92 0.96 0.94 396
4 0.68 0.88 0.77 50
5 0.86 0.90 0.88 377
6 0.80 0.80 0.80 356
7 0.77 0.79 0.78 539
8 0.95 0.93 0.94 309
9 0.95 0.94 0.94 374

Accuracy 0.87 3548
Macro avg 0.85 0.86 0.85 3548

Weighted avg 0.87 0.87 0.87 3548

5.3. Model Performance

The confusion matrix for the first model serves as a discerning evaluation metric, eluci-
dating the model’s efficacy across distinct categories. The model’s exemplary performance
in discerning the “round smooth” category, achieved a commendable 73% precision, 86%
recall, and an F1-score of 79%. Conversely, the model exhibited suboptimal performance in
categorizing instances of the “Disturbed” category, manifesting a precision of 36%, recall of
19%, and an F1-score of 25%. The second model had diagonal dominance, where predicted
labels matched the true labels for most classes, indicating good performance. Figure 8
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shows that diagonal dominance was observed for the EfficientNetB5 model, indicating
accurate predictions across various classes.
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5.4. Hardware Specifications

To accelerate training, we utilized high-performance hardware configurations: a Tesla
V100 GPU, equipped with 62 GB of RAM and 22.5 GB of GPU memory, with training
durations exceeding 20 min. We use an NVIDIA A100 GPU, featuring 83.5 GB of RAM and
40 GB of GPU memory. Training times were approximately 1 h and 30 min for ResNet50
and 25 min for EfficientNetB5.

6. Discussion
Various CNN architectures including custom-built CNN, Tailored ResNet50, and

Transfer Learning with EfficientNetB5 were experimented with to explore the potential and
limitations of galaxy morphology classification. The custom-built CNN achieved a 67%
overall accuracy. To address class imbalances, we employed targeted data augmentation
strategies to bolster the representation of underrepresented classes. Augmenting train-
ing samples improved accuracy by 24%, notably benefiting previously lower-performing
classes. This enhancement underscores the pivotal role of a balanced training set in opti-
mizing deep learning models for diverse galaxy classification tasks. The tailored ResNet50
model showed improved overall accuracy (80%) and demonstrated strong performance
across several classes. The consistently high scores in precision and recall for most classes
indicate that the model’s depth and residual connections effectively capture and leverage
the complex features necessary for accurate classification.

The EfficientNetB5 model, utilizing transfer learning, showed the highest accuracy
(87%) among the tested models. This superior performance is attributed to the model’s
ability to effectively generalize from pre-trained ImageNet weights, despite the domain
differences between general objects and astronomical images. Notably, this model maintains
high precision and recall across almost all classes, demonstrating robustness in handling
diverse galaxy morphologies.

Table 4 shows the hyperparameters tuning for three different models: CustomBuilt
CNN, Tailored ResNet50, and EfficientNetB5. Architecture and training strategies signifi-
cantly impact the training duration and computational resources required. The strategic
use of data augmentation and class rebalancing is essential in addressing inherent data
biases, enhancing model training, and improving classification accuracy.
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Table 4. Hyperparameters Tuning for Different Models.

Hyperparameters Tuning Custom-Built CNN Tailored ResNet50 EfficientNetB5

Batch Size 32 64 128
Weight Initialized Randomly Initialized Randomly ImageNet

Learning Rate 1.00 × 10−3 1.00 × 10−4 1.00 × 10−5

Optimizer Adam Adam Adam
Loss Function Cross Entropy Cross Entropy Cross Entropy
Momentum beta_1 = 0.9 betas = (0.9, 0.999) betas = (0.9, 0.999)

Weight Decay N/A 1.00 × 10−2 1.00 × 10−2

Early Stop Trigger patience = 5 patience = 15 patience = 10
Epoch 29 120 30

Parameters 98,730 24,624,074 28,804,069

7. Conclusions and Future Work
The significant role of CNNs in classifying galaxy morphology, a task where traditional

human classification proves challenging due to the complexity and variability of galaxy
images. CNNs, with their ability to autonomously extract and learn features, overcome
these challenges, as demonstrated by the varied architectures that we built and analyzed.
Addressing the noise in galaxy images is a priority for future work, as reducing noise
could further improve model accuracy. Implementing advanced noise reduction techniques
and possibly integrating denoising autoencoders in the pre-processing stage could prove
beneficial. Furthermore, ongoing efforts to optimize the computational efficiency of our
models are essential. Exploring more efficient network architectures or implementing
more nuanced training strategies such as federated learning could reduce computational
demands and make the training process more feasible on large datasets.
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