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Abstract

Identifying the possibility of diabetes at an early stage can help individuals seek appropriate 
medical evaluation before complications become severe. This work investigates a machine 
learning-based framework that combines several data preparation techniques with multiple 
classification algorithms for diabetes prediction. The Pima Indians Diabetes Dataset is 
considered for the experimental study. Before model development, zero entries in selected 
physiological variables are treated as invalid observations and replaced using feature-
wise median values. The processed data is examined for distributional characteristics, 
transformed using the Yeo–Johnson method, and standardized using StandardScaler. Since 
the two outcome classes are not equally represented, SMOTEENN is incorporated to balance 
and clean the training data. Logistic Regression, Decision Tree, Support Vector Machine, 
and Random Forest are then trained and compared. GridSearchCV is used to select the 
Random Forest configuration. The resulting accuracies are 91.04%, 94.02%, 92.53%, and 
95.52% for Logistic Regression, Decision Tree, SVM, and Random Forest, respectively. 
Random Forest gives the best result among the four tested approaches. Its feature analysis 
places glucose at the top of the importance ranking, followed by age, insulin, BMI, skin 
thickness, pregnancies, diabetes pedigree function, and blood pressure. The study shows 
how combining data preparation and ensemble learning can produce a useful computational 
screening framework, although the resulting model is not intended to replace professional 
medical diagnosis.

Keywords: diabetes prediction; machine learning; artificial intelligence; clinical data analysis; 
Random Forest; SMOTEENN; predictive analytics

1.  Introduction
Diabetes requires continuous attention because changes in blood glucose levels can 

gradually affect several organs and body systems. Detecting people who may be at risk 
before serious complications develop is therefore an important part of preventive health-
care [1,2]. In practice, assessment is based on a combination of patient information and 
clinical measurements rather than a single characteristic.

The increasing availability of healthcare datasets has created an opportunity to use 
computational methods for this type of assessment. Machine learning algorithms can learn 
relationships between several input variables and a known outcome and can subsequently 
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use those relationships to classify new observations [3,4]. However, the quality of such 
predictions depends not only on the classifier but also on how the input data is prepared.

The Pima Indians Diabetes Dataset is frequently used for experimental diabetes clas-
sification. The dataset contains measurements including pregnancy count, glucose level, 
blood pressure, skin thickness, insulin, body mass index, diabetes pedigree function, and 
age, along with a binary outcome. The original work by Smith et al. demonstrated the use 
of computational learning for forecasting diabetes onset using this dataset [1].

A direct application of machine learning to raw clinical data may not always provide 
reliable results. Some physiological attributes in the dataset contain zero values that are 
not meaningful as actual measurements. In addition, numerical variables can have highly 
uneven distributions, while the two outcome categories are not represented equally. These 
characteristics motivated the preprocessing strategy adopted in this study.

The proposed approach combines invalid-value treatment, distributional transforma-
tion, scaling, class balancing, and classification. Four algorithms are evaluated under the 
same general workflow so that their predictive performance can be compared.

The main aim of the study is not to develop a clinical diagnostic device, but to exam-
ine whether a carefully prepared machine learning pipeline can provide useful diabetes 
classification from routinely available numerical attributes.

2.  Related Work
Research into computational diabetes prediction has used statistical learning, decision-

tree methods, support vector approaches, and ensemble classifiers [3,4]. The Pima dataset 
has remained useful in this area because it provides a fixed collection of clinical variables with 
a binary outcome, allowing different algorithms and preprocessing strategies to be compared.

The work of Smith et al. used the ADAP learning algorithm to investigate diabetes onset 
and established an early example of computational prediction using the Pima dataset [1]. 
Subsequent machine learning studies have continued to use similar clinical variables as 
inputs to predictive models.

Preprocessing is particularly important when medical measurements contain unusual 
distributions. Yeo and Johnson proposed a power transformation that can improve symmetry 
and normality while allowing the input variable to contain values on either side of zero [5]. 
This property makes the transformation convenient for general numerical preprocessing.

Another issue is the unequal distribution of classes. If a classifier receives substantially 
more examples from one category, its learned decision boundary can be influenced by 
the majority group. Chawla et al. introduced SMOTE to create synthetic minority-class 
observations rather than simply duplicating existing samples [6]. SMOTEENN extends this 
idea by combining synthetic oversampling with Edited Nearest Neighbours cleaning [7,8].

Tree-based ensemble methods have also shown strong potential for structured data. 
Breiman introduced Random Forest as an ensemble of decision trees whose combined 
predictions can provide robust classification performance [9]. In addition to prediction, 
tree ensembles can provide estimates of feature importance [10].

Based on these observations, this study combines transformation, scaling, class bal-
ancing, and model comparison instead of depending on a single preprocessing operation 
or classifier.

3.  Dataset and Preprocessing
3.1.  Dataset

The experimental dataset contains 768 observations. Eight variables are used as pre-
dictors, while the Outcome field is used as the binary target. Table 1 summarizes the input 
variables used in the study.
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Table 1. Input variables used in the study.

Variable Description

Pregnancies Number of recorded pregnancies
Glucose Plasma glucose concentration
Blood Pressure Diastolic blood pressure
Skin Thickness Triceps skin fold measurement
Insulin Serum insulin measurement
BMI Body mass index
Diabetes Pedigree Function Hereditary risk-related measure
Age Age of the individual

The eight predictors were retained as numerical input features. No one-hot encoding 
was required because the variables used by the model are numerical.

3.2.  Handling Zero Measurements
One of the first preprocessing steps was to examine the numerical entries for values 

that do not represent realistic physiological measurements. Zero values in Glucose, Blood 
Pressure, Skin Thickness, Insulin, and BMI were considered invalid rather than genuine 
measurements. Instead of removing the corresponding patient records, these entries were 
replaced using the median value of their respective features. This approach preserves 
the available observations while limiting the effect of extreme values on the replacement 
process [11,12].

3.3.  Distribution Analysis
The numerical variables were examined before model development to identify skewed 

distributions and possible relationships between features. The analysis showed that some 
variables did not follow a symmetric distribution. This observation was considered when 
designing the preprocessing pipeline. Rather than applying the same assumption to every 
feature, the Yeo–Johnson transformation was introduced to reduce the effect of skewness [5].

3.4.  Yeo–Johnson Transformation
The Yeo–Johnson method was selected because it can transform numerical variables 

without requiring all input values to be strictly positive. For a non-negative value, its 
transformation can be expressed as:

𝑥(𝜆) =
{


(𝑥 + 1)𝜆 − 1
𝜆 ,     𝜆 ≠ 0

   ln(𝑥 + 1),     𝜆 = 0
(1)

The transformation parameter is estimated from the available training data. The 
objective is to obtain a more suitable numerical representation before classification rather 
than to change the interpretation of the original clinical variable.

3.5.  Standardization
Following transformation, the numerical features are standardized. For each feature, 

the standardized value is calculated using:

𝑧𝑖 =
𝑥𝑖 − 𝜇

𝜎 (2)
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where 𝜇 is the feature mean and 𝜎  is its standard deviation. This step prevents variables with 
larger numerical ranges from dominating the learning process. It is particularly relevant to 
Logistic Regression and SVM, where feature magnitude can influence the optimization process.

4.  Proposed Framework
The complete analytical workflow is organized as a sequence of data preparation and 

learning stages:
𝐷 → 𝐶 → 𝑇 → 𝑁 → 𝐵 → 𝑀 → 𝑅 (3)

where D represents the original dataset, C represents data cleaning, T represents transfor-
mation, N represents normalization, B represents balancing, M represents model training, 
and R represents result evaluation.

The workflow begins by loading and inspecting the dataset. Invalid zero measurements 
are then identified and replaced. Exploratory analysis is performed to understand the nu-
merical variables and target distribution. The Yeo–Johnson transformation is subsequently 
applied, followed by standardization. SMOTEENN is then used to address the unequal 
representation of the outcome classes. The resulting training data is supplied to the four 
selected classifiers. Their predictions are evaluated on the reserved test data.

This sequence is referred to as a hybrid data analytics framework because the final 
prediction is supported by several complementary data-processing and learning techniques 
rather than a single algorithm.

5.  Class Balancing
The target variable does not contain an equal number of observations for the two 

outcome categories. This imbalance can influence a model toward the more frequently 
represented class. SMOTEENN was selected to address this issue [6–8]. The SMOTE 
portion creates new minority observations between existing minority samples. A synthetic 
observation can be represented as:

𝑥new = 𝑥𝑖 + 𝛼(𝑥𝑗 − 𝑥𝑖) (4)

where xi is a minority observation, xj is one of its selected minority neighbours, and 𝛼 is a 
randomly selected value in the range [0, 1]. After synthetic oversampling, Edited Nearest 
Neighbours removes samples whose local neighbourhood indicates that they may not 
belong to the same class. This two-stage procedure was included to both increase minority 
representation and reduce potentially noisy samples around class boundaries.

6.  Classification Models
Four models were selected to provide different types of decision behaviour:

6.1.  Logistic Regression
Logistic Regression was used as a baseline model because it provides a relatively simple 

relationship between the input variables and the probability of the target class [13,14]. The 
probability is represented by:

𝑃(𝑦 = 1) =
1

1 + exp(− (𝛽0 + ∑𝑛
𝑖=1 𝛽𝑖𝑥𝑖))

(5)

Its comparatively simple structure makes it useful for judging whether more complex 
models provide a meaningful improvement.
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6.2.  Decision Tree
The Decision Tree classifier divides observations through a sequence of feature-based 

decisions [15]. Each split attempts to separate the target classes more effectively. Unlike a 
strictly linear model, the tree can represent nonlinear relationships between variables.

6.3.  Support Vector Machine
SVM attempts to identify a separating boundary between the classes while maximizing 

the margin between observations [9,15]. The method can also represent nonlinear bound-
aries depending on the selected kernel. Standardized features are important because the 
model relies on geometric relationships between observations.

6.4.  Random Forest
Random Forest was selected as the ensemble model in the comparison. Instead of 

depending on one decision tree, it constructs multiple trees and combines their predic-
tions [8,9]. For a classification problem, the final prediction can be described as:

ˆ𝑦 = mode{𝑇1(𝑥), 𝑇2(𝑥), … , 𝑇𝑘(𝑥)} (6)

where each Ti is an individual tree. GridSearchCV was used to examine predefined Random 
Forest parameter combinations and identify the configuration used for the final model [16].

7.  Experimental Procedure
The dataset was divided into training and testing portions, with approximately 80% 

used for training and 20% reserved for testing. The training data was used for model devel-
opment, while the held-out test data was used to obtain the reported classification accuracy.

The preprocessing workflow included invalid-value treatment, Yeo–Johnson transfor-
mation, standardization, and SMOTEENN class balancing. Four models were then trained 
using the resulting processed data. Python 3.13.16 was used for data processing and ma-
chine learning implementation [16]. Standard machine learning libraries were used for 
classification, transformation, scaling, and hyperparameter search.

The primary comparison measure reported in this study is classification accuracy:

Accuracy =
TP + TN

TP + TN + FP + FN × 100 (7)

where TP, TN, FP, and FN denote true-positive, true-negative, false-positive, and false-
negative predictions, respectively.

8.  Results
The final classification results are presented in Table 2.

Table 2. Prediction accuracy obtained from the four models.

Model Accuracy

Logistic Regression 91.04%
Decision Tree 94.02%
Support Vector Machine 92.53%
Random Forest 95.52%

Random Forest produced the highest accuracy among the evaluated models, reaching 
95.52%. Decision Tree was the second-best model at 94.02%. SVM produced 92.53%, 
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while Logistic Regression recorded 91.04%. The difference between the highest and lowest 
reported accuracies is 4.48 percentage points. Random Forest also exceeded the Decision 
Tree result by 1.50 percentage points.

The results suggest that the ensemble representation used by Random Forest was 
better suited to the relationships present in the processed dataset than the other evaluated 
classifiers [9,11,12]. The performance of Decision Tree was also relatively high, indicating 
that tree-based models were effective for the available feature set.

SVM achieved a lower accuracy than the two tree-based approaches in this experiment. 
Logistic Regression produced the lowest accuracy among the four models, which may 
indicate that the relationships between the clinical variables and diabetes outcome are not 
fully represented by a simple linear decision boundary [13].

These observations apply specifically to the dataset and experimental configuration 
used in this study. They should not be interpreted as evidence that Random Forest will 
always outperform the other methods on independent clinical datasets.

9.  Feature Importance
Feature importance was examined using the Random Forest model [9,10]. The resulting 

order is given in Table 3.

Table 3. Feature importance ranking.

Position Feature

1 Glucose
2 Age
3 Insulin
4 BMI
5 Skin Thickness
6 Pregnancies
7 Diabetes Pedigree Function
8 Blood Pressure

Glucose occupies the first position in the importance ranking. Age and insulin follow, 
with BMI and skin thickness also contributing to the model. Pregnancies, diabetes pedigree 
function, and blood pressure appear lower in the observed ranking.

The importance values describe how the trained model used the available variables for 
prediction. They should not be interpreted as evidence that a higher feature importance 
directly represents medical causation.

The prominent position of glucose is nevertheless meaningful in the context of the 
dataset because glucose measurements provide substantial information for distinguishing 
the two outcome classes [2,11].

10.  Discussion
The experimental results highlight the effect of combining several data-processing 

operations before classification [3,11,12]. The dataset is not treated as immediately ready 
for model training. Instead, invalid measurements are addressed first, feature distributions 
are examined, skewness is reduced, and the numerical variables are standardized.

The use of SMOTEENN provides an additional step for dealing with unequal class 
representation [6–8]. Rather than simply duplicating minority observations, SMOTE gen-
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erates synthetic samples and the ENN stage removes observations that do not agree with 
their local neighbourhood.

The four models provide different levels of performance. Logistic Regression provides 
the simplest baseline, while Decision Tree and Random Forest can represent nonlinear rela-
tionships [15]. SVM provides another classification strategy based on separation between 
classes [9].

Random Forest obtained the strongest accuracy in the final comparison. Its ensemble 
structure allows the model to use multiple tree-based views of the same feature space. This 
may help explain its higher performance in the current experiment.

The feature analysis adds another perspective to the results. Glucose was ranked 
as the most influential variable, while age and insulin were next. This provides a basic 
interpretation of the variables used by the final model, although feature importance alone 
cannot establish clinical causality.

An important consideration is that the reported accuracy should not be viewed inde-
pendently of the dataset. A model can obtain strong performance on a benchmark dataset 
while producing different results when applied to patients from another population [1,2].

11.  Limitations
The study has several limitations.
First, the experiments are based on the Pima Indians Diabetes Dataset, which contains 

a limited number of observations and represents a specific population [1]. Therefore, the 
results cannot automatically be generalized to every patient population.

Second, the reported results come from the train-test configuration used in the project. 
An independent external dataset was not used for validation.

Third, only classification accuracy is reported in the present results. Accuracy does 
not reveal how well the model identifies positive cases or avoids false alarms. Future 
experiments should therefore include sensitivity, specificity, precision, recall, F1-score, and 
ROC-AUC [3,12].

Fourth, feature importance from Random Forest should be considered a model in-
terpretation rather than a medical conclusion. Additional explainability techniques and 
clinical evaluation would be necessary before the predictions could be used in a healthcare 
environment [10].

Finally, the proposed framework is a computational screening approach. It should 
not be used as an independent diagnostic mechanism without appropriate medical assess-
ment [2].

12.  Future Work
The framework can be extended by testing it with larger datasets containing observa-

tions from multiple populations. External validation would help determine whether the 
model maintains its performance when the data distribution changes.

A future implementation can also include additional evaluation measures, repeated 
cross-validation, and confidence intervals. This would provide a more complete assessment 
than accuracy alone.

Explainable artificial intelligence can be incorporated to generate patient-level ex-
planations. Methods such as SHAP can be investigated to determine how individual 
measurements influence a particular prediction [10].

Another possible extension is the development of a user-facing screening applica-
tion. Such an application could accept the required clinical measurements and display 
a predicted risk category. Before such a system is used in practice, however, it would 
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require independent validation, clinical assessment, privacy controls, and appropriate 
regulatory review.

13.  Conclusions
This paper developed and evaluated a hybrid machine learning framework for diabetes 

prediction. The approach combines invalid measurement handling, exploratory analysis, 
Yeo–Johnson transformation, feature standardization, SMOTEENN class balancing, and 
supervised classification.

Four algorithms were compared using the developed workflow. Logistic Regression 
achieved 91.04% accuracy, Decision Tree achieved 94.02%, SVM achieved 92.53%, and 
Random Forest produced the highest accuracy of 95.52%.

The Random Forest feature analysis placed glucose at the top of the importance ranking, 
followed by age, insulin, BMI, skin thickness, pregnancies, diabetes pedigree function, and 
blood pressure.

Overall, the experiment indicates that the combination of data preparation and ensem-
ble learning can provide an effective classification approach for the selected diabetes dataset. 
The result, however, represents performance within the present experimental setting and 
should not be interpreted as clinical diagnostic accuracy. Broader datasets, independent 
validation, additional evaluation metrics, and clinical testing are required to establish the 
practical usefulness of the framework.
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