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Abstract

Learning Management Systems (LMSs) increasingly need mechanisms that capture how 
learners respond during interaction, yet few platforms provide facial emotion recognition 
(FER) as a native, integrated capability. This paper presents the design of a real-time 
FER software module built directly into Moodle, together with its experimental validation. 
The module is a browser-based, client-side component that continuously estimates facial-
expression confidence scores (happy, neutral, sad, angry, fearful, surprised, disgusted) 
while a learner interacts with a course, and links each reading to the participant, the interac-
tion context, and a timestamp. To validate the module under realistic and varied conditions, 
25 undergraduate students used it while interacting with four Moodle scenarios (E1, E3, 
E7, E9) built with contrasting user experience (UX) and gamification configurations, which 
here serve only as diverse interaction contexts for testing the module rather than as a design 
comparison in their own right. Two hypotheses were tested: that the module produces 
stable, non-degenerate dominant facial-expression readings, rather than noise, during inter-
action (H1), and that these readings differ significantly across interaction contexts (H2). 
The module produced a clearly interpretable dominant facial-expression reading in every 
context (record-level dominance between 51.28% and 73.55%, above the level expected 
under a simplified uniform-chance baseline), supporting H1. A Friedman test on a study-
defined affective-valence indicator showed significant differences across the four contexts 
(𝜒2(3) = 41.544, 𝑝 < 0.001, Kendall’s 𝑊 = 0.554), with five of six Bonferroni-adjusted 
Wilcoxon pairwise comparisons significant under the reported valence indicator (six of six 
under a robustness-check alternative), supporting H2, although the fixed scenario order 
means learning or familiarization effects cannot be excluded as a contributing factor. These 
results indicate that the module functions as intended and is sensitive to differences between 
interaction contexts; because the underlying pre-trained models were not independently 
benchmarked against the study population, this validates the module’s operation as a 
measurement instrument, not the accuracy of its facial-expression classifications against 
ground truth.

Keywords: facial emotion recognition; software module; Moodle; affective computing; 
human-computer interaction; real-time system
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1.  Introduction
Learning Management Systems (LMSs) such as Moodle mediate most of a learner’s 

interaction with course content, activities, and assessments, yet they typically capture very 
little about how a learner is responding while that interaction happens. Feedback is usually 
collected afterward, through questionnaires, grades, or completion logs, none of which 
reveal moment-to-moment affective variation during the session itself. Affective computing 
offers a way to close part of that gap: facial emotion recognition (FER) can continuously 
estimate facial-expression confidence scores from webcam video, without interrupting the 
learner’s task. FER outputs should nonetheless be treated as probabilistic indicators of 
facial-expression patterns, not as direct measurements of internal psychological states.

Most existing applications of FER in education rely on external tools layered on top of 
an LMS, or are demonstrated only in laboratory conditions detached from a real course. 
Comparatively little work reports a FER capability built directly into the LMS itself, running 
inside the course page the learner is already using, and validated under genuinely varied 
interaction conditions rather than a single fixed task. This is the gap this paper addresses.

This paper makes two contributions. The first, and central, contribution is a real-time 
FER software module developed and integrated directly into Moodle, described in Section 4. 
The second is an experimental validation of that module: 25 participants interacted with four 
Moodle scenarios (E1, E3, E7, E9), deliberately built with contrasting UX and gamification 
characteristics so that the module would be exercised under meaningfully different inter-
action conditions, while the module continuously captured facial-expression confidence 
scores. Two hypotheses guided this validation, introduced in Section 5.1: that the module 
produces stable, non-degenerate facial-expression readings during interaction, rather than 
noise (H1), and that these readings differ significantly across interaction contexts (H2). 
Validating the accuracy of those readings against independently labeled ground truth is 
outside the scope of this validation and is identified explicitly as future work (Section 6.3), 
not a claim made here.

2.  Related Work
2.1.  Facial Emotion Recognition in Educational and HCI Contexts

Affective computing extends HCI evaluation by incorporating computational analysis 
of affect-related signals during interaction. In digital learning environments, facial emotion 
recognition offers a non-contact mechanism for estimating facial-expression categories from 
webcam or video input. Deep-learning-based FER pipelines have been applied to real-time 
emotion and engagement monitoring in educational contexts [1–3], and multimodal studies 
have combined facial information with other interaction signals to improve reliability [4,5].

FER has also been incorporated into emotion-aware and adaptive learning systems to 
enrich the information available about learner interaction [6,7]. However, computational 
facial-expression categories should not be treated as equivalent to internal emotional states: 
predictions can vary with pose, illumination, webcam quality, individual characteristics, 
model limitations, and context. Privacy, explainability, and careful interpretation remain 
open concerns for educational FER [8]. Most of these systems, however, are reported as 
standalone tools or research prototypes rather than as components integrated directly into 
the LMS a course already runs on. Two lines of work are worth separating from the present 
contribution. First, Moodle plugins already do webcam-based facial capture, but for identity 
verification, not affect: they photograph a learner for post-hoc review or match the feed 
to a profile photo during a quiz [9,10]; neither classifies expression. Second, systems that 
do target affect are typically evaluated offline, fusing text, audio, and video rather than 
running live in-course [11], or are standalone prototypes outside a deployed LMS [12,13]. 
Benchmarked FER pipelines report 95–98% accuracy on curated datasets such as FER2013, 
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CK+, and KDEF [14], the kind of validated performance the models used here lack for this 
population (Section 6.3). This module differs in kind: it targets affect, not identity, and 
runs natively, in real time, inside the Moodle page itself, rather than offline, separately, or 
as a prototype.

2.2.  UX and Interaction Context in Learning Management Systems
Because this module needed to be validated under conditions realistic enough to stress-

test its behavior, the study drew on prior work describing how LMS interfaces vary in 
usability and interaction quality. UX characteristics of Moodle and similar platforms have 
been associated with learner engagement, satisfaction, and acceptance [15,16], and heuristic 
evaluation, the User Experience Questionnaire, and learner-centered approaches have iden-
tified navigation clarity, instructional organization, and visual structure as relevant design 
factors [17–19]. Gamification elements such as points, badges, and progress indicators are 
commonly layered onto LMS content to influence motivation and participation [20–23]. In 
this paper, contrasting UX and gamification configurations are used purely as a source of 
varied, realistic interaction conditions under which to test the FER module; a companion 
line of work uses the same module to study whether detected affective patterns track these 
design configurations, which is not the focus here.

2.3.  Research Gap and Positioning
Across this literature, FER is generally evaluated as an external instrument applied 

to a learning environment, or is embedded in an LMS only for identity verification rather 
than affect, rather than as a facial-affect capability built into the LMS itself and validated 
end-to-end, from webcam capture to structured, queryable records (Section 2.1). The 
present work addresses this gap directly: it reports the design of such a Moodle-integrated 
FER module (Section 4) and validates, through two hypotheses, that the module pro-
duces stable, non-degenerate facial-expression readings (H1) and is sensitive to differences 
between interaction conditions (H2); it does not, and does not claim to, validate the accu-
racy of those readings against independently labeled ground truth, which is left to future
work (Section 6.3).

3.  Research Architecture
This work is situated within a broader Moodle-based learning architecture, shown 

in Figure 1, that integrates learning content, generative AI, UX, gamification, and future 
adaptive mechanisms. The complete architecture is not evaluated in this paper; it is shown 
only to situate the module within the broader system it was built for.

Figure 1. Global schema of the Moodle-based learning architecture [24].
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Within that global architecture, Figure 2 locates the specific pathway this research 
program targets: UX, gamification, and facial-emotion-recognition signals feeding a prompt 
set intended to guide generative-AI content creation. The FER module presented in this 
paper (Section 4) is the facial-emotion-recognition component.

Figure 2. Research focus of the present study within the validated architecture. Arrows indicate the 
direction of information flow toward the prompt set that guides generative-AI content creation. The 
red box and red arrows highlight the specific combination of signals (“High UX + High Gam-
ification + Facial Emotion Recognition”) that constitutes this study’s research focus within the
broader architecture.

The empirical scope of this paper is restricted to the FER module itself and its validation. 
Figure 3 shows how this scope was operationalized: participants interacted with four 
Moodle scenarios while the module continuously generated facial-expression confidence 
scores, each linked to participant, scenario, and interaction time. Black connections mark 
the FER-derived data analyzed in this paper; gray connections mark complementary data 
collected in the same protocol but analyzed elsewhere.

Figure 3. Experimental architecture and data flow. Black connections represent FER-based data 
analyzed in this study; gray connections represent complementary data analyzed separately.

4.  The Moodle-Integrated FER Software Module
The module is the central contribution of this paper, so it is described here on its 

own terms, independently of the validation experiment that follows in Section 5. It was 
developed by the authors following the Scrum framework.
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4.1.  Integration and Interface Design
The module is added to a Moodle course as a Custom HTML block: a single HTML 

fragment, placed directly on the course page, containing the interface markup and two 
script tags that load face-api.js and the module’s own capture logic from the course server. 
No Moodle plugin installation or core modification is required. The block exposes two states 
to the learner, shown in Figure 4. Before capture starts, a notice explains, in Spanish, that 
the system will analyze the learner’s emotions via the camera for academic purposes and 
asks them to authorize camera use, with a single “Iniciar análisis” (start analysis) button. 
Once authorized and started, the notice is replaced by a status panel reading “Capturando 
emociones... Por favor mantente frente a la cámara de forma natural” (capturing emotions, 
please stay facing the camera naturally), together with a “Detener análisis” (stop analysis) 
button that ends the session on demand.

(a) Authorization notice and start 
button.

(b) Status panel shown while
capture is active.

Figure 4. The two states of the Moodle-embedded FER block: (a) before capture, requesting explicit 
webcam authorization; (b) during capture, showing only a status message and a stop control. Interface 
text is shown in Spanish, the language of the actual deployment; English translations are given in the 
main text (Section 4).

By deliberate design, the learner’s own webcam feed is never displayed: the underlying 
<video> element is kept in the page at zero opacity, and the code that would draw a live 
bounding box or landmark overlay onto it is present but disabled. During interaction the 
learner therefore sees only the short status message in Figure 4b, not a mirror of their own 
face or a live readout of detected emotions, which keeps the capture unobtrusive and avoids 
turning the course page into a self-monitoring display.

4.2.  Detection Pipeline
Once started, the module loads four pre-trained face-api.js models, TinyFaceDetector, 

FaceLandmark68Net, FaceExpressionNet, and FaceRecognitionNet, and begins sampling 
the (hidden) webcam feed on a fixed 100 ms interval. Each detection cycle localizes the face, 
resolves 68 facial-landmark points, and produces confidence scores in [0, 1] for seven facial-
expression categories: happy, neutral, sad, angry, fearful, surprised, and disgusted. The 
fourth model, FaceRecognitionNet, is loaded at startup but not exercised by the detection 
loop reported in this paper (no face descriptor is computed); it is retained in the codebase 
for future learner re-identification features, and is noted here for completeness rather than 
as part of the present pipeline. Loading an unused model is an acknowledged inefficiency, 
adding avoidable overhead with no benefit to the reported loop; removing it, or gating its 
loading behind the feature that would use it, is left as a cleanup item for future work.
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4.3.  Data Capture and Storage
When a 100 ms cycle finds no face in the frame, the detection loop iterates over zero 

results and the cycle silently contributes no record, rather than writing an empty or null entry; 
the per-scenario record counts reported in this paper therefore reflect cycles with at least 
one detected face, not every cycle of the underlying 100 ms sampling grid. Missed cycles per 
scenario were computed directly as expected cycles minus actual records (a single successful 
cycle produces exactly one record, so this subtraction is exact, not an approximation): E1, 
53,370 − 53,297 = 73 (0.14%); E3, 44,145 − 44,006 = 139 (0.31%); E7, 39,579 − 39,530 = 49 
(0.12%); E9, 34,912 − 34,792 = 120 (0.34%); overall, 172,006 − 381 = 171,625 (0.22%), which 
exactly reconciles the total expected cycles with the 171,625 records analyzed throughout 
this paper, with no additional records unaccounted for. Because the FER module’s capture is 
learner-controlled via the start/stop buttons described in Section 4 rather than active for the 
full scenario duration, the 171,625 records analyzed here correspond to active-capture spans 
averaging 2.87 min per session (median 2.01 min, range 0.08–27.23 min), not to continuous 
capture across the full ∼45 min of scenario interaction reported in Section 5; the 45 min 
figure describes overall interaction time with the Moodle scenario content, of which FER 
capture covered only a learner-controlled subset. Each detection cycle that does find a face 
is sent immediately as a JSON record, the seven confidence scores and a timestamp, to a 
course-server PHP endpoint over HTTP, tagged with the learner’s username and course 
name (both read directly from the Moodle page) and a generated session filename. The 
endpoint appends each record as one JSON line to a per-session text file on the server 
(no database is used); the learner’s Moodle-derived username is written into this raw 
file at capture; access is restricted to the research team via server credentials, and records 
are pseudonymized before analysis. All scenario-level and participant-level aggregates 
reported in this paper are computed directly from these raw per-detection logs, following 
the procedure in Section 5.1.

4.4.  Snapshot Evidence for High-Confidence Detections
As a secondary, qualitative evidence channel, the module captures a still image the first 

time each of the seven expression categories exceeds a 0.90 confidence score in a given session, 
so at most seven snapshots are produced per participant per scenario. Unlike the live interface, 
these snapshots are rendered with the face-detection box, the 68 landmark points, and a text 
label with the predicted category and confidence overlaid on the frame, which is what makes 
them useful for manual, visual inspection after the fact. Figure 5 shows one participant’s 
snapshots across all seven categories, captured this way during piloting of the module. Each 
snapshot is stored under a filename keyed only by participant, course, and category, without a 
session or timestamp component; a later session that again crosses the 0.90 threshold for the 
same category overwrites the earlier image, so only the most recent qualifying snapshot per 
participant-course-category combination is retained on disk.

4.5.  Researcher-Facing Analytics Dashboards
Because raw per-detection JSON records are not directly interpretable, the module 

is paired with a companion web dashboard, built for the research team rather than for 
learners, that loads a session’s records and visualizes them. Figure 6 shows its main view: 
summary cards for the session (records processed, dominant category, mean intensity, peak 
value and when it occurred, and a variability statistic), a smoothed temporal trace of all 
five signed categories, a mean-confidence donut chart, and, further down the same page, a 
chart of how often each category was the momentary dominant one and a scrollable table 
of the underlying per-record values. Two configurable options, adjustable smoothing and 
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the option to exclude neutral and surprised, correspond directly to the analysis choices 
described in Section 5.1.

Figure 5. Snapshot evidence captured by the module when each facial-expression category first 
exceeded the 0.90 confidence threshold in a session, shown here for one participant across all seven 
categories. Each snapshot overlays the detected face box, 68 landmark points, and the predicted 
category with its confidence score. Overlay colors follow the module’s own annotation scheme (face 
box, landmark points, and predicted category label).

Figure 6. Researcher-facing analytics dashboard for an example session: summary cards, temporal 
confidence trace, and mean-confidence breakdown.

A second, simpler dashboard view (Figure 7) aggregates one donut chart per scenario 
directly, which is the view used to sanity-check scenario-level patterns during data collection. 

https://doi.org/10.3390/engproc2026153028
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In both dashboards, the specific figures shown are illustrative of the tool’s interface and of 
individual example sessions; the statistically analyzed results for the study as a whole are 
reported in Section 6.

Figure 7. Per-scenario summary view of the simpler dashboard, showing one example session’s mean 
confidence per category for each of E1, E3, E7, and E9.

4.6.  Technical Summary
Table 1 summarizes the module’s components. The pre-trained face-api.js models 

were used as provided, without retraining or independent benchmarking on the study 
population, so no additional accuracy, precision, recall, or F1-score figures are reported 
here; throughout this paper, model outputs are treated as probabilistic facial-expression 
confidence scores, not as direct measurements of participants’ internal emotional states.

Table 1. Technical characteristics of the Moodle-integrated facial emotion recognition module.

Component Description

Integration Custom HTML block on the Moodle course page; no plugin installation required.

Software library face-api.js implemented in JavaScript with TensorFlow.js support, running 
client-side in the learner’s browser.

Face detection model TinyFaceDetector, real-time face localization from webcam frames.

Facial landmark model FaceLandmark68Net, 68-point facial landmark detection.

Facial-expression 
recognition model

FaceExpressionNet, confidence scores for happy, neutral, sad, angry, 
fearful, surprised, and disgusted.

Face recognition model 
(loaded, unused)

FaceRecognitionNet is loaded at startup but not invoked in the reported pipeline; 
retained in the codebase, likely for future learner re-identification.

Training data (pre-trained)
Expression model pre-trained on a mix of public and web-scraped images; 

TinyFaceDetector trained on ∼14,000 bounding-box-labeled images; landmark 
model trained on ∼35,000 images labeled with 68 landmark points.

Sampling frequency 100 ms per detection cycle during active capture.

Data records Per-detection JSON lines appended to a per-session text file on the server 
(PHP endpoint, no database).

Snapshot evidence One annotated image per expression category per session, captured the 
first time that category exceeds 0.90 confidence.

Analytics tooling Companion web dashboard for temporal, aggregate, and 
per-scenario inspection of collected records.

Validation metrics Pre-trained models used as-is, not independently re-validated on the study 
population; no additional accuracy/precision/recall/F1 reported.

Technical references face-api.js documentation and TensorFlow.js model documentation.
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5.  Experimental Study
This section describes how the module described in Section 4 was exercised

and validated.

5.1.  Goal and Hypotheses
The goal was to validate the FER module under varied, realistic interaction conditions 

rather than a single fixed task. Four Moodle scenarios (E1, E3, E7, E9), built with contrasting 
UX and gamification characteristics, provided that variety. Both hypotheses concern the 
module’s functional operation, not classification accuracy against independently labeled 
ground truth, which this study does not evaluate (Section 6.3):

Hypothesis  1. The Moodle-integrated FER module produces stable, non-degenerate dominant 
facial-expression readings, rather than noise or flat output, during learner interaction across the four 
scenarios (E1, E3, E7, and E9).

Hypothesis  2. There are statistically significant differences among the facial-expression readings 
produced by the module across scenarios E1, E3, E7, and E9.

5.2.  Interaction Contexts
A conceptual 3 × 3 UX × gamification matrix (low, medium, high) defined the design 

space from which four corner configurations were selected to maximize contrast: E1 (low 
UX, low gamification), E3 (low UX, high gamification), E7 (high UX, low gamification), 
and E9 (high UX, high gamification), summarized in Figure 8. Intermediate configurations 
were not implemented, to limit session length and participant fatigue while still giving the 
module clearly distinct conditions to operate under. Figure 8 also shows a third, “Adaptive” 
axis inherited from the broader architecture this module is part of (Section 3); that axis was 
held constant and not implemented in the present study, which manipulates only the two 
axes, UX and gamification, described above, and is shown for architectural context rather 
than as a third experimental factor.

E7 E8 E9

E4 E5 E6

E1 E2 E3

✓ ✓

✓ ✓

×

× × ×

×
L M H

Gamification

L

M

H

UX

Adaptive

Figure 8. Selection of the four contrasting interaction contexts used to validate the module. Check-
marks (✓) mark the four selected corner scenarios (E1, E3, E7, E9); crosses (×) mark the intermediate 
configurations not implemented in this study.

The four scenarios shared the same course topic, learning objectives, and core instruc-
tional content, varying only UX and gamification characteristics, summarized in Table 2. 
ChatGPT was used only as a design-support tool during early prototyping; final config-
urations were manually implemented and reviewed in Moodle. Figure 9 shows the four 
resulting interfaces.
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(a) (b)

(c) (d)

Figure 9. Moodle scenario interfaces: (a) E1, low UX and low gamification; (b) E3, low UX and 
high gamification; (c) E7, high UX and low gamification; and (d) E9, high UX and high gamification. 
Red boxes highlight the instructional, UX, and gamification elements implemented in each scenario. 
Interface text is shown in Spanish, the language of the actual deployment.

Table 2. Instructional, UX, gamification, and assessment elements implemented in each interaction 
context. Checkmarks (✓) indicate the element is present in that scenario; crosses (×) indicate it is absent.

Category Element E1 E3 E7 E9

Content

Moodle Pages ✓ ✓ ✓ ✓
Text and Media Areas ✓ ✓ ✗ ✗
PDF Documents ✓ ✓ ✓ ✓
Embedded Videos ✓ ✓ ✓ ✓
Long and Continuous Text Content ✓ ✓ ✗ ✗
Summarized and Segmented Content ✗ ✗ ✓ ✓
Extensive and Poorly Structured Presentations ✓ ✓ ✗ ✗
Visual and Well-Organized Presentations ✗ ✗ ✓ ✓

UX

H5P Presentation ✗ ✗ ✓ ✓
Interactive Video ✗ ✗ ✓ ✓
Image Hotspots ✗ ✗ ✓ ✓
Structured Navigation ✗ ✗ ✓ ✓
Enhanced Visual Design ✗ ✗ ✓ ✓
Cognitive Segmentation ✗ ✗ ✓ ✓
Interactive Multimedia ✗ ✗ ✓ ✓
Visual Hierarchy of Content ✗ ✗ ✓ ✓
Cognitive Load Reduction ✗ ✗ ✓ ✓
Recent Activities Block ✗ ✗ ✓ ✓

Gamification

Badges ✗ ✓ ✗ ✓
Visual Block of Earned Badges ✗ ✓ ✗ ✓
Points ✗ ✓ ✗ ✓
Visible Progress ✗ ✓ ✗ ✓
Motivational Feedback ✗ ✓ ✗ ✓

Assessment Moodle Quizzes ✓ ✓ ✓ ✓
Reflections/Assignments ✓ ✓ ✓ ✓

https://doi.org/10.3390/engproc2026153028
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5.3.  Participants and Procedure
Twenty-five undergraduate Software Engineering/Programming students (mean 

age ≈ 21) completed all four scenarios and produced valid FER records, following the 
THEDRE research process [25]. Each participant authorized webcam access, then inter-
acted with E1, E3, E7, and E9 in that fixed order through the “Las Maravillas del Ecuador” 
course on the EducaLab.EC Moodle platform, approximately 45 min per scenario, inde-
pendently and without instructor intervention, while the module logged facial-expression 
confidence scores during the learner-controlled active-capture intervals described in Sec-
tion 4, rather than continuously throughout the scenario. Because the sequence always 
moved from low to high UX/gamification, it is treated as a limitation rather than a controlled 
factor (Section 6.3). A broader post-interaction questionnaire was collected as part of the 
same protocol but is outside the scope of this paper.

5.4.  From Raw Detections to a Comparable Signal
Every detection carries all seven facial-expression categories, but neutral was ex-

cluded from the comparative analysis because it is typically the most frequent out-
put of the underlying pre-trained model and its prevalence would dominate any ag-
gregate, and surprise was excluded as well (its valence is context-dependent), leaving 
𝐸 = {happy, sad, angry, fearful, disgusted}. Because the dominant category for each record 
is defined as the maximum confidence score within 𝐸, every record contributes to the analy-
sis regardless of what its highest-scoring category among all seven would have been; no 
records are excluded on this basis, and the denominators for the record-level percentages in 
Table 3 are the full per-scenario record counts (E1: 53,297; E3: 44,006; E7: 39,530; E9: 34,792; 
total 171,625). Separately, neutral or surprised was the overall (seven-category) dominant 
output for a large majority of records in E3 and E7 (99.70% and 97.94%, respectively) but a 
minority in E1 and E9 (42.32% and 38.59%); for those records, the five-category dominant 
reported here reflects a comparatively weaker, runner-up signal rather than the strongest 
signal the model produced overall, a distinction readers should bear in mind when inter-
preting Table 3, though it does not affect which records are included. For record 𝑖, the 
dominant category is 𝑀𝑖 = max𝑒∈𝐸 𝐸𝑖,𝑒. Averaging each category over participant 𝑢 and 
scenario 𝑠 gives a participant-level profile, 𝐸̄(𝑢,𝑠)

𝑒 = 1
𝑛𝑢,𝑠

∑𝑛𝑢,𝑠
𝑖=1 𝐸𝑖,𝑒, whose dominant category 

is the highest-scoring 𝐸̄(𝑢,𝑠)
𝑒 . To compare scenarios with a single number, a study-defined 

affective-valence indicator was computed as

𝑉𝑢,𝑠 = 𝐸̄(𝑢,𝑠)
happy −

𝐸̄(𝑢,𝑠)
sad + 𝐸̄(𝑢,𝑠)

angry + 𝐸̄(𝑢,𝑠)
fearful + 𝐸̄(𝑢,𝑠)

disgusted

4 ,

used purely as an operational comparison measure, not as a standardized psychological 
scale. The four negative categories are weighted equally without empirical or theoretical 
justification; since sad dominated the two low-UX scenarios (Table 3), this composite 
may be driven disproportionately by that one category. A more conservative alternative, 
𝑉′

𝑢,𝑠 = 𝐸̄(𝑢,𝑠)
happy − 𝐸̄(𝑢,𝑠)

sad , was computed as a robustness check. A Friedman test on 𝑉′ also found 
significant differences across scenarios (𝜒2(3) = 38.088, 𝑝 < 0.001, Kendall’s 𝑊 = 0.508), 
and all six Bonferroni-corrected Wilcoxon pairwise comparisons were significant under 𝑉′, 
including E1 vs. E3 (𝑝Bonferroni = 0.021), which was not significant under 𝑉. The overall 
conclusion that the module is sensitive to differences across scenarios is therefore robust 
to this alternative definition; the E1 vs. E3 non-significance reported under 𝑉 does not 
replicate under 𝑉′ and is accordingly not treated as a genuine sensitivity limit of the module 
(Section 6.2). Because the same 25 participants produced a value for every scenario, valence 
was compared with a Friedman test (Kendall’s 𝑊 as effect size), followed, given a significant 
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omnibus result, by six Bonferroni-corrected Wilcoxon signed-rank pairwise comparisons 
(𝑟 = |𝑍|/√𝑁).

Table 3. Facial-expression dominance and affective valence by interaction context.

Scenario Dominant by Mean Record-Level Dominant Valence

E1 Sad (70.55%) Sad (51.28%) −0.026
E3 Sad (54.52%) Sad (66.64%) 0.132
E7 Happy (60.83%) Happy (60.43%) 0.313
E9 Happy (79.05%) Happy (73.55%) 0.643

6.  Results
6.1.  H1: The Module Produces Stable, Non-Degenerate Readings

Across 25 participants × 4 scenarios × 7 categories, the module produced a clearly in-
terpretable dominant facial-expression category in every scenario, both by mean confidence 
and by record-level frequency (Table 3). Record-level dominance ranged from 51.28% to 
73.55%, above the ∼20% (or ∼14% among all seven) a uniform-chance baseline implies; 
because pre-trained models are not guaranteed to treat categories as equally likely, some 
may be favored by the model’s own base rate regardless of true expression, so this is offered 
as a coarse sanity check, not a rigorous test. What the readings do rule out is degenerate 
output: the module consistently resolved a clear dominant expression rather than returning 
flat, uniform, or random-looking scores, which is the basic functional claim behind H1. This 
shows the module operates and yields differentiated output, not that its emotion labels are 
correct, since the pre-trained models were not benchmarked against this study’s population 
(Section 6.3).

Figure 10 shows the same records through the module’s own temporal dashboard view, 
one panel per scenario, used here for descriptive inspection of the module’s raw output 
rather than for inferential comparison; the per-scenario mean-confidence view was already 
introduced as Figure 7 in Section 4.

Figure 10. Temporal evolution of facial-expression confidence scores during interaction, as visualized 
by the module’s dashboard, one panel per scenario. The horizontal axis shows time from the start of 
the session in minutes, and the vertical axis the confidence score in the range 0 to 1. Facial expressions 
are happy (green), sad (blue), angry (red), disgusted (violet), and fearful (yellow).

https://doi.org/10.3390/engproc2026153028

https://doi.org/10.3390/engproc2026153028


Eng. Proc. 2026, 153, 28 13 of 16

6.2.  H2: Detected Emotions Differ Across Interaction Contexts
A Friedman test on the affective-valence indicator found significant differences across 

the four scenarios, 𝜒2(3) = 41.544, 𝑝 < 0.001, Kendall’s 𝑊 = 0.554. Post-hoc Wilcoxon 
comparisons (Bonferroni-corrected) are in Table 4.

Table 4. Post-hoc Wilcoxon signed-rank comparisons of affective valence.

Comparison 𝒁 𝒑Bonferroni r Result

E1 vs. E3 −1.493 0.812 0.299 n.s.
E1 vs. E7 −3.538 0.002 0.708 Significant
E1 vs. E9 −4.372 <0.001 0.874 Significant
E3 vs. E7 −3.807 <0.001 0.761 Significant
E3 vs. E9 −4.292 <0.001 0.858 Significant
E7 vs. E9 −3.619 0.002 0.724 Significant

Five of six pairwise comparisons reached significance; only E1 vs. E3 did not 
(𝑝Bonferroni = 0.812). The largest effects were between E1 and E9 (𝑟 = 0.874) and E3 and E9 
(𝑟 = 0.858); the smallest was E1 vs. E3 (𝑟 = 0.299). Because the module registered statisti-
cally distinguishable readings for nearly every pair of interaction contexts, it is sensitive 
enough to tell most of these conditions apart, supporting H2. This comes with a caveat: 
because every participant completed the scenarios in the same fixed order (E1→E3→E7→E9, 
Section 6.3), the differences are also consistent with a progression effect (fatigue, familiar-
ization, growing webcam comfort) rather than, or in addition to, the conditions themselves; 
H2 should be read as the module being sensitive to something varying systematically across 
the session, not that condition content specifically drove it. The one exception (E1 vs. E3) 
did not replicate under the robustness check reported in Section 5 (𝑉′ = 𝐸̄happy − 𝐸̄sad, all 
six comparisons significant); it therefore appears to reflect the specific construction of the 
original valence indicator, which dilutes the happy-versus-sad contrast across four negative 
categories, rather than a genuine sensitivity limit of the module.

6.3.  Threats to Validity and Future Work
The fixed E1→E3→E7→E9 order means learning or familiarization effects cannot be 

ruled out as a partial explanation for the observed differences; randomized or counterbal-
anced ordering would strengthen future validation. The four interaction contexts were built 
as bundled configurations (several UX or gamification characteristics changing together), 
which is appropriate for stress-testing the module under realistically varied conditions but 
means this paper cannot attribute sensitivity to any single design element. The sample 
(25 students, one course, one institution, unreported age/gender/skin-tone distribution) 
limits generalization, and the pre-trained models, not independently benchmarked on 
this population, may be affected by pose, lighting, webcam quality, or demographic mis-
match with their training data; readings are accordingly probabilistic, and H1 is interpreted 
narrowly as evidence of functioning and differentiated output rather than label accuracy, 
since no independently labeled ground truth was collected to compute accuracy, precision, 
recall, or rater agreement (cf. benchmarked pipelines reporting such figures [14]). The 
100-ms sampling interval also produces temporally dependent records, which is why infer-
ence was carried out on participant-scenario aggregates rather than individual records. A 
storage-layer limitation is also worth noting: because snapshot images are named only by 
participant, course, and category, a repeated session for the same participant and course 
would overwrite an earlier snapshot for a given category; the flat-file, append-only logs 
used for per-detection and per-session records do not have this limitation.
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Future work includes a formal usability evaluation of the module’s authorization flow 
and unobtrusiveness, benchmarking against independently labeled facial-expression data, 
and testing across additional courses, institutions, and webcam conditions. In ongoing 
related work, the module validated here is being used to study whether the affective patterns 
it detects track the UX and gamification levels intentionally designed into a course, a design-
evaluation question distinct from the module-validation question addressed in this paper.

7.  Conclusions
This paper presented the design of a real-time, browser-based facial emotion recog-

nition (FER) module integrated directly into Moodle, and validated its operation, not the 
accuracy of its classifications, experimentally with 25 undergraduate students across four 
Moodle scenarios built with contrasting UX and gamification characteristics. The module 
produced a clearly interpretable, non-degenerate dominant facial-expression reading in 
every scenario, supporting H1: it functions and yields differentiated output rather than 
noise. A Friedman test found significant differences in the detected affective valence across 
scenarios (𝜒2(3) = 41.544, 𝑝 < 0.001, Kendall’s 𝑊 = 0.554), with five of six Bonferroni-
adjusted Wilcoxon comparisons significant under the reported indicator and six of six 
under a robustness-check alternative (Section 5), supporting H2: the module is sensitive 
to something that varies systematically across the session, though the fixed scenario order 
means this cannot be fully separated from a general progression effect (Section 6.3).

Together, H1 and H2 constitute functional validation of the module as a measurement 
instrument: it works, and it is not blind to differences between the situations it is exposed 
to. Neither hypothesis establishes that the module’s classifications are accurate against 
independently labeled ground truth; that validation is outside scope and left as future 
work (Section 6.3). Functional validation remains a necessary prerequisite for using the 
module as a research instrument, offered here as a self-contained contribution: a working, 
Moodle-embedded FER capability that other studies, including our own, can build on to 
ask design-oriented questions about how detected affect relates to the interfaces learners 
are given.
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