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Mirko Karakašić, Naida Ademović,
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Abstract

This paper examines how data preparation affects machine-learning classifiers for diabetes-
risk prediction using the Pima Indians Diabetes Database. Three preprocessing methods
are considered: imputing invalid zeros, handling outliers, and data scaling. Nine algo-
rithms are evaluated on this dataset: linear/probabilistic baselines (Logistic Regression,
Gaussian Naive Bayes), distance-based methods (KNN, Support Vector Machines), a single
tree-based model (Decision Tree), and tree ensembles (Random Forest, Gradient Boosting,
XGBClassifier, LightGBM). Median imputation of invalid zeros yields the largest and most
consistent gains in accuracy and AUC. Outlier handling uses interquartile-range filtering,
with Local Outlier Factor as an auxiliary indicator; effects are modest for accuracy and
small, model-dependent for AUC. Scaling offers targeted benefits: for KNN, robust scaling
can slightly alter performance and may reduce AUC relative to median-only imputation in
this setup; SVM shows modest gains, while tree ensembles are comparatively insensitive
overall. Ensembles achieve the highest performance and remain robust under minimal
preparation, while simpler models benefit most from pipelines combining median imputa-
tion, careful outlier handling, and appropriate scaling. Hyperparameter tuning yields small
to substantial gains—large for Decision Trees—while leaving ensemble rankings largely
unchanged. Overall, results highlight the centrality of median imputation and the selective
value of scaling for distance-based classifiers in diabetes-risk prediction.

Keywords: machine learning; data preparation; diabetes; classification

1. Introduction
Diabetes mellitus is among the most prevalent chronic endocrine diseases worldwide

and continues to rise in incidence, increasingly affecting younger populations as lifestyles
change [1]. It is characterized by persistent hyperglycaemia arising from insufficient
insulin secretion and/or reduced insulin sensitivity, which progressively disrupts carbohy-
drate, fat, and protein metabolism [2]. The clinical course involves a long asymptomatic
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phase, while complications span microvascular (retinopathy, nephropathy, neuropathy)
and macrovascular outcomes that elevate morbidity and mortality. For risk assessment
and early recognition, salient factors include age, adiposity and fat distribution (e.g., BMI,
waist circumference), blood pressure, lipid profile (LDL/HDL), physical inactivity, dietary
patterns, smoking, family history, and prior gestational diabetes [3]. Classic symptoms
such as polyuria, polydipsia, polyphagia, fatigue, blurred vision, and unexplained weight
loss may be present but are not necessary for diagnosis.

Machine learning (ML) methods increasingly support early, scalable risk stratification
by exploiting structured clinical features from routine measurements and questionnaires [4].
A broad repertoire of classifiers—linear and probabilistic models, distance-based methods,
decision trees, and tree ensembles—enables accurate prediction when models are well
specified. However, real-world datasets often contain “noise”: medically invalid zeros
or missing values, outliers, and heterogeneous feature scales. If left unaddressed, these
artifacts bias parameter estimation, distort decision boundaries, and may inflate apparent
performance through data leakage or unstable thresholds. Consequently, principled data
preparation is an essential prerequisite for credible ML-based screening and decision
support [5].

This paper quantifies the effect of three foundational preparation steps—imputation
of missing/invalid entries, outlier handling, and data scaling—affect downstream classifier
performance on the widely used Pima Indians Diabetes Database. The evaluation spans
representative algorithms: Logistic Regression and Gaussian Naive Bayes; KNN and
Support Vector Machines; Decision Tree and ensemble methods including Random Forest,
Gradient Boosting, LightGBM, and XGBClassifier.

This paper is organized as follows. Section 2 details the methodology, including the
dataset and its characteristics, data preparation (imputation of missing values, outlier
handling, and data scaling), and the classification algorithms. Section 3 presents the results
and their analysis.

2. Methodology
In this section, the dataset used, the data preparation methods, and the classification

algorithms are described.

2.1. Dataset and Characteristics

The Pima Indians Diabetes Database [6] was selected for its realistic data-quality
challenges—missing values, class imbalance, heterogeneous feature scales, and outliers. It
contains 768 samples with eight numerical features (Pregnancies, Glucose, Blood Pressure,
Skin Thickness, Insulin, BMI, DiabetesPedigreeFunction, Age) and a binary classifica-
tion target (diabetes: yes/no). Class distribution includes 268 positive cases (35%) and
500 negative cases (65%), representing a 1:1.87 imbalance common in healthcare appli-
cations. Approximately 7% of feature values are encoded as zero but semantically indi-
cate missing data. Feature scales are heterogeneous: Age ranges 21–81 years, Glucose
0–199 mg/dL, and Insulin 0–846 µU/mL. This combination of challenges—missingness,
class imbalance, outliers, and scale heterogeneity—reflects realistic healthcare data charac-
teristics, justifying the dataset’s selection for this study.

2.2. Data Preparation Methods

Figure 1 shows the workflow of the research, which consists of dataset loading, ex-
ploratory data analysis, missing value imputation, outlier handling, data scaling, models
training, hyperparameter tuning in the final phase, and models evaluation.

https://doi.org/10.3390/engproc2026125013

https://doi.org/10.3390/engproc2026125013


Eng. Proc. 2026, 125, 13 3 of 9

Figure 1. Research Workflow.

2.2.1. Missing Value Imputation

Two imputation strategies were tested. Median imputation replaces missing values
with feature median, chosen over mean due to robustness against outliers particularly
important in healthcare data [7]. Mean imputation was tested as alternative baseline.
Both strategies represent computationally efficient approaches implementable in standard
ML frameworks. Imputation parameters were computed on training fold only and ap-
plied to test fold, preventing data leakage. More sophisticated techniques (MICE, KNN
imputation) were excluded to focus on widely used practical approaches deployable in
resource-constrained settings.

2.2.2. Outlier Handling

Two outlier handling methods were applied: Interquartile Range (IQR) and Local
Outlier Factor (LOF). Interquartile Range (IQR) method removed samples with feature
values beyond [Q1 − k·IQR, Q3 + k·IQR], with a factor k, usually set to 1.5. This inter-
pretable, distribution-free approach with standard 1.5·IQR multiplier removes approxi-
mately 2–3% of samples. IQR-based handling was chosen because it is widely understood,
implementable in any framework, and represents practical baseline approach rather than
sophisticated statistical method [8]. LOF (Local Outlier Factor) is an unsupervised algo-
rithm that identifies outliers based on local neighboring points and is based on a single
parameter, the minimum number of nearest neighbors, which is used to calculate the factor
itself. It quantitatively assesses how exceptional an object is [9]. A LOF value close to
1 indicates that the object is not an outlier, while higher values reflect the corresponding
degree of anomaly.

2.2.3. Data Scaling

Two scaling approaches were compared: StandardScaler and RobustScaler. Standard-
Scaler centers distributions at 0 with unit variance, and it is calculated by Equation (1):

z =
x − µ

σ
, (1)
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where z is the scaled value, x is the original value, µ is the mean of all feature values, and σ

is the standard deviation of all feature values. RobustScaler, more robust to extreme values,
is calculated by Equation (2):

z =
x − Q1(x)

Q3(x)− Q1(x)
, (2)

where z is the scaled value, x is the original value, Q1 (x) and Q3 (x) are the first (25th
percentile) and third (75th percentile) quartiles of the feature, respectively [10]. Each
quartile is a single statistical value computed from the entire distribution of the feature
across all samples, representing the points below which 25% and 75% of the data lie. It was
compared to investigate whether outlier robustness justifies increased complexity. Scaling
parameters were computed on training fold only, preventing data leakage.

2.3. Classification Algorithms

Nine algorithms were selected to cover complementary inductive biases, interpretabil-
ity levels, and sensitivity to preprocessing, forming a diverse yet tractable set of founda-
tional baselines suitable for side-by-side comparison. Simple classifiers included Logistic
Regression (linear, interpretable, scale-sensitive), Gaussian Naive Bayes (probabilistic,
distribution-sensitive), KNN with k = 5 (instance-based, scale and outlier sensitive), and
Decision Tree with max_depth = 10 (hierarchical, interpretable, scale-invariant). Distance-
based SVM with RBF kernel represents algorithms critically dependent on distance cal-
culations. Ensemble methods included Random Forest (100 trees), Gradient Boosting
(100 estimators), XGBClassifier (100 rounds), and LightGBM (100 estimators), all represent-
ing scale-invariant, aggregation-based approaches.

3. Results with Analysis
Table 1 shows the results of classification based on the dataset on which no interven-

tions were performed, or where no data preparation was carried out.

Table 1. Classification performance on the unprocessed dataset.

Classifier Accuracy [%] Precision [%] Recall [%] F1 Score [%] AUC [%]

Random Forest 77.08 70.13 59.90 63.93 82.08
Decision Tree 70.95 58.42 58.00 58.14 67.82
XGBClassifier 73.04 62.52 57.12 59.12 78.51

Support Vector Machine 76.04 74.33 48.06 57.54 81.09
Logistic Regression 77.33 72.65 56.71 62.73 82.70

Gaussian Naive Bayes 75.77 66.94 60.09 63.00 81.11
KNN 71.22 60.34 51.87 55.01 74.41

Gradient Boosting 76.03 67.82 60.13 63.04 83.53
LightGBM 74.61 65.54 60.00 62.04 79.90

Given the missing values, varying feature value ranges, and outliers in the dataset, the
relatively weak results across all metrics are as expected. The best results were achieved
with Logistic Regression (accuracy: 77.33%, precision: 72.65%, recall: 56.71%, F1: 62.73%,
and AUC: 82.70%), followed by Random Forest (accuracy: 77.08%, precision: 70.13%, recall:
59.90%, F1: 63.93%, and AUC: 82.08%) and Gradient Boosting (accuracy: 76.03%, precision:
67.82%, recall: 60.13%, F1: 63.04%, and AUC: 83.53%).

The next phase assessed the effect of imputing zeros using the mean and the median.
Table 2 shows the results for mean and median zero-value imputation.
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Table 2. Classification performance with zero-value imputation.

Classifier Accuracy [%] Precision [%] Recall [%] F1 Score [%] AUC [%]

Imputation of zero values using the mean

Random Forest 86.85 82.18 79.76 80.58 93.73
Decision Tree 83.98 76.25 78.65 77.10 82.78
XGBClassifier 87.49 82.97 80.71 81.48 94.60

Support Vector Machine 84.24 78.15 77.22 77.20 86.74
Logistic Regression 77.72 71.62 59.57 64.60 85.99

Gaussian Naive Bayes 77.20 67.99 64.12 65.61 85.22
KNN 84.11 79.42 72.35 75.10 88.78

Gradient Boosting 88.41 84.99 80.85 82.55 95.07
LightGBM 88.15 84.25 81.26 82.30 94.65

Imputation of zero values using the median

Random Forest 87.62 83.52 80.79 81.79 93.81
Decision Tree 84.50 76.89 78.93 77.68 83.11
XGBClassifier 87.89 83.54 81.95 82.42 94.85

Support Vector Machine 85.01 76.29 83.69 79.44 88.61
Logistic Regression 77.46 71.68 58.66 63.70 84.83

Gaussian Naive Bayes 76.42 67.03 62.52 64.22 84.32
KNN 85.02 79.36 77.42 78.07 90.68

Gradient Boosting 87.76 85.10 79.92 81.90 95.30
LightGBM 87.76 83.62 81.66 82.26 94.84

Across most metrics, all classifiers improved substantially, except Logistic Regression
and Gaussian Naive Bayes, which showed only marginal gains. Comparing mean and
median zero-value imputation, median imputation generally yielded better or slightly
better results for most classifiers, with the notable exceptions of Logistic Regression
and Gaussian Naive Bayes. Overall, the best performing models were the ensemble
models: Gradient Boosting, XGBClassifier, and LightGBM, closely followed by Ran-
dom Forest, while the simpler models, Logistic Regression, and Gaussian Naive Bayes,
performed worst.

The next phase involved analyzing model performance following zero imputation
and scaling. Given that, per Table 2, median imputation performed better than mean
imputation, Table 3 presents results with median imputation combined with standard and
robust scaling.

Table 3. Classification performance with zero-value imputation and scaling.

Classifier Accuracy [%] Precision [%] Recall [%] F1 Score [%] AUC [%]

StandardScaler

Random Forest 87.49 83.48 80.43 81.59 94.40
Decision Tree 83.85 75.67 77.86 76.60 82.38
XGBClassifier 87.37 83.56 80.48 81.53 94.75

Support Vector Machine 84.37 78.99 75.49 76.77 90.77
Logistic Regression 76.94 70.44 57.80 62.76 85.28

Gaussian Naive Bayes 76.42 67.03 62.52 64.22 84.32
KNN 81.63 76.00 70.72 72.58 87.81

Gradient Boosting 88.02 84.44 81.39 82.58 95.21
LightGBM 87.76 83.38 81.73 82.21 94.73
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Table 3. Cont.

Classifier Accuracy [%] Precision [%] Recall [%] F1 Score [%] AUC [%]

RobustScaler

Random Forest 87.37 83.30 80.03 81.35 94.34
Decision Tree 83.98 76.16 77.53 76.71 82.41
XGBClassifier 87.37 83.56 80.48 81.53 94.75

Support Vector Machine 84.76 79.89 75.41 77.19 91.27
Logistic Regression 76.94 70.44 57.80 62.76 85.31

Gaussian Naive Bayes 76.42 67.03 62.52 64.22 84.32
KNN 83.46 76.03 76.11 75.71 89.11

Gradient Boosting 88.15 84.77 81.39 82.72 95.22
LightGBM 87.63 84.36 80.53 81.86 94.90

Overall, robust scaling yields better results, with the difference compared to stan-
dard scaling being particularly pronounced for algorithms such as KNN, which is highly
sensitive to outliers. On the other hand, ensemble classifiers like Gradient Boosting, XGB-
Classifier, and Random Forest are inherently more robust to outliers and therefore perform
well with standard scaling alone. The weakest performers, regardless of scaling type,
remain Logistic Regression and Gaussian Naive Bayes.

After completing full data preparation, which included zero imputation and scaling,
outlier handling using IQR and LOF methods was also performed in final phase. Table 4
shows the results of zero imputation with medians, robust scaling, and outlier handling.

Table 4. Classification performance with zero-value imputation, outlier handling, and scaling.

Classifier Accuracy [%] Precision [%] Recall [%] F1 Score [%] AUC [%]

Random Forest 88.55 84.27 82.38 82.90 94.00
Decision Tree 82.50 73.83 77.78 75.38 81.47
XGBClassifier 89.08 84.99 82.56 83.52 94.83

Support Vector Machine 85.79 80.64 77.66 78.81 90.84
Logistic Regression 80.39 75.57 64.41 68.91 87.09

Gaussian Naive Bayes 81.05 72.79 71.81 71.85 87.76
KNN 84.47 76.84 79.25 77.64 89.73

Gradient Boosting 89.21 86.55 82.15 83.91 94.99
LightGBM 88.55 85.62 80.21 82.55 94.80

Overall, Gradient Boosting performed the best. XGBClassifier showed almost iden-
tical results, followed by somewhat weaker Random Forest and LightGBM. The weakest
performers were again Logistic Regression and Gaussian Naive Bayes, which still showed
noticeable improvement in this data preparation step, somewhat narrowing the gap to the
other tested classifiers.

Since the performance of machine learning methods depends not only on data prepa-
ration and its outcomes but also on the manner in which models are trained, it is necessary
to conduct hyperparameter tuning. This procedure involves repeatedly adjusting classifier
parameters in various combinations with the aim of achieving optimal model performance
and improved metric results. Hyperparameter tuning was carried out for all previously
considered classifiers following the procedures described and implemented in final phase,
with the results presented in Table 5.
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Table 5. Classification performance with tuned hyperparameters.

Classifier Accuracy [%] Precision [%] Recall [%] F1 Score [%] AUC [%]

Random Forest 89.08 84.52 83.55 83.67 94.47
Decision Tree 86.84 85.97 74.48 79.48 92.89
XGBClassifier 89.21 86.10 82.43 83.89 95.58

Support Vector Machine 85.79 79.96 78.74 78.97 90.68
Logistic Regression 80.26 74.25 65.87 69.22 87.26

Gaussian Naive Bayes 81.05 72.79 71.81 71.85 87.76
KNN 86.58 82.96 77.45 79.65 92.70

Gradient Boosting 88.29 84.50 81.34 82.53 95.25
LightGBM 88.68 84.45 82.24 82.95 95.51

The greatest benefit from hyperparameter tuning was observed in the Decision Tree,
with accuracy improving by approximately 4%, precision by 12%, F1 by 4%, and AUC
by 11%, while recall decreased by 3%. Overall, the best results were achieved by the
XGBClassifier (accuracy: 89.21%, precision: 86.10%, recall: 82.43%, F1: 83.89%, AUC:
95.58%), followed by Random Forest (best recall: 83.55%, accuracy: 89.08%, precision:
84.52%, F1: 83.67%, AUC: 94.47%), LightGBM (accuracy: 88.68%, precision: 84.45%, recall:
82.24%, F1: 82.95%, AUC: 95.51%), and Gradient Boosting (accuracy: 88.29%, precision:
84.50%, recall: 81.34%, F1: 82.53%, AUC: 95.25%). However, most results with these models
after hyperparameter tuning (except for AUC) are inferior to those prior to tuning. Figure 2
graphically depicts the aforementioned results.

 

Figure 2. Model performance comparison (Accuracy, Precision, Recall, F1, AUC).

Given the class imbalance in the dataset, AUC was prioritized as the primary selection
metric. From the figure, it is apparent that XGB, LightGBM, Gradient Boosting, and Random
Forest achieve the highest AUC values.
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4. Conclusions
The goal of the paper is to determine the effect of data preparation methods on various

machine learning models for solving classification problems, as well as to compare classi-
fiers with each other. The specific problem to which classification is applied in this study
is predicting the risk of developing diabetes, one of the most common endocrinological
diseases worldwide, which is continuously on the rise. Data preparation included methods
such as imputing missing values, removing outliers, and data scaling.

The results showed that the most significant improvement across all metrics and for
almost all classifiers, except Logistic Regression and Gaussian Naive Bayes, was recorded
through imputation of missing values, primarily using medians. Other methods, namely
outlier removal and data scaling, only slightly improved model performance, with the
exception that Logistic Regression and Gaussian Naive Bayes showed notable improvement
only after outlier removal. Regarding scaling methods, RobustScaler generally gave better
results, especially for simpler classifiers more sensitive to outliers, while for the more
complex ensemble classifiers, StandardScaler was almost equally effective. Generally,
ensemble models such as Gradient Boosting, XGBClassifier, LightGBM, and Random Forest
showed better results, and due to their inherent properties, no significant differences were
observed between zero imputation with medians versus means, or between robust versus
standard scaling. On the other hand, simpler models like Logistic Regression, KNN, and
SVM showed greater improvements with zero imputation by medians and robust scaling
compared to mean imputation and standard scaling, indicating that simpler models are
more sensitive to unprepared data and therefore require higher-quality data preparation.
Advanced ensemble models are less sensitive and achieve similar results with simpler
preparation methods. This confirms the importance of high-quality and comprehensive
data preparation as a prerequisite for building effective models. The choice of classifier
depends on the data preparation; it is evident that simpler classifiers require more complex
preparation methods, while more complex classifiers achieve comparable results with
robust and simpler data preparation methods.

This study was conducted on only a single dataset, which represents a limitation to
some extent, but at the same time opens up opportunities for further research on the effect
of the applied preprocessing methods on other types of datasets. Additionally, the work
employed only foundational baselines. Beyond these, some advanced methods could also
be considered, including Extra Trees, regularized linear models (ElasticNet, Lasso, Ridge),
and Linear Discriminant Analysis (LDA).
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