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Abstract

This study introduces a comprehensive benchmarking framework for evaluating visual
odometry (VO) methods, combining classical, learning-based, and hybrid approaches.
We assess 52 configurations—spanning 19 keypoint detectors, 21 descriptors, and
4 matchers—across two widely used benchmark datasets: KITTI and EuRoC. Six key
trajectory metrics, including Absolute Trajectory Error (ATE) and Final Displacement
Error (FDE), provide a detailed performance comparison under various environmental
conditions, such as motion blur, occlusions, and dynamic lighting. Our results highlight
the critical role of feature matchers, with the LightGlue-SIFT combination consistently
outperforming others across both datasets. Additionally, learning-based matchers
can be integrated with classical pipelines, improving robustness without requiring
end-to-end training. Hybrid configurations combining classical detectors with learned
components offer a balanced trade-off between accuracy, robustness, and computational
efficiency, making them suitable for real-world applications in autonomous systems
and robotics.

Keywords: visual odometry; deep learning-based odometry; feature-based odometry;
autonomous vehicles; comparative analysis

1. Introduction

Visual odometry (VO) is a fundamental technique for estimating a moving camera’s
position and orientation from image sequences alone. It plays a crucial role in scenarios
where traditional localization methods like GPS are unavailable or unreliable—such as
indoor environments, underground tunnels, or underwater areas [1]. Since its introduc-
tion in the 1980s through optical flow techniques, significant progress has been achieved,
including real-time applications such as the Mars Exploration Rovers [2,3].

Classical VO methods rely on geometric tracking of keypoints, whereas learning-
based approaches use deep neural networks to extract motion directly from visual data [4].
Hybrid methods aim to combine the strengths of both, balancing efficiency and robustness.
While learning-based VO offers greater adaptability, it also requires large datasets and high
computational resources, especially in diverse or unseen domains.

Despite ongoing advances, VO systems remain sensitive to factors such as motion
blur, lighting changes, sensor noise, and dynamic objects [5]. This study presents a
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systematic and comprehensive comparison of classical and learning-based VO config-
urations, focusing on accuracy, runtime, and computational efficiency under controlled
experimental conditions.

2. Related Work

Interest in comparative analysis of visual odometry (VO) techniques has grown along-
side the increasing deployment of SLAM systems and autonomous platforms [1,4,6]. Early
VO methods were grounded in optical flow, with the Lucas-Kanade (LK) algorithm [7]
serving as a foundational approach in frame-to-frame motion estimation.

Classical VO pipelines typically involve keypoint detection through algorithms such
as SIFT [8], ORB [9], BRISK [10], AKAZE [11], or KAZE [12]; description via BRIEF [13],
FREAK [14], RootSIFT [15], or BEBLID [16]; and matching using Brute-Force [17] or
FLANN [18]. These methods are known for their interpretability and computational effi-
ciency, although their performance can degrade under complex environmental conditions.

Learning-based approaches have introduced convolutional neural networks to extract
and match features directly from raw image data. Models such as SuperPoint [19], D2-
Net [20], ALIKED [21], R2D2 [22], LF-Net [23], DISK [24], ContextDesc [25] and KeyNet [26]
have demonstrated significant improvements in robustness and generalization. Recently,
LightGlue [27] has been proposed as an attention-based, context-aware matcher, capable of
leveraging global relationships across features.

Hybrid methods pair classical detectors with learned descriptors or matchers. For
instance, configurations such as ORB2_HardNet [9,28] and ORB2_SOSNet [9,29] pair tradi-
tional feature extraction with modern learned representations.

Although prior research has introduced and evaluated individual methods, broad
comparisons that span classical, learned, and hybrid VO pipelines remain scarce. The
present study addresses this limitation by systematically evaluating 52 representative
configurations using a unified framework implemented in PySLAM [5]. Emphasis is placed
on evaluating accuracy and robustness across diverse environments.

3. Materials and Methods

All experiments were conducted using the PySLAM (commit 9¢20866) framework [5],
which allows modular assembly of visual odometry (VO) pipelines. Keypoint detectors,
descriptors, and matchers were flexibly combined into 52 distinct configurations. For
each setup, trajectory estimation was carried out and performance was evaluated using
six quantitative metrics. The modular structure of PyYSLAM ensured consistent benchmark-
ing and reproducibility across all configurations.

3.1. Configurations

The evaluated VO pipelines were categorized into four groups, based on the nature of
their components:

Classical configurations relied entirely on handcrafted modules. Keypoints were
extracted using detectors such as SIFT [8], ORB [9], BRISK [10], or AKAZE [11], described
with BRIEF [13], FREAK [14], RootSIFT [15], or BEBLID [16], and matched using either
Brute-Force [17] or FLANN [18].

Learning-based configurations utilized deep networks for feature extraction and
description. Representative models include SuperPoint [19], D2-Net [20], ALIKED [21],
R2D2 [22], LF-Net [23], and DISK [24].

Hybrid configurations combined classical detectors with learned components. Exam-
ples include ORB2_HardNet [9,26] and ORB2_SOSNet [9,27], which replace handcrafted
descriptors with learned ones.
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LightGlue-based configurations employed the LightGlue matcher [25] in combination
with classical (e.g., SIFT, ALIKED) or learned descriptors (e.g., SuperPoint). LightGlue, with
its transformer-based architecture and context-aware matching, offers unique advantages
that distinguish it from other hybrid configurations.

Despite integrating both classical and learned components, its approach to matching
is significantly different, justifying its treatment as a distinct category in this study.

A detailed list of all 52 configurations—covering detector-descriptor-matcher pair-
ings, grouping assignments, and per-configuration metrics—is available in our public
GitHub repository (see Data Availability Statement). Additionally, the repository con-
tains the full source code, configuration files, and instructions to replicate the experi-
ments on different benchmark datasets, ensuring transparency and reproducibility of
the results.

3.2. Datasets

Two publicly available datasets were selected to evaluate the VO configurations under
diverse environmental conditions:

KITTI [30,31] provides urban driving scenarios with synchronized grayscale stereo
images and ground truth poses derived from GPS and IMU sensors. Its realistic outdoor
settings, dynamic objects, and long-range trajectories make it a standard benchmark for
evaluating vehicle-based VO systems under large-scale, structured conditions.

EuRoC [32] is designed for micro aerial vehicle (MAV) applications and comprises
indoor sequences captured by a stereo camera, with ground truth provided via a Vicon
motion capture system. The dataset features rapid camera motion, low-texture surfaces,
and challenging lighting conditions, thereby enabling robustness testing in confined or
cluttered environments.

The two datasets cover contrasting conditions, providing a broad basis for VO evaluation.

3.3. Evaluation Metrics

To measure VO performance, six commonly used trajectory-based metrics were ap-
plied [6,10]. Let p** and p?t denote the estimated and ground truth positions at frame i,
respectively, over a sequence of N frames:

Absolute Trajectory Error: Measures the overall deviation from the gt trajectory.

2
| M

t gt
pi” —P;

ATE = Alfi
Ni:l

Mean Absolute Error: Computes the average absolute deviation across the sequence.

T gt
MAE = G0 [|pi™ = i | 2)
Mean Squared Error: Penalizes larger errors by squaring the distances.
1Y ||
MSE = -3 |[p — p¥| ®)
N{=
Mean Relative Error: Normalizes error by the magnitude of the gt positions.
gt
1 [P — P}
RE==) ——i— 4
MRE = =} 4)

gt
P;

i=1 ‘



Eng. Proc. 2025, 113,16 40f11
Relative Pose Error: Captures frame-to-frame drift.
t t t
RPE = 2 e =) — (o, o) ©)
Final Displacement Error: Measures the final position difference.
FDE = [[p§* - pf ©)

All metrics were calculated using external Python (version 3.11.9) scripts and were
saved in CSV format for further statistical and graphical analysis.

4. Results

This section presents the evaluation results on the KITTI and EuRoC datasets using six
performance metrics. Configurations were ranked individually for each metric. The final
ranking was determined by computing the average rank across all metrics, resulting in a
single aggregated performance score for each configuration. Lower aggregated ranks indi-
cate better overall performance. The discussion focuses on top-performing configurations,
with occasional reference to poorly performing ones.

All relevant information is publicly available on the GitHub repository, including the
trajectory estimation text files (over 1000 files) for each run, the evaluation and execution
scripts, and the detailed metrics. These metrics are provided for each configuration-
sequence pairing as well as averaged across all sequences. Due to space constraints in the
paper, only the average results are presented.

4.1. KITTI

In the KITTI dataset, a broad range of performance was seen across VO config-
urations. Figure 1 shows the top-20 configurations, where LightGlue-based pipelines
consistently ranked highest, with LIGHTGLUESIFT and LIGHTGLUE_ALIKED leading
overall. These setups show that LightGlue effectively leverages classical descriptors like
SIFT and ALIKED, outperforming both traditional and learning-based pipelines. Classi-
cal SIFT variants also performed strongly. Configurations such as ROOT_SIFT_FLANN,
ROOT_SIFT, SIFT_FLANN, and SIFT followed closely behind LightGlue, confirming SIFT’s
reliability under motion blur, scale, and illumination changes. Hybrid approaches like
CONTEXTDESC_FLANN and CONTEXTDESC performed well, combining learned de-
scriptors with traditional matching. Similarly, BRISK_TFEAT and BRISK_TFEAT_FLANN
were competitive among hybrid methods, especially with robust matching. In contrast,
learning-based pipelines like SUPERPOINT and SUPERPOINT_FLANN were generally
outperformed by top classical and hybrid methods, though still within acceptable margins.
Traditional frame-to-frame methods like LK_FAST and LK_SHI_TOMASI had moderate
accuracy, while other classical pipelines—especially KAZE, BRISK, or ORB2—showed more
drift and lower rankings.
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Figure 1. Top 20 VO Configuration (KITTT).

To illustrate the extremes of visual odometry performance, qualitative trajectory plots
for Sequence 10 of the KITTI dataset are shown in Figure 2, comparing high-performing
and poor-performing configurations.
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Figure 2. (a) Trajectories from low-performing configurations; (b) trajectories from top-performing
configurations.

Left (Figure 2a): Underperforming methods show significant drift, with SHI_ TOMASI_
FREAK diverging drastically from the ground truth.

Right (Figure 2b): Top-performing configurations, including LIGHTGLUESIFT,
LIGHTGLUE_ALIKED, ROOT_SIFT, SIFT, and CONTEXTDESC closely follow the ground
truth, demonstrating stable motion estimation throughout the sequence.

4.2. EuRoC
The EuRoC dataset presents a markedly different challenge, with indoor sequences

characterized by rapid motion, low-texture environments, and varying illumination. Within
this context, the LIGHTGLUESIFT configuration once again achieved the highest rank-
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Figure 3. Top 20 VO Configuration (EuRoC).

Learning-based configurations—notably those involving D2Net, KeyNet, and LFNet—
also performed exceptionally well, regardless of whether Brute-Force or FLANN matching
was used. These results suggest that learned features are particularly well-suited to the
visual complexities of indoor scenes, where classical feature extractors often struggle due
to lack of texture or lighting irregularities.

LightGlue and LightGlue_DISK configurations were positioned in the mid-range of
the ranking. While their performance did not match that of combinations with robust
handcrafted descriptors such as SIFT or ALIKED, they nonetheless exhibited stability and
robustness across sequences. In contrast, configurations employing ALIKED and BRISK
consistently ranked near the bottom, indicating limited adaptability to EuRoC’s conditions.

SUPERPOINT-based approaches delivered moderate performance—superior to many
classical configurations, but generally outperformed by specialized learning-based and
LightGlue-enhanced pipelines. This outcome suggests that SuperPoint is more effective in
structured outdoor environments, while its performance degrades under more complex
indoor conditions.

4.3. The Impact of Feature Matchers on Localization Accuracy

To isolate the effect of feature matchers, the analysis focuses on the KITTI dataset,
whose long and varied trajectories are well suited for highlighting differences. All six
evaluation metrics (ATE, MAE, MSE, MRE, RPE, FDE) are considered, and their results
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are visualized in Figures 4-9. Full results for both datasets are available in the public
GitHub repository.
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Brute-Force (BF) and FLANN yielded nearly identical results overall, indicating that
FLANN's approximation rarely affects accuracy—though a few cases (e.g., ORB2_FREAK,
LFNet) showed BF underperformance.
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LightGlue consistently outperformed BF and FLANN across classical (e.g., SIFT) and
learned (e.g., ALIKED, DISK) descriptors, suggesting stronger robustness to geometric and
photometric variations.

A single exception was found in XFEAT, where its native matcher slightly surpassed
LightGlue. Given the system’s tight integration, it is treated as a special case.

5. Conclusions and Future Work

This study introduced a comprehensive benchmarking framework to evaluate
52 visual odometry (VO) configurations, spanning classical, hybrid, and deep learning-
based approaches. The results emphasize the significant impact of feature matchers on
system performance, particularly under diverse environmental conditions. The LightGlue—
SIFT combination emerged as a top performer, consistently ranking highly across both the
KITTI and EuRoC datasets, positioning it as a promising foundation for future VO systems.
Furthermore, the analysis revealed that modern learning-based matchers can be integrated
into classical detector—descriptor pipelines without the need for full end-to-end training.
This modular approach is highly applicable for real-world deployments.

Future work will focus on expanding the system to handle stereo input, optimiz-
ing runtime performance for real-time applications, and testing robustness in more
complex environments.
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