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Abstract

The challenge of accurately identifying the appropriate medical specialty based on pa-
tient symptoms leads to delays in diagnosis and treatment. This paper presents an Al
model developed to classify medical specialties from symptom descriptions. The model,
implemented with BERT, hosted via a Python-based Flask API v3, and integrated with an
interactive frontend application, allows users to input symptoms textually or interactively
select affected body parts and answer multiple choice questions. Following deployment,
feedback data from doctors and residents was collected and utilized to enhance the model
performance, supplemented by additional data from online medical forums. This study
demonstrates significant improvements in finding the correct medical specialty, contribut-
ing to more efficient patient triage, reducing the time to diagnose and treat patients, and
eliminating the presence of doctors in the initial process as they are often busy in emer-
gency departments. The use of generative Al and large language models, notably BERT, is
highlighted as a key factor in the model’s success.

Keywords: medical specialty classification; symptom description; BERT; patient triage;
emergency room; diagnosis; treatment efficiency

1. Introduction

Medical shortages and the growing number of patients who need specialized care
require new solutions for efficient patient guidance. Traditional methods for determining
the correct medical specialty are often slow and require medical knowledge that most
patients do not have, leading to delays in diagnosis and treatment.

Our research project uses Al to make this process smoother, ensuring patients receive
timely and accurate medical specialty referrals. Using a dataset of over 16,000 medical
entries and testing multiple models, we achieved a high accuracy with the BERT model.
This model was put into a web-based application, showing its potential to improve patient
triage in healthcare.

The interactive website allows users to input symptoms through text or select af-
fected body parts and answer some questions. This approach improves user engagement
and symptom understanding, leading to more accurate classifications. Feedback from
doctors and residents and data from online medical forums were used to improve the
model’s performance.
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Our Al model addresses medical shortages and improves healthcare efficiency. This
study highlights the significant potential of generative Al and large language models
(LLMs) in modernizing patient triage and ensuring specialized care.

The remainder of this paper is organized as follows: Section 2 reviews related studies
on medical text classification and symptom-based specialty prediction systems. Section 3 de-
tails our model architecture and BERT implementation. Section 4 describes our iterative
model enhancement process, including post-deployment feedback collection, data aug-
mentation from medical forums, and model retraining methodology. Section 5 presents
our interactive web application, covering both technical implementation details and user
interface design. Finally, Section 6 concludes with a discussion of our results and future re-
search directions, highlighting the potential for voice recognition integration and advanced
natural language processing techniques to further improve patient triage efficiency.

2. Related Work

Previous studies have explored various machine learning techniques for medical
text classification. Kim et al. [1] fine-tuned BERT for predicting medical specialties from
English texts; their analysis focused on predicting 1 of 27 medical specialties based on
medical question texts. The dataset, collected from a medical question answering platform,
is used for model training and evaluation. The results highlight the proposed model’s
superior performance compared with four competitive deep learning-based NLP models,
demonstrating a higher accuracy, precision, recall, and F1 score. The algorithms compared
include BERT, KR-BERT, M-BERT, CNN, and LSTM. The study also acknowledges chal-
lenges related to data quality and the complexity of predicting certain medical specialties,
proving the importance of the careful interpretation of the prediction results. Hossam
et al. [2] developed a system aimed at automatically classifying medical questions from
patients into 15 medical specialties, addressing the complexities of the Arabic language,
especially its common dialectical variations on the internet. The solution leverages swarm
intelligence and an ensemble of support vector machines (SVMs), utilizing particle swarm
optimization (PSO) for feature selection and hyperparameter tuning. The integration of
PSO with binarization techniques significantly enhances performance. Their approach,
which combines PSO, SVM, TF-IDEF, and tSNE, achieves 85% accuracy with an impressive
95.9% feature reduction rate. Comparative analysis shows that the method outperforms
other machine learning classifiers. However, the study is limited by focusing on a subset
of medical specialties and questions, which may reduce its overall applicability. Chao
Mao et al. [3] introduced a novel model, HyM, designed to automatically direct patients
to one of eight appropriate medical specialties based on their symptom descriptions in
Chinese. HyM integrates feature extraction from LSTM, TEXT-CNN, BERT, and TF-IDF to
capture both local and global semantic information from the symptom texts. The model is
evaluated on a dataset containing over 40,000 records from both online and offline sources,
and its performance is compared with models such as TEXT-CNN, LSTM, and BERT. The
results demonstrate that HyM achieves the highest accuracy of 93.5%, outperforming the
other models in terms of classification precision and stability; however, the number of
medical specialties was significantly less than the other studies. Weng, W. et al. [4] aimed
to develop a machine learning-based NLP pipeline for classifying medical subdomains in
clinical notes, utilizing various data representation techniques and supervised learning al-
gorithms. The study evaluated classifier performance using 431 clinical notes from iDASH
and 91,237 from MGH. The linear SVM with TF-IDF weighting and a hybrid feature repre-
sentation (combining bag-of-words and UMLS concepts) emerged as the best-performing
classifier across both datasets. While deep learning classifiers using neural embeddings
showed a higher AUC, they yielded lower F1 scores compared with shallow learning
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classifiers with interpretable clinical features. The study employed seven shallow learning
algorithms (including Naive Bayes, logistic regression, SVM, SGD, Random Forest, and
adaptive boosting) and two deep learning models (CNN and CRNN). Metrics such as F1
score, precision, recall, balanced accuracy, and AUC were reported, with the best classifier
for the iDASH dataset achieving an F1 score of 93.2% and an AUC of 95.7%. For the MGH
dataset, the top-performing classifier attained an F1 score of 93.4% and an AUC of 96.4%.
However, limitations include the reliance on a single clinical NLP system (cTAKES), the
analysis of only two datasets, an imperfect de-identification process, disregard for concept
relationships in UMLS, and the absence of external clinical validation.

Additionally, studies have discussed online-based medical diagnosis applications.
Mosa et al. [5] conducted a systematic review of healthcare applications for smartphones,
grouping them by targeted users (clinicians, students, patients) and discussing their func-
tionalities. S. Madanian et al. [6] reviewed patients” perspectives on digital health tools,
identifying facilitators like empowerment and self-management, as well as barriers such as
digital literacy and privacy concerns. H. L. Semigran et al. [7] evaluated online symptom
checkers to determine their diagnostic and triage accuracy, Tao et al. [8] presented their med-
ical diagnosis LLM (AMIE) capable of dialog. Finally, A. Jutel et al. [9] sought to describe
and catalog available diagnosis apps and explore their impact on the diagnostic process.

3. Model Architecture and Implementation

Our implementation utilizes the BERT (Bidirectional Encoder Representations from
Transformers) model, specifically the bert-base-uncased variant with 12 transformer blocks,
12 attention heads, and 110 million parameters. This pre-trained model was fine- tuned on
our medical specialty dataset to optimize the performance for our specific classification task.

Model Architecture

e Input Layer: Processes tokenized text with a maximum length of 128 tokens.

e Embedding Layer: Combines token, segment, and position embeddings.

e Transformer Encoder Layers: Comprises 12 layers of self-attention and feed-
forward networks.

e  C(lassification Layer: Custom layer added during fine-tuning to map BERT outputs to
specialty labels.

Figure 1 shows the general model architecture.

Input Layer
(Tokenized Text - Max 128 Tokens)

v

Embedding Layer

v

‘ Transformer Encoder Layers ‘

v

Classification Layer
(Fine-tuned Output to Labels)

Figure 1. BERT model architecture.

The bidirectional nature of BERT allows it to consider the full context of words in
symptom descriptions, which is crucial for understanding medical terminology and symp-
tom relationships.
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4. Model Enhancement
4.1. Data Collection and Initial Model

Our initial model, as discussed in our previous research paper [10], was trained using
a dataset of over 16,000 medical questions categorized into 41 specialties. In this study,
we tested four models, SVM, Random Forest, BERT, and FastText, with BERT achieving
the highest accuracy of 94%. The diversity of the dataset allowed the model to learn the
relationships between symptoms and specialties effectively.

4.2. Incorporating User Feedback

Post deployment, we collected feedback from doctors and residents using a form
integrated into the application which helped collect 543 input data points with 88% positive
accuracy. This form allowed users to indicate whether the predicted specialty was correct,
providing valuable data for model refinement. We gathered significant feedback, identify-
ing and correcting biases in certain specialties especially “Cardiology” where there was a
noticeable bias toward “Gastroenterology” when selecting the upper parts of the abdomen.

We summarize the whole architecture in Figure 2.
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Figure 2. Data feedback and retraining architecture.

4.3. Data Augmentation from Medical Forums

To further improve the model, we augmented our dataset to reach more than 18,000 en-
tries with more data from the popular medical QA forums MedHelp [11] and Pati-
entInfo [12] and the data collected from after the deployment of the application with
a focus on data about the specialties affected by the bias. This additional data provided
a broader range of symptom descriptions and patient questions, enhancing the model’s
ability to generalize across different contexts and reducing bias.

4.4. Model Retraining and Evaluation

The enhanced dataset was used to retrain the previously trained BERT model, resulting
in improved accuracy and robustness. The model’s performance was re-evaluated, showing
a minor improvement in precision and recall for previously biased specialties which led
to a small increase in the model performance from 94% to 94.7% accuracy. This iterative
enhancement process demonstrates the importance of continuous data collection and model
refinement in developing Al solutions for healthcare.

4.5. Challenges and Solutions in Model Development

During development, we encountered several challenges that required some solutions:
Class Imbalance: Some specialties were underrepresented in our initial dataset. We ad-
dressed this by implementing weighted loss functions and oversampling minority classes.
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Ambiguous Symptoms: Many symptoms can be associated with multiple specialties.
We enhanced disambiguation by adding symptom severity, duration, and location in our
feature engineering process.

Medical Terminology Variation: Patient descriptions often use general known terms
rather than medical terminology.

5. The Prediction Application

Our application features a user-friendly interface, allowing patients to input symptoms
either through text via a text field or interactively. The interactive option includes selecting
body parts and specifying pain characteristics such as pain type, severity, and duration.
The backend, powered by our Flask API and hosted in Azure, processes these inputs to
predict the appropriate medical specialty.

Our application has five pages, each containing specific input fields about each step
in identifying the correct medical specialty: a location page, an area of pain page, a pain
description page, a severity page, and a result page.

We combined all the fields” information on each page provided by the user to generate
a pre-defined phrase that can help give an understandable context for our BERT model.

An example of a phrase provided to the model, which gave the “Cardiology” specialty
as a result, is as follows: “I've been experiencing pain of 5 from a 0 to 10 scale in my chest.
It feels Aching and it has been going on for 1-3 Weeks”.

5.1. Technical Implementation Details
The application architecture consists of three main components:

- Frontend: Developed using React.js for responsive design, ensuring compatibility
across devices including mobile phones and tablets. The frontend communicates with
the backend via RESTful API calls.

- Backend API: Built with Flask, the API handles request processing, text normalization,
and model inference. Key features include:

- CPU-based model inference to lower the running cost.
- User feedback collection and storage.
- Authentication for medical professionals.

- Deployment Infrastructure: The application is containerized using Docker and de-
ployed on the Azure App Service with autoscaling capabilities to handle varying
loads. This ensures a high availability and consistent performance.

5.2. Performance Metrics Pages

Load testing was conducted to ensure that the application could handle multiple
simultaneous users. The results showed an average result response time of 6.3 s which can
be improved by using a GPU-based inference.

These metrics confirm the application’s readiness for real-world deployment in clini-
cal settings.

The main pages of our application are the home page and the result page, as presented
in the following sections.

5.2.1. Home Page

The home page serves as the application’s entry point, providing the first step in
identifying the medical specialty and it offers the user the choice between using a text
field to describe the issue and symptoms or an interactive body parts selector followed by
several steps to better describe the issue, as shown in Figure 3.
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You can use this text area to describe your issue and symptoms better!

Describe your issue in a detailed way

Select the body parts you have issue in:

Figure 3. First page of the application.

5.2.2. Result Page

This page gives the user the prediction of the medical specialty, based on how the
model takes the user input data and uses it to predict the correct medical specialty. It
also contains a form to help doctors and residents easily give feedback on the prediction
correctness, as shown in Figure 4.

° First step ° Second step ° Third step ° Fourth step 0 Final step
Location Area of pain Pain Description Severity Duration

You should go to the Cardiclogy Medical Specialty.

Was It the correct specialty?

Was it the wrong specialty?
Write the Correct Specialty *

Try Again
Figure 4. Result page.

6. Conclusions

Our Al-based solution for medical specialty classification demonstrates significant
potential in improving patient triage efficiency. By integrating user feedback and aug-
menting our dataset with forum data, we enhanced the model’s accuracy and reduced
bias by increasing the model accuracy by 0.7%, reaching 94.7%. Future work will focus on
expanding the dataset further, incorporating more diverse medical queries, and exploring
additional NLP techniques to refine the model, such as fine-tuning LLMs and comparing
their accuracy with the BERT-based solution. This approach highlights the critical role of
continuous data collection and model enhancement in developing effective Al solutions
for healthcare. We are also planning on using voice recognition to input the symptom
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description text and then using this as part of a chatbot to enhance the user experience and
therefore make the triage process faster.
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