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Abstract

Background/Objectives: Acute care use (ACU)—emergency department visits, inpatient
hospitalizations, and observation stays—drives morbidity and costs among adults with
diabetes. We developed and evaluated machine-learning models to predict 1-year ACU
risk using electronic health record (EHR) data and neighborhood-level data. Methods: We
performed a retrospective cohort study using de-identified EHR data from a large urban
academic health center, including adults (>18 years) with diabetes (N = 23,052). The index
date was defined as one year before each patient’s last encounter, and ACU was assessed
during the subsequent year. We modeled 180 predictors spanning demographics, Area De-
privation Index (ADI), prior healthcare utilization, vitals/BMI, comorbidities, medications,
and laboratory results. Decision tree and gradient-boosted models (XGBoost, LightGBM,
CatBoost) were tuned with Optuna using 8-fold stratified cross-validation, optimizing
area under the receiver operating characteristic curve (AUC). To improve class-balanced
classification performance under outcome imbalance, we selected post hoc probability
thresholds that maximized Macro F1 and quantified interpretability with permutation
feature importance. Results: ACU occurred in 30.53% of patients (7039/23,052). Boosted
models achieved AUC =~ 0.78, with LightGBM performing best (AUC = 0.7839). Macro
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1. Introduction

Diabetes mellitus is a pervasive chronic condition that affects approximately 40.1 million
people in the United States, representing 12% of the population in 2023 [1]. The estimated
economic burden of diagnosed diabetes reached $412.9 billion in 2022, with direct medical
costs accounting for $306.6 billion [1,2]. A primary driver of these expenditures is the
utilization of acute care services, including nearly 49 million hospital days and more than
19 million emergency department (ED) visits. Patients with diabetes are more likely to
require hospitalization compared to those without the condition [3-5]. Furthermore, these
patients have a 30-day hospital readmission rate of 14.4% to 22.7%. These unplanned
readmissions account for $20 to $25 billion in annual hospital costs, making the identifi-
cation of high-risk patients a critical priority for healthcare systems, particularly under
the Hospital Readmissions Reduction Program (HRRP), which penalizes institutions for
excessive readmission rates [6-9].

The risk of ACU is influenced by a complex interplay of clinical, demographic, and
socioeconomic factors [10,11]. Poor glycemic control (elevated HbAlc), insulin use, a high
comorbidity burden—especially heart failure and renal disease—and a history of prior
hospitalizations are among the most significant clinical predictors for ACU among people
with diabetes [6,12-15]. Acute and chronic complications of diabetes are the most common
proximate causes for ACU in this population. Meanwhile, non-medical risk factors include
lower socioeconomic status, smoking, poor health literacy, and limited access to primary
care physicians.

Most of this prior work has focused on predicting whether a patient will be readmitted
within 30 days of hospital discharge [6,7,14,16-22]. While 30-day readmission is an impor-
tant endpoint, it neglects other acute care use, such as ED visits and hospital observation
stays, subsequent admissions, the first hospitalization (i.e., not a readmission), and events
that occur more than 30 days after discharge. Furthermore, because these risk models
focus on hospitalized patients, they cannot be used to predict acute care outcomes among
non-hospitalized individuals. Lastly, a timeframe longer than 30 days is more relevant for
health systems eager to prevent these complications in an outpatient setting, allowing time
for interventions to take effect [23]. Thus, a way to predict the longer-term risk of all acute
care for people with diabetes is needed.

Despite the body of literature describing risk factors for ACU among people with
diabetes, predicting individual patient risk remains a persistent challenge because the phe-
nomenon arises from complex interdependencies that are difficult to represent in standard
analytic frameworks. ACU is shaped not only by non-modifiable clinical markers (e.g.,
chronic disease burden, prior utilization patterns), but also by diverse social drivers of
health such as housing insecurity, access to transportation, social support, and structural
barriers to outpatient care [6]. These factors interact in dynamic and often context-specific
ways, producing risk profiles that cannot be fully captured by clinical variables alone.
Consequently, models that rely primarily on biomedical indicators may miss meaningful
upstream drivers of hospitalization and fail to generalize across populations with different
social and environmental exposures [15]. In addition to conceptual complexity, predic-
tive efforts are constrained by significant data limitations. Further, historical datasets
may not reflect contemporary clinical practice, evolving treatment standards, or changes
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in healthcare delivery [7]. Major disruptions, most notably the COVID-19 pandemic,
have also altered patterns of healthcare seeking, admission thresholds, and resource avail-
ability, potentially rendering pre-pandemic models less reliable when applied to current
patient populations [6]. Technical modeling hurdles further complicate risk prediction in
high-dimensional electronic health record (EHR) environments. Traditional regression ap-
proaches can struggle to represent the non-linear, interactive relationships that commonly
arise among diagnoses, laboratory trajectories, medications, and care processes [24]. Even
when advanced machine learning methods are applied, evaluation can be undermined by
inappropriate sampling or validation strategies [25,26].

Failing to account for clustering, in which the same patient contributes multiple en-
counters, may inflate performance estimates and yield overly optimistic conclusions about
model accuracy [27]. Robust modeling requires careful attention to feature engineering,
temporal structure, and patient-level dependence to avoid misleading results [3]. The
limitations of clinical judgment highlight why algorithmic support is often pursued, yet
they also underscore the difficulty of the task [28]. However, substituting clinical judgment
with automated predictions introduces an additional tension between interpretability and
accuracy. High-performing “black box” models may achieve improved predictive metrics.
Still, clinicians may hesitate to trust outputs they cannot explain or reconcile with their
mental models of disease and local patient populations [29]. This tradeoff creates a practical
implementation barrier: even accurate algorithms can fail to improve care if they are not
transparent, clinically coherent, and demonstrably applicable to the specific context in
which they are deployed [29,30].

Machine learning (ML)-based predictive models are increasingly valuable in dia-
betes research because they enable automated clinical decision support that identifies
high-risk patients early in hospitalization [2,3], creating opportunities for timely, targeted
interventions that can improve safety and outcomes [13,31-33]. Unlike traditional statis-
tical approaches that often assume linear relationships, ML methods can learn complex,
non-linear interactions among heterogeneous predictors commonly available in electronic
health records (EHR), including laboratory results, comorbidities, medication exposures,
prior utilization, and social determinants of health, better reflecting the multifactorial
nature of diabetes complications [3-5,12,31,32,34,35]. The advantages of ML are par-
ticularly evident when predicting clinically significant but infrequent events, such as
severe hypoglycemia or 30-day readmissions, where class imbalance can limit conven-
tional model performance [5,12,29,35-37]. In addition to potential clinical benefit, accurate
risk stratification can reduce avoidable hospitalizations and associated costs by directing
scarce resources (e.g., diabetes education, care management, medication review, discharge
planning) to patients most likely to benefit [3,6,34,38]. Notably, the growing use of ex-
plainable AI (XAI) techniques (e.g., SHAP, LIME) helps translate “black-box” predictions
into interpretable feature-level explanations, supporting clinician trust and actionable
decision-making [5,7,29,31,32,35]. Finally, privacy-preserving, multi-institution learning
paradigms (e.g., domain generalization, swarm learning) [8,16] offer a pathway to more
robust models that generalize across sites without requiring centralized sharing of raw
patient data [30]. Together, these developments support a shift from reactive management
to more personalized, proactive diabetes care [36,37,39].

In this study, we applied multiple machine-learning classification models to identify
factors associated with the one-year risk of ACU among individuals with diabetes using
de-identified EHR data from the Temple University Health System (TUHS). We compared
patients who experienced ACU, defined as one or more emergency department (ED) visits,
inpatient hospitalizations (IP), or observation stays (OS) within one year, to a comparison
group without ACU. Using a rich set of demographic, clinical, laboratory, and medication
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variables, we aimed to identify key features associated with ACU risk in this population.
Our findings demonstrate that machine-learning models can achieve moderate discrimi-
nation while also providing clinically meaningful insights that may inform and enhance
patient care.

The contribution of this study is not the introduction of a new algorithm, but the
development and evaluation of an EHR-based predictive model for a broader and clinically
meaningful endpoint—all-cause 1-year ACU among adults with diabetes, including ED
visits, inpatient hospitalizations, and observation stays. This target differs from the more
common 30-day readmission setting and may better support outpatient risk stratification
and longer-horizon care management.

2. Materials and Methods
2.1. Study Cohort

This study leveraged a real-world, multimodal clinical dataset comprising records
of patients with diabetes receiving care in an academic, urban, safety-net health system.
The retrospective cohort was derived from de-identified electronic health record (EHR)
data from the Temple University Health System (TUHS). The dataset was organized into
seven relational tables, each contributing essential information for comprehensive clinical
characterization and longitudinal analysis: (1) an Encounter table containing unique pa-
tient identifiers and longitudinal visit records across TUHS facilities; (2) a Demographic
table including age, sex, race, and ethnicity; (3) an Address/ADI table linking patients
to neighborhood-level socioeconomic context using the ADI; (4) a Vitals table capturing
physiological measures, including systolic and diastolic blood pressure and body mass
index (BMI); (5) a Diagnosis table documenting diagnosis codes and descriptions over time
to support assessment of comorbidity burden; (6) a Prescribing table detailing medication
orders, including drug class and prescription duration; and (7) a Laboratory Results table
containing longitudinal lab test values to support clinical assessment and outcome tracking.

To ensure data quality and cohort relevance, we included individuals with admis-
sions between 1 January 2017, and 31 December 2023, and required at least 12 months
of continuous data to provide adequate historical context. Each patient timeline was
structured around two windows: a Lookback Period used to extract clinical history and
an Observation Period used to assess the outcome, ACU. The Index Date was defined
as the one-year period prior to each patient’s last clinical encounter, with the last clini-
cal encounter occurring on or before 31 December 2023. The Lookback Period spanned
the 365 days preceding the Index Date, and the Observation Period extended from the
Index Date through the patient’s last documented encounter. Figure 1 illustrates how the
two windows were defined.

Lookback Period Observation Perlod

365 days 365 days

\/

Index Date - 365 days
(1st day of lookback period)

A

Index Date Last Clmlcal Encounter 12-31-2023

Figure 1. Study windows for each patient timeline.

The index date was defined retrospectively as 365 days before the patient’s last docu-
mented encounter to ensure a uniform 365-day observation window for outcome ascertain-
ment. This approach should be interpreted as retrospective patient-level risk stratification
rather than as a fully prospective deployment framework. All predictors were measured
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during the lookback period before the index date, and ACU outcomes were assessed after
the index date. The 1-year observation period began the day after the index date and ended
on the patient’s last documented clinical encounter; the index date itself was therefore
excluded from outcome ascertainment.

Diabetes was identified if any of the following criteria were met during the initial
extraction window: (1) an ICD-9-CM diagnosis code of 249 or 250; (2) an ICD-10-CM
diagnosis code of E08-E13; or (3) a documented HbAlc laboratory result > 6.5%. Prescrip-
tion records were not used as an identifying criterion, to avoid misclassifying patients
prescribed diabetes medications for non-diabetes indications. Analyses were limited to
adults aged 18 years and older. The final cohort included 23,052 patients. The detailed flow
to build the cohort is presented in Appendix A.

2.2. Data Preprocessing

Unless otherwise specified, all preprocessing and feature construction used only data
recorded during the lookback period before the index date; observation-period data were
used only to define the ACU outcome.

2.2.1. Encounter

Encounter data included encounter type, admission and discharge dates, and dis-
charge disposition, and served as the primary source for temporal feature engineering and
patient-level predictors. We excluded patients with a discharge disposition of “expired”
and those without any encounters in the Lookback Period due to inadequate history for
feature extraction. Encounter-level records were aggregated to construct a single feature
vector per patient.

Seventeen features were engineered to capture utilization, care intensity, and tem-
poral dynamics, including age, year of the first lookback encounter, total encounters and
encounter-type counts, cumulative inpatient days, time span from first to last encounter,
and discharge disposition from the final lookback encounter. We also summarized inter-
encounter intervals (minimum, maximum, mean, and median) and created two 30-day
revisit indicators: one for acute care (ED, IP, OS) and one for all other encounter types.
These features collectively characterized each patient’s healthcare engagement.

2.2.2. Demographics

Demographic data captured key patient-level attributes that characterized the social
and ethnocultural composition of the diabetes cohort. Each patient contributed a single
demographic record containing sex, ethnicity (Hispanic vs. non-Hispanic), race, preferred
language, and Rural-Urban Commuting Area (RUCA) code. RUCA codes [40] classify
geographic areas by population density, urbanization, and commuting patterns. As such,
RUCA provides a nuanced measure of residential context and is particularly relevant for
examining disparities in healthcare access and utilization.

To improve usability for predictive modeling in this cohort, we applied the following
preprocessing steps. First, the original RUCA codes were converted into a binary indicator,
with a value of 1.0 denoting residence in a core urban area, representing most of the study
population, and all other codes were categorized as non—core urban. Second, we created
a binary indicator for English as the preferred language. Third, race was consolidated
into four categories to improve interpretability and reduce sparsity: (1) White, (2) Black,
(3) Other, and (4) No information. The “Other” category included patients who identified
as American Indian or Alaska Native, Asian, Native Hawaiian or Other Pacific Islander, or
multiple races.
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2.2.3. Address and the Area Deprivation Index (ADI)

Address-level ADI data provided socioeconomic context for each patient through the
AD], a census-based measure of neighborhood disadvantage derived from 17 indicators
spanning income, education, employment, and housing quality [41]. We used the ADI
National Rank (NATRANK), which is reported on a 1-100 scale, where lower values indicate
less deprivation and higher values indicate greater deprivation. For analysis, NATRANK
was discretized into six groups: five ordinal categories (Q1: 1-20, Q2: 21-40, Q3: 41-60,
Q4: 61-80, Q5: 81-100) and a sixth category (“Other”) capturing special or suppressed
codes in the source files indicating unreliable or unavailable neighborhood estimates (e.g.,
low population density, group quarters, or missing census information). To ensure temporal
alignment with clinical predictors, only ADI records overlapping the patient’s Lookback
Period were retained; patients without an ADI value during this window were excluded.
When multiple ADI values mapped to the same measurement window for a given patient,
we selected the most frequently occurring non-missing NATRANK to reduce the influence
of anomalous values.

2.2.4. Vitals

The Vitals table contained key clinical measurements, including height (inches), weight
(pounds), body mass index (BMI), systolic and diastolic blood pressure (mm Hg), and
smoking status, which collectively reflect baseline health status. To ensure temporal
consistency, we retained only the most recent vital signs recorded during each patient’s
final encounter within the Lookback Period. Patients without any vital signs documented
during the Lookback Period were excluded because the data were insufficient for model
development. When multiple measurements were recorded on the same day, we applied
variable-specific aggregation strategies. For height, weight, and BMI, which typically
exhibit minimal within-day variability, we used the mean. For systolic and diastolic blood
pressure, we summarized clinical variability by computing the mean, minimum, maximum,
and standard deviation.

To address missingness in height, weight, and BMI, we implemented a two-step impu-
tation strategy. First, when any two of the three components were available, the third was
calculated using the standard formula for U.S. units: BMI = 703 x weight(lb)/[height(in)]*.
Second, when only weight was available, and BMI was missing due to unreliable or un-
available height measurements, we fit a univariate linear regression model to predict BMI
from weight. This model demonstrated good performance (MAE = 2.98; MSE = 14.59;
RMSE = 3.82; R? = 0.76) and was used to impute BMI for 2757 patients (11.96% of the
final cohort of 23,052) for whom height was unavailable. Because BMI was not among the
dominant predictors in any model, the primary findings are not driven by this imputation
step. Patients missing blood pressure measurements were excluded, given the clinical im-
portance of blood pressure for risk prediction and the small number of such cases. Finally,
to ensure clinical validity, we removed physiologically implausible values (e.g., systolic
blood pressure > 400 mmHg or BMI > 120 kg/m?).

2.2.5. Diagnosis

Diagnosis data consisted of longitudinal ICD-10 codes. We applied the Elixhauser
Comorbidity Index [42] to map ICD-10 codes to 39 comorbidity categories reflecting chronic
disease burden. For each patient, comorbidities were assessed during the Lookback Period
and encoded as binary indicators, with a category marked present if any corresponding
ICD-10 code was observed. This yielded a patient-level binary feature vector summarizing
comorbidity burden for model development.
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2.2.6. Prescribing

Prescribing data included medication names, dates, quantities, dosing frequency,
and refill counts. To reduce dimensionality while preserving clinical interpretability, we
extracted features across four expert-selected therapeutic domains: cholesterol, blood pres-
sure, diabetes, and systemic steroids. Medications were standardized to RxNorm Concept
Unique Identifiers (CUIs) to harmonize drug terminology across records. For each patient
and domain, we created a binary indicator denoting whether any corresponding prescrip-
tion occurred during the Lookback Period, yielding a scalable summary of medication
exposure for downstream modeling.

2.2.7. Laboratory Results

The Laboratory Results table provided longitudinal laboratory measurements re-
flecting patients’ clinical status across a wide range of tests. Each record included the
laboratory test name and result value, along with test priority, quality indicators, and flags
for out-of-range results. To ensure temporal alignment with model inputs and maintain
analytic tractability, we retained only laboratory test names and corresponding result values
recorded during the Lookback Period. Because the modeling objective was patient-level,
laboratory results were aggregated to produce a single structured feature set per individual.
For tests performed multiple times during the Lookback Period, we computed four sum-
mary statistics per test—minimum, maximum, mean, and standard deviation—to capture
both overall level and within-patient variability over time.

To enhance clinical relevance and reduce dimensionality, we selected a curated panel
of 21 laboratory tests in consultation with clinical experts, spanning multiple diagnostic
domains. Electrolyte and metabolic markers included carbon dioxide, anion gap, sodium,
glucose, blood urea nitrogen, creatinine, lactate, and estimated glomerular filtration rate. Liver
function markers included alanine aminotransferase, aspartate aminotransferase, bilirubin,
and albumin. Renal and acid-base status was characterized using arterial and venous pH and
partial pressures of carbon dioxide and oxygen. Hematologic indicators included hematocrit,
white blood cell count, and hemoglobin Alc. Cardiac status was represented by troponin I,
and lipid status was assessed using low-density lipoprotein cholesterol.

Not all patients underwent every test in the curated panel. To handle missingness
while preserving interpretability, we included missingness indicators for each laboratory
test, enabling the models to distinguish unmeasured tests from physiological abnormalities.
Together, these features provided a robust and clinically interpretable laboratory profile for
downstream modeling.

2.3. Outcome

The primary outcome was ACU during the 1-year Observation Period, defined as
one or more ED visits, IP, or OS for any cause. Patients were classified as “Yes” if they
experienced at least one qualifying ACU event and “No” if they experienced none. Pre-
liminary outcome assessment indicated a moderate class imbalance, which is common in
clinical prediction settings: 69.46% of patients (n = 16,013) had no ACU events, whereas
30.53% (n = 7039) had at least one event. Because accuracy can be misleading under class
imbalance, model performance was evaluated using less imbalance-sensitive metrics (e.g.,
recall /sensitivity and precision—recall-based measures) rather than accuracy alone.

2.4. Covariates
We adjusted for 180 covariates, including:

e  Demographics/ADI: 29 covariates;
e  Encounter Statistics: 14 covariates;
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BMI and Vitals: 9 covariates;
Prescribing: 5 covariates;
Diagnoses: 39 covariates;
Laboratory Results: 84 covariates;

A detailed list of covariates in each group is described in Appendix B.

2.5. Predictive Models
2.5.1. Baseline Models

We compared four tree-based classifiers (Decision Tree, XGBoost, LightGBM, and
CatBoost) selected for their ability to model nonlinear effects, scale to high-dimensional
features, and handle missing values natively. Missingness was treated as informative; thus,
no additional imputation was performed beyond prior preprocessing. Hyperparameters
were tuned with Optuna using model-specific search spaces and 8-fold stratified cross-
validation, optimizing mean AUC across folds. The best configuration from 500 trials per
model was retained for downstream evaluation.

2.5.2. Threshold Selection

Because the default 0.50 probability cutoff may not optimize class-balanced perfor-
mance under outcome imbalance, we evaluated alternative probability thresholds as sta-
tistical operating points for converting predicted probabilities into binary ACU classifi-
cations. In clinical prediction settings, the relative consequences of false-negative and
false-positive classifications may differ, and threshold choice can therefore affect the
balance between identifying patients who experience ACU and avoiding unnecessary
positive classifications [43,44]. In the present study, threshold selection was used to char-
acterize this sensitivity—specificity tradeoff and improve class-balanced statistical perfor-
mance; it was not intended to establish clinical utility, cost-effectiveness, or a definitive
implementation threshold.

After hyperparameter selection, we performed a second-stage threshold-selection pro-
cedure for the binary task of predicting whether a patient would experience ACU during
the 1-year Observation Period. Because AUC is threshold-independent, hyperparameters
optimized for AUC do not necessarily yield optimal threshold-dependent performance
metrics such as Macro F1 [45,46]. For each tuned model, we generated out-of-fold predicted
probabilities within the training partition using the same 8-fold stratified cross-validation
scheme. In each fold, the model was refit on the training partition using the selected hyper-
parameters, and predictions were produced for the held-out fold. Candidate thresholds
were then evaluated using these out-of-fold predictions, and the threshold that maximized
Macro F1 was selected.

Thresholds were evaluated over [0, 0.50] in increments of 0.025. The upper bound
of 0.50 corresponds to the conventional default cutoff; thresholds above 0.50 would make
the classifier more conservative than the default and were therefore not considered for
this sensitivity-oriented operating-point analysis. There was no lower-bound restriction
within the sub-default range, and the selected thresholds emerged empirically from the
training-data threshold search. Macro F1 was selected because it summarizes performance
across both outcome classes under imbalance, but it should be interpreted as a statistical
operating criterion rather than a direct measure of clinical utility or cost-sensitive net
benefit. Final threshold-dependent metrics were reported on the held-out test set using the
selected operating thresholds.
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2.5.3. Model Development and Evaluation Pipeline

The full analytic cohort was partitioned into a training set (80%) and an independent
held-out test set (20%) using stratified random sampling to preserve the 1-year ACU
outcome prevalence across splits. This split was performed at the patient level. All
hyperparameter tuning (Optuna, 8-fold stratified cross-validation) and threshold selection
were performed exclusively within the training partition; the test set was withheld until
final performance evaluation. Threshold selection used out-of-fold predicted probabilities
from the training partition only; test-set labels were not accessed during this step. All
preprocessing decisions—including the BMI imputation model, RUCA binary recoding,
and categorical variable mappings—were derived from the training partition and applied
to the test set. Performance metrics (AUC, accuracy, Macro F1, balanced accuracy, Brier
score, and bootstrap Cls for AUC) were evaluated on the held-out test set. This split
provided internal validation; no external validation cohort was used.

2.5.4. Probability Calibration

Model calibration was assessed to evaluate whether the predicted probabilities from
the boosted classifiers agreed with observed event rates. Two complementary measures
were used. First, the Brier score was computed for all boosted models on the held-out
test set. The Brier score is a proper scoring rule that quantifies overall prediction error
as the mean squared difference between predicted probabilities and binary outcomes; it
captures contributions from calibration, discrimination, and uncertainty, with lower values
indicating better overall predictive accuracy. Second, a calibration plot (reliability diagram)
was generated for all classifiers by grouping predicted probabilities into decile bins and
plotting the mean predicted probability within each bin against the observed ACU event
rate within that bin; a perfectly calibrated model produces points close to the diagonal.
Both assessments were performed on the held-out 20% test set. We note that calibration
is conceptually distinct from threshold optimization: the Macro Fl-optimized threshold
identifies a statistical operating point for classification, whereas calibration assesses the
agreement of the continuous predicted probabilities with observed event rates, independent
of any threshold.

2.5.5. Software

Analyses were conducted in Python version 3.12.6.

2.6. Al Use Statement

During preparation of this manuscript, the authors used Nano Banana 2 to generate
a graphical abstract illustrating the study workflow. The graphical abstract was reviewed
and edited by the authors for accuracy. No Al tool was used to analyze data or generate
study results.

3. Results
3.1. Study Population and Descriptive Characteristics

Descriptive statistics of the study population are presented in Table 1. Among
23,052 patients, 7039 (30.53%) experienced at least one event during the Observation Pe-
riod, while 16,013 (69.46%) had no ACU events. Demographic characteristics differed
significantly between the ACU and non-ACU groups (all p < 0.001). Patients with ACU
were slightly more likely to be female (54.48% vs. 51.48%) and were marginally less likely
to reside in a core urban area (98.78% vs. 97.69%). However, the cohort was predominantly
urban overall (>97% in both groups). Age distributions were broadly similar, with the
largest fraction of patients in both groups aged 45-64 years (42.55% with ACU vs. 40.49%
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without ACU); however, patients with ACU showed a modestly higher representation
in the 18-44 age group (9.01% vs. 8.17%). Marked differences were observed by race
and ethnicity: compared with patients without ACU, those with ACU included a higher
proportion of Black patients (44.48% vs. 30.39%) and a lower proportion of White patients
(20.78% vs. 41.12%), and Hispanic ethnicity was more common among patients with ACU
(30.22% vs. 18.52%). Socioeconomic context also differed: patients with ACU were more
likely to reside in the most disadvantaged neighborhoods (ADI Q5: 53.49% vs. 30.23%)
and less likely to reside in the least disadvantaged neighborhoods (ADI Q1: 2.19% vs.
6.19%), consistent with a gradient of higher ACU among patients from more deprived
areas. However, these unadjusted comparisons do not provide an individualized, action-
able means of identifying patients at the highest risk, nor do they account for correlations
among predictors or potential non-linear and interaction effects. Therefore, we developed
a machine learning predictive model that integrates multiple patient and neighborhood
factors simultaneously and generates patient-level ACU risk estimates to support targeted
prevention strategies.

Table 1. Demographic and neighborhood characteristics of patients with and without ACU.

All Patients Patients with ACU Patients Without ACU

Characteristics N = 23,052 N = 7039 N = 16,013 p-Value
Sex, N (%)

Male 10,973 (47.60) 3204 (45.52) 7769 (48.52) <0.001
Female 12,079 (52.40) 3835 (54.48) 8244 (51.48)

Rural/Urban, N (%)

Rural (RUCA = 0.0) 456 (1.98) 86 (1.22) 370 (2.31) <0.001
Urban (RUCA = 1.0) 22,596 (98.02) 6953 (98.78) 15,643 (97.69)

Age years, N (%)

18-44 1942 (8.42) 634 (9.01) 1308 (8.17)

45-64 9479 (41.12) 2995 (42.55) 6484 (40.49) <0.001
65-74 6652 (28.86) 1932 (27.45) 4720 (29.48)

>5 4979 (21.60) 1478 (21.00) 3501 (21.86)

Race, N (%)

White 8048 (34.91) 1463 (20.78) 6585 (41.12)

Black 7998 (34.70) 3131 (44.48) 4867 (30.39) <0.001
Other 1012 (4.39) 164 (2.33) 848 (5.30)

Unknown and not reported 5994 (26.00) 2281 (32.41) 3713 (23.19)

Ethnicity, N (%)

Hispanic 5093 (22.09) 2127 (30.22) 2966 (18.52)

Non-Hispanic 16,758 (72.70) 4482 (63.67) 12,276 (76.66) <0.001
Unknown and not reported 1201 (5.21) 430 (6.11) 771 (4.81)

Area Deprivation Index (ADI),

N (%)

Q1 1146 (4.97) 154 (2.19) 992 (6.19)

Q2 3913 (16.97) 653 (9.28) 3260 (20.36)

Q3 4559 (19.78) 970 (13.78) 3589 (22.41) <0.001
Q4 4682 (20.31) 1443 (20.50) 3239 (20.23)

Q5 8606 (37.33) 3765 (53.49) 4841 (30.23)

Other 146 (0.63) 54 (0.77) 92 (0.57)

Note: Values are n (%). p-values are from x? tests comparing ACU vs. non-ACU groups. RUCA = Rural-Urban
Commuting Area; ADI = Area Deprivation Index.
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3.2. Machine Learning Predictive Model Outcomes
3.2.1. Baseline Model Performance (0.5 Threshold)

Model performance is presented in Table 2. Binary predictions were obtained by
thresholding predicted probabilities at 0.5; discrimination was assessed using the area under
the receiver operating characteristic (ROC) curve (AUC), which is threshold-independent.
Across all evaluated metrics, ensemble gradient-boosting methods demonstrated superior
performance relative to the Decision Tree (AUC range 0.7824-0.7839 vs. 0.7529). LightGBM
yielded the highest AUC (0.7839) and the strongest class-balanced performance (Balanced
Accuracy = 0.6701; Macro F1 = 0.6845), with CatBoost and XGBoost showing comparable
results. Accuracy was similar across the three boosted models (~0.764), indicating consistent
gains over the simpler tree-based baseline. Balanced Accuracy and Macro F1 were included
to reflect performance across classes.

Table 2. Predictive performance of machine learning classifiers at a 0.5 threshold.

Classifier

Accuracy

AUC

Balanced Accuracy Macro F1 Sensitivity Specificity (Test Set)

Decision Tree
XGBoost
LightGBM
CatBoost

0.7439
0.7636
0.7643
0.7640

0.6280 0.6372 0.3303 0.9257 0.7529
0.6690 0.6834 0.4261 0.9120 0.7824
0.6701 0.6845 0.4283 0.9120 0.7839
0.6694 0.6838 0.4261 0.9126 0.7834

3.2.2. Threshold Optimization and Operating-Point Performance

As shown in Table 3, we optimized the probability threshold for each classifier to
maximize Macro F1, rather than using the default 0.50 cutoff. Across models, the selected
operating thresholds were consistently below 0.50 (approximately 0.375-0.40), indicating
that a lower action threshold better balanced errors under the observed outcome imbalance.
This threshold optimization improved class-balanced performance across all models, re-
flected by higher Macro F1 and balanced accuracy compared with the fixed 0.50 threshold
analysis. Among the boosted models, Macro F1 values clustered tightly in the ~0.695-0.696
range, with balanced accuracy similarly concentrated around ~0.69, suggesting that the
three gradient-boosted approaches achieved comparable decision performance once an
appropriate threshold was selected. In contrast, overall accuracy decreased modestly after
threshold tuning (Table 3), consistent with the expected trade-off when the decision rule is
adjusted to better capture the minority outcome rather than maximize correctness domi-
nated by the majority class. Importantly, AUC remained unchanged by threshold selection
(Table 3), because AUC is threshold-independent and reflects discrimination/ranking
rather than a specific classification operating point. Collectively, Table 3 demonstrates that
treating the threshold as a tunable decision parameter—rather than a fixed convention—
meaningfully improves the clinical balance between missed ACU events and false alarms,
while preserving overall discrimination.

Table 3. Predictive performance of machine learning classifiers using Macro Fl-optimized thresholds.

Classifier

Accuracy Macro F1  Sensitivity = Specificity

Balanced Fitted AUC
Accuracy Threshold (Test Set)

Decision Tree
XGBoost
LightGBM
CatBoost

0.7200
0.7443
0.7491
0.7504

0.6850 0.6792 0.5952 0.7749 0.400 0.7529
0.6950 0.6964 0.5682 0.8217 0.375 0.7824
0.6892 0.6947 0.5355 0.8430 0.400 0.7839
0.6900 0.6957 0.5348 0.8451 0.400 0.7834
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Bootstrap analysis confirmed stable discrimination across models, presented in Table 4.
The three boosted models had similar test-set AUCs: XGBoost 0.7824, LightGBM 0.7839,
and CatBoost 0.7834, with overlapping 95% bootstrap confidence intervals. Brier loss was
also similar across boosted models and lower than that of the Decision Tree, indicating
better overall probabilistic prediction performance. These findings suggest that the boosted
models performed comparably, and that small numerical differences in AUC should not
be overinterpreted. Comparison of calibration performance for all classifiers is presented
in Appendix C. In addition, cross-validated AUC stability within the 80% training set is
summarized in Appendix D.

Table 4. Bootstrap AUC confidence intervals and Brier loss for evaluated models.

o AUC Bootstrap o .
Classifier (Test Set) AUC Mean 95% CI Brier Loss
Decision Tree 0.7529 0.7530 0.7389-0.7677 0.1743
XGBoost 0.7824 0.7825 0.7681-0.7969 0.1642
LightGBM 0.7839 0.7839 0.7694-0.7984 0.1637
CatBoost 0.7834 0.7835 0.7691-0.7980 0.1640

AUC was evaluated on the held-out test set. Bootstrap estimates were obtained using 1000 resamples of the
held-out test set. Brier loss was calculated from predicted probabilities on the held-out test set, with lower values
indicating better probabilistic prediction performance. CI = confidence interval; AUC = area under the receiver
operating characteristic curve.

Figure 2 illustrates how the threshold-optimized operating points translate into classi-
fication behavior. First, the ROC curves show similar discrimination across boosted models,
with AUC values all near 0.78, consistent with Table 3. Second, the confusion matrices
visualize the practical trade-off introduced by lowering the threshold below 0.50: relative to
default thresholding, the models classify more patients as at risk for ACU, which increases
detection of true ACU cases but also increases false positives. Across boosted models
at the Macro Fl-optimized thresholds, the confusion matrices indicate high specificity
(approximately 0.82-0.85) alongside moderate sensitivity (approximately 0.53-0.57). This
pattern is typical in imbalanced clinical prediction settings when optimizing a balanced
metric: the models remain strong at correctly identifying patients without ACU, while
achieving moderate capture of ACU events. Differences between models are primarily in
how aggressively they shift toward identifying ACU cases. For example, the model with
the lowest fitted threshold (0.375) identifies more ACU cases (higher true positives) but
also generates more false positives, reflecting a more sensitivity-favoring operating point;
the models using 0.40 show slightly more conservative behavior with fewer false positives.
Overall, Figure 2 reinforces the key message from Tables 3 and 4: threshold optimization
changes the decision policy (how predictions are converted into actions) without changing
discrimination, and it clarifies the expected clinical trade-off when selecting an operating
point designed to improve class-balanced performance. Comparison of selected prior
machine-learning prediction studies is presented in Appendix E.

3.2.3. Model Interpretability with Optimization: Permutation Feature Importance

Figure 3 displays permutation-based feature importance rankings with the top 10
features for XGBoost, LightGBM, and CatBoost.

Across the three gradient-boosting classifiers, the permutation importance profiles
were highly consistent (Figure 3A-C), indicating that the models relied on a similar set
of predictors to estimate ACU risk. In all three models, prior ACU signals, particularly
days hospitalized (HOSP_DAYS) and ED encounters, were the most influential features
by a substantial margin. This pattern suggests that recent or historical utilization intensity
(HOSP_DAY and ED) is the dominant source of predictive information, consistent with the
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notion that prior utilization captures a composite of illness severity, instability, and unmet
outpatient needs. Notably, the steep drop in importance after these utilization variables
implies that they contribute disproportionately to model performance compared with other

demographic and clinical markers.
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Figure 2. ROC curves and confusion matrices for boosted classifiers at Macro F1-optimized thresholds.
Panels show (A) XGBoost, (B) LightGBM, and (C) CatBoost. ROC curves summarize discrimination
(AUC), while confusion matrices summarize classification outcomes at the fitted thresholds.
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A. XGBoost

Top 10 Features by Permutation Importance
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C. CatBoost
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Figure 3. Permutation feature importance (top 10 features) for ACU prediction models:
(A) XGBoost, (B) LightGBM, and (C) CatBoost. Higher values indicate greater contribution to
predictive performance.

Beyond utilization history, several contextual and care-transition variables were repeatedly
ranked among the top predictors. Discharge status (ENCODED_DISCHARGE_STATUS_NI)
appeared consistently as a high-importance feature, highlighting the predictive role of dis-
position or discharge-related factors, likely reflecting differences in post-acute support, care
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continuity, and clinical readiness at transition points. Neighborhood-level disadvantage
(ADI_NATRANK_ENC_Q)5) also ranked in the top set across models, suggesting that the
socioeconomic environment contributes meaningfully to risk estimation even after account-
ing for utilization history. Demographic indicators, including race (RACE_ENC_White)
and ethnicity (HISPANIC_Y), also appeared among the top features; these variables may be
functioning as proxies for differences in structural access, care pathways, and underlying
risk distributions observed in the data rather than direct causal drivers of utilization.

Finally, a smaller set of clinical features (e.g., HF and comorbidity markers such as
PERVASC) and laboratory summaries (e.g., mean_Albumin, and mean_Anion Gap in one
model) appeared among the top 10 but generally with lower relative importance than utiliza-
tion and contextual variables. This pattern suggests that, in this dataset, aggregated labs and
individual comorbidity indicators add incremental predictive value but do not dominate
prediction once prior utilization and social / contextual factors are included. The appear-
ance of encounters recorded for the first time in 2022 (FIRST_ENCOUNTER_YEAR_2022)
among the top predictors in multiple models may also reflect temporal shifts in practice
patterns, coding practices, access, or cohort composition, reinforcing the importance of
monitoring model stability over time. Overall, feature importance patterns were stable
across boosted classifiers, with prior utilization measures contributing most of the predic-
tive signal, and contextual factors such as discharge status and neighborhood deprivation
providing additional explanatory value.

4. Discussion
4.1. Principal Findings

In this retrospective cohort study of adults with diabetes receiving care in an academic,
urban safety-net health system, 30.53% of patients experienced >1 ACU event for any
cause within one year, emphasizing the high burden of acute care needs in this population.
Using structured EHR-derived predictors spanning demographics, neighborhood depriva-
tion (ADI), encounter/utilization patterns, diagnoses, medications, vitals, and laboratory
summaries, ensemble gradient-boosting models (XGBoost, LightGBM, CatBoost) demon-
strated moderate discrimination for predicting one-year ACU (AUC ~0.78) and consistently
outperformed a single decision tree. Importantly, moving from a default 0.5 threshold
to Macro Fl-optimized thresholds improved balanced performance across models, with
scores approaching 0.70 at thresholds below 0.5 (0.375-0.40). Finally, permutation impor-
tance was stable across boosted classifiers: prior utilization intensity (hospital days and
ED encounters) dominated the predictive signal, followed by discharge-related factors
and neighborhood deprivation, with smaller contributions from select comorbidities and
laboratory markers.

4.2. Clinical Implications: Clinical Risk Stratification for ACU Within One Year
4.2.1. Using One-Year ACU Prediction to Shift from Reactive to Proactive Diabetes Care

Predicting ACU within 1 year can support proactive care management rather than
reactive responses to recurrent ED visits and hospitalizations, a key issue in diabetes given
the high acute care burden and associated costs [6,38]. ML-enabled risk stratification can
help identify patients who may benefit from earlier and more intensive outpatient support
(e.g., diabetes education, medication optimization, and care coordination), aligning with
calls [47] to improve outcomes by targeting high-risk patients before avoidable utilization
occurs [6,13,34].
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4.2.2. Prior Utilization as a Pragmatic Trigger for Care Management Escalation

The strong importance of utilization features (e.g., inpatient days, ED use) reinforces
the evidence that prior hospitalization and acute care history are among the most consistent
predictors of future ACU and readmission risk in diabetes populations [6,14,34]. Opera-
tionally, these signals can be used to triage care management resources toward patients
with repeated acute care contact, for whom structured transitional care and outpatient
engagement may yield the greatest return [6,15].

4.2.3. Care Transitions Are High-Yield Intervention Points

Discharge-related predictors among the most influential features support the clinical
premise that discharge processes and the early post-discharge period are critical windows
for preventing subsequent ACU [6,15]. Many preventable returns are linked to gaps in dis-
charge understanding, follow-up planning, and post-acute support, and interdisciplinary
transitional care strategies are frequently emphasized for high-risk diabetes patients [15,48].
Therefore, a model-derived risk flag could be used to trigger targeted transitional care
bundles—e.g., early follow-up scheduling, medication reconciliation, reinforcement of self-
management instructions, and rapid outreach—consistent with prior diabetes readmission
prevention recommendations [6,15].

4.2.4. Social Context and Neighborhood Disadvantage Should Inform Intervention Design

The recurring importance of neighborhood deprivation (ADI) aligns with the literature
showing that socioeconomic determinants are predictive of healthcare utilization and that
risk models improve when they incorporate social context [11,41]. In safety-net settings, in-
tegrating ADI-informed risk stratification may help direct navigation and resource linkage,
such as transportation, medication affordability, and food access, to patients most likely to
face structural barriers to outpatient care, which are known contributors to avoidable acute
care use [6,11,39].

4.2.5. Equity Considerations When Race/Ethnicity Is Predictive

Because prior studies document racial/ethnic differences in diabetes readmissions
and hospital utilization, the presence of race/ethnicity features among the top predictors
should be interpreted as reflecting structural and access-related pathways rather than causal
biological differences [5,10]. Race, ethnicity, and ADI should therefore be understood as
markers of structural inequity, differential access to outpatient care, neighborhood-level
deprivation, and other unmeasured social determinants—not as biological predictors of
ACU risk. Consistent with the equity-promotion principle outlined by Chin et al. [49], fea-
ture importance in this context reflects predictive association, not causal or biological effect;
whether the model exhibits disparate impact across subgroups requires a formal fairness
evaluation. Before clinical deployment, model performance should be evaluated prospec-
tively across demographic and socioeconomic subgroups—including pre-deployment
and post-deployment monitoring for differential false-negative and false-positive rates—
consistent with the harm-avoidance and accountability principles of responsible algorithm
deployment [49].

4.3. Modeling Implications: Discrimination, Calibration, and Threshold-Based Decisions
4.3.1. Discrimination (AUC) vs. Decision Performance (Macro F1): Why Thresholding Matters

Our results illustrate a core principle in clinical prediction: the AUC summarizes
ranking/discrimination. It is not tied to a specific probability threshold, whereas Macro F1
and balanced accuracy depend on the operating cutoff used to convert predicted probabili-
ties into binary actions [45]. Consequently, optimizing model training for AUC can yield
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strong discrimination while still leaving room for improved decision performance through
threshold selection tuned to the intended clinical use case [45,46].

AUC = 0.78 for 1-year all-cause ACU in a general outpatient-plus-inpatient cohort
compares favorably with published diabetes-related prediction tools, including widely
cited 30-day readmission risk scores achieving AUC 0.65-0.68 in recently hospitalized
patients [18,19]—a pre-selected high-risk population addressing a comparatively narrower
and shorter-horizon task. Discrimination should be interpreted relative to the difficulty of
the prediction task and the relevant comparators, not against abstract thresholds. We main-
tain appropriate caution that deployment would require prospective validation, calibration
assessment, and threshold selection informed by local intervention capacity.

4.3.2. Calibration and Threshold Selection Support Clinically Meaningful Action Policies

In healthcare, false negatives often carry greater clinical risk than false positives,
motivating cost-sensitive decision-making rather than default thresholding [44]. Our
threshold adjustment approach is consistent with the idea that thresholds should be treated
as decision parameters aligned with clinical priorities and resource constraints, such as
identifying more high-risk patients for preventive intervention [44,45]. Complementing
discrimination metrics with decision-oriented evaluation frameworks (e.g., net benefit) is
recommended to connect predictions to clinical value [43].

Threshold optimization changed the classification operating point and improved
class-balanced statistical performance, as measured by Macro F1 and balanced accuracy.
These results should not be interpreted as demonstrating clinical utility, which would
require explicit assessment of intervention costs, calibration in the intended setting, and
prospective implementation outcomes. Decision curve analysis, which connects predicted
probabilities to net clinical benefit across a range of threshold probabilities, is an important
direction for future work.

4.3.3. Imbalanced Outcomes: Why Accuracy Alone Is Insufficient

Given the observed class imbalance (=30% ACU), relying on accuracy can be mis-
leading, as models may appear “good” while underestimating the minority outcome [46].
Macro F1 and balanced accuracy are appropriate additions because they better reflect
performance across classes and penalize models that fail to identify actual cases [46]. Our
finding that thresholds < 0.5 improve Macro F1 aligns with theoretical work showing that
the optimal threshold for F1 is not necessarily 0.5, particularly under imbalance [45].

4.3.4. Interpretability and Clinician Trust: Connecting “Black Box” Models to
Actionable Signals

A key interpretive issue is that the strongest predictors in this study were prior
utilization measures. This finding is operationally useful but requires caution. Prior
hospital days and ED encounters may capture clinical instability and disease severity, but
they may also reflect healthcare access barriers, fragmented outpatient care, socioeconomic
vulnerability, local admission practices, and historical patterns of resource use. Thus, the
model may partly learn a pattern of “utilization predicting utilization,” rather than purely
estimating underlying physiologic risk. For this reason, utilization features should be
interpreted as markers of both clinical need and healthcare-system interaction. Model-
guided interventions should therefore focus not only on medical optimization but also on
care coordination, transitional support, access barriers, and social needs.

A model restricted to prior utilization features alone might achieve similar overall
AUC in this cohort, given the dominance of HOSP_DAYS and prior ED encounters in the
permutation importance analysis. However, such a model would primarily recapitulate
known high utilizers and would not differentiate patients with comparable utilization
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histories who diverge in physiological risk, comorbidity trajectory, medication burden, or
neighborhood deprivation—the signals most relevant to identifying patients whose risk
trajectory may be modifiable. Feature ablation analysis comparing utilization-only and
full-feature models is an important direction for future work.

Implementation often requires transparency, which even high-performing models may
face clinical resistance if their predictions are not explainable or clinically coherent [28,29].
Our use of permutation importance supports interpretability by identifying which variables
drive prediction, consistent with the broader push toward explainable machine learning in
clinical settings [29,31,35]. However, feature importance should be framed as predictive
association, not causation, and future work can extend interpretability with techniques
such as SHAP/LIME that offer directional and individualized explanations [29,31].

Future work could incorporate SHAP (SHapley Additive exPlanations)-based explana-
tions to provide directional and individualized feature-level interpretations, which would
be particularly valuable in a prospective clinical deployment context where clinicians need
to understand why a specific patient was flagged as high-risk.

4.4. Limitations

Several limitations merit consideration. This study used data from a single health
system, and acute care encounters occurring outside the system may not have been fully
captured. As a result, one-year ACU may have been underestimated for patients receiving
fragmented care elsewhere. Although the feature set was broad, structured EHR data
may not fully capture upstream drivers of ACU, including housing instability, caregiving
support, health literacy, transportation barriers, and other social needs. Relatedly, a true
continuity-of-care measure could not be calculated because the denominator—total pa-
tient encounters across all health systems—is not observable in single-system EHR data
without external claims or health-information-exchange data. The model included within-
system encounter-density features that partially reflect observed care engagement, but
these variables cannot fully account for out-of-system utilization.

The retrospective design also has implications for generalizability and prospective
deployment. The index date was defined relative to each patient’s last documented en-
counter to ensure a complete 365-day observation window for outcome ascertainment.
However, this approach does not fully emulate a prospective deployment scenario in which
the prediction date would be selected in real time. Future work should validate the model
using a fixed calendar date or qualifying outpatient encounter as the index date, followed
by prospective or temporally forward follow-up. In addition, temporal validation was not
performed. Because the data span 2017-2023, including the COVID-19 pandemic period,
future studies should evaluate model stability using chronological validation designs that
account for evolving healthcare utilization patterns.

Several modeling considerations should also be noted. Prior utilization was among
the dominant predictors, suggesting that the model may perform best for patients with
established utilization patterns and may be less sensitive to newly emerging risk among
patients with limited prior healthcare contact. The fitted thresholds were selected using
Macro F1 as a statistical criterion under class imbalance. Macro F1 does not directly encode
clinical utilities, intervention capacity, or asymmetric costs of false positives and false
negatives. Therefore, the selected thresholds should be interpreted as empirical operating
points for internal evaluation rather than definitive clinical decision thresholds. Future
work should assess calibration, decision-curve net benefit, and implementation-specific
thresholds within defined care-management workflows.

BMI imputation from weight alone was applied to 2757 patients (11.96%) for whom
height was unavailable. Although the imputation model showed acceptable internal
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accuracy and BMI was not among the dominant predictors, this approach may not fully
capture variation by height, age, sex, or demographic subgroup. Future work could
evaluate multiple imputation or more flexible nonlinear imputation approaches.

Finally, the present study was not designed as a comprehensive algorithmic fairness
audit. Although race, ethnicity, and ADI were included and interpreted as markers of struc-
tural and contextual risk rather than biological determinants, formal fairness evaluation
requires prespecified fairness criteria, adequate subgroup sample sizes, subgroup-specific
calibration and threshold-governance strategies, community engagement, and prospective
monitoring of downstream intervention effects. These analyses are necessary before clinical
deployment but were beyond the scope of the current model-development study.

4.5. Future Directions

Future work should prioritize validation, implementation readiness, and method-
ological refinement. Temporal and external validation are especially important next steps.
Because this study was conducted within a single health system using data from 2017 to
2023, future studies should evaluate how model performance changes under evolving
utilization patterns, post-pandemic care-delivery environments, and across health systems
with different patient populations, EHR coding practices, and social-risk distributions.

Further work is also needed to connect statistical prediction performance with clinical
utility. Decision curve analysis may be useful within a defined care-management deploy-
ment context, particularly when the target population, intervention, resource requirements,
and relative costs of false-positive and false-negative classifications are prespecified. The
Macro Fl-optimized classification threshold used in this study should be interpreted as
a statistical operating point, whereas the threshold probability used in decision curve analy-
sis reflects a clinical preference or harm-benefit tradeoff. Therefore, decision curve analysis
would be most informative when evaluated in relation to a specific intervention pathway.

Future deployment-oriented studies should also incorporate individualized model
explanations. In this study, permutation feature importance was used to characterize
population-level predictors of ACU risk. Instance-level explainability methods, such as
SHAP, could extend this work by providing directional, patient-specific feature contri-
butions for individuals flagged as high risk, supporting clinical interpretation and trust
during implementation.

Equity considerations should be integrated into future validation and deployment
work. A formal algorithmic fairness evaluation would require prespecified fairness criteria,
subgroup-specific calibration assessment, threshold-governance strategies, community
engagement, and prospective monitoring of whether model-guided interventions reduce
or amplify existing disparities. Such evaluation is essential before clinical deployment,
particularly because race, ethnicity, and neighborhood deprivation may reflect structural
and contextual risk rather than biological determinants.

Finally, future models may benefit from richer longitudinal data and broader social-
risk measurement. Rather than relying primarily on summary statistics, future work could
incorporate trajectories of laboratory values, vital signs, medication changes, and healthcare
utilization over time. Additional social determinants of health, such as housing instability,
food insecurity, transportation access, caregiving support, and health literacy, may further
improve risk characterization. Ultimately, prospective clinical trials are needed to determine
whether model-guided risk stratification can reduce one-year ACU and improve outcomes
among adults with diabetes.
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5. Conclusions

In this retrospective cohort from a single urban academic health system, electronic
health record-based machine-learning models demonstrated moderate discrimination
for predicting all-cause 1-year ACU among adults with diabetes. Threshold selection
improved class-balanced statistical performance relative to the default 0.50 cutoff, and
feature-importance analyses consistently highlighted prior utilization intensity, discharge-
related factors, and neighborhood deprivation as the dominant predictive signals. These
findings support further temporal and external validation before clinical implementation
or generalization to other populations and settings.
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ROC Receiver Operating Characteristic
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Appendix A. Cohort Selection Process

115,233 eligible patients

with diabetes who had at

least one encounter at TUHS between January 1,
2011, and June 30, 2024

96,878 patients
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77,134 patients

v
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between January 1, 2017, and December 31, 2023, was less than 365 days
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Excluded: 1874 patients who expired at discharge

65,999 eligible patients with qualifying encounter
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Excluded: 2061 patients whose first encounter date did not fall within any
recorded address period
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Excluded: 140 patients whose address could not be linked to an ADI national
rank

63,798 eligible patients with encounter and address
information
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Excluded: 26,550 patients with no valid vital sign records within the study time
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Excluded: 3691 patients with no diagnosis records of interest
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records

y

26,731 eligible patients with relevant medication
records

Excluded: 6826 patients with no medication records of interest

Final cohort: 23,052 eligible patients

v

Excluded: 3679 patients with no laboratory test records of interest

Figure A1. Cohort selection flow diagram.

Appendix B. Model Covariates
Appendix B.1. Demographics/ADI (29 Covariates)

We included demographic and socioeconomic characteristics comprising the calendar
year of a patient’s first encounter within the lookback period (FIRST_ENCOUNTER_YEAR),
encoded discharge status (ENCODED_DISCHARGE_STATUS), sex (SEX_M), Hispanic
ethnicity, race, English proficiency, age, and smoking status (current or former, never, or not

available). Geographic and neighborhood context were captured using RUCA classification

(metropolitan core vs. non-core) and the NATRANK. Categorical variables with more than

two levels were transformed into sets of binary indicator variables, with each indicator

denoting the presence or absence of a specific category: first encounter year (5 binary
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covariates), discharge status (5 binary covariates), Hispanic ethnicity (4 binary covariates),
race (3 binary covariates), ADI (5 binary covariates), and smoking (3 binary covariates).

Appendix B.2. Encounter Statistics (14 Covariates)

Healthcare utilization patterns were characterized using encounter-based summary
measures, including total number of encounters (NUM_ENC), number of hospital days
(HOSP_DAYS), number of activity days (ACTIVITY_DAYS), counts of ED, IP, OS, AVTH,
and other encounter types (MISC). Temporal utilization dynamics were further summarized
using the minimum, maximum, mean, and median intervals between consecutive encoun-
ters (MIN_INTERVAL, MAX_INTERVAL, AVG_INTERVAL, and MEDIAN_INTERVAL).
Additionally, we computed 30-day revisit counts for acute care encounters (ED, IP, and
OS) as well as 30-day revisit counts for all other encounter types (REVISIT_30_EOI and
REVISIT_30_OTH).

Appendix B.3. BMI and Vitals (9 Covariates)

We included the mean inferred BMI and descriptive statistics (mean, minimum, maxi-
mum, and standard deviation) of diastolic and systolic blood pressure measured during
the lookback period.

Appendix B.4. Medications (5 Covariates)

We defined five binary medication indicators, each denoting whether a patient
had at least one prescription record in the corresponding medication category during
the lookback period (True) or not (False): use of cholesterol-modifying medications
(MED_CHOLESTEROL), use of medications for diabetes management (MED_DIABETES),
use of antihypertensive medications not acting on the renin—-angiotensin—-aldosterone sys-
tem (MED_NON_RAAS_BP), use of antihypertensive medications acting on the renin—
angiotensin—aldosterone system (MED_RAAS_BP), and use of prescribed systemic corticos-
teroids (MED_STEROIDS).

Appendix B.5. Diagnoses (39 Covariates)

We constructed 39 binary diagnostic variables, each indicating whether a patient had
at least one diagnosis record in the corresponding comorbidity category during the look-
back period (True) or not (False): HIV/AIDS (AIDS), alcohol use disorder (ALCOHOL),
deficiency anemia (ANEMDEF), autoimmune diseases (AUTIMMUNE), blood loss anemia
(BLOODLOSS), leukemia (CANCER_LEUK), lymphoma (CANCER_LYMPH), metastatic
cancer (CANCER_METS), carcinoma in situ (CANCER_NSITU), solid tumor malignancy
(CANCER_SOLID), cerebrovascular disease (CBVD_POA and CBVD_SQLA), coagulation
disorders (COAG), dementia and degenerative cognitive disorders (DEMENTIA), depres-
sive disorders (DEPRESS), diabetes with and without chronic complications (DIAB_CX and
DIAB_UNCX), substance use disorder/drug abuse (DRUG_ABUSE), heart failure (HF),
hypertension with complications (HTN_CX), uncomplicated hypertension (HTN_UNCX),
mild liver disease (LIVER_MLD), moderate-to-severe liver disease (LIVER_SEV), chronic
pulmonary disease (LUNG_CHRONIC), neurologic disorders with movement impairment
(NEURO_MOVT), other neurologic disorders (NEURO_OTH), seizure disorders/epilepsy
(NEURO_SEIZ), obesity (OBESE), paralysis (PARALYSIS), peripheral vascular disease
(PERIVASC), psychotic disorders (PSYCHOSES), pulmonary circulation disorders (PULM-
CIRC), moderate renal failure (RENLFL_MOD), severe renal failure (RENLFL_SEV), hy-
pothyroidism (THYROID_HYPO), other thyroid disorders (THYROID_OTH), peptic ulcer
disease (ULCER_PEPTIC), valvular heart disease (VALVE), and weight loss/malnutrition
(WGHTLOSS).
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Appendix B.6. Laboratory Results (84 Covariates)

We summarized laboratory measurements using descriptive statistics (mean, min-
imum, maximum, and standard deviation) for 21 distinct laboratory tests: ALT, AST,
Albumin, Bilirubin, Blood Urea Nitrogen, CO,, Creatinine, eGFR, Sodium, Glucose, HbAlc,
Anion Gap, Hematocrit, White Blood Cell, Troponin-i, Lactate, Arterial pH, Venous pH,
PaCO,, PaO,, and LDL.

Appendix C. Comparison of Calibration Performance, ECE, and Brier
Scores Across XGBoost, LightGBM, CatBoost, and Decision Tree Models
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Figure A2. Calibration plots for XGBoost, LightGBM, CatBoost, and Decision Tree.
Appendix D. Training-Set Cross-Validation AUC Stability

Table Al. Summary of training-set generalization stability.

Classifier Mean AUC SD Mean + SD
Decision Tree 0.7555 0.0054 0.7555 4 0.0054
XGBoost 0.7869 0.0073 0.7869 4 0.0073
LightGBM 0.7872 0.0073 0.7872 £ 0.0073
CatBoost 0.7871 0.0068 0.7871 4 0.0068

AUC stability was evaluated exclusively within the 80% training set using 8-fold stratified cross-validation and
optimized hyperparameters for each classifier. These values summarize training-stage generalization stability and
should not be interpreted as final held-out test-set performance. The final test-set AUCs were reported separately.
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Appendix E. Comparison of Selected Prior Studies Predicting
Diabetes-Related Hospitalization, Readmission, or Acute Care Use

Table A2. Comparison of selected prior studies versus the present study.

Study

Population

Outcome

Horizon

Model

Validation

AUC

Key Difference from the
Present Study

Rubin et al.,
2016 [19]

Rubin et al.,
2017 [18]

Shang et al.,
2021 [50]
Hai et al.,

Diabetes,
hospitalized
Diabetes +
CVD,
hospitalized
Diabetes,
hospitalized
Diabetes,

30-day
readmission
30-day
readmission
30-day
readmission
30-day

30-day

30-day

30-day

Risk score

Risk score

ML
classifiers
Deep

Internal

Internal

Internal

0.65-0.68

~0.67

0.70-0.78

30-day readmission;
hospitalized patients only

30-day readmission; CVD
subset only

30-day readmission; single
hospitalization
30-day readmission;

Present study

Rubin et al.,
2023 [14]

30-day Internal ~0.74

readmission

30-day
readmission

2023 [7] hospitalized
Diabetes
(+discharge

Dx)

Diabetes,
outpatient +
inpatient

learning hospitalized patients only

30-day readmission; mixed

30-day inpatient/outpatient

Risk score Internal 0.64-0.70
XGBoost,
Light-
GBM,

CatBoost

1-year
all-cause
ACU (ED +
1P + OS)

Broader 1-year composite
ACU; full outpatient +
inpatient cohort;
ADI integrated

Internal
(80/20
split)

1-year ~0.78
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