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Abstract: In Fog Computing, fog colonies are formed by nodes cooperating to provide services
to end-users. To enable efficient operation and seamless scalability of fog colonies, decentralized
control over participating nodes should be promoted. In such cases, autonomous Fog Nodes operate
independently, sharing the context in which all colony members provide their services. In the paper,
we explore different techniques of context diffusion and knowledge sharing between autonomous Fog
Nodes within a fog colony, using ECTORAS, a publish/subscribe protocol. With ECTORAS, nodes
become actively aware of their operating context, share contextual information and exchange opera-
tional policies to achieve self-configuration, self-adaptation and context awareness in an intelligent
manner. Two different ECTORAS implementations are studied, one offering centralized control with
the existence of a message broker, to manage colony participants and available topics, and one fully
decentralized, catering to the erratic topology that Fog Computing may produce. The two schemes
are tested as the Fog Colony size is expanding in terms of performance and energy consumption, in a
prototype implementation based on Raspberry Pi nodes for smart building management.
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1. Introduction

During the last years, a lot of research has been targeted around Fog and Cloud
computing. As it was first defined by Cisco in [1], Fog Computing is a system that can
transfer data with ease in a wireless and distributed environment, conducting near-field
communication with sensors [2]. As defined in [3], Fog Computing provides the quality
of service required by certain smart applications, such as traffic control, health care ap-
plications, and autonomous driving. Although Fog is different from Cloud, the benefits
of Cloud should be preserved with these extensions to Fog, including containerization,
virtualization, orchestration, manageability, and efficiency [4-8].

Recently, the Fog Colony notion was introduced [9-12]. Fog colonies, as described
in [9], are small-scale data centers made up from an arbitrary number of Fog Nodes. The
importance of the Fog Colony is based on the data sharing as well as the services’ distribu-
tion among the Fog Nodes. A Fog Colony could be defined as a parent container to Fog
Nodes based on network topology, physical topology, or applied operational policies [13].

A Fog Colony may act either as a centralized or a decentralized system. In centralized
systems, there is at least one control entity that manages the Fog Colony [14-17]. The
definition of this entity can differ from approach to approach depending on the level of
administration rights it possesses. Common terminology used in the literature regarding
the control node is fog control node, fog master node, orchestrator node, etc.

In [3], the authors presented a centralized Fog Colony solution, with a master fog node
which schedules to forward the offloaded tasks to available Fog Nodes. The importance
of this research was based on the ant colony optimization of the task-offloading. Authors
of [18] propose a similar approach to [3], as they use a fog orchestrator node which is
responsible for the smooth and operational communication between the Fog Nodes.
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In [19], the authors propose a Fog Colony architecture where Fog Nodes are able to
exchange knowledge information. The centralized entity in this case, called Registry Unit,
acts as a service registry repository and partly as a message broker. The Fog Nodes are
deemed autonomous, as they possess a number of properties that allow them to manage
themselves. In [20], the use of a DDS-based protocol [21] for information exchange between
autonomous Fog Nodes is proposed. The protocol is based on publish/subscribe logic
and uses topics for allowing the cooperation of the nodes [22,23]. To allow Fog Nodes to
exchange information on a specific subject, represented as a discrete topic, they have to be
registered in a broker-like centralized unit, the Registry Unit, while supported topics (e.g.,
categories of information to be shared) are also controlled by the Registry Unit.

In this work, we aim to explore different techniques for context diffusion within Fog
Colonies, with our ultimate goal being the autonomous operation of Fog Nodes. To do
so, different methods of communication between the Fog Nodes are explored. To that
end, we extend the functionality of the information exchange protocol introduced in [20],
and further explore the Fog Colony architecture by proposing two alternative modes of
operation, one supporting a broker and one fully decentralized. To enable comparison
of the two suggested modes of operation, a number of performance tests were executed.
Colonies of different sizes, running the two different flavors of the implemented protocol,
were set up and the effect of the two different implementations on the performance of the
Fog Colony was measured.

The rest of the paper is structured as follows: Section 2 discusses work related to
Fog colonies and collaboration mechanisms between Fog Nodes. Section 3 presents the
Context Aware Autonomous fog node concept and discusses its internal architecture.
Section 4 presents in detail the information exchange protocol we will be implementing
and discusses the expected benefits and drawbacks of its two different implementations.
Section 5 presents the findings from the execution of our performance tests, while Section 6
discusses the findings from Section 5. Conclusions and future work reside in Section 7.

2. Related Work

As mentioned in the introduction, this work aims towards exploring different methods
of diffusing context, ultimately achieving autonomous operation of Fog Nodes within Fog
Colonies. To that end, in this chapter, we will make a brief introduction into some of the
most important Fog Computing terms and concepts related to this work. Additionally, we
will present various already existing mechanisms for exchanging information within Fog
Colonies which aim to solve similar challenges.

2.1. Related Work and Terminology
2.1.1. The Fog Ecosystem

When discussing about the high-level architecture of the Fog ecosystem, the most
common representation is a layered approach [11,12,24-27], as seen in Figure 1. As defined
by the OpenFog Consortium [4] “Fog Computing is an extension of the traditional Cloud-
based computing model where implementations of the architecture can reside in multiple
layers of a network’s topology. However, all the benefits of the Cloud should be preserved
with these extensions to Fog, including containerization, virtualization, orchestration,
manageability, and efficiency”.

The main entities that live in a Fog Computing environment are the Fog Nodes,
communicating with entities from the same or different layers. In Figure 1, we can see
an optical representation of the world that exists around Fog Nodes. Starting from the
top of the figure, we have the Cloud Layer. In Cloud Layer, we group all services that are
cloud-based. For the Fog Nodes, the Cloud is another service they can reach when needed,
but is far away from them. After the Cloud Layer, we have the Fog Layer. Within the Fog
Layer, we have groups of cooperating Fog Nodes, named Fog Colonies. Each Fog Colony
is composed of any number of Fog Nodes. Below the Fog Layer, we have the User Domain.
In the User Domain, we group every service, device, and entity that regards the end user
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of the services provided by the Fog Layer. Finally, below the User Domain, we have the
WOSN layer. Within the WSN layer, any number of different WSNs can exist. Fog Nodes
are usually tasked with communicating with WSNs as an interface and data pre-processor
between the IoT and the Cloud.
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Figure 1. Fog Nodes can communicate with multiple and different actors at the same time.

2.1.2. Fog Node Collaboration

The most common challenges tackled by the literature regard transmission delays and
scalability. Authors of [28] introduce a general framework for IoT-fog-cloud applications,
and propose a delay-minimizing collaboration and offloading policy for fog-capable devices.
In essence, their work revolves around offloading of tasks to neighboring Fog Nodes by
implementing a heuristic approach that finds the best neighbor to offload a task.

Similarly to the above, authors of [29] exchange Fog Nodes” managed resources, such
as sensors, to neighboring Fog Nodes. However, the work does not define how the nodes
communicate and select possible new hosts for their resources.

Contrary to offloading to neighboring Fog Nodes, authors of [30] propose a different
approach for minimizing transmission delay. In their paper, they propose a formal way
of determining the optimum number of nodes that should be upgraded to Fog Nodes
with additional computing capabilities, in order to maximize the average data rate, in a
heterogeneous environment where not every node has the capabilities of a fog node.

2.1.3. Fog Colony Control

Another common discussion topic around Fog Colonies regards the Fog Colony
Control. The work in [31] proposes the existence of colony-wide control software run
by specific Fog Orchestration Control nodes. Similarly, in [11,27], Fog Controllers are
introduced. An alternative to centralized control is seen in [32], where a flat model of
structure is implemented with self-organizing compute nodes, similar to the nodes and

architecture of [19].

2.2. Context Diffusion
2.2.1. Definition of Context

Context plays a significant role in Fog Node Collaboration. Defined in [33], “Context
is any information that can be used to characterize the situation of an entity. An entity is a
person, place, or object that is considered relevant to the interaction between a user and an
application, including the user and applications themselves”. As discussed in [34], context
awareness means that the context information is taken from the environment or provided
by a client, and is exploited by a system to improve its overall quality. To that extent, it
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is critical for the Fog Nodes to be contextually aware given the aim of collaboration. An
extension of being contextually aware is that the Fog Nodes can further exploit the context
information to make autonomous decisions without relying on centralized control.

In [35], the authors propose a Context and situational-aware collaborative IoT architec-
ture for edge-fog-cloud computing. In it, a three-tier software architecture is presented, split
in the Cloud, the Fog, and the Edge layers. Although the notion of context and situational
information is proposed, as well as the internal architectures of Fog and Edge nodes is
discussed, the actual protocol to exchange this information is not discussed.

2.2.2. Context Diffusion Protocols

In [8], a Survey of various IoT- Fog-Cloud Ecosystems is presented. In it, most systems
exploit the use of already existing protocols, such as CoAP, MQTT, and AMQP.

CoAP, or the Constrained Application Protocol, is a transfer protocol for constrained
nodes and networks, such as those that exist in the IoT [7]. CoAP is similar to HTTP and
uses the REST architectural style, based on UDP. In essence, CoAP acts as a peer to peer
protocol, just like HTTP, but brings reduced overhead. A central element of COAP is the
reduced complexity that is brought by removing the TCP elements and using UDP. CoAP
uses binary headers and compacts headers up to 20 bytes.

MQTT is one of the oldest Machine to Machine (M2M) communication protocols,
initially introduced in 1999 [36]. It is a publish/subscribe messaging protocol designed for
lightweight M2M communication in constrained networks. MQTT clients publish messages
to an MQTT broker, which they are subscribed to by other clients, and messages may be
retained for future subscribers. Every message is published to a relevant topic, in essence a
specific address. MQTT uses TCP as a transport protocol and TLS/SSL for security.

AMQP is a lightweight M2M protocol initially introduced in 2003 [36]. AMQP sup-
ports both request/response and publish/subscribe architectures. It offers a wide range
of features, such as reliable queueing, topic-based publish/subscribe messaging, flexible
routing and transactions. Similarly with MQTT, it makes use of a broker to allow for pub-
lish/subscribe communications. AMQP exchanges messages in various ways, including
in fanout form, by topic, or based on headers. It is a binary protocol and requires a fixed
header of 8-bytes, with small message payloads, with the maximum size dependent on
the broker. AMQP, similarly with MQTT, uses TCP as the default transport protocol and
TLS/SSL and SASL for security.

3. Achieving Fog Node Autonomous Function

To investigate context diffusion in Fog Colonies and reach autonomous operation for
Fog Nodes, it is important to discuss the functional requirements of a Fog Node to achieve
this goal. In this chapter, the internal architecture of a Fog Node is explored to diffuse
Context in the Fog Colony, understand received Context and exploit this context to achieve
autonomous function. Sections 3.1-3.3 present the basic concepts around Autonomous
operation, which allows us in Section 3.4 to discuss context diffusion.

3.1. Prerequisites for Autonomous Fog Node Operation

A Fog Node is an entity that lives in the Fog Layer and communicates with its peers
in the same colony, or other layers altogether to provide services for the end-user. Some
common purposes of Fog Nodes include acting as interfaces between the Cloud and
the IoT, acting as computational units closer to the IoT, and finally acting as Colony
Monitoring Units.

In its purest form, a Fog Node should only be able to bootstrap itself, and provide
basic API Endpoints that give information about the Fog Node itself. This information can
vary from Fog Colony to Fog Colony. In addition, a Fog Node should also have a purpose
in the context it operates, such as the ones mentioned above. However, not all Fog Nodes
have the same purpose within a Fog Colony, and not all Fog Nodes necessarily provide
all of the capabilities of other Fog Nodes. Each additional capability the Fog Node should
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possess, such as communicating with Wireless Sensor Networks, should be seen as extra to
the basic functionality of the Fog Node.

In order to achieve the desired Context Awareness and Autonomy, the Fog Node
should be able to understand its operating context, and be capable of operating with no
central control, while adapting itself based on the context. The internal architecture for
such a Fog Node is presented in Figure 2. It includes a number of internal functional
components, or units, separated in two categories, the Core Units and the Extension Units.
The Core Units provide the basic functionality of the Fog Node. Extension Units are
responsible for providing new sets of capabilities to the Fog Node. However, trivially, if
the functionality is not part of the main bootstrapping and basic functionality of the Fog
Node, then it is considered as an additional functionality. Autonomy is to be achieved
by implementing a number of Extension Units. For the Fog Node to be eligible to be
considered autonomous, it needs to be able to make decisions on its own and demonstrate
three characteristics, namely, Self-Configuration, Self-Adaptation, and Context Awareness.
We describe Self-Configuration as the ability of the Fog Node to control and change its
resources and components, such as turning off and on its CPU cores. With Self-Adaptation,
we refer to the ability of the Fog Node to make self-configuration decisions based on the
operating context. This adaptation is based on the needs of the moment, such as request
load, energy preservation, or even needs of the Fog Colony as a whole. We define Context
awareness as the ability of the Fog Node to understand the context it operates in. The
context is composed of, but not limited to, information about the Fog Colony status, and
information about the specific status of neighboring Fog Nodes.
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Figure 2. Internal Component Architecture of the Context Aware Autonomous Fog Node.

3.2. Achieving Self-Configuration

As discussed in [19], Self-Configuration is defined as a system whose “components
should either configure themselves such that they satisfy the specification or capable of
reporting that they cannot”. The proposed internal architecture can be seen in Figure 2. In
Figure 2, the modules relevant with Self-Configuration are the Core Components and the
Internal Monitoring Module.
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3.2.1. Core Components

The Control Unit is responsible for providing all the core functionalities of the Fog
Node. It is responsible for initializing and bringing up the rest of the Units, and is respon-
sible for controlling hardware aspects of the Fog Node, such as network interfaces, CPU
cores, and others.

The Shared Memory Unit is the common persistence point of all units. Within the
Shared Memory Unit, Key-Value pairs of information are stored, and are able to be written,
read, updated, and deleted by all units of the Fog Node. The role of the Shared Memory Unit
is integral to the operation of the Fog Node, as it enables the units to persist information,
as well as, to exchange information in a decoupled way, and further, speeding up the Fog
Node and reducing energy consumption by the unit.

The last of the Core Units is the Service Provision Unit. The Service Provision Unit is
responsible for all HTTP RESTful communications of the Fog Node. It is responsible for
initializing and running a low-profile web server, which provides API Endpoints the Fog
Node can serve, and is also responsible for maintaining HTTP Clients that communicate
with other outside entities.

3.2.2. Internal Monitoring Module

The Internal Timer and Monitoring Unit compose the Internal Monitoring Module.
These Units are responsible for providing the Self-Monitoring capabilities to the Fog Node
that allow it to be aware of its own operating context, or self-context. Ultimately, the
module enables the Self-Configuration of the system. A Fog Node does not necessarily
have to be Self-Configurable, so the units are deemed Extension Units. Although the ability
to Self-Configure enables the node to change its operating parameters, this is not possible
without input from the components that provide the Self-Adaptation of the node.

The Internal Timer is simply a timer that invokes the Monitoring Unit and the Decision
Making Unit on set time quanta, namely the Monitoring Quantum. The Monitoring
Quantum is configurable and can differ from node to node, and also be altered by policies.

The Monitoring Unit provides the ability to monitor any number of variables relevant
with the operation of the Fog Node. The variables to be monitored are provided by the Self-
Adaptation components, which we will discuss in the following section. The Monitoring
Unit monitors the variables, called Monitored Variables, every time it is invoked by the
Internal Timer. The variable values are stored in the Shared Memory Unit.

3.3. Focusing on Self-Adaptation

Self-Adaptation is defined as a characteristic of software which “evaluates its own
behavior and changes behavior when the evaluation indicates that it is not accomplishing
what the software is intended to do, or when better functionality or performance is possi-
ble” [19]. The Policy Enforcement Module in Figure 2 is responsible for Self-Adaptation.
This module works hand in hand with the Self-Configuration modules to enhance node
autonomy. The Policy Enforcement Module is extensively discussed in [37]. The Policy
Rulebook acts as a repository and holds a number of If This Then That type of instructions,
that the Fog Node can enforce to its components to adapt its operation. In essence, policies
are YAML-like files which describe a number of conditions which, when met, provide an
action to be taken. Additionally in the policy definition, a number of Monitored Variables
are defined. These variables are used by the condition statements to form simple Boolean
logic, to activate the actions.

The Policy Interpreter is responsible for translating the YAML-like policy files to actual
commands understood by the Fog Node. During the bootstrapping sequence, the Policy
Interpreter is responsible for interpreting all available policies on the system and storing
them in the Policy Rulebook. The Decision Making Unit is responsible for enforcing the
actions dictated by the Self-Adaptation components. Every time the unit is invoked by the
Internal Timer Unit, it checks all the relevant actions to be taken, based on the Monitored
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Variables that are stored in the Shared Memory Unit. If an action should be taken based on
the values of the Monitoring Variables, then it acts accordingly.

3.4. Context Awareness

We define Context, as the operational context of the node, i.e., knowledge about
other Fog Nodes in the Fog Colony, as well as knowledge about their status, and pro-
vided services. In order to achieve Context Awareness, the Fog Nodes need to be able
to understand and discover each others’ existence, as well as to be able to communicate.
Additionally, Context Aware Fog Nodes should be able to exchange knowledge amongst
them, as prescribed in corresponding Policies. In this case, actions of Policies could entail
communicating information to other Fog Nodes in the colony, to enhance their awareness
of the operating context, and allow for enhanced cooperation between them.

In Figure 2, node-related context diffusion is served by the Context Awareness Module,
composed of the Context Awareness Interface which communicates with the Context
Awareness Provision Unit. The Context Awareness Provision Unit is responsible for
handling all communications over the chosen context exchange protocol. This entails:

Propagating messages to proper recipients;

Receiving Context Type Messages;

Interpreting Context messages;

Keeping up to date information about context in the Shared Memory Unit;
Forwarding new Policies received to the Policy Interpreter.

G L

For the Fog Nodes to be able to exchange Context Information, we need a protocol
that will allow us to do so. In [20], the authors have introduced the concept of such a
protocol, based on the publish/subscribe logic, aiming at exchanging information between
nodes [22]. However, in the architecture presented in [20], it is proposed that a central
control unit for the colony exists. This means that, since it was designed for a colony with a
centralized control mechanism, the protocol has not been used to exchange information
directly. Furthermore, no performance analysis was provided.

In the following chapters, we further extend the initial idea of the publish/subscribe
protocol of [20], to exchange information directly between Fog Nodes. Additionally, we
adjust the protocol to enable the exchange of knowledge based on Policies without a
predefined message format. Finally, we explain the protocol’s functionality and explore the
performance it achieves in regards to the Fog Colony’s operation and the load it imposes
on the network.

4. ECTORAS Protocol

ECTORAS (Efficient Communication Technique Over REST Architecture Systems)
Protocol is a publish/subscribe protocol based on the foundations of Data Distribution
Service (DDS) [21] and RESTful communications. The main aim of the protocol is twofold:

¢ Distribute knowledge freely within Fog Colonies and Systems of Fog Colonies;
*  Enable communications among Fog Nodes.

The protocol has two main characteristics making it suitable for exchanging knowledge
directly between Fog Nodes: (a) it is based on publish/subscribe logic which allows for
targeted exchange of information and (b) it allows for asynchronous exchange of knowledge
between the nodes. The publish/subscribe logic of ECTORAS protocol enables nodes to
create knowledge exchange topics based on their enforced Policies. This way, all nodes
that enforce a specific Policy, which is enhanced by contextual information, can share this
information on a separate topic. With this in mind, nodes are able to participate in all
the topics they would be interested in, based on their Policies, and avoid informational
overhead from contextual information that is not to their benefit.

Knowledge distribution and diffusion within Fog Systems can help accelerate certain
processes that require Fog Nodes to cooperate among them. Some simple examples of such
processes are task offloading, and managed resource exchange between Fog Nodes. Given
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a Fog Node has prior knowledge regarding its operating context, it simplifies the process
of finding suitable candidates to cooperate with. This also leads to enabling enhanced
cooperative processes in the Fog layer, as is data aggregation from multiple sources to
provide a single service. The aforementioned knowledge diffusion is a leading factor
towards Context Aware Fog Nodes and further boosts the property of autonomy for each
Fog Node of the system.

Existing protocols used in Fog and IoT environments either work in a response request
manner, or if they work in a publish/subscribe manner, they do not do so without a broker.
We would like to investigate the potential of publish/subscribe communications within
the Fog Colony, with and without the existence of centralized entities, such as brokers.
ECTORAS protocol was initially presented with a broker in mind, but is flexible enough to
also work without one. To that end, we explored alternative implementations of ECTORAS
protocol, both with a broker and without one, to investigate how the Fog Colonies perform.

4.1. Policies and Messages

Since the ECTORAS protocol is a publish/subscribe based protocol, Fog Nodes can
create communication topics to exchange information based on their Policies. The Policies
themselves dictate the information to be exchanged. That way, the creator of the Policy
can define the information to be exchanged, and as such minimize and further optimize
the communication overhead of the messages by tailoring the information to the needs of
the Policy. Additionally, the Policies themselves define the frequency of the information
to be exchanged, and whether that is to occur on specific time intervals, or when certain
conditions are met. Finally, each node is able to participate in any number of topics it
desires, most probably the ones relevant with the Policies it enforces, allowing for the node
to skip any shared information which is irrelevant to its operating context.

As mentioned earlier, Policies are in essence YAML-like files that include a number of
pieces of information, relevant to this Policy’s operation and enforcement. In Figure 3, we
can see a Policy example.

decision:
actions: "OffloadContexthware.migrate()"
conditions: "cpu load > 0.8"
information:
name: "Transfer Resources"
version: "1.0"
networking:
endpoints:
- migrate: "MigrationEndpointHandler"
monitoring:
variables:
- apu load: "SystemInfoHelpers.getProcessCpuLoad()"
- mig;ation information: "sktorasMigrationHelpers.getNodesInMigration()"
context: B
topics:
- registration:
group ip: "231.3.3.7"
grouﬁ_bort: "l33s"
topic'._na_me: "resource handover"
messi;e condition: "alws_one > 0"
message_ﬁontent: "ektorasMigrationHelpers.getMessags ()"
messagé:handler: "ektorasMigrationHelpers.messageHandler ()"

Figure 3. Example of deployed policy.

The Policy is broken down in a number of components, namely:
. Decision;
e Information;
. Networking;
*  Monitoring;
e  Context.
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Each of the Policy Components defines a different functionality for the Policy. The
Decision component defines what action is to be taken by the Decision Making Unit when
a specific condition is met. In this case, when the Monitored Variable with name “cpu_load”
is over 80%, then the Decision Making Unit is to enforce the migrate method of the bundled
source code class OffloadContextAware. The Information Component provides general
information about the Policy, such as its name and the current version of it. The Networking
Component dictates a number of new endpoints to be provided by the Fog Node. In this
case, the new RESTful endpoint migrate is to be provided, and the handler is provided by
the bundled, together with the Policy, source code. The Monitoring part provides a list of
variables to be monitored by the Monitoring Unit, the names of these variables, and the
handlers that allow for these variables to be measured. Finally, the Context Component
defines information that is going to be used by the Context Awareness Provision Unit, for
context diffusion.

In Figure 4, we can see an example message exchanged over ECTORAS protocol
corresponding to the context produced by the enforced policy depicted in Figure 3.

{
"cpu load": ;
"available for migration": true,
"sensor systems":[ "Micaz", "IMA"],
"node": "Ox27ae3clft"

}

Figure 4. Example of message produced from Policy in Figure 3.

4.2. Context Exchange Mechanism

To facilitate context exchange, two different flavors of the ECTORAS protocol may
be employed. To that end, two versions of the protocol were implemented: one that
works in a centralized way, exploiting a broker module, and one that is brokerless, for a
fully decentralized operation of the Fog Colony. We decided to support and explore both
implementations, given that both have benefits and drawbacks [21,38]. Finally, we compare
the two flavors’ performance when deployed in Fog Colonies of different sizes.

4.2.1. Centralized /Brokerful Implementation

In the centralized approach, the broker acts both as a repository for publish/subscribe
topic information, and also as a registry where Fog Nodes can register their services. When
a Fog Node is operating, it is responsible for registering its services to the broker, and is also
responsible for informing the broker when it wants to participate in a publish/subscribe
topic. When a Fog Node wants to send a message to a topic, then the Fog Node needs to
receive the participants list from the broker, and to communicate with the relevant parties
on its own, due to the DDS paradigm.

The broker is part of the Fog Colony, just as are the Fog Nodes. While it is not
preferable, the role of the broker could be assumed by a Fog Node of the Fog Colony,
provided that it has the computational resources needed for the task. Given the broker
would probably need resources considerably higher than the average Fog Node, it is
possible that not any Fog Node can take the role of the broker. To that end, it is proposed
that the role of a broker is assumed by a specific entity in the system that is not a Fog Node,
but an entity specifically tailored to be a broker. We assume in the rest of the paper that the
broker is an entity specifically built to execute the tasks of the broker.

In Figure 5, we show an example of the communications within a colony using a
broker as a central point of control. Nodes are exchanging topic information with the
broker, in order to find potential participants of the topics they are interested in, and use
that information to communicate in a peer to peer fashion and exchange Policy context.
Specifically, Node 1 wants to send a message containing knowledge for a specific policy
corresponding to a topic. To accomplish that, it communicates with the broker to receive
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the latest status of the topic, and find which participants participate in it. After doing so,
it finds that Node 3 and Node 4 also participate in the same topic and sends the relevant
message to them. Node 2 participates in the colony but for its operation it does not need to
act in a context aware manner. To that end, Node 2 does not participate in active knowledge
sharing, and therefore, it does not communicate with any other node in the figure.

Fog Colony

Exchange
Topic Information

!

Exchange ":._ DIOKE

Policy Knowledge

Exchange
Policy Knowledge

= Node 4

Figure 5. Example communications using a broker and ECTORAS protocol.

One of the benefits of having a centralized approach is that the system complexity of
the Fog Colony is low. All Fog Nodes reach the broker to find the participants per topic,
and send their messages to them directly. Additionally, it keeps the operating costs of the
Fog Nodes low, as they do not have to keep a lot of information about the topics in their
end, as the broker takes care of this. Moreover, they do not have to keep track of updates
and changes in the topic. Finally, service discovery is rather straightforward, with internal
to the Fog Layer entities, but also external ones, only needing to refer to the broker to find
any service required.

The drawbacks of having a centralized unit are also important to mention. Initially,
a centralized architecture brings a single point of failure, where if the broker was to fail,
the whole Fog Colony would instantly lose the ability to cooperate. Additionally, given
the fact that Fog Colonies can be extensive in size, the broker would be under heavy load
and require a significant amount of resources to keep up with the load. Given the load the
centralized unit would have to handle, it also brings the question as to the scalability of a
centralized system. In addition, by relying on a broker to enable context diffusion, time
critical context information might be slower to reach their intended targets, and therefore,
significantly increasing lookup times for cooperative processes. Finally, by not having
contextual information always readily available when needed, and having to go through
big lookup times, including communicating with the central authority, to find suitable Fog
Nodes to cooperate with, time-critical operations are at risk. To sum up, these limitations
can be formulated as:

1.  Single point of Failure for the whole colony;
2. Heavy resource cost for the centralized unit;
3. Scalability concerns;

4. High lookup times for cooperative processes;
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5. Time critical operations at risk.

4.2.2. Decentralized /Brokerless Implementation

In the decentralized approach, no broker is present. This comes with a number of
challenges to be tackled. With no broker present, it is impossible for any entity to know the
contextual status of the Fog Colony. Additionally, service discovery becomes impossible,
and it goes without saying that the Fog Nodes would not be able to cooperate or know any
operational context. To fill in the gap created by the removal of the broker, we propose two
actions. First, the Fog Nodes themselves should internalize part of the role of the broker, to
the extent that they keep their own copy of the operating context, service information, and
topic information. Second, a new communication pattern needs to be introduced.

Given all communications in the Fog Colony architecture presented are based on the
Internet protocol suite, we could exploit this to our benefit. The Internet protocol suite,
allows for a number of IP addresses to be used as broadcast addresses [39]. A broadcast
message is a message that is sent by a member of the network, and is received by every
member on the network, given they are listening for messages on the specific address. We
propose that a specific broadcast IP address could be used for the whole Fog Colony to
be able to exchange information which would otherwise be handled by the broker. Fog
Nodes would emit a heartbeat type of message on this IP address at specific time intervals,
and other Fog Nodes are responsible for listening for those messages and handling them
accordingly. We call this communication pattern the Colony Hall, where all Fog Nodes
congregate to align.

The messages exchanged at the Colony Hall should be short and concise, to avoid
stuffing the communication channel. The messages should include basic information about
the Fog Node, such as a Unique Identifier of the Fog Node, the IP address the Fog Node
is reachable at, the services it provides, and the time the message was emitted. Other Fog
Nodes should be able, based on this information, to create a record in their Shared Memory
unit that represents the Fog Node operating. Similarly, if a Fog Node fails to emit a message
for a certain time period, or a Fog Node fails to receive messages from a specific other Fog
Node within a certain time period, that Fog Node should be considered out of the current
Fog Nodes operating context.

In Figure 6, we can see an example of communications using the Colony Hall paradigm
to exchange messages. In the figure, we can see Node 1 sending a heartbeat to the Colony
Hall, while Nodes 3 and 4 are listening to the Colony Hall for new messages. Similarly to
Figure 5, when Node 1 needs to send to a specific topic a message containing contextual
information, it needs to find who participates in this topic. By internalizing the broker
functionalities to each node, the node already has this information, and continues to directly
communicate with Node 3 and Node 4, to exchange Policy Knowledge. Again, like in
Figure 6, Node 2 does not need to exchange Policy Knowledge to fulfill its operations, and
thus does not participate in the Colony Hall.

The benefits of following a decentralized approach have to do a lot with the flexibility
and scalability of the system. Initially, by not being bound by a centralized entity, Fog Nodes
can truly operate in an autonomous manner, fully exploiting their context information.
Next, Fog Nodes are able to join, exit, and jump between colonies much easier, only needing
to adjust their operating context, without having to inform a centralized entity. This also
affects the Fog Colony as a whole, since it improves the flexibility of the colony, allowing
for Fog Nodes to roam in the Fog Layer, and can scale up virtually infinitely, since there
is no central authority to control the colony. Lower energy consumption is also expected,
since the Fog Nodes will be able to more easily identify Fog Nodes they can cooperate with,
and communications will be more concise. Finally, one of the most important benefits is
the removal of the single point of failure that the broker poses.



IoT 2022, 3

102

Fog Colony
Node
Heartbeat
Exchange
Policy '
Knowledge i
¢ Colony Hall
Listen
I Heartbeat
Listen Exchange
Heartbeat Policy
Knowledge

Figure 6. Example communications using the Colony Hall and ECTORAS protocol.

Nonetheless, there are also drawbacks in using a decentralized architecture. Initially,
the Fog Colony system is much more complex, with Fog Nodes needing to keep themselves
up to date with all changes in the Fog Colony, and managing their operating context
completely. An additional communication mechanism needs to be present, the colony
hall, which is used by the Fog Nodes to emit their heartbeat to the rest of the colony. This
heartbeat is used by the rest of the Fog Nodes to maintain a complete picture of the Fog
Colony, something that in the brokerful implementation the broker is tasked with doing.
Moreover, in small Fog Colony sizes, we expect the energy consumption to be significantly
higher than that of the centralized architecture, since the major overhead of the centralized
architecture comes during the time when a Fog Node is executing a cooperative task and
is looking for a suitable collaborator. If the size of the colony is small, there are not many
nodes that can be potential candidates, and therefore, the overhead is limited. Finally, we
expect a similar result for the network bandwidth utilization for the same reasons, and
given that, the decentralized approach has a constant heartbeat from the Fog Nodes that
utilizes the network.

5. Performance Testing

Fog Colonies operate in high traffic environments, providing a variety of services
with different quality of service requirements. Thus, one of the main considerations for the
performance of the Fog Nodes is the ability to serve requests rapidly. If they are not able to
serve a request fast enough, they should explore ways to mitigate this. One way to do so,
is to offload the task to another Fog Node. The speed with which task offloading can be
completed is important for the quality of service preservation of the whole Colony. Such
a task is vastly enhanced by contextual information, given that by exploiting contextual
information, fog nodes can more easily and quickly determine which potential candidates
are more viable to offload the task to. Tasks that require fog nodes to cooperate will be
referred to as Cooperative Tasks. As discussed, the aim of this work is to explore the
diffusion of context in Fog Colonies using the publish/subscribe communication paradigm,
with both a broker present, and without. To that end, two different flavors of the ECTORAS
protocol in different Fog Colony scenarios were implemented. To test the two different
implementations of ECTORAS protocol with regards to the quality of service concerns
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mentioned above, the performance of the Fog Colonies is inspected and compared in regard
to the following aspects:

1. The difference in completion time for Cooperative Tasks within the Fog Colony;
2. The difference in overall Fog Node energy consumption;
3. The difference in the total number of network operations per Fog Node.

In this chapter, we present our findings of the performance testing, while in the next
section, we shall discuss them.

For each of the metrics, we conducted a series of experiments with the set up as
follows. We developed a prototype implementation of the envisioned architecture presented
in Figure 2 using Java 15. Two flavors of the Context Awareness Provision Unit were
implemented, where one worked with the existence of a broker, and the other one worked
in a brokerless manner. The middleware was deployed on Raspberry Pi 3 revision A units
(one node per Raspberry Pi). The units were linked to each other via local Ethernet network,
using a number of 10/100/1000 Mbps switches. In the end of the setup, we were able to
construct two Fog Colony systems, one using the brokerful version of ECTORAS, and one
using the brokerless version of ECTORAS. Although the nodes were deployed, no sensors
were connected to them, to simplify the effort of setting up the system. To create load on
Fog colonies, we implemented a load generator that requested services from the nodes
based on certain user-defined profiles.

We defined 4 sizes of colonies. A tiny colony consisted of 3 Fog Nodes, a small-sized
colony consisted of 15 nodes, a medium colony consisted of 30 nodes, and a large colony
consisted of 50 nodes. For all the experiments, we set a time limit for observation of 60 min
and for each of the metrics we wanted to examine, we ran tests on all sizes of colonies, and
compared the average values for each outcome. The Policy seen in Figure 3 was used to
create and manage topics.

5.1. Average Task Completion Time for Cooperative Tasks

One of the main advantages of the brokerless flavor is that Fog Nodes internalize their
operating context. That way, when needed to execute cooperative processes, the Fog Nodes
are able to select a potential cooperator in a smarter and faster fashion, without needing to
ask every fog node available in their colony.

In Figure 7, the horizontal axis represents the colony size, while the vertical represents
the completion time in ms for cooperative tasks. The figure is a box plot of the data where
boxes represent the First and Third quartile of data, while the thick black lines signify the
median of the data. The whiskers on the top and bottom of the boxes show the minimum
and maximum values of the data.

For the tiny colony size, the brokerful system layout had an average completion time
of cooperative tasks of 62 ms, while the brokerless system had an average of 37 ms. For the
small colony size, the average for the brokerful system layout was 1223 ms, while for the
brokerless system was 273 ms. For the medium-sized colony, the average for the brokerful
layout was 1630 ms, while for the brokerless system it was 350 ms. Finally, for the large
colony, the brokerful layout had an average of 2383 ms, while the brokerless layout had an
average of 398 ms.

5.2. Average Lifetime per Node

One major concern for the brokerless system is the energy consumption of the Fog
Nodes. Given Fog Nodes can be deployed virtually anywhere, it is common that they run
on battery power. To that extent, the energy consumption of the Fog Nodes is something
that is important to be kept in mind. In Figure 8, the horizontal axis represents the colony
size, while the vertical represents the time in minutes a Fog Node was able to sustain
itself running on battery power. For the tiny colony size, as regards the brokerful system
layout, the average operation time was 819 min, while for the brokerless system layout
the average was 746 min. For the small colony size, the brokerful system layout achieved
an average of 519 min while the brokerless system layout achieved an average operation
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time of 624 min per node. For the medium colony, the brokerful system layout achieved an
average running time of 116 min, while the brokerless system layout achieved an average of
442 min. Finally, for the large colony, the brokerful system achieved an average of 93 min,
while the brokerless system achieved an average of 388 min.

Completion time for Cooperative Tasks within the Fog Colony for the
Brokerless System
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Figure 7. Box chart showing the comparison on the completion time for cooperative task execution
between the two Fog Colony Architectures.
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Figure 8. Box chart showing the comparison on the lifetime per node between the two Fog Colony
Architectures.
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5.3. Average Number of Network Operations

While the available network bandwidth in Fog Systems is not a major concern, we
wanted to be able to inspect the potential additional load the brokerless layout could
bring. To that extent, we set off to calculate the average number of network operations
exhibited by each Fog Node per minute of operation. We count as a network operation
every incoming network connection and every outgoing network connection, but we do
not take into consideration the network traffic that was generated by the load generator, as
we aim to test the internal to the Fog Colony network operations.

In Figure 9, the horizontal axis represents the colony size, while the vertical represents
the number of network operations per minute, per node. For the tiny colony size, for the
brokerful system layout, the average number of network operations per minute was 108,
while for the brokerless system layout, the average was 1668 operations. For the small
colony size, the brokerful system layout achieved an average of 2497 operations, while the
brokerless system layout achieved an average of 2979 operations. For the medium colony,
the brokerful system layout achieved an average of 5135 operations, while the brokerless
system layout achieved an average of 4169 operations. Finally, for the large colony, the
brokerful system achieved an average of 6110 operations, while the brokerless system
achieved an average of 4569 operations.

Number of Network Operations for the Brokerless System
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Figure 9. Box chart showing the comparison on the network operations per minute per node between
the two Fog Colony Architectures.

6. Discussion

The findings of the performance tests for the two flavors of the ECTORAS protocol,
relating to the two different techniques of diffusing context, revealed the following;:

Exploring the Average completion time for cooperative tasks, we can notice the
following. In general, the brokerless system performed better by a significant factor.
Although for the tiny colony, the completion times were very close, as the colonies grew in
size, the difference was apparent. This seems to relate to the existence of the broker. The
more the colony grew in size, the more nodes needed to communicate with the broker.
This had an effect on the response times of the broker, slowing down the colony operations
in general.
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Looking at the Average lifetime of the Fog Nodes, we can interestingly see that for the
tiny colony size, the brokerful system architecture performed better. This is due to the fact
that less power would have to be consumed to maintain the records in the Registry Unit
(write once and forget), while for the brokerful system, regardless of the size of the colony,
the nodes had to send the broadcast messages. Nonetheless, as the colonies grew in size,
the gains from the brokerless system became apparent. Specifically, for the large colony,
the gains of the brokerless system are nearly quadruple. This seems to be related directly
with the process of fetching topic information from the broker for every update the nodes
wanted to send to any topic.

Finally, regarding the number of network operations, we see that the brokerful system
has a significantly lower number of network operations for the tiny colonies. The brokerful
system continues to achieve a lower number of network operations in comparison to the
brokerless system for the small colony, but the two are much closer. For the medium- and
large-sized colonies, the brokerless system performs better. This is an interesting result, but
expected. Given that in the brokerful system, each time someone needs to send a message,
the nodes need to communicate with the broker to find the current participants of each
topic. As a result, the more the size grew, the more communications started appearing
towards the broker. Additionally, and interestingly, when the broker started experiencing
slow downs due to the size of the colony, at times, the nodes would have to resend requests
to the broker, as the requests would time out due to the slowdown of the broker. On
the other hand, due to the way the Colony Hall operates, in the brokerless system, all
nodes would either way update all participating nodes of their current status, regardless
of the colony size. However, as the colonies grew, the number of updates per node in the
brokerless system did not grow significantly.

Based on these findings, we see that for really small colonies, the centralized architec-
ture performs better in all cases. However, the centralized system still has the risk of the
single point of failure. As the Fog Colony grows in size, the brokerless system seems to
be preferable, and it gains in performance, yielding better results for energy consumption
and bandwidth usage, and more significantly improving cooperation times between the
Fog Nodes.

The most important gain, however, is the fact that Fog Nodes running on the brokerless
system have now achieved complete autonomy, and can operate with no central control.
They are able to choose for themselves how to handle anything their Policies define, and
are self-aware of their operational context. Additionally, service discovery is very simple,
with one needing only to subscribe to the Colony Hall to receive updates for all provided
services in the colony.

7. Conclusions—Future Work

Promoting the autonomous operation of Fog Nodes, though it may boost the effec-
tiveness and extendability of fog colonies, is not a trivial task. Besides running control
middleware in autonomous nodes to achieve Self-Control and Self-Adaptation, awareness
of the colony context they share should be achieved. To this end, we described and imple-
mented two flavors of the ECTORAS protocol, to facilitate knowledge exchange between
Fog Nodes, one using a broker, and one without a broker. Our main goal was to explore
different techniques for context diffusion within Fog Colonies, with our ultimate goal being
the autonomous operation of Fog Nodes; thus, allowing for more flexibility and scalability
for the Fog Colonies.

Performance tests, conducted on the prototype implementation of the Autonomous
Fog Node Control middleware utilizing both versions of ECTORAS, showed that, while for
small colonies utilization of the brokerful version is preferable, as the colony’s size grew,
the gains from employing a brokerless approach became apparent. The gains at scale were
due to the fact that, eventually, the broker became a congestion point of the colony, slowing
down the colony operations as a whole.
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As part of future work, we plan to explore the following issues: (a) further study the
limitations of decentralized Fog Colonies as their size expands, and members frequently
move from one colony to another. (b) Explore the ability of Fog Nodes to exchange Policies
within a Fog Colony. This should come hand in hand with Policy evaluation mechanisms,
as well as, communication mechanisms for exchanging the Policies. (c) Apply the Policy
concept to control decentralized data in the Fog Layer, as in decentralized databases. Given
that the Fog Layer acts as a data pre-filter for the Cloud, it would make sense to exploit
the nodes to deploy distributed processing of large datasets. Policies could be used to
orchestrate the control of the data distribution.
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