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Highlights

What are the main findings?

e  This study proposes an adaptive hybrid clustering framework that integrates rule-
based and machine learning approaches to address the intermittent and heterogeneous
demand patterns characteristic of FMCG retail environments.

e  The results demonstrate that hybrid forecasting models incorporating demand-pattern
embeddings consistently achieve superior accuracy compared with single-algorithm
approaches across all identified demand segments.

What are the implications of the main findings?

e  Since no single clustering method demonstrates universal superiority, practitioners are
advised to adopt a context-sensitive strategy, selecting rule-based or machine learning
approaches based on the characteristics of demand patterns.

e A diagnostic heuristic derived from preliminary clustering statistics can reduce experi-
mental overhead by up to 50%, facilitating more resource-efficient model selection in
large-scale retail settings.

Abstract

Retail demand forecasting for fast-moving consumer goods (FMCGs) presents significant
challenges due to high product variety, demand intermittency, and uncertainty, which
prevent any single model from capturing the diverse demand patterns. To address these
challenges, this study proposes a hybrid clustering framework that integrates rule-based
(Syntetos—Boylan Classification) and machine learning (ML) approaches, combining time-
series embeddings with unsupervised learning to segment products by demand structure.
Building on this framework, forecasting is conducted through a two-phase methodol-

ogy: selecting optimal baseline algorithms per cluster (Phase 1), then enhancing them

W) Check for updates ‘ with embedding-based hybrid models (Phase 2). The effectiveness of this approach is
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clustering paradigm is universally optimal. These findings demonstrate the practical value
of adaptive hybrid frameworks for FMCGs demand forecasting.

Keywords: hybrid clustering for retail demand forecasting; time-series embedding;
clustering; FMCG retail; Random Forest; XGBoost; PatchTST; GAF-CNN; Syntetos—Boylan
Classification (SBC); machine learning

1. Introduction

In the Fast-Moving Consumer Goods (FMCGs) retail sector, where consumption is
rapid and product lifecycles are short, accurate demand forecasting is crucial. Inaccurate
demand forecasts lead to stockouts and excess inventory, resulting in cost losses and
customer dissatisfaction for businesses [1]. FMCGs retail data comprises tens of thousands
of items at the Stock Keeping Unit (SKU) level, and accurate forecasting is challenging due
to various factors, including seasonality, demand uncertainty, promotional effects, and new
product launches [2].

In the multi-product retail industry, sales patterns vary widely across products, making
it difficult for a single forecasting model to capture the time series characteristics of all
items [3]. To overcome this limitation, a hybrid model is used that clusters items based on
their demand characteristics and then applies optimal forecasting models to each cluster.
When clustering makes patterns within clusters more homogeneous, it enables model
training tailored to those characteristics, thereby improving forecasting performance for
individual products [4].

Recent research on retail demand forecasting has employed clustering-based hybrid
techniques to address the limitations of single forecasting methods. Among these ap-
proaches, two primary clustering strategies have emerged in the literature.

The first approach, rule-based clustering, utilizes the Syntetos—-Boylan Classification
(SBC), which categorizes demand into four types based on two statistical indicators: Av-
erage Demand Interval (ADI) and Squared Coefficient of Variation (CV?). Appropriate
forecasting algorithms are then applied to each category [5,6]. This approach demon-
strates strong forecasting performance when demand intervals and uncertainty exhibit
clear, distinguishable patterns.

The second approach employs machine learning (ML)-based clustering, which groups
products using unsupervised learning algorithms such as K-means clustering, Hierarchical
Agglomerative Clustering (HAC), and Gaussian Mixture Models (GMM), followed by
applying tailored forecasting algorithms to each cluster [7,8]. Unlike rule-based methods,
ML methods capture latent similarities in demand patterns directly from the data, enabling
effective segmentation even when demand patterns are ambiguous or exhibit complex, mul-
tidimensional characteristics. While rule-based methods excel with well-defined demand
structures, ML methods offer greater flexibility for datasets with intricate or overlapping
demand patterns. However, the relative performance of these two approaches remains
dataset-dependent, motivating the need for hybrid strategies that can adaptively leverage
both methodologies.

While both methods have independently demonstrated excellent forecasting per-
formance in previous studies [5,6,9,10], direct comparisons of these two clustering hy-
brid methods are lacking. The hybrid clustering for retail demand forecasting proposed
in this study defines and enables the selection of these methods within a single frame-
work. Through this, it aims to improve cluster-specific demand forecasting performance
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by effectively clustering both data with categorized demand patterns and data with
complex patterns.

This study addresses the research question: how can rule-based and machine-learning
clustering strategies be selectively applied to improve retail demand forecasting under het-
erogeneous uncertainty conditions? We propose a hybrid framework integrating Syntetos—
Boylan Classification with embedding-based unsupervised learning. The framework is
evaluated using weekly point-of-sale (POS) data from prominent FMCGs retailers in South
Korea, encompassing 691 stores, 12,661 products across two distribution centers, and more
than 3.8 million transaction records. This dataset features diverse sales distribution charac-
teristics, providing a robust testbed for examining clustering effectiveness under varying
demand patterns. The results demonstrate that clustering performance depends critically
on data characteristics rather than a single optimal approach, offering practical guidance
for complex retail forecasting environments.

The paper’s contributions can be summarized as follows.

e  Practical Applicability: The hybrid clustering for retail demand forecasting proposed
in this study overcomes the limitations of the existing clustering-based hybrid method.
Comparing the unvalidated performance of rule-based and ML methods enables
selecting effective methodologies based on data characteristics. Additionally, the
practical approach, which utilizes actual sales data, enables the research results to be
directly applicable to real-world practice.

e Utilization of Embedding-based Representation Learning: Embedding-based repre-
sentation learning is a core strength of this study. Specifically, time series embeddings
transform product-specific sales patterns into fixed-length vectors, thereby improving
clustering when combined with unsupervised learning methods during the ML clus-
tering phase. In both rule-based and ML methods, these embeddings are then used in
the forecasting phase with baseline algorithms and exogenous variables to enhance
product-specific forecasting.

e  Explainable Model: This study used XGBoost-based Feature Importance analysis to
identify key factors influencing prediction results. Using retail data without promo-
tions, it clearly revealed variables affecting actual demand.

e  Feature Diversity: Furthermore, the diversity of features is a key contributor to im-
proved forecasting in this study. By integrating various data types including time
series, sales (domestic/import classification, category, first shipment date, sales start
date, price), economic (Consumer Price Index (CPI), Unemployment Rate, West
Texas Intermediate (WTI), retail sales index), and weather data (average tempera-
ture, average relative humidity, average wind speed) the study enhances demand
forecasting performance.

This study is structured as follows. Section 2 reviews the literature on FMCGs retail
demand forecasting methodologies. Section 3 describes the entire process of the proposed
research methodology. It proceeds in the order of dataset, preprocessing, clustering, fore-
casting, and evaluation. Section 4 evaluates the forecasting performance of the proposed
framework and presents the optimal algorithm. Section 5 presents the paper’s conclusions
and provides insights for future research.

2. Related Work

In the FMCGs retail sector, accurately forecasting product demand is crucial. This pre-
vents excess inventory and stockouts while enhancing customer satisfaction. The accuracy
of demand forecasting enables supply chain management, inventory level maintenance,
and production planning [11]. Traditional demand forecasting methods predict based
on historical data but have limitations in capturing nonlinear relationships and external
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factors [12]. Recently, machine learning and deep learning techniques have been applied to
demand forecasting, improving forecasting performance [13]. Hybrid models have gained
attention as methods that combine multiple forecasting techniques to leverage the strengths
of each approach while compensating for their limitations [14].

2.1. Traditional Forecasting Methods

Demand forecasting methods are classified into three categories: time-series analysis,
regression analysis, and machine learning [15]. Traditional methods include time-series
and regression analyses. Time series analysis predicts future demand by modeling trends
and seasonality using historical data. AutoRegressive Integrated Moving Average (ARIMA)
and Holt-Winters Exponential Smoothing (HW) are established statistical methods well-
suited for forecasting time series with trend or seasonal characteristics [16,17]. Regression
analysis predicts by assuming relationships between sales demand and external vari-
ables. Linear regression assumes linear relationships between variables, while multiple
regression considers multiple variables simultaneously [18]. However, these methods
are limited by multicollinearity, sensitivity to outliers, and their inability to represent
nonlinear relationships [19].

2.2. Machine Learning-Based Forecasting Methods

Machine learning-based methods have advanced demand forecasting by learning
complex patterns and nonlinear relationships from data. Tree-based models derive pre-
dicted values by splitting input variables. Random Forest (RF) employs bagging techniques
to generate multiple decision trees and then averages their results. Gradient Boosting
Machine (GBM) sequentially corrects errors. Extreme Gradient Boosting (XGBoost), Light
Gradient Boosting Machine (LightGBM), and Categorical Boosting (CatBoost) demonstrate
excellent performance in demand forecasting [20].

Deep learning methods enable data abstraction using multi-layer neural networks.
Recurrent Neural Networks (RNNs) and Long Short-Term Memory (LSTM) models are
used for time-series forecasting, which is particularly suitable for data that exhibit tem-
poral dependencies. LSTMs and Gated Recurrent Units (GRUs) learn long-term patterns
through gating mechanisms [21]. Recently, transformer-based models have gained atten-
tion for their strong long-term forecasting performance, outperforming RNNs through
self-attention mechanisms [22].

2.3. Hybrid Models

Hybrid models achieve superior performance and robustness compared to single
models by combining multiple forecasting techniques [23]. These models can be classified
into seven types: (1) Statistical-machine learning hybrids generate linear predictions using
statistical models, then capture nonlinear residuals with machine learning or deep learning
models [24,25]. (2) Clustering-based approaches group similar demand patterns and apply
optimal models to each cluster [26,27]. (3) Ensemble methods aggregate predictions from
multiple models to generate final forecasts [28,29]. (4) Decomposition-based methods sepa-
rate time series into components and apply appropriate models to each [30,31]. (5) Parallel
architectures execute different models simultaneously and combine their outputs [32,33].
(6) Meta-learning approaches use a meta-learner to integrate predictions from multiple
base models [34,35]. (7) Embedding-based methods transform time series into vector
representations, enabling models to capture complex patterns [36,37].
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2.4. Research Trends in Clustering-Based Hybrid Demand Forecasting for Retail

This section examines research trends in clustering-based hybrid methodologies.

Table 1 summarizes the research trends in clustering-based hybrid demand forecasting for

the retail sector.

Table 1. Research Trends in Clustering-Based Hybrid Demand Forecasting.

Clustering Forecasting Performance
Ref. Year Data Source Algorithms Algorithms Indicators Feature
Linear Location,
[38] 2000 Fashion Retail K-Median Re res:ion revenue Sales,
& AVG Temp
Supermarket ARIMA, decrease in Customer/Transaction
[39] 2012 Retail K-Means SARIMA, ANN inventory information
oyal Air Force , - ales
[5] 2014 Royal Air F SBC KH, KH-SES MAPE Sal
. N Bayesian Warehouse /Product
[40] 2015 Food Retail Bipartite Graph Network, MLP MAPE Properties, Sales
[41] 2019 OmrE;Eﬁnnel K-Means ANN MSE Online/Offline Sales
OneR, Naive
IT e-commerce Bayes, KNN,
[7] 2020 Retail K-Means RIPPER, C4.5, MAPE e-commerce Sales
Rules-6
Online Retail Theta, ARIMA,
[42] 2020 (Stock&Buy) ClustAvg MLP Accuracy Sales
[4] 2021 Fashion Retail K-Means ELM, SVR MAPE, RMSE Online/Offline Sales, Weather
Kaggle .
RF, XGBoost, RMSE, Transactions, Items, Stores,
] 2021 Supermarket HAC LSTM+RF MAE Holiday events, Oil prices
Retail
M5 Walmart, Inventory
[6] 2022 Spare Parts SBC SES, ARIMA, Decision Sales
. CROSTON .
Retail Insights
8] 2022 IT Hardware K-Means, AHC, ARIMA, Cost Sales/Stock/Customer
Retail GMM RNN-LSTM Information
. LSTM, Prophet, Sales, Stores, Customers,
[25] 2022 Sports Retail K-Means Bayesian Accuracy Products, Delivery
[43] 2022 Fashion Retail K-Means SVM, RF, NN MAE, RMSE Sales
[44] 2022 Online Retail K-Means GLM Accuracy Sales, Product
Bicycle
[45] 2023 accessories HAC Regression Accuracy Sales, Product, Promotion
Retail
Omni-channel
[46] 2023 . DTW ANN RMSE Sales
Retail
Linear
[47] 2023 Kaggle Retail K-Means Regression, RF, Accuracy Sales, Customer, Product
XGBoost, LSTM
Food & Sales, Customer, Region,
[48] 2024 Beverage Retail GMM, HAC RF Accuracy Distribution, Product,
& Promotion
[49] 2024 Kaggle Retail LSTM RF Accuracy Sales, Product, Location
Improve
[50] 2025 Walmart Retail K-Means ARIMA inventory Sales, Product, Promotion
management
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Studies from the early 2000s relied on rule-based classification and clustering tech-
niques. These include research on store-level demand optimization using K-Median clus-
tering [38], customer segmentation studies using ARIMA and Multi-Layer Perceptron
(MLP) [39], Bipartite Graph clustering research [40], and the ClustAvg approach [42].

In the 2010s, data-driven, unsupervised learning techniques gained mainstream adop-
tion. K-Means clustering was applied to customer and product segmentation using in-
tegrated online and offline sales data [41,43,44,47,50], while Hierarchical Agglomerative
clustering (HAC) and Gaussian Mixture Model (GMM) were utilized for datasets with
high demand uncertainty [8,9,48]. Dynamic Time Warping (DTW)-based pattern clustering
represents a methodological extension that leverages time-series similarity [46].

Prediction algorithms have also evolved. Initially, traditional statistical techniques
such as ARIMA, Simple Exponential Smoothing (SES), and regression analysis were
used [6], and subsequently, machine learning-based approaches, including RE, XG-
Boost, Support Vector Machine (SVM), and Support Vector Regression (SVR) were in-
troduced [9,43,47,48]. Recently, deep learning-based time series forecasting methods, such
as LSTM and RNN-LSTM, have emerged [8,25,46]. There has also been research on ensem-
ble architectures that combine LSTM and RF [9].

From a data perspective, most studies included sales and transaction data (e.g., sales
volume, price, net sales) [44,46,50]. Subsequently, customer and store attributes (cus-
tomer ID, store ID, location, demographic information, etc.) were integrated [38,39,47,48].
Recently, exogenous variables such as online/offline channel characteristics [4,41,46], pro-
motions and events, weather, and oil prices have been incorporated [9,45,48].

Clustering-based hybrid demand forecasting in retail has evolved from simple rule-
based approaches to attribute-based methods (K-Means clustering (K-Means), HAC, GMM)
and pattern-based methods (DTW), while prediction algorithms have progressed from
statistical methods to machine learning, deep learning, and ensemble approaches. Data has
expanded beyond a sales- and customer-centric focus to a multidimensional framework
encompassing channels, promotions, and external environmental factors. This suggests that
hybrid approaches are becoming increasingly important in retail inventory management
and decision support.

3. Methodology

This study proposes a hybrid clustering approach for retail demand forecasting that
effectively captures diverse demand patterns in FMCGs retail data. The proposed method-
ology selectively utilizes rule-based and ML methods to construct prediction models for
each cluster.

The rule-based method clusters data using the Syntetos—Boylan Classification (SBC).
The ML method targets items that are difficult to categorize into clear demand types. First,
time-series data are embedded to represent pattern similarity among products. Subse-
quently, product groups are clustered through unsupervised learning.

For both methods, the forecasting stage consists of two phases. Phase 1 selects
an appropriate prediction algorithm for each cluster from ARIMA, RF, XGBoost, LSTM,
and Autoformer.

In Phase 2, a hybrid model combining embeddings with the selected optimal algorithm
is applied, and the resulting product-level predictions are compared across clusters. The
overall framework is illustrated in Figure 1.
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Research Framework

e 3Years FMCG Retail Sales Data
1.Dataset e 2 Centers, 691 Stores
e 22,794 Product

Remove EOL (End-of-Life) data

Delete data with no sales quantity across all periods

Filter only items with the same product number by center, year
Feature Engineering

2.Preprocess

Rule-Base Machine Learning
v Statistical Rule-based Clustering = Unsupervised Learning-based
(based on ADI, CV?) ) ) CIust.ermg .
3.Clustering SBC(Syntetos-Boylan Classification) (with Time series Embedding)
Smooth e PCA e K-Means
Erractic o TS2Vec o HAC
Intermittent o PatchTST * GMM
GAF-CNN
Lumpy °
Same forecasting procedure for rule-based and ML approaches
Phase 1 Phase 2

h 4 Select Best Model per cluster %?2:?;;2%%8233?2;2
e Random Forest e PatchTST-RF
e XGBoost e TS2Vec-RF
e LSTM e GAF-CNN XGBoost
e Autoformer e PatchTST-XGBoost
e TS2Vec-XGBoost

e Total 11 Forecasting Algorithms
Optuna optimization & time-based validation

v

Rule-based vs Machine Learning Clustering Methods
Error Metrics: MAE, RMSE, MAPE, MASE
Weighted Metrics: WMAPE

5.Evaluation

Figure 1. Research Framework.

3.1. Dataset

The dataset comprises three years (2020-2022) of weekly POS data from two distri-
bution centers in the Korean FMCGs industry, covering 22,794 retail products across nine
categories: tools, hobbies, stationery, food, cleaning, beauty, props, cooking, and storage.
Each record includes domestic import classification, category, product number, product
name, sales unit price, initial release date, start date, and sales quantity.

3.2. Data Preprocessing and Feature Engineering

The preprocessing stage involves constructing the modeling dataset through several
steps. First, discontinued products and those with zero sales were excluded. Products were
filtered to retain only those with consistent product numbers across all centers and years.
Lag features were constructed, including one-week prior sales and a four-week moving
average of sales. A holiday count variable was added to capture fluctuations in weekend
sales. External variables—average temperature, humidity, wind speed, CPI, unemployment
rate, WTI, and retail sales index—were incorporated. The complete feature set is illustrated
in Table 2.
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Table 2. Summary of Feature Engineering Variables.
Sortation NO Column Description Data Type
1 DATE DATE DATETIME64
2 YEAR YEAR INT64
3 MONTH MONTH INT64
Time Series 4 WEEK WEEK INT64
Feature (8) 5 TOTAL_HOLIDAY_CNT Number of Holidays INT64
6 LAGI Sales Quantity FLOAT64
1 week ago
Sales Quantity over
7 LAG1_4W_ROLLING_AVG FLOAT64
the Past 4 weeks
W_QTY Sales Quantity INT64
CATEGORY Product Category OBJECT
10 PRODUCT_CODE Product Code INT64
11 PRODUCT_NAME Product Name OBJECT
Product A
Feature (7) 12 PRICE Unit Price INT64
13 FIRST_SHIPMENT_DATE Initial Release Date INT64
14 START_SALES_DATE Sales Start Date INT64
15 ORIGIN_TYPE Domestic/Import OBJECT
Classification
16 AVG_TEMPERATURE Average FLOAT64
Temperature
Weather
Feature (3) 17 AVG_HUMIDITY Average Humidity FLOAT64
18 AVG_WIND_SPEED Average Wind Speed FLOAT64
19 CPI Consumer Price FLOAT64
Index
Economy 20 UNEMPLOYMENT_RATE Unemployment Rate FLOAT64
Feature (4) West T,
21 OIL_PRICE est fexas FLOAT64
Intermediate
22 RETAIL_SALES_INDEX Retail Sales Index FLOAT64

Categorical variables require encoding for machine learning algorithms [51], while
numerical variables must be normalized to prevent disproportionate influence during
model training. Normalization is particularly critical for distance-based and optimization-
based models [52]. In this study, one-hot encoding was applied to categorical variables.
Standard scaling was used during clustering to identify sales patterns, while Min-Max
scaling was employed in the product-level forecasting stage.

3.3. Clustering Methods for Demand Forecasting

This study employs rule-based and ML-based clustering methods for demand fore-
casting. Clustering groups products with similar sales patterns, enabling cluster-specific
prediction models. The rule-based method classifies products using predefined statistical
criteria, while the ML method applies unsupervised embedding-based learning to identify
data patterns. Clustering performance for the ML approach was evaluated using the Silhou-
ette Coefficient (SC) and the Davies—Bouldin Index (DBI) [53]. The Silhouette Coefficient is
an internal evaluation metric that simultaneously measures how closely each data point is
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bound to other points within the same cluster and how well it is separated from points in
other clusters. Its values range from —1 to 1, with higher values indicating a more clearly
defined cluster structure [53].

In contrast, the Davies—Bouldin Index is an evaluation metric that assesses inter-
cluster similarity by jointly considering inter-cluster separation and intra-cluster cohesion,
with lower values indicating better separation between clusters and superior clustering
quality [53]. Rule-based methods are effective for clear demand patterns, whereas ML-
based methods excel with irregular or complex patterns [5-8]. The rule-based and ML
methods are detailed in Sections 3.3.1 and 3.3.2, respectively.

3.3.1. Rule-Based Clustering

The rule-based method categorizes products into four types based on Average Demand
Interval (ADI) and Squared Coefficient of Variation (CV?) [7]: Smooth (low ADI, low CV?),
Intermittent (high ADI, low CV?), Erratic (low ADI, high CV?), and Lumpy (high ADI,
high CV?). This approach enables pattern differentiation, including the identification of
intermittent demand, and facilitates cluster-specific model selection.

3.3.2. Machine Learning-Based Clustering

Machine learning-based clustering employs embedding-based unsupervised learning
to transform time series into a latent vector space for pattern-based clustering. Direct
comparison of raw time series is challenging due to the data’s multidimensional and
irregular nature, necessitating the use of embedding techniques [36]. While Principal
Component Analysis (PCA) reduces dimensions and improves computational efficiency, it
inadequately captures temporal flow and patterns [54]. Time series embedding preserves
temporal structure in vector space, enabling effective pattern separation during clustering
and facilitating model learning [55,56]. Although widely used in healthcare, finance, and
sensor analysis, time series embedding remains underexplored in demand forecasting.
This study compares PCA with advanced time-series embedding techniques to assess
their effectiveness.

Four embedding techniques are employed:

Principal Component Analysis (PCA): Extracts principal components to reduce di-
mensionality while preserving core characteristics [54].

Gramian Angular Field-Convolutional Neural Network (GAF-CNN): Converts time
series into GAF images representing temporal correlations as two-dimensional matrices,
then extracts patterns via CNN while preserving temporal dependencies [36].

Patch Time Series Transformer (PatchTST): Divides time series into fixed-length
patches processed by a Transformer encoder to capture both local and long-term patterns
through self-attention mechanisms [37].

Time Series to Vector (TS2Vec): Generates latent vectors that capture global and local
contexts via contrastive learning, providing generalized representations for prediction and
analysis tasks [57].

Embedding vectors serve as input for three clustering algorithms:

K-Means clustering: A center-based algorithm that divides data into K clusters and
iteratively updates each centroid to maximize within-cluster similarity [58].

Hierarchical Agglomerative clustering: A bottom-up algorithm that starts from indi-
vidual data points and progressively merges similar clusters [59].

Gaussian Mixture Model: A probabilistic clustering technique that assumes data is
composed of a mixture of multiple normal distributions [60].
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3.4. Hybrid Forecasting Framework

The forecasting stage consists of three phases: training, validation, and testing, with
both rule-based and ML methods following the same procedure. Phase 1 identifies the
optimal model among five algorithms (ARIMA, RF, XGBoost, LSTM, and Autoformer),
while Phase 2 evaluates hybrid models combining the selected model with embedding
techniques (GAF-CNN, PatchTST, and TS2Vec).

Training. Sales quantity is used as the target variable, with 15 input features including
time-series, product, seasonal, and economic variables. The dataset is split chronologically
into training (January 2020-June 2022, 83.4%), validation (July-September 2022, 8.3%), and
testing (October-December 2022, 8.3%) sets. One-hot encoding is applied to categorical
variables, and min-max normalization is applied to numerical variables. To ensure fair
comparison, the same data split is used across all stages. Clustering is performed on training
data only to prevent data leakage, after which forecasting is conducted for each cluster.
In Phase 1, five models are trained to identify the optimal model per cluster. In Phase 2,
three embedding methods are integrated with the selected model, resulting in 11 hybrid
models. Time-series embeddings transform input sequences into latent representations,
thereby improving generalization and stability [56].

Validation. The validation set is used to tune hyperparameters and prevent overfitting.
Hyperparameters are optimized using Optuna’s Tree-structured Parzen Estimator (TPE) to
minimize RMSE [61].

Testing. The test set is used to evaluate the final model performance using the opti-
mized parameters. The results are presented in the following Evaluation section.

3.5. Forecasting Performance Evaluation

In the evaluation phase, the performance of the rule-based and ML methods was
compared. Product-level forecasting accuracy was assessed using Mean Absolute Error
(MAE), Root Mean Squared Error (RMSE), Mean Absolute Percentage Error (MAPE), and
Mean Absolute Scaled Error (MASE) [34,45]. Each metric is defined as follows:

n

1
MAE = *Z‘yt*?tl 1)
i3

MAE measures the average magnitude of forecasting errors.

1& .
RMSE = /-3~ (ye = 1) )
=
RMSE assigns greater weight to larger errors due to the squaring operation.

Yyt — Gt

1 n
MAPE = —
L,

3

% 100 3)

MAPE evaluates relative forecasting accuracy as a percentage of actual values.

Xl — 0l

MASE = 1= 21
1 lye — vl

(4)
MASE scales forecast errors relative to a naive benchmark, enabling comparison across
different time series.
Because the two methods employ different clustering approaches, simple average
metrics may not adequately reflect differences in sales volume across products. Therefore,
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this study also adopts the Weighted Mean Absolute Percentage Error (WMAPE) [62],
defined as:

YK | n;-MAPE;

WMAPE = )

i=1"
WMAPE evaluates overall forecasting performance by weighting each cluster accord-
ing to its size.

4. Results and Discussion
4.1. Evaluation of ML-Based Clustering

In Section 4.1, clustering performance evaluation experiments for the ML method
were conducted. The ML method transformed the input time series into vectors using
time-series embeddings, including PCA, GAF-CNN, PatchTST, and TS2Vec. Subsequently,
the embedding vectors were used as input for unsupervised learning-based clustering,
applying K-Means, HAC, and GMM to cluster products with similar sales patterns. Cluster-
ing performance was evaluated using the Silhouette Coefficient (SC) and Davies-Bouldin
Index (DBI), and the evaluation results are presented in Table 3.

Table 3. Performance Evaluation of Machine Learning-Based Clustering Methods.

NO Embedding Model Feature Variables K SC DBI
A Center
1 PCA K-Means Time Series 3 0.4846 0.9419
2 PCA K-Means Time series + Sales 3 0.4785 0.9378
3 TS2Vec K-Means Time Series 3 0.5933 0.6866
4 PatchTST K-Means Time Series 5 0.6038 0.6218
5 GAF-CNN K-Means Time Series 2 0.5055 0.8910
6 PCA HAC Time Series 3 0.4192 0.9428
7 TS2Vec HAC Time Series 3 0.5902 0.6586
8 PatchTST HAC Time Series 5 0.5287 0.6359
9 PCA HAC Time series + Sales 3 0.3920 0.9592
10 GAF-CNN HAC Time Series 2 0.6434 0.7152
11 PCA GMM Time Series 3 0.1324 1.7658
12 TS2Vec GMM Time Series 3 0.1869 1.5709
13 PatchTST GMM Time Series 3 0.6488 0.8826
14 PCA GMM Time series + Sales 3 0.1446 1.6398
15 GAF-CNN GMM Time Series 2 0.5336 0.7954
B Center
1 PCA K-Means Time Series 3 0.4699 0.9352
2 PCA K-Means Time series + Sales 3 0.4655 0.9288
3 TS2Vec K-Means Time Series 3 0.5782 0.7021
4 PatchTST K-Means Time Series 3 0.5950 0.6570
5 GAF-CNN K-Means Time Series 2 0.5358 0.8310
6 PCA HAC Time Series 3 0.5801 0.9680
7 TS2Vec HAC Time Series 3 0.5453 0.6849
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Table 3. Cont.

NO Embedding Model Feature Variables K SC DBI

8 PatchTST HAC Time Series 4 0.5565 0.7410

PCA HAC Time series + Sales 3 0.4533 0.9360
10 GAF-CNN HAC Time Series 2 0.6023 0.7152
11 PCA GMM Time Series 3 0.2489 1.7731
12 TS2Vec GMM Time Series 3 0.1227 1.8953
13 PatchTST GMM Time Series 4 0.6339 0.6165
14 PCA GMM Time series + Sales 3 0.2179 1.6418
15 GAF-CNN GMM Time Series 2 0.4791 0.9863

Table 3 shows that PatchTST-GMM achieves the best clustering performance at both
centers: Center A (K =3, SC = 0.6488, DBI = 0.8826) and Center B (K = 4, SC = 0.6339,
DBI = 0.6165), indicating strong cluster separation and consistency.

Clustering simplifies the data structure by grouping observations with similar patterns,
thereby reducing heterogeneity and enabling more consistent pattern learning within each
cluster. While clustering quality is evaluated using metrics such as SC and DBI [53], these
reflect structural validity rather than forecasting performance. Accordingly, clustering is
treated as a preprocessing step, and its effectiveness is ultimately assessed based on forecasting
accuracy. This perspective aligns with Bala (2012), who showed that clustering-based demand
partitioning improves forecasting accuracy compared to single-model approaches [39].

In contrast, PCA-GMM shows the poorest performance (Center A: SC = 0.1324,
DBI = 1.7658), indicating its limitation in capturing temporal patterns. Although GAF-
CNN-HAC achieves relatively high SC, it produces only two clusters from 12,661 products,
limiting its ability to capture pattern diversity.

From an embedding perspective, time-series-based methods (TS2Vec, PatchTST, and
GAF-CNN) outperform PCA-based approaches, demonstrating their effectiveness in cap-
turing temporal dynamics. In addition, the single time-series experiment outperforms the
multi-variable setting, suggesting that ML-based clustering can achieve stable performance
even with minimal input features.

Overall, these results demonstrate that embedding-based clustering, particularly
PatchTST-GMM, is most effective for capturing heterogeneous demand patterns.

4.2. Clustering Results: Rule-Based vs. ML Methods
Table 4 shows the cluster distribution from the rule-based method (SBC).

Table 4. Rule-based Method (SBC) Cluster Results.

Product Quantity
Center K Cluster 1 Cluster 2 Cluster 3 Cluster 4
(Smooth)  (Intermittent) (Erratic) (Lumpy)
A 4 9451 117 2139 954
B 4 9608 121 2017 915

Both Center A and Center B formed 4 clusters, with the Smooth type dominating at
both centers. In contrast, the Intermittent and Lumpy types contained fewer products,
indicating that irregular demand is concentrated in specific product groups.
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Figure 2 presents the weekly average sales (W_QTY) trends for each cluster classified
by the rule-based method (SBC), with the time axis expressed in YearWeek format. The
x-axis denotes the year and week (e.g., 202001 corresponds to the first week of 2020),
spanning January 2020 to December 2022.
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Figure 2. Average Sales Volume over Time Clusters from the Rule-Based Method.

The four clusters are clearly differentiated in terms of average level and variability,
with similar pattern structures observed across both Center A and Center B. The Smooth
cluster exhibits the highest and most stable demand, whereas the Intermittent, Erratic, and
Lumpy clusters show lower averages with greater variability.

A noticeable increase in demand occurs after approximately week 40 in some clusters,
attributed to the time lag between product launch and actual shipment. In addition,
recurring demand spikes around weeks 40, 100, and 150 reflect seasonal effects, particularly
pre-Christmas purchasing patterns typical in FMCGs retail data.

By incorporating both year and week information, structural shifts and seasonal
patterns can be more clearly identified. Table 5 presents the product clustering results
obtained using the ML method (PatchTST-GMM).

Table 5. ML Method (PatchTST-GMM) Cluster Results.

Product Quantity
Center K Cluster 1 Cluster 2 Cluster 3 Cluster 4
A 3 2513 10,008 140 -
B 4 10,211 1801 214 435

Center A data were partitioned into 3 clusters, while Center B data were partitioned
into 4 clusters. For Center A, the majority of products (79%) were assigned to Cluster 2,
with substantially fewer products in Clusters 1 and 3. In contrast, Center B exhibited a
more balanced distribution across four clusters, indicating greater heterogeneity in demand
patterns. These results demonstrate that embedding-based clustering can autonomously
identify and segment latent demand structures without predefined categories, adapting
the cluster composition to the intrinsic characteristics of each dataset.

Figure 3 presents the weekly average sales (W_QTY) trends for each cluster clas-
sified by the ML-based method (PatchTST-GMM), with the time axis expressed in
YearWeek format.
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Figure 3. Average Sales Volume over Time by Clusters from ML Method (PatchTST-GMM). (a) Center
A; (b) Center B.

Center A forms three clusters and Center B forms four clusters, each exhibiting distinct
time-series characteristics and variability. Several clusters exhibit recurring short-term
spikes and fluctuations, suggesting that ML-based clustering can capture latent demand
patterns that rule-based methods miss.

Structural changes are also observed in certain clusters over time, reflecting non-
stationarity in demand. Such changes may lead to distribution shifts between training and
test periods, potentially affecting forecasting performance. To address this, the proposed
clustering-based forecasting approach accounts for demand heterogeneity and structural
changes, thereby enabling more stable, robust forecasting performance.

4.3. Performance Evaluation of Cluster-Level Forecasting Models

In Section 4.3, the performance of the forecasting algorithms, both rule-based and ML
methods, was evaluated. The performance of 11 forecasting algorithms was compared,
including single models in Phase 1 and hybrid embedding-combined models in Phase 2.
The prediction results for each cluster are summarized in Tables 6-9.

Tables 6 and 7 compare forecasting performance across clusters using the rule-based
method. Across 11 models, Phase 2 models incorporating time-series embeddings consis-
tently outperform Phase 1 single models.

https:/ /doi.org/10.3390/forecast8030037


https://doi.org/10.3390/forecast8030037

Forecasting 2026, 8, 37 15 of 25
Table 6. Forecasting Results for Rule-Based Clusters (Center A).
1 . Phase 2 (Proposed Models)
uster Phase 1 (Baseline Models)
(Product Evaluation GAF-CNN PatchTST TS2Vec
Quantity) ARIMA RF  XGBoost LSTM Autoformer XGBoost ~RF  XGBoost RF  XGBoost RF
MAE 249.72 164.83 167.39 194.14 187.71 144.30 176.33 150.67 14311 19526 188.49
Cluster_1 RMSE 267.94 182.65 186.81 211.27 207.07 162.78 195.00 170.57 163.87 217.11 207.69
(9451) MAPE 33.51 23.78 23.88 27.81 27.88 22.29 26.11 22.87 22.08 27.58 27.08
MASE 2.85 1.93 1.94 2.25 2.12 1.62 1.98 1.67 1.59 2.13 2.08
MAE 219.87 84.81 85.36 87.77 86.31 79.62 91.42 80.14 74.40 107.30  101.20
Cluster_2 RMSE 228.59 93.52 95.68 97.49 96.64 90.83 101.02 91.72 8445 118.09 111.04
(117) MAPE 37.01 14.09 14.59 16.95 14.97 13.78 15.08 13.54 12.52 17.24 16.35
MASE 4.54 2.01 2.08 2.04 1.84 1.75 1.94 1.74 1.57 2.16 2.03
MAE 538.26 268.12 260.91 429.59 351.77 245.42 342.29 240.97 256.65 348.58 321.90
Cluster_3 RMSE 601.13 329.70 323.01 489.66 411.27 311.45 409.58 299.27 31844 41621 384.66
(2139) MAPE 6460 5152 4993 6249 55.10 4663 5746 4675 4969 5450 5417
MASE 4.14 2.51 243 3.69 2.90 211 3.08 2.12 2.26 3.12 2.94
MAE 494.67 344.53 284.63 507.02 435.01 378.21 434.45 316.94 343.04 47727 388.87
Cluster_4 RMSE 572.37 404.03 345.16 590.65 504.97 456.39 509.96 379.87 41259 567.51 461.58
(954) MAPE 6462 5559 5197 5612 57.14 5171 5923 4857 5459 5701  55.15
MASE 4.37 341 2.96 4.24 3.97 3.66 4.36 3.34 3.38 4.67 3.99
Table 7. Forecasting Results for Rule-Based Clusters (Center B).
Cluster . Phase 2 (Proposed Models)
(Product Evaluation Phase 1 (Baseline Models) GAF-CNN PatchTST TS2Vec
Quantity) ARIMA RF  XGBoost LSTM Autoformer XGBoost RF  XGBoost RF  XGBoost RF
MAE 247.27 160.37 160.52 204.52 173.86 140.76 175.64 143.06 139.50 19399 187.78
Cluster_1 RMSE 265.21 178.00 180.17 223.55 192.92 158.80 193.84 16392 160.64 215.89 206.51
(9608) MAPE 32.89 23.11 23.20 29.14 25.89 21.50 25.54 21.45 21.19 27.09 26.82
MASE 2.83 1.89 1.88 2.33 1.98 1.59 1.99 1.61 1.57 2.14 2.09
MAE 113.98 81.46 81.09 84.83 85.38 75.78 89.94 77.98 73.04 101.00 100.05
Cluster_2 RMSE 123.74 91.59 91.61 93.13 95.83 87.57 100.86 90.00 83.61 113.61 110.14
(121) MAPE 21.21 14.96 15.01 14.44 16.50 14.33 16.44 14.68 13.81 18.17 18.22
MASE 2.68 1.96 1.97 2.00 1.87 1.67 1.97 1.72 1.61 2.09 211
MAE 540.17 270.38 255.92 414.88 362.22 239.26 314.49 22518 248.65 34955 314.20
Cluster_3 RMSE 600.93 330.30 312.57 480.92 418.20 303.88 377.92 284.68 30631 416.28 375.86
(2017) MAPE 63.97 50.81 49.21 62.55 54.68 45.45 54.11 42.69 48.66 52.96 51.76
MASE 411 2.49 2.36 3.60 3.05 2.09 2.85 2.00 2.23 3.08 2.85
MAE 538.76 373.24 333.30 493.95 466.53 401.90 486.88 335.64 360.39 319.78 393.09
Cluster_4 RMSE 618.66 432.83 395.05 576.42 537.86 480.18 567.47 394.63 420.36 378.65 462.77
(915) MAPE 64.79 56.52 53.64 60.82 57.01 50.66 61.01 47.55 54.82 47.30 53.45
MASE 4.39 3.46 3.21 4.44 3.99 3.64 4.58 3.36 3.36 3.27 3.80

In Center A, the optimal model varies by cluster. PatchTST-RF performs best for the
Smooth (Cluster 1) and Intermittent (Cluster 2) types, whereas PatchTST-XGBoost achieves
superior performance for the Erratic (Cluster 3) and Lumpy (Cluster 4) types.

Similar patterns are observed in Center B. PatchTST-RF performs best for the

Smooth and Intermittent types, while PatchTST-XGBoost is optimal for the Erratic
type, consistent with Center A. For the Lumpy type, TS2Vec—XGBoost shows the best
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performance, indicating that both PatchTST and TS2Vec embeddings are effective for

high-uncertainty demand.

Table

8. Forecasting Results for PatchTST-GMM Clusters (Center A).

Phase 2 (Proposed Models)

Cluster Phase 1 (Baseline Models)
(Product Evaluation GAF-CNN PatchTST TS2Vec
Quantity) ARIMA RF  XGBoost LSTM Autoformer XGBoost ~RF  XGBoost RF  XGBoost RF
MAE 594.25 369.31 358.56 475.31 389.54 318.94 405.52 32348 323.89 44294 42097
Cluster_1 RMSE 643.86 416.08 408.03 528.69 438.54 375.62 456.93 37698 37298 500.89 471.79
(2513) MAPE 35.18 25.42 24.38 30.84 27.10 22.59 27.56 2297 23.25 28.94 28.18
MASE 3.46 2.36 2.29 2.82 2.32 1.91 2.43 1.96 1.96 2.63 2.51
MAE 218.89 133.37 127.45 184.76 160.09 122.60 152.02 115.77 12124 16750 155.05
Cluster_2 RMSE 240.09 152.85 147.35 206.68 180.89 145.54 173.58 135.88 140.60 191.39 175.87
(10,008) MAPE 42.37 32.21 31.48 38.78 35.23 29.46 34.90 28.96 30.43 35.71 34.89
MASE 3.09 2.07 2.00 2.67 2.28 1.79 2.27 1.74 1.80 2.46 2.31
MAE 221297 149740 1434.19 1917.62 1706.07 1385.69 1704.68  1314.49 1361.60 1739.86 1643.32
Cluster_3 RMSE 2542.16 1800.25 1748.01  2262.51 2029.11 1731.76 2036.26  1624.23 1677.37 210541 1973.25
(140) MAPE 36.04 28.05 26.82 33.99 31.03 26.74 31.17 24.86 25.93 30.19 29.57
MASE 3.75 2.73 2.62 3.44 2.93 2.40 2.92 2.32 2.39 3.03 2.90
Table 9. Forecasting Results for PatchTST-GMM Clusters (Center B).
Cluster . Phase 2 (Proposed Models)
(Product Evaluation Phase 1 (Baseline Models) GAF-CNN PatchTST TS2Vec
Quantity) ARIMA RF  XGBoost LSTM Autoformer XGBoost RF  XGBoost RF  XGBoost RF
MAE 214.04 129.92 129.58 172.54 151.78 161.17 158.25 115.63 113.75 16140 154.28
Cluster_1 RMSE 232.09 147.10 148.21 189.95 169.71 176.40 176.64 134.69 133.70 18247 172.67
(10,211) MAPE 39.90 29.88 29.99 34.75 32.71 34.80 34.28 27.41 26.92 32.74 32.66
MASE 2.97 1.95 1.95 244 2.16 2.59 2.33 1.69 1.65 2.29 2.22
MAE 545.60 336.74 332.48 440.27 375.90 293.81 366.07 299.57 306.37 417.85 385.64
Cluster_2 RMSE 584.83 376.68 375.32 479.81 416.80 343.00 407.69 344.84 346.71 468.42 427.69
(1801) MAPE 35.19 24.94 24.34 31.20 27.98 22.10 26.54 22.44 23.74 29.34 27.87
MASE 3.66 2.48 2.45 3.02 2.60 2.01 2.49 2.10 2.12 2.81 2.64
MAE 1964.62 1143.86 1129.15 1410.41 1399.62 996.41 1334.76 1044.68 1050.29 1347.56 1320.13
Cluster_3 RMSE 2200.80 1378.82 1360.12  1652.65 1635.47 1252.10 1568.43 1302.25 1288.23 1615.57 1555.77
(214) MAPE 37.17 25.08 24.17 30.39 29.79 21.26 28.28 22.57 22.85 28.81 27.26
MASE 4.50 3.07 2.99 3.55 3.35 2.45 3.33 2.63 2.54 3.39 3.18
MAE 967.49 581.70 502.84 884.72 771.52 639.71 767.74 459.61 53454 72510 643.54
Cluster_4 RMSE 1112.19  691.19 605.04 1033.78 903.06 773.33 911.58 559.07 639.33 877.01 767.45
(435) MAPE 60.90 52.03 47.74 64.52 58.25 49.78 55.80 42.93 49.09 52.70 51.41
MASE 4.65 3.48 3.01 4.60 412 3.99 4.56 2.95 3.35 4.29 3.91

Overall, RF-based models perform better for low-uncertainty demand, whereas

XGBoost-based models perform better for high-uncertainty demand. These findings sug-

gest that cluster-specific model selection is more effective than applying a single model

across all demand types.

Tables 8 and 9 present forecasting performance across clusters using the PatchTST-
GMM method. Consistent with the rule-based method, Phase 2 models combined with
time-series embeddings outperformed the single models in Phase 1.
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In Center A, XGBoost models combined with time-series embeddings consistently
show superior performance across clusters. GAF-CNN-XGBoost performs best in Cluster 1
(low uncertainty), while PatchTST-XGBoost is effective in both low-uncertainty (Cluster 2)
and high-uncertainty (Cluster 3) settings.

In Center B, the optimal model varies by demand uncertainty. PatchTST-RF performs
best in Cluster 1 (lowest uncertainty), whereas GAF-CNN-XGBoost and PatchTST-XGBoost
achieve better performance in clusters with higher uncertainty. Overall, RF-based models
are more suitable for low-uncertainty demand, while XGBoost-based models are more
effective for high-uncertainty demand.

Due to differences in cluster definitions and scales, direct comparison between rule-
based and ML methods is limited. Therefore, a unified comparison using WMAPE across
all products is provided in Section 4.6.

Table 10 presents a statistical comparison between the Phase 1 baseline and the pro-
posed Phase 2 models. The results show that the proposed model consistently achieves
lower MAE across all clusters. Both the paired ¢-test and the Wilcoxon test confirm that
these improvements are statistically significant and robust. In SBC-based clusters, time-
series embedding-enhanced RF and XGBoost models generally outperform their baseline
counterparts, except in one case (SBC-A Cluster 4), where the baseline model performs
better, suggesting that Phase 1 models may occasionally remain competitive depending on
data characteristics. In ML-based clusters, Phase 2 models consistently achieve lower MAE
with larger improvement margins, suggesting that embedding-based clustering effectively
captures complex demand patterns.

It should be noted that formal statistical comparisons among models within the same
phase (e.g., RF versus XGBoost in Phase 1, or GAF-CNN versus PatchTST versus TS2Vec in
Phase 2) were not the primary focus of this study. The performance differences within each
phase are generally small and consistent across clusters. Moreover, given the large sample
sizes involved, even marginal differences may become statistically significant without
necessarily implying meaningful practical improvements. Therefore, within-phase model
selection in this study is based on MAE rankings rather than formal significance testing,
and practitioners are encouraged to consider both statistical and practical significance when
selecting among models within the same phase.

Table 10. Statistical Comparison between Phase 1 and Phase 2 Forecasting Models.

. Baseline  Proposed  Diff t-Test ~ Wilcoxon
Method  Center Cluster N Baseline Proposed MAE MAE MAE CI p »
A 1 1228653  RF PatchTST-RF 16443 14264 2179 00% 0000 0000
A 2 1521  RF PatchTST-RF 8434 735 1075 % 0000 0000
A 3 27807 XGBoost PaichTSTXGBoost — 257.16 23643 2073 D' 0000 0.000
SBC A 4 12402 XGBoost PaichTSTXGBoost 28038 31019  —2981 270 0000  0.000
20.48,
B 1 124904 RF PatchTST-RF 16000 13866 2134 0% 0000 0000
B 2 1573  RF PatchTST-RF 80.82 7220 862 [0 0000 0000
B 3 26221 XGBoost PaichTSTXGBoost 25235 22083 3152  ayer 0000 0.000
B 4 11895 XGBoost  TS2Vec-XGBoost 3976 31330 1645 7% 0000 0.000
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Table 10. Cont.
Method Center Cluster N Baseline Proposed B;j[ii;e Pl&lj:]s;d 13:2 CI t-];St Wil;oxon
A 1 32669 XGBoost GAFCNN-XGBoost 35649 31586 4063 3,0 0000 0000
A 2 130104 XGBoost PatchTST-XGBoost 12643 11406 1237 2% 0000 0000
A 3 1820 XGBoost PatchTSTXGBoost 142671 130043 12627 000 0000 0000
ML B 1 132743  RE PatchTST-RF 1205 11296 1656 oY 0000 0000
B 2 23413 XGBoost GAF-CNN-XGBoost — 33208 29233 3975 007 0000  0.000
B 3 2782 XGBoost GAF-CNN-XGBoost 113465 99832 13632 100> 0000  0.000
B 4 5655  XGBoost  PatchTST-XGBoost 48188 43923 4264 ) 0000 0.000

Overall, these results demonstrate that the proposed model delivers significant and
consistent performance gains across diverse clusters and data environments, supporting
the effectiveness of the hybrid clustering-based forecasting framework.

4.4. Feature Importance Analysis

Feature importance analysis was conducted to assess each feature’s relative contri-
bution to the model’s predictive performance. We employed the Gain-based importance
metric from XGBoost, which calculates the mean decrease in loss function attributable to
splits on a given feature across all trees. Higher Gain values indicate that a feature provides
more informative splits, thereby contributing more substantially to prediction accuracy [63].
The feature importance rankings for Centers A and B are summarized in Table 11.

Table 11. Feature Importance Analysis Results.

Feature A Center Importance (%) B Center Importance (%)
CATEGORY 30.99 45.76
LAG1 22.66 14.95
START_SALES_DATE 15.15 16.97
LAG1_4W_ROLLING_AVG 13 8.72
PRICE 6.34 4.71

FIRST_SHIPMENT_DATE 4.48 4.3

Subtotal (Top 6 Features) 92.62 95.41
Other Features (n = 9) 7.38 4.59

Other Features include ORIGIN_TYPE, RETAIL_SALES_INDEX, UNEMPLOYMENT_RATE, AVG_HUMIDITY,
AVG_TEMPERATURE, CPI, OIL_PRICE, TOTAL_HOLIDAY_CNT, and AVG_WIND_SPEED.

Based on the results in Table 11, both centers showed CATEGORY, LAGI1 (Sales quan-
tity 1 week ago), START_SALES_DATE (Date of start of sale), LAG1_4W_ROLLING_AVG
(Sales quantity for 4 weeks based on the previous week), PRICE (Unit price of sale), and
FIRST_SHIPMENT_DATE (Initial release date) as the most influential variables. When
these top six variables were combined, they accounted for 92.6% and 95.4% at Centers A
and B, respectively.

At the center level, the importance of variable type differed. Center A showed higher
importance for time series variables (LAG1, LAG1_4W_ROLLING_AVG) compared to
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Center B. Center B showed higher importance for product-related variables (CATEGORY,
START_SALES_DATE) compared to Center A. This indicates that time-series variables
strongly influence Center A’s demand structure, whereas product-related variables strongly
influence Center B’s demand structure.

The other nine macroeconomic and weather variables were generally of low impor-
tance at both centers, serving merely as auxiliary explanatory variables.

In summary, although the composition of the most important variables was similar
across the two centers, the relative contribution weights differed. This demonstrates that,
even when handling the same product categories, each center’s demand structure shows
distinct sales patterns. Utilizing these results, demand managers can make informed
decisions based on the most influential variables.

4.5. Comparison of Rule-Based and ML Methods

Table 12 compares the forecasting performance of the rule-based (SBC) and ML
(PatchTST-GMM) methods across all products. Cluster-level performance is evaluated
using MAPE, while overall performance is assessed using WMAPE and WAMPE to reflect
product-level and volume-weighted errors.

Table 12. Comparison of Rule-Based and ML Methods.

Weighted SUM o Weighted SUM o
Center Method (WMAPE) WMAPE (%) (WAMPE) WAMPE (%)
A Rule-Based (SBC) 359,720.55 28.41 304,274.08 24.03
ML
A (PatchTST-GMM) 350,080.75 27.65 299,910.97 23.69
B Rule-based (SBC) 334,649.76 26.43 289,848.53 22.89
ML
B (PatchTST-GMM) 368,130.97 29.08 311,734.52 24.62

The results show that the optimal method varies by demand characteristics. In Center
A, where demand patterns are relatively stable, the ML (PatchTST-GMM) method achieves
lower errors. In contrast, in Center B, which exhibits higher demand uncertainty, the
rule-based (SBC) method performs better. These findings indicate that no single method is
universally optimal.

Overall, the results support the effectiveness of a hybrid approach that adaptively se-
lects clustering and forecasting strategies based on demand patterns. However, a limitation
of this study is that the method selection is made post hoc, without a predefined criterion.
This limitation highlights the need for a principled selection framework.

Table 13 summarizes the cluster-level statistical characteristics obtained from the ML-
based clustering. The results indicate clear differences in demand patterns between the
two centers. Center B contains clusters characterized by high variability and extremity,
particularly Cluster 4, which exhibits high CV, zero ratio, ADI, kurtosis, and trend volatility,
reflecting irregular and highly fluctuating demand patterns. In contrast, products in Center
A are largely concentrated in relatively stable clusters with smoother demand behavior.

These differences in demand characteristics explain the performance variations ob-
served in Table 12 and provide the basis for the proposed heuristic framework. Specifically,
the presence of high-volatility and extreme clusters suggests the suitability of rule-based
methods, whereas more stable demand structures favor ML-based approaches.
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Table 14 presents the experimental savings achieved using the proposed diagnostic
heuristic. The results show that the heuristic reduces the experimental search space by
approximately 25-50% across different volatility scenarios.

Table 13. ML clustering statistics summary table.

Center A B
Cluster 1 2 3 1 2 3 4
number_of_products 2513 10,008 140 10,211 1801 214 435
mean_W_QTY 1411.2 405.3 5197.6 484.4 1317.0 4027.3 669.4
mean_CV_W_QTY 0.4 0.6 0.7 0.6 0.5 0.6 1.6
mean_ZERO_RATIO 0.0 0.1 0.1 0.1 0.0 0.0 0.3
mean_ADI 1.0 1.1 1.1 1.0 1.0 1.1 1.9
mean_MAD 264.9 96.1 824.5 107.6 238.1 697.0 175.2
mean_KURTOSIS 3.1 3.1 7.4 2.7 3.6 6.1 12.2
mean_TREND_VOLATILITY 297.4 1184 1288.2 117.7 276.6 834.8 473.6

Notes: mean_W_QTY denotes mean weekly sales quantity; mean_CV_W_QTY, mean coefficient of variation in
weekly sales quantity; mean_ZERO_RATIO, mean proportion of zero-demand observations; mean_MAD, mean
median absolute deviation.

Table 14. Experimental Savings under the Proposed Diagnostic Heuristic.

Volatility . . .. . Experimental
Case (A, B) Required Experiments Eliminated Experiments Savings (Count, %)
ML Clustering (A, B) Rule-based Clustering & o
Case 1 Low, Low ML Forecasting (A, B) Forecasting (A, B) 4/50%
i Quteine 8 ML ot
Case 2 Low, High &1 Rule-based Clustering & 3/37.5%
Rule-based Clustering & Forecasting (A)
Forecasting (B) &
Rule-based Clhuering & ML Forecasting (4
Case 3 High, Low ; & Rule-based Clustering & 3/37.5%
Forecasting (A) Forecasting (B)
ML Forecasting (B) 8
ML Clustering (A, B)
Case 4 High, High Rule-based Clustering & ML Forecasting (A, B) 2/25%
Forecasting (A, B)

These findings indicate that the volatility structure derived from ML-based clustering
can serve as an effective prior diagnostic indicator for selecting between rule-based and
ML-based forecasting strategies. This diagnostic approach enables substantial reductions
in experimental cost while maintaining performance.

Consistent with existing literature, the results confirm that no single forecasting
approach is uniformly superior and that performance depends on data characteristics. This
study extends this insight by showing that clustering strategies should also be selected
according to demand characteristics.

Previous studies have typically adopted a single clustering paradigm. For example,
Petropoulos and Kourentzes [5] and Li et al. [6] focused on rule-based approaches, while
Chen and Lu [4] employed ML-based clustering without comparison to rule-based alterna-
tives. As a result, the relative effectiveness of different clustering strategies under varying
demand conditions has not been systematically examined.
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In contrast, this study jointly considers clustering strategy and forecasting model
selection. The results show that ML-based clustering performs better under low demand
volatility, whereas rule-based clustering is more effective under high uncertainty. These
findings highlight that no single clustering paradigm is universally optimal and emphasize
the importance of context-sensitive hybrid approaches.

4.6. Robustness Validation Under Alternative Data Splitting

To assess the impact of temporal data splitting on the findings, an additional robust-
ness analysis was conducted using an alternative time-series split (training: 2020-2021,
validation: January-June 2022, test: July-December 2022).

Cluster-level forecasting performance was re-evaluated, focusing on the representative
Phase 1 models (RF, XGBoost) and Phase 2 models (PatchTST-RF, PatchTST-XGBoost).
Table 15 summarizes the overall performance across clustering methods and distribution
centers for WMAPE and WAMPE.

Table 15. Robustness Validation Results Under Alternative Data Splitting.

Weighted SUM

Weighted SUM

Center Method (WMAPE) WMAPE (%) (WAMPE) WAMPE (%)
A Rule-based (SBC) 356,626.44 28.17 313,516.71 24.76
ML
A (PatchTST-GMM) 343,664.48 27.14 270,475.29 21.36
B Rule-based (SBC) 334,585.68 26.43 294 933.17 23.29
ML
B (PatchTST-GMM) 340,044.67 26.86 316,253.30 2497

The results show that the relative performance patterns remain consistent with the
original findings: Center A favors the ML-based approach, while Center B favors the
rule-based approach. At the cluster level, PatchTST-RF performs better in low-variability
clusters, whereas PatchTST-XGBoost performs better in high-variability clusters. In ad-
dition, embedding-based models consistently achieve lower errors than baseline models,
indicating their effectiveness in capturing latent demand structures.

Opverall, these findings demonstrate that the proposed framework is robust to alterna-
tive data splitting and maintains stable performance under potential structural changes,
such as those during the COVID-19 period. They further support the importance of se-
lecting forecasting models based on demand characteristics rather than relying on a single
universal approach.

5. Conclusions

The purpose of this study is to improve the accuracy of demand forecasting in the
FMCGs multi-product retail industry. To this end, a hybrid clustering model was proposed
that selectively employs rule-based and ML clustering methods based on data characteris-
tics. Experiments using POS data from two distribution centers, spanning 12,661 products
over three years, showed that the ML method (PatchTST-GMM) achieved low error rates
in Center A, while the rule-based (SBC) method demonstrated superior performance in
Center B. This suggests that, even within the same industry, the optimal framework can
vary with data characteristics and sales distribution.

Performance evaluation of 11 algorithms in the forecasting phase revealed that time-
series embedding-combined XGBoost models (GAF-CNN-XGBoost, PatchTST-XGBoost,
TS2Vec-XGBoost) performed well in clusters with high demand uncertainty, whereas time-
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series embedding-combined RF models (PatchTST-RF) showed superior performance in
clusters with stable sales patterns. This demonstrates that the two methods can be used in
complementary ways, depending on the sales distribution of product groups. The study
reconfirmed that the SBC system, traditionally used in intermittent demand forecasting,
is effective for patterns with high demand uncertainty and validated that embedding-
based unsupervised learning clustering methods can be an effective alternative for learning
stable patterns.

This study has the following academic and practical significance: First, we propose
a hybrid methodology that selectively integrates rule-based and ML methods to classify
products based on demand pattern similarity and enhance forecasting performance in
retail environments with heterogeneous demand patterns, validated using actual retail
data. Although GAF-CNN, PatchTST, and TS2Vec are increasingly adopted for forecasting
applications, their use in FMCGs retail demand forecasting remains limited. This study
contributes a validated case demonstrating the effectiveness of state-of-the-art time-series
embedding techniques in real retail forecasting problems.

Second, the effectiveness of the traditional intermittent demand classification system
(SBC) and the time-series embedding-based unsupervised clustering (PatchTST-GMM) was
evaluated using the weighted mean absolute percentage error (WMAPE). Experiments
demonstrated that ML-based forecasting is more effective under low demand uncertainty,
whereas the rule-based approach outperforms under high demand uncertainty, providing
practical grounds for data-driven method selection.

Third, an explainable model was developed through XGBoost Feature Importance
analysis. When applied to retailer data without promotional effects, the analysis clearly
identified the key independent variables driving predictions, with the top six variables
accounting for over 92% of the explained variance.

Fourth, hyperparameter optimization was automated using the Optuna library in
Python 3.10.6, minimizing average sales distribution error within each cluster. This ap-
proach substantially reduced the burden of repetitive tuning and enabled rapid derivation
of optimal hyperparameters tailored to each cluster’s demand characteristics.

From the perspective of practitioners and managers, this methodology can serve as a
criterion for selecting appropriate approaches for retail demand forecasting. Rule-based
and ML methods can be selectively applied based on the data’s demand pattern, helping
achieve optimal clustering and forecasting. Additionally, variable importance analysis
provides insight into which independent variables most contribute to predictions, enabling
managers to make informed decisions. Hyperparameter automation through the Optuna
library enables rapid response to changing market conditions. The experimental results
show that forecasting accuracy varies across product classifications, and managers can use
these insights to adjust demand forecasting strategies for different product lines.

This study has several limitations. First, the analysis is based on data from only
two distribution centers, which limits generalizability to other countries, distributors, or
industry sectors. Second, exogenous variables showed relatively low importance, and
important demand drivers—such as promotions, inventory levels, competitors” activities,
and local events—were not fully incorporated. As a result, the findings may depend on the
specific variable set and model configuration used in this study. Third, the SBC relies on
ADI and CV? computed from historical demand, making it sensitive to the selected sample
period. Consequently, variations in the observation period may lead to different cluster
assignments for the same products.

Future research should expand the proposed framework across broader geographic
regions and industry sectors to enhance generalizability. As this study focused on weekly
forecasting, comparative analyses across short-, medium-, and long-term horizons would
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be valuable. Incorporating store-level clustering alongside product clusters could better
capture region-specific demand characteristics, and integrating richer contextual variables—
such as promotions, price elasticity, and inventory dynamics—would further improve
forecasting accuracy and model comprehensiveness.
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