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Abstract: Forest fires cause extensive environmental damage, making early detection cru-
cial for protecting both nature and communities. Advanced computer vision techniques
can be used to detect smoke and fire. However, accurate detection of smoke and fire in
forests is challenging due to different factors such as different smoke shapes, changing
light, and similarity of smoke with other smoke-like elements such as clouds. This study ex-
plores recent YOLO (You Only Look Once) deep-learning object detection models YOLOv9,
YOLOv10, and YOLOv11 for detecting smoke and fire in forest environments. The evalua-
tion focuses on key performance metrics, including precision, recall, F1-score, and mean
average precision (mAP), and utilizes two benchmark datasets featuring diverse instances
of fire and smoke across different environments. The findings highlight the effectiveness
of the small version models of YOLO (YOLOv9t, YOLOv10n, and YOLOv11n) in fire and
smoke detection tasks. Among these, YOLOv11n demonstrated the highest performance,
achieving a precision of 0.845, a recall of 0.801, a mAP@50 of 0.859, and a mAP@50-95
of 0.558. YOLOv11 versions (YOLOv11n and YOLOv11x) were evaluated and compared
against several studies that employed the same datasets. The results show that YOLOv11x
delivers promising performance compared to other YOLO variants and models.
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1. Introduction
Forest fires pose serious threats to forest safety and stability, increasing risks for

ecosystems and nearby communities. They lead to massive losses of wildlife and plants,
destroy millions of hectares of forest, disrupt ecological balance, and create substantial
financial burdens for governments [1,2]. In 2020, a major wildfire in Australia damaged
hundreds of structures, burned over 19 million hectares, killed 33 people, injured 450, and
harmed over a million animals [3,4]. In 2020, the United States had disastrous wildfires,
with over 50,000 fires consuming over 3.64 million acres of land, the largest number
recorded in the 24-year period from 2000 to 2024 [5]. In June 2023, devastating wildfires in
northeastern Kazakhstan resulted in the largest recorded annual death toll, with at least
15 firemen killed [6,7].

Figure 1 depicts the annual wildfire-burned area across continents from 2012 to 2024.
While most regions show stable trends, Oceania shows substantial variations, reaching
approximately 40,000 hectares in both 2018 and 2022.
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Forest fires are frequently started by burning debris and smoke serves as an early
warning indication. Detecting smoke accurately and quickly may significantly reduce
response times and limit fire damage. However, current smoke detection systems require
improvement to better monitor forest fires. Horizontal detection boxes, for example, may
overlook key aspects, resulting in inaccuracy and false alarms by associating non-smoke
components with smoke [8]. In dynamic forest environments, smoke-like elements such as
clouds and fog frequently appear, closely resembling smoke and complicating distinction
for feature extraction networks. Additionally, when fires are distant, smoke becomes
less visible, reducing the detection box’s confidence and often filtering out actual smoke,
making accurate detection more challenging [8].

Advancements in computer vision have made video surveillance systems essential in
forests, playing a key role in early fire detection. These systems offer clear advantages over
traditional machine learning approaches, such as contactless operation, broad coverage,
quick response times, and high detection accuracy [9]. By focusing on visual aspects such
as color, texture, motion, and background contrast, video surveillance can reliably identify
signs of smoke and fire. Traditional machine learning algorithms for detecting fire and
smoke face significant challenges, including low accuracy, limited generalization, small-
scale pixel features, and the complex backgrounds in forest fire images [9]. Deep learning
algorithms, particularly YOLO, have made a major impact on object detection. Deep
learning-based detection methods fall into two categories: region-based and regression-
based. Region-based detection is a two-stage process that identifies candidate boxes for
objects and then classifies them using a CNN. In contrast, regression-based algorithms
use a one-stage detection approach, applying regression analysis to deliver fast, high-
performance real-time detection [10].

There are many series of YOLO starting from YOLO1 [11], and followed by
YOLOv2 [12], YOLOv3 [13], YOLOv4 [14], YOLOv5 [15], YOLOv6 [16], YOLOv7 [17],
YOLOv8 [18], YOLOv9 [19], YOLOv10 [20], and YOLOv11 [21].

This study explores and evaluates the latest lightweight versions of YOLO models,
specifically YOLOv9, YOLOv10, and YOLOv11, for their application in smoke and fire
detection. While previous research has focused on earlier versions of YOLO, such as
YOLOv5 and YOLOv8, there is limited work on the potential of YOLOv11, the latest
iteration in the Ultralytics YOLO series of real-time object detectors, in the context of
forest fire detection. This paper aims to fill that gap by evaluating the performance of
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YOLOv11n and YOLOv11x and comparing them to other YOLO architectures across
two benchmark datasets.

The main contributions of this paper are as follows:

1. Exploring the latest YOLO versions: This study investigates the lightweight versions
of YOLOv9, YOLOv10, and YOLOv11 for smoke and fire detection, emphasizing the
potential of these advanced deep learning models in forest fire detection. Among the
models YOLOv9t, YOLOv10n, and YOLOv11n, the YOLOv11n model achieved the
highest performance metrics, demonstrating its effectiveness in accurate smoke and
fire detection.

2. Evaluation of YOLOv11n and YOLOv11x: The performance of YOLOv11n and
YOLOv11x was evaluated against several studies utilizing different YOLO archi-
tectures, including YOLOv5, YOLOv8, and modified YOLO versions, using two
benchmark datasets: the Smoke and Fire dataset and the D-Fire dataset. YOLOv11x
demonstrated competitive and highly effective performance in these comparisons.

The study is organized as follows: Section 2 reviews related work, providing back-
ground on previous efforts in smoke and fire detection using YOLO. Section 3 outlines
the methodology and materials. This section also describes the YOLOv9, YOLOv10, and
YOLOv11 models for smoke and fire detection. Section 4 presents the results, where a
comparative analysis reveals that YOLOv11n is the best-performing model among the
lightweight models of YOLO. YOLOv11x, however, achieved competitive results compared
with other studies using two different datasets. Section 5 concludes the study, summa-
rizing the findings and emphasizing the potential of these models for real-time forest
fire detection.

2. Related Works
Deep learning models are extensively used for fire and smoke detection, with the

YOLO (You Only Look Once) family gaining significant attention for its effectiveness in
this field. YOLO models are widely applied for real-time smoke and fire detection due to
their high speed and accuracy. This section reviews studies focused on the use of YOLO
models for fire and smoke detection. Table 1 summarizes several state-of-the-art studies in
this area, highlighting advancements in fire and smoke detection.

Table 1. Several cutting-edge studies in fire and smoke detection of YOLO models.

References Model Type Description Dataset Results

[8]
YOLOv3,
YOLOv5,
YOLOv7

YOLOv5, YOLOv7, and
YOLOv3 models are used.
Data augmentation
techniques were used such
as image cropping and color
adjustments to increase the
number of training samples.

A publicly available Kaggle
dataset was used, containing
737 images of different zones
(close, medium, distant).

The mAP accuracy of
YOLOv5 is 96.8%, YOLOv7 is
95%, and YOLOv3 is 94.8%.

[22] YOLOv8

Smart Fire Detection System
(SFDS) is created based on
YOLOv8 algorithm and
consists of four layers:
Application, Fog, Cloud,
and IoT.

The dataset includes
26,520 images with a wide
variety of fire and smoke
scenarios, including both
indoor and outdoor fires,
small to large-scale fires with
varying lighting levels, as
well as normal scenes
without fire or smoke.

Precision rate of 97.1% for
all classes.
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Table 1. Cont.

References Model Type Description Dataset Results

[23] YOLOv5

Improved YOLOv5 model
with global attention
mechanism,
re-parameterized
convolutional module,
decoupled detection head,
and weighted bi-directional
feature pyramid
network (BiFPN).

The dataset contains
2876 annotated images of
forest and grassland fires
from news, public datasets,
VisiFire, and Forestry Images.
It includes fires of low,
medium, and
high intensities.

Precision increased by 4.2%,
recall by 3.8%, and mAP by
4.6% compared to the
classic YOLOv5.

[24] Yolov5s and
Yolov5l

Ensemble approach
combining YOLOv5 and
CNN based on two-stage
pipeline for wildfire and
smoke detection: CNN
detects abnormalities in the
frame and YOLOv5 localizes
smoke or fire.

Data were collected from
different sources
and datasets.
It contains
937 annotated images.

The smoke detection model
achieves an mAP@0.5 of 0.85
and an F1-score of 0.93,
whereas the combined model
achieves an mAP@0.5 of 0.76.

[25]

YOLOv5,
YOLOv6,
YOLOv7,
YOLOv8,
YOLO-NAS

Evaluation of YOLO models
(YOLOv5, YOLOv6,
YOLOv7, YOLOv8,
YOLO-NAS).

The Foggia dataset consists
of 8974 images for wildfire
and smoke detection
(3731 fire and 6791 smoke).

YOLOv5, YOLOv7, YOLOv8
balanced well across all
metrics; YOLOv6 had a
slightly lower recall on
validation but balanced in
testing; YOLO-NASl has the
highest recall of 0.971 but
lower precision 0.107.

[26] EFA-YOLO

EFA-YOLO model with
EAConv (Efficient Attention
Convolution) and EADown
(Efficient Attention
Downsampling) modules to
enhance feature extraction
and downsampling.

The fire dataset includes
2060 images across diverse
fire scenarios
indoor/outdoor, day/night,
and various environments
like buildings, grasslands,
and vehicles, with different
fire sizes.

EFA-YOLO outperforms
YOLOv5, YOLOv8, YOLOv9,
and YOLOv10 in terms of
accuracy (mAP) and speed,
with 94.6% fewer parameters
and an inference time
improved by 88 times.

[27]
YOLOv5,
YOLOv10,
YOLOv7

Comparing performances of
the YOLO-type family of
object detectors for fire and
smoke detection.

Fire and Smoke dataset is
introduced with more than
22,000 images and
93,000 instances from
1200 YouTube videos and
public sources. The dataset
contains diverse fire/smoke
scenarios across various
environments (day/night,
indoor/outdoor,
urban/forest, etc.).

YOLOv10 achieved 89%
accuracy and mAP@50 large
than 91%.

[28] YOLOv5

Lightweight YOLOv5-based
model for forest smoke and
fire detection. It integrates
C3Ghost, Ghost modules,
and Coordinate Attention
(CA) to reduce parameters,
enhance feature focus, and
suppress irrelevant
background information.
PAN-weight added in Neck
for improved feature fusion.

11,667 images were collected
from sources including
web-captured images/videos
and a self-collected
tree-burning dataset. Videos
were processed by frame
extraction (every 30 frames)
and labeled with LabelImg.
The dataset covers forest
fires during the day, dusk,
and night.

The model size was reduced
by 44.75%, and FLOPs were
reduced by 47.46%. Precision
increased by 2.53%, and
mAP@0.5 increased
by 1.16%.

[9] YOLOv8 and
YOLOv7

YOLOv8 and YOLOv7
models are used for smoke
and fire detection.

The same dataset was
used in [28].

YOLOv8 achieved 92.6%
mAP@0.5, 83.7% precision,
and 95.2% recall.
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This study presents a comparative analysis of YOLOv9, YOLOv10, and YOLOv11 for
smoke and fire detection. YOLOv11 outperformed the other versions. The YOLOv11n
and YOLOv11x models were evaluated on two datasets: the Smoke and Fire Dataset
and the D-Fire Dataset. When compared to other models in different studies, YOLOv11x
demonstrated competitive performance, underscoring its promising capabilities. A detailed
comparison with other studies is provided in Section 4.

3. Materials and Methods
3.1. Smoke and Fire Dataset

The dataset used in this study contains 11,667 RGB images [28]. The dataset was
gathered from two sources: web-based videos and images, and a self-collected tree burning
dataset. Frame extraction was performed (30 frames apart) on the videos, and the extracted
frames were added to the image dataset, which was then labeled using the LabelImg
tool. The dataset was categorized as smoke and fire. The smoke category was the smaller
category [28]. Figure 2 shows a sample of four images of forest fires at night. The number
of training images: 8494, validation images: 2114, and testing images: 1059.
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3.2. D-Fire Dataset

The D-Fire dataset, developed by Venâncio et al. [29,30] is used for detecting smoke
and fire. It contains 21,527 images, including aerial and ground-level images. It consists of
a total of 1164 images showing only fire, 5867 showing smoke, 4658 featuring both smoke
and fire, and 9838 with neither smoke nor fire. The dataset captures smoke and fire in
various forms, with different shapes, textures, intensities, sizes, and colors. It also includes
challenging scenarios, such as insects blocking the camera, raindrops, lighting variations,
fog, clouds, and sun glare. The D-Fire dataset used in this study is divided into training,
testing, and validation sets. Initially, 20% of the dataset (4306 images) was allocated for
testing. The remaining images were further split into a training set of 15,498 images and a
validation set of 1723 images. A Sample of images for D-Fire dataset is shown in Figure 3.

Fire 2025, 8, 26  5  of  28 

[9] 

YOLOv8 

and

YOLOv7 

YOLOv8 and YOLOv7 models 

are used for smoke and fire 

detection.

The same dataset was used in 

[28]. 

YOLOv8 achieved 92.6%

mAP@0.5, 83.7% precision,

and 95.2% recall. 

This study presents a comparative analysis of YOLOv9, YOLOv10, and YOLOv11 for

smoke and fire detection. YOLOv11 outperformed the other versions. The YOLOv11n and 

YOLOv11x models were evaluated on two datasets: the Smoke and Fire Dataset and the 

D-Fire Dataset. When compared to other models in different studies, YOLOv11x demon-

strated competitive performance, underscoring its promising capabilities. A detailed com-

parison with other studies is provided in Section 4.

3. Materials and Methods

3.1. Smoke and Fire Dataset

The dataset used in this study contains 11,667 RGB images [28]. The dataset was gath-

ered from two sources: web-based videos and images, and a self-collected tree burning

dataset. Frame  extraction was performed  (30 frames apart) on  the videos, and the  ex-

tracted frames were added to  the  image dataset, which was then  labeled using the La-

belImg tool. The dataset was categorized as smoke and fire. The smoke category was the 

smaller category [28]. Figure 2 shows a sample of four images of forest fires at night. The 

number of training images: 8494, validation images: 2114, and testing images: 1059. 

Figure 2. Sample of images for forest fires at night [28]. 

3.2. D‐Fire Dataset 

The D-Fire dataset, developed by Venâncio et al. [29,30] is used for detecting smoke 

and fire. It contains 21,527 images, including aerial and ground-level images. It consists of 

a total of 1164 images showing only fire, 5867 showing smoke, 4658 featuring both smoke

and fire, and 9838 with neither smoke nor fire. The dataset captures smoke and fire  in 

various forms, with different shapes, textures, intensities, sizes, and colors. It also includes 

challenging scenarios, such as insects blocking the camera, raindrops, lighting variations, 

fog, clouds, and sun glare. The D-Fire dataset used in this study is divided into training, 

testing, and validation sets. Initially, 20% of the dataset (4306 images) was allocated for

testing. The remaining images were further split into a training set of 15,498 images and a 

validation set of 1723 images. A Sample of images for D-Fire dataset is shown in Figure 3. 

Figure 3. Sample of images for D-Fire dataset [29,30].



Fire 2025, 8, 26 6 of 27

3.3. YOLO (Version 9, 10, and 11) Architecture

This study utilizes three models for smoke and fire detection: YOLOv9, YOLOv10,
and YOLOv11. Figure 4 illustrates the architectures of these models, highlighting their
unique design features for effective real-time detection of smoke and fire.

Fire 2025, 8, 26  6  of  28 

Figure 3. Sample of images for D-Fire dataset [29,30]. 

3.3. YOLO (Version 9, 10, and 11) Architecture

This study utilizes three models for smoke and fire detection: YOLOv9, YOLOv10, 

and YOLOv11. Figure 4  illustrates  the architectures of  these models, highlighting  their 

unique design features for effective real-time detection of smoke and fire. 

Figure 4. Overview of the YOLO models (YOLOv9, YOLOv10, and YOLOv11) for smoke and fire

detection. 

3.3.1. YOLOv9

YOLOv9 was introduced on 21 February 2024, and it included programmable gradi-

ent information (PGI) to solve the vanishing gradient problem in deep neural networks. 

By March 2024, YOLOv9 had integrated a generalized efficient layer aggregation network

(GELAN), which improved multi-scale feature aggregation and gradient flow and mini-

mized computational costs. In April 2024, more optimizations to YOLOv9 make it appro-

priate for lightweight deployment on edge devices, balancing outstanding performance

with resource efficiency for IoT and mobile applications [29,30]. YOLOv9 uses a CNN-

based  backbone  like YOLOv8, with GELAN  incorporating CSPblocks, Resblocks,  and

Darkblocks for better feature extraction that effectively preserves key features across the 

network [30]. The neck of YOLOv9 uses PGI, which improves the feature fusion process. 

PGI reduces information loss as data progresses through the network and stabilizes gra-

dient computations, enabling YOLOv9 to detect objects effectively for different sizes [30]. 

YOLOv9 uses the anchor-free bounding box prediction from YOLOv8 but is improved by 

PGI’s reversible  functions, which eliminate data  loss in  forward and backward passes, 

and ultimately improves inference speed and accuracy for real-time applications [30]. 

Five different variants for YOLOv9 based on variations in architecture size and com-

plexity: YOLOv9t: tiny, YOLOv9s: small, YOLOv9m: medium, YOLOv9c: compact, and

YOLOv9e: extended. YOLOv9 supports different tasks including instance segmentation

and object detection. 

Figure 4. Overview of the YOLO models (YOLOv9, YOLOv10, and YOLOv11) for smoke and
fire detection.

3.3.1. YOLOv9

YOLOv9 was introduced on 21 February 2024, and it included programmable gradi-
ent information (PGI) to solve the vanishing gradient problem in deep neural networks.
By March 2024, YOLOv9 had integrated a generalized efficient layer aggregation net-
work (GELAN), which improved multi-scale feature aggregation and gradient flow and
minimized computational costs. In April 2024, more optimizations to YOLOv9 make it
appropriate for lightweight deployment on edge devices, balancing outstanding perfor-
mance with resource efficiency for IoT and mobile applications [29,30]. YOLOv9 uses a
CNN-based backbone like YOLOv8, with GELAN incorporating CSPblocks, Resblocks, and
Darkblocks for better feature extraction that effectively preserves key features across the
network [30]. The neck of YOLOv9 uses PGI, which improves the feature fusion process.
PGI reduces information loss as data progresses through the network and stabilizes gra-
dient computations, enabling YOLOv9 to detect objects effectively for different sizes [30].
YOLOv9 uses the anchor-free bounding box prediction from YOLOv8 but is improved by
PGI’s reversible functions, which eliminate data loss in forward and backward passes, and
ultimately improves inference speed and accuracy for real-time applications [30].

Five different variants for YOLOv9 based on variations in architecture size and com-
plexity: YOLOv9t: tiny, YOLOv9s: small, YOLOv9m: medium, YOLOv9c: compact, and
YOLOv9e: extended. YOLOv9 supports different tasks including instance segmentation
and object detection.
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Pseudo code of YOLOv9 [30]
Input: images, imgsz = 640
Backbone: This is the main body of the network that contains CNN-based backbone +
GELAN (CSPblocks, Resblocks, and Darkblocks) for multi-scale feature extraction.
Neck: This part connects the backbone and the head. It has PANet + PGI for feature fusion
to enhance spatial and semantic information.
Head: This part makes object detection predictions over the refined features that come
from the neck and generates the final output (an anchor-free bounding box prediction, class
prediction, objectness score). The reversible architecture ensures that no crucial data is lost
during the forward and backward passes.

3.3.2. YOLOv10

YOLOv10 was developed at Tsinghua University and released in May 2024 [31].
YOLOv10 employs an updated version of CSPNet that improves gradient flow and reduces
computational redundancy, enabling precise feature extraction. It also incorporates Path
Aggregation Network (PAN) within the neck for multi-scale feature fusion. The dual head
design is another improvement in YOLOv10 that offers rich and multiple predictions of
each object during training, while the One-to-One approach during inference ensures faster
and more efficient object detection [32]. In addition, YOLOv10 employs dual assignment
strategies for NMS-free training, enabling faster response time without sacrificing accu-
racy [33]. YOLOv10 enables multi-scale feature processing through Parallel Split-Attention
(PSA) module and the Compact Inverted Bottleneck (CIB). Scaled Residual Connection
and Scaled Weight Shortcut techniques are used to improve accuracy [34]. The YOLOv10
series includes models for various needs: YOLOv10n: nano, YOLOv10s: small, YOLOv10m:
medium, YOLOv10b: balanced, YOLOv10l: large, and YOLOv10x: extra-large [32].

Pseudo code of YOLOv10 [34]
Input: images, imgsz = 640
Backbone: This part uses an enhanced version of CSPNet (Cross Stage Partial Network)
for feature extraction
Neck: This part includes PAN (Path Aggregation Network) layers for multiscale feature
fusion. It combines features from various scales and passes them to the head.
One-to-Many Head: This part generates multiple predictions per object in training.
One-to-One Head: This part generates a single best prediction per object during inference.

3.3.3. YOLOv11

One of the major advancements in YOLOv11 is the adoption of the C3k2 block, which
replaces the C2f block found in earlier versions. The multiple C3k2 block is an efficient
type of Cross Stage Partial (CSP) module that has two smaller convolutions instead of a
single larger one, as seen in YOLOv8. The “k2” in C3k2 signifies the smaller kernel size,
which enhances processing speed without sacrificing model performance [35]. The Cross
Stage Partial with Spatial Attention (C2PSA) block, introduced in YOLOv11, improves
spatial attention within feature maps, helping the model to focus more precisely on critical
areas of an image [35]. SPFF (Spatial Pyramid Feature Fusion) is a block that enables the
model to emphasize regions of interest, which can boost detection accuracy for objects
of different sizes and positions across the image [35]. The YOLOv11 detection series
includes YOLOv11n: nano, YOLOv11s: small, YOLOv11m: medium, YOLOv11l: large, and
YOLOv11x: Extra-large, with nano optimized for lightweight tasks, small and medium for
balanced speed and accuracy, and large and xlarge for maximum performance. YOLOv11
expands beyond object detection to support a range of computer vision tasks, including
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instance segmentation, image classification, pose estimation, and oriented object detection
(OBB), making it as versatile as YOLOv8 [36].

Pseudo Code for YOLOv11 [21,36]
Input: images, imgsz = 640
Backbone: This part includes different layers or blocks: convolutional layers and C3K3
block, SPPF aggregate multi-scale spatial information, C2PSA attention mechanism to
enhance spatial attention in the feature maps
Neck: This part includes C3k2 Block and C2PSA module. It involves upsampling layers
for increasing spatial resolution and concatenation of feature maps from different layers to
combine information.
Head: This part generates the final predictions of object detection and classification. The
detect module output bounding box coordinates, abjectness scores, and class probabilities.

3.4. Performance Metrics

To evaluate fire and smoke detection models, four essential metrics are used: Precision,
Recall, F1-score, and Mean Average Precision (mAP). Precision measures the accuracy of
positive predictions. Recall indicates the model’s ability to capture all relevant instances.
F1-Score is the harmonic mean of Precision and Recall, providing a balanced metric for
both accuracy and coverage. The Mean Average Precision (mAP) calculates the average
precision across all classes, reflecting overall model performance. The definitions of these
metrics are given as follows:

Precision =
TP

TP + FP

Recall =
TP

TP + FN

F1 Score = 2 × Recall × Precision
Recall + Precision

mAP =
1
N

N

∑
c=1

AvgPrecisionc

where FP stands for False Positive, TN for True Negative, TP for True Positive, and FN
for False Negative. N is the total number of classes, and AvgPrecisionc is the Average
Precision for class c. It measures how well the model detects instances of that particular
class, taking both precision and recall into account across different thresholds.

4. Results
The experimental setup parameters of the study and the training parameters are

shown in Tables 2 and 3.

Table 2. Setup parameters of the study.

Name Type

CPU CPU 4 cores

GPU Nvidia Tesla P100 32 GB

RAM 32 GB

Framework PyTorch

Accelerator GPU P100
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Table 3. Training parameters of the deep learning models.

YOLOv11 YOLOv10 YOLOv9

Epochs 50, 100 50, 100 50, 100

Batch size 16 16 16

Optimal Algorithm Adam Adam Adam

Model weight YOLOv11n YOLOv10n YOLOv9t

Number of
parameters (million) 2.6 2.3 2

Table 4 compares the performance of YOLOv11n, YOLOv10n, and YOLOv9t models
over 50 and 100 epochs, showing improvements in precision, recall, mAP@50, mAP@50-95,
and fitness with extended training. YOLOv11n achieves the highest scores after 100 epochs,
indicating that longer training boosts detection accuracy and that YOLOv11 is the most
effective model among the three.

Table 4. Performance metrics of YOLOv11n, YOLOv10n, and YOLOv9t models at 50 and 100 epochs,
showing precision, recall, mAP@50, mAP@50-95, and fitness score.

Models Epochs Precision Recall mAP50 mAP50-95 Fitness

YOLOv11n 50 0.766005 0.709466 0.7772 0.467005 0.498024

YOLOv11n 100 0.803112 0.758146 0.824964 0.514914 0.545919

YOLOv10n 50 0.740179 0.690027 0.755201 0.453826 0.483964

YOLOv10n 100 0.797005 0.749882 0.812536 0.512366 0.542383

YOLOv9t 50 0.74991 0.711167 0.773553 0.469511 0.499916

YOLOv9t 100 0.799071 0.737427 0.80877 0.505313 0.535659

Figure 5 presents a comparative analysis of YOLOv9, YOLOv10, and YOLOv11, eval-
uating their training and validation losses alongside key performance metrics precision,
recall, and mean Average Precision (mAP) over 100 epochs. All three YOLO versions
demonstrate a steady decrease in both training and validation losses, indicating improved
accuracy in object detection and classification. YOLOv9 and YOLOv11 start with a classi-
fication training loss of approximately 2.5. Both models have an initial validation loss of
2.3 and 2.5, respectively, which decreases to around 1.0 by the end of the training period.
In contrast, YOLOv10 starts with significantly higher initial losses, with a classification
training loss of approximately 7.0 and a validation loss of 6.0, but it similarly converges to
loss values close to 1.5 by the 100th epoch. This downward trend is particularly noticeable
in the bounding box prediction loss (box_loss), reflecting enhanced accuracy in bounding
box predictions for all models. Additionally, the classification loss (cls_loss) and distribu-
tional focal loss (dfl_loss) for all three versions decrease substantially, approaching zero
by the final epoch, which signifies an improved focus on object regions during both train-
ing and validation phases. The validation loss closely mirrors the training loss across all
models, indicating effective training without overfitting. In terms of performance metrics,
precision and recall consistently improve for all versions throughout the training period,
with YOLOv9 and YOLOv11 exhibiting slightly higher precision compared to YOLOv10,
while recall remains nearly identical across all three versions. The mAP, evaluated at a
50% Intersection over Union (IoU) threshold and averaged from 50% to 90% IoU thresholds,
initially shows YOLOv10 with a slightly lower mAP compared to YOLOv9 and YOLOv11.
However, by the 100th epoch, YOLOv10 catches up, achieving mAP levels comparable to
the other two versions, with all models reaching approximately 80% mAP during training
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and validation. Overall, Figure 5 highlights that despite YOLOv10’s higher initial loss
values, all three YOLO versions exhibit similar convergence trends and achieve compara-
ble final performance metrics by the end of 100 epochs. The consistent improvement in
precision, recall, and mAP across all models underscores the robustness and effectiveness
of each YOLO version in object detection tasks, while the alignment between training and
validation losses confirms efficient training without overfitting, ensuring that the ultimate
performance remains consistent despite differing starting points.
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Figure 6 shows a comparative analysis between the 50 and 100 epochs of YOLOv9 (a),
YOLOv10 (b), and YOLOv11 (c). The trends show that while there is a very slight change
in the loss after 50 epochs, stability is maintained between the training and validation loss
beyond this point. Up to 50 epochs, the difference suggests minor overfitting. Based on the
results, we can conclude that although YOLO took slightly longer to train for 100 epochs, it
achieved better test performance with minimal chance of overfitting. Overall, the results
do not indicate any signs of underfitting.
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Figure 6. Comparative analysis between the 50 and 100 epochs of YOLOv9 (a), YOLOv10 (b),
and YOLOv11 (c).

Figure 7 shows the smoothed metrics for mAP@50 and mAP@50-95 over 50 epochs
and 100 epochs of YOLOv9 (a), YOLOv10 (b), and YOLOv11 (c). The 100-epoch plots yield
higher mAP@50 and mAP@50-95 values than the 50-epoch plots, indicating that extended
training improves detection performance. YOLOv11 (c) stabilizes at around 78% mAP after
50 epochs but reaches about 83% mAP at 100 epochs, demonstrating improved accuracy on
test data.
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Training and validation losses, precision, and recall metrics are important for eval-
uating the model’s behavior during training and for analyzing how well it is likely to
perform on unseen data. However, noise in the data can bias the model during the training,
Smoothed graphs, in particular, help in understanding the general trends of the model’s
behavior by reducing noise, making it easier to assess improvements and identify conver-
gence points. Both YOLOv9 and YOLOv10 exhibit similar trends, with their mAP values
steadily improving as training progresses. By 80 epochs, the curves start to smooth out,
indicating stabilization of the models’ learning. YOLOv10 achieves a higher smoothed
mAP@50 value, reaching approximately 80% by the 100th epoch, whereas YOLOv9 per-
forms slightly lower. Despite this difference, both models show consistent convergence
patterns, with neither achieving perfect performance. YOLOv10’s marginally higher mAP
values suggest it may be better suited for precision-focused tasks. This analysis highlights
the importance of monitoring these metrics to evaluate and compare the effectiveness of
different versions in achieving reliable and accurate performance.

Although YOLO versions exhibit similar trends in training and validation behav-
ior, YOLOv10 demonstrates superior smoothed performance metrics, making it the top
performer among the three versions evaluated.

As observed in the previous graphs, as the number of epochs increases, the results
stabilize, which is evident from the smoothing trends. However, it is worth incorporating
statistical analysis, such as confidence intervals, to assess how reliable these training and
validation results are. Figure 8 shows the confidence curve and highlights the relationship
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between the model’s confidence levels and its performance. Ideally, an efficient model
should maintain high F1-scores consistently across all confidence levels. In practice, some-
times, the F1-scores exhibit a downward trend as confidence levels increase. This decline
could stem from calibration issues, inherent model biases, or data quality limitations.
The smooth curves in the graphs provide a clear indication of how confidence influences
the system’s behavior, offering a valuable tool to assess and refine model performance.
YOLOv9 and YOLOv11 appear to be the top-performing models. YOLOv9 excels at lower
confidence thresholds while YOLOv11 is better at higher confidence levels.
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We have changed the parameter setting to the following as shown in Table 5.

Table 5. Changed training parameters of the YOLO models.

Parameter Value

epochs 100

imgsz 640

batch 64

lr0 0.01

warmup_epochs 3.0

warmup_bias_lr 0.1

momentum 0.8

weight_decay 0.0005

optimizer SGD

amp True

The results of YOLO models YOLOv11n, YOLOv10n, and YOLOv9t models are shown
in Table 6 YOLOv11n outperforms both YOLOv10n and YOLOv9t in terms of precision,
recall, mAP50, and fitness. Additionally, YOLOv10n performs better than YOLOv9t across
all metrics.
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Table 6. Performance metrics of YOLOv11n, YOLOv10n, and YOLOv9t models at 100 epochs,
showing precision, recall, mAP@50, mAP@50-95, and fitness score.

Models Epochs Precision Recall mAP50 mAP50-95 Fitness

YOLOv11n 100 0.845419 0.801229 0.859837 0.558822 0.588924
YOLOv10n 100 0.835622 0.763534 0.837255 0.548967 0.57779
YOLOv9t 100 0.817222 0.759236 0.828777 0.528051 0.558123

Figure 9 represents the training and validation loss graphical representation after the
parameter changes. YOLOv11 achieves the most stable and lowest training and validation
losses among all models (YOLOv9t, YOLOv10n, and YOLOv11n), indicating better con-
vergence. YOLOv11 demonstrates high convergence metrics, including precision, recall,
mAP50, and mAP50-95, outperforming both YOLOv9t and YOLOv10n. This suggests
improved detection accuracy and robustness. YOLOv11 exhibits smoother and more
consistent trends across losses and metrics, reflecting a well-optimized training process.
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Figure 11 shows smoothed metrics for mAP50 and mAP50-95 during training of
YOLOv9, YOLOv10, and YOLOv11 after the parameter changes.
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Figure  11.  The  smoothed metrics  for mAP50  and mAP50-95  during  the  training  of  YOLOv9, 
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Figure 11. The smoothed metrics for mAP50 and mAP50-95 during the training of YOLOv9, YOLOv10,
and YOLOv11 after parameter changes.

All three models show an upward trend in both mAP50 and mAP50-95, indicating
performance improvement as training progresses. YOLOv11n significantly outperforms
YOLOv10n and YOLOv9t in mAP50 and mAP50-95, demonstrating superior object detec-
tion performance and faster convergence.
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Figure 12 shows the performance evaluation curves for YOLOv9, YOLOv10, and
YOLOv11, illustrating F1-Confidence, Precision-Confidence, Precision-Recall, and Recall-
Confidence metrics for smoke and fire detection. These figures show the various aspects of
the model performance over 100 epochs after the parameter changes. All the three models
demonstrate high F1-scores and precision at optimal confidence thresholds. However, a
trade-off between precision and recall is observed, particularly for the smoke class. While
YOLOv10 shows promising results, YOLOv11 appears to offer slightly better performance,
especially in terms of average F1-score and precision.
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Figure 12. Performance evaluation curves for YOLO models, including F1-Confidence, Precision-
Confidence, Precision-Recall, and Recall-Confidence metrics, for smoke and fire detection using
YOLOv9 (a), YOLOv10 (b), and YOLOv11 (c) after parameter changes.

The comparison of YOLOv11n and YOLOv11x models with other studies using the
smoke and fire dataset and D-Fire dataset are shown in Table 7. It shows that YOLOv11x,
(56.9 M parameters) the largest model in YOLOv11, offers more accuracy, while YOLOv11n
(2.6 M parameters), a lightweight model offers the fastest inference. For 300 epochs, we
utilized the NVIDIA RTX A1000, Intel(R) Xeon(R) CPU @ 2.20 GHz, and A100 GPU. We
used the same settings as in Table 5 but reduced the image size to 416 to avoid out-of-
memory errors.
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Table 7. Comparisons of YOLOv11n and YOLOv11x with other studies.

Dataset Precision Recall mAP50 mAP 50-95 Epochs

modified YOLOv5 [28]

Smoke and Fire

0.892 0.827 0.873 0.566 500

YOLOv3-tiny [28] 0.834 0.762 0.814 0.437 500

YOLOv5n [28] 0.812 0.79 0.823 0.475 500

YOLOv5s-M [28] 0.778 0.688 0.762 0.4 500

YOLOv5s-S [28] 0.774 0.72 0.759 0.387 500

YOLOv5s [28] 0.87 0.827 0.863 0.559 500

YOLOv8x [9] 0.837 0.952 0.890 - 300

YOLOv11n (proposed) 0.87 0.802 0.866 0.594 300

YOLOv11x (proposed) 0.904 0.816 0.889 0.709 300

YOLOv11n (proposed)

D-Fire

0.772 0.718 0.78 0.458 100

YOLOv11x (proposed) 0.795 0.743 0.78 0.47 100

ESFD-YOLOv8n [37] 80.1 72.7 79.4 - 300

YOLOv10n [37] 78.3 69.5 77.1 - 300

YOLOv9 [37] 78.8 70.3 78.0 - 300

YOLOv8n [37] 77.8 70.0 77.4 - 300

YOLOv5n [37] 78.3 69.7 76.7 - 300

YOLOv6n [37] 77.8 69.8 77.6 - 300

The results in Table 7 demonstrate the performance of various YOLO models, in-
cluding existing state-of-the-art models and the adapted YOLO models on the smoke
and fire dataset and D-Fire dataset. Among these, the proposed YOLOv11x model out-
performs with the highest precision of 90.4%, representing its capability to make highly
accurate predictions by minimizing false positives. It also achieves a competitive mAP50 of
88.9%, closely following YOLOv8x [9], which recorded the highest at 89.0%. Furthermore,
YOLOv11x leads in the mAP50-95 metric with a score of 70.9%, showing its robustness
across varying IoU thresholds. However, the proposed YOLOv11x model lags in recall
(81.6%) compared to YOLOv8x [9], which achieved the highest recall of 95.2%, indicating
that YOLOv11x is more likely to miss some true positives. This trade-off suggests that
while YOLOv11x excels in precision and overall robustness, its lower recall could limit
its effectiveness in scenarios where it fails to detect all important instances. Despite this
shortcoming, the proposed model demonstrates significant advantages over several prior
models, particularly in precision and mAP50-95 with 300 epochs compared to 500. It
concluded that, despite limited resources, we managed to make our model effectively
detect the instances. Similarly, in the D-Fire dataset, the proposed YOLOv11x competes
with other robust models, such as ESFD-YOLOv8n [37]. YOLOv11x achieved the highest
recall of 0.743 among all models, with a precision of 0.795 and a mAP@50 of 0.78%. These
results are comparable to the ESFD-YOLOv8n [37], which achieved a mAP@50 of 79.4%,
without introducing any hybrid mechanisms or additional layers to enhance performances.

Figure 13 shows examples of fire detections of YOLOv9, YOLOv10, and YOLOv11
in various scenes, displaying the identification and labeling with confidence scores for
each detected instance. Here, one can discuss the results frame by frame to analyze the
performance of the models in detail.
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Figure 13. Examples of fire detections of YOLOv9 (a), YOLOv10 (b), and YOLOv11 (c).

In the first frame, we can see fire covering the entire forest. YOLOv9 captured only a
limited area of the fire, whereas YOLOv10 and YOLOv11 marked two distinct points as
fire. It is good to know that fire was detected by all models. Both YOLOv10 and YOLOv11
show excellent performance in detecting both fire and smoke in the second frame, with
YOLOv10 being more precise in smoke detection. This highlights the models’ differing
capabilities in distinguishing and identifying fire-related features. This frame-by-frame
analysis demonstrates the strengths and limitations of each model in various scenarios.

There are instances where YOLOv11 fails to detect or correctly classify objects, as
shown in Figure 14, which highlights examples of false negatives and false positives. For
false negatives: (a) the model fails to detect smoke in the area; (b) certain occurrences of
fire are not labeled; and (c) another instance of fire goes undetected. For false positives:
(d) a detection is incorrectly labeled as fire where no fire exists; (e) car headlights are
mistakenly identified as fire; and (f) fire is erroneously classified as smoke.
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Figure 14. Examples of false negatives (a–c) and false positives (d) a detection is incorrectly la-
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Figure 14. Examples of false negatives (a, b, c) and false positives (d, e, f).

5. Conclusions
This study evaluates the performance of YOLOv9, YOLOv10, and YOLOv11 in de-

tecting smoke and fire in forest environments. YOLOv11n stands out with the highest
precision (0.845), recall (0.801), mAP@50 (0.859), and mAP@50-95 (0.558), showing high
accuracy across various lighting conditions and complex forest backgrounds for the smoke
and fire dataset.

The model’s training and validation loss graphs reveal a consistent downward trend
across YOLO versions, indicating effective learning without overfitting. All models
achieved near-similar final loss values below 1, reflecting their reliability in bounding
boxes and classification predictions. Decreases in classification loss suggest a more precise
focus on object regions, with YOLOv11 achieving particularly high-performance metrics.
Improved precision and recall over 100 epochs illustrate that all three models steadily
enhanced their capability to detect objects accurately. The mAP scores (both mAP@50 and
mAP@50-95) reflect strong object detection performance across different overlap thresholds,
reaching approximately 84%, which underscores the models’ high accuracy during testing.
Overall, YOLOv11n outperformed YOLOv9t and YOLOv10n in detecting both smoke and
fire. The extra-large version of YOLOv11 (YOLOv11x) was also evaluated on the Smoke
and Fire dataset and the D-Fire dataset to maximize accuracy and performance. The results
demonstrate that YOLOv11x delivers high performance, making it highly competitive with
other models used in similar studies. For future work, we plan to explore a broader range
of models and transformer architectures, such as RT-DETR, to enhance smoke and fire
detection in challenging forest environments.
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