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Abstract

Underwater biological object detection plays a critical role in intelligent ocean monitoring
and underwater robotic perception systems. However, challenges such as image blurring,
complex lighting conditions, and significant variations in object scale severely limit the per-
formance of mainstream detection algorithms like the YOLO series and Transformer-based
models. Although these methods offer real-time inference, they often suffer from unstable
accuracy, slow convergence, and insufficient small object detection in underwater envi-
ronments. To address these challenges, we propose FPH-DEIM, a lightweight underwater
object detection algorithm based on an improved DEIM framework. It integrates three
tailored modules for perception enhancement and efficiency optimization: a Fine-grained
Channel Attention (FCA) mechanism that dynamically balances global and local channel
responses to suppress background noise and enhance target features; a Partial Convolution
(PConv) operator that reduces redundant computation while maintaining semantic fidelity;
and a Haar Wavelet Downsampling (HWDown) module that preserves high-frequency
spatial information critical for detecting small underwater organisms. Extensive exper-
iments on the URPC 2021 dataset show that FPH-DEIM achieves a mAP@0.5 of 89.4%,
outperforming DEIM (86.2%), YOLOv5-n (86.1%), YOLOv8-n (86.2%), and YOLOv10-n
(84.6%) by 3.2–4.8 percentage points. Furthermore, FPH-DEIM significantly reduces the
number of model parameters to 7.2 M and the computational complexity to 7.1 GFLOPs,
offering reductions of over 13% in parameters and 5% in FLOPs compared to DEIM, and
outperforming YOLO models by margins exceeding 2 M parameters and 14.5 GFLOPs
in some cases. These results demonstrate that FPH-DEIM achieves an excellent balance
between detection accuracy and lightweight deployment, making it well-suited for practical
use in real-world underwater environments.

Keywords: underwater biology; object detection; deep learning; attention mechanism;
lightweight architecture

1. Introduction
With the continuous advancement of ocean exploration and exploitation technologies,

underwater object detection has played an increasingly vital role in intelligent ocean
observation, autonomous underwater vehicle (AUV) navigation, and marine ecological
monitoring. In particular, underwater image analysis is becoming a key foundation for
intelligent decision-making in ecological protection and biological resource surveys [1].
Compared with terrestrial environments, underwater image acquisition is often subject to
severe environmental interference, such as uneven illumination, light refraction, suspended
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particulate occlusion, color distortion, and blurring. These factors result in underwater
images characterized by low contrast, poor clarity, and high noise, posing significant
challenges to the feature extraction, object perception, and recognition capabilities of deep
learning models [2,3].

In recent years, deep learning approaches based on convolutional neural networks
(CNNs) and vision Transformers have achieved remarkable progress in object detection
tasks. Beyond architecture design, self-supervised learning [4] and multimodal fusion [5]
have emerged as complementary paradigms to address data scarcity and environmental
degradation in underwater scenarios. Among them, the YOLO series has been widely
adopted in real-world applications due to its end-to-end architecture, high speed, and
compact structure [6]. However, YOLO models typically rely on a one-to-many (O2M)
strategy, where each object corresponds to multiple anchors or candidate boxes. Although
this approach increases the number of positive samples during training and enhances
supervision density, it also tends to cause redundant proposals, overlapping bounding
boxes, and unstable Non-Maximum Suppression (NMS), particularly under scenarios
involving densely distributed small underwater objects [7,8].

To overcome the limitations of traditional anchor-based methods, Carion et al. pro-
posed the DETR (Detection Transformer) model, which introduced the Transformer mecha-
nism into object detection and adopted a one-to-one (O2O) Hungarian matching strategy.
This approach enables end-to-end detection while eliminating the need for NMS and an-
chor design [9]. However, standard DETR suffers from slow convergence, sparse positive
samples, and poor utilization of low-quality matches—issues that significantly impair its
effectiveness in detecting small or weak-edged objects [10].

To address these problems, the DEIM (DETR with Improved Matching) framework
was proposed. The framework incorporates a dense one-to-one matching scheme together
with a Matchability-Aware Loss (MAL), which jointly increase the availability of positive
samples and refine the matching process, leading to accelerated convergence and improved
detection accuracy [10]. Specifically, Dense O2O leverages data augmentation techniques
such as Mosaic and MixUp to create multiple target regions in one image, this process aug-
ments the quantity of effective training samples. Meanwhile, MAL assigns differentiated
weights to low-quality matches to encourage the network to learn from a wider range of
supervision signals.

Although DEIM outperforms YOLOv10 and RT-DETR series in general scenarios in
terms of both accuracy and efficiency, its architecture remains relatively complex and less
suitable for resource-constrained platforms such as underwater robots, which demand
compact models and low-latency inference [11]. Furthermore, DEIM still has room for
improvement in feature representation, feature compression, and small object retention. To
meet the specific requirements of underwater biological object detection under constraints
such as low light, high noise, small object density, and limited computing resources, in this
study, we design a lightweight detection framework enhanced from DEIM: FPH-DEIM.

The main contributions of this study are as follows:

1. Introduction of the Fine-grained Channel Attention (FCA) mechanism
This module models the interaction between global average features and local channel
context to dynamically generate channel-wise weighting vectors. Compared with
conventional SE modules, FCA better adapts to underwater images where local noise
interference and low contrast are prominent. It effectively suppresses redundant back-
ground information, enhances salient biological features, and improves robustness in
complex environments [12].

2. Adoption of the efficient Partial Convolution (PConv) operator to replace standard
convolution modules
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PConv selectively activates parts of the input feature map for convolution, signifi-
cantly reducing memory access and computational redundancy without sacrificing
recognition accuracy. This makes it well-suited for deployment on embedded under-
water platforms and mobile AUVs with limited computational capacity [13].

3. Integration of the Haar Wavelet Downsampling (HWDown) module to enhance small
object preservation
Traditional downsampling methods, such as max-pooling or strided convolution,
often discard critical information while reducing spatial resolution, especially when
object sizes approach the lower bound of the receptive field. The HWDown module
employs Haar wavelet transforms for information compression, retaining the main
energy distribution in the frequency domain. This enhances the model’s semantic
representation and discriminative power for small targets such as jellyfish, fish larvae,
and micro-crustaceans [14].

To validate the effectiveness of the proposed methods, extensive experiments were
conducted on the public URPC 2021 underwater image dataset. Results demonstrate
that FPH-DEIM achieves a 3.2% improvement in mAP@0.5 while reducing the number
of parameters and FLOPs by approximately 10% and 5%, respectively, compared to the
original DEIM. Deployment tests on real underwater robotic platforms further confirm
its superior real-time performance and robustness, significantly outperforming baseline
models such as DEIM and YOLOv10.

2. Related Work
2.1. Overview of Underwater Object Detection Methods

With the rapid integration of artificial intelligence into the marine domain, underwater
object detection—serving as a core component of intelligent perception systems—has
become a prominent research focus in algorithm design and performance optimization.
Traditional underwater image analysis methods mainly rely on handcrafted features based
on color, edges, or texture. Representative methods include Canny edge detection and HOG
feature matching [15–17]. However, in underwater environments with uneven lighting and
complex backgrounds, these approaches are often highly sensitive to noise and fail to meet
accuracy and robustness requirements.

The advent of deep neural networks has significantly boosted the capabilities of de-
tecting objects in underwater environments. In particular, convolutional neural networks
(CNNs), empowered by large-scale data, demonstrate strong feature extraction capabilities.
Architectures such as Faster R-CNN, YOLO, and SSD have been widely adapted to under-
water tasks [17,18]. Among t hem, the YOLO series has gained popularity in industry for
its end-to-end architecture, high inference speed, and competitive accuracy. Nevertheless,
YOLO faces two major challenges in underwater environments:

• The standard YOLO uses a one-to-many (O2M) matching strategy, leading to high
prediction box density and difficulty in learning stable representations for low-contrast,
occluded, or small targets;

• Its feature extraction backbone is not specifically designed for the unique charac-
teristics of underwater imagery, resulting in limited ability to perceive fine-grained
semantic information.

To improve YOLO’s adaptability in underwater scenes, various modifications have
been proposed. For instance, Yu et al. introduced U-YOLO, which integrates multi-
scale fusion modules to enhance small object detection [15]; Zhang et al. embedded
channel attention mechanisms into YOLOv3, significantly improving the handling of low-
quality images [19]. Although these methods partially alleviate accuracy degradation
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in underwater scenarios, their increasingly complex structures hinder deployment on
embedded platforms and do not fundamentally overcome the performance bottlenecks
caused by the O2M matching strategy.

2.2. Transformer-Based Object Detection

In recent years, Transformer architectures have emerged as a new paradigm in object
detection. Since Carion et al. introduced DETR [7], which leverages self-attention mecha-
nisms to model global contextual relationships, the field has seen a shift away from anchor
boxes and heuristic matching strategies, toward a new end-to-end detection framework.
DETR employs Hungarian matching to implement one-to-one correspondence between
queries and objects, eliminating redundant bounding boxes and post-processing via NMS,
thereby simplifying the detection pipeline.

However, the original DETR has notable drawbacks: it suffers from slow conver-
gence (typically requiring over 500 training epochs), low sensitivity to small objects, and
poor matching quality in early training stages. To tackle these problems, researchers
have introduced several enhancements focusing on convergence speed and detection accu-
racy. In Deformable DETR [8], multi-scale deformable attention is employed. Sparse and
localized perception is thereby improved. to improve sparse and localized perception; Con-
ditional DETR [20] optimizes the decoder by introducing conditional queries to enhance
target representation; DN-DETR and DINO further boost matching efficiency and accu-
racy through noise-perturbed anchor learning and multiple positive sample augmentation
strategies [21,22].

Despite their advantages in global modeling, Transformer-based methods are typi-
cally associated with high computational complexity and resource consumption, making
them less suitable for resource-constrained platforms such as underwater robots. Conse-
quently, optimizing DETR architectures for efficiency and lightweight deployment without
compromising accuracy has become a key research trend.

2.3. The DEIM Framework

DEIM (DETR with Improved Matching) is a recently proposed and efficient enhance-
ment of the DETR framework. While retaining the one-to-one matching strategy, DEIM
significantly improves training efficiency and performance, especially in small object detec-
tion scenarios [10]. Its key contributions include the following:

• Dense One-to-One Matching: DEIM increases the density of detectable objects within
a single image via data augmentation techniques such as Mosaic and MixUp, thereby
improving positive sample utilization without altering the core DETR structure.

• Matchability-Aware Loss (MAL): This novel loss function uses confidence scores to
guide IoU-based supervision, allowing the model to optimize for low-quality matched
samples and improve overall detection robustness.

On datasets such as COCO and CrowdHuman, DEIM has shown superior performance
over detectors like RT-DETR and YOLOv7, particularly excelling in small object detection
(APS). Moreover, DEIM maintains a relatively simple architecture, making it adaptable to
further modification.

However, DEIM still adopts a relatively heavy backbone and lacks specialized design
for underwater imagery. Its downsampling pathway may also cause spatial informa-
tion loss, limiting its performance in detecting fine-scale biological targets underwater.
These limitations highlight the need for task-specific structural improvements focusing on
lightweight design and enhanced perception.
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2.4. Model Lightweighting and Perception Enhancement Techniques

Current strategies for lightweighting deep detection networks primarily focus on three
aspects: efficient convolutional operator design, integration of attention mechanisms, and
information-preserving downsampling techniques.

On one hand, to improve inference efficiency, researchers have proposed various
lightweight convolutional structures, such as Depthwise Separable Convolutions, Ghost
Modules, and Partial Convolution (PConv). As a core module in the FasterNet architec-
ture, PConv restricts convolution operations to a subset of input channels, significantly
reducing memory access and redundant computation without compromising accuracy [13].
Benchmark tests show that PConv achieves lower inference latency than MobileViT across
CPU/GPU/ARM platforms, demonstrating its suitability for real-world deployment.

On the other hand, attention mechanisms have been widely employed to boost model
sensitivity to object features. SE [23] and CBAM [24], for example, apply attention along
channel and spatial dimensions, respectively, achieving notable performance gains. The
Fine-Grained Channel Attention (FCA) mechanism further enhances this by modeling both
global and local channel interactions. FCA employs a stripe-and-diagonal matrix fusion
strategy to adaptively assign channel weights, effectively suppressing redundant noise
common in underwater imagery [12]. This mechanism has shown strong generalization
in dehazing and underwater enhancement tasks and is well-suited for object detection in
challenging environments.

Moreover, maintaining expressive features while compressing spatial resolution re-
mains a challenge in small object detection. Traditional max pooling and strided convo-
lutions reduce computational costs at the expense of spatial details. To tackle this, Haar
Wavelet Downsampling (HWDown) has been proposed, introducing wavelet basis trans-
formation into the downsampling process. HWDown retains edge and texture information
in the frequency domain while reducing dimensionality [14], showing low entropy loss
and high feature fidelity in tasks like semantic segmentation and structural recognition,
making it a promising approach for underwater detection.

In summary, the proposed FPH-DEIM integrates all three categories of techniques—
lightweight convolution (PConv), channel-wise attention (FCA), and frequency-preserving
downsampling (HWDown)—to optimize DEIM along two dimensions: lightweight de-
sign and perceptual enhancement. This allows the model to more effectively handle the
complexities of underwater settings and meet the deployment requirements of embedded
platforms.

3. Materials and Methods
3.1. FPH-DEIM: An Improved DEIM-Based Lightweight Approach for Underwater Object Detection

The proposed FPH-DEIM algorithm is built upon the DEIM (DETR with Improved
Matching) architecture and systematically tailored for underwater object detection tasks. It
forms a lightweight deep neural network with enhanced perceptual capability and compu-
tational efficiency. Figure 1 shows the complete network architecture, which comprises five
main components:

• Image input and preprocessing.
• Lightweight backbone for feature extraction, integrating FCA and PConv.
• Multi-scale feature downsampling and fusion, including HWDown.
• Encoder–decoder with one-to-one target matching, keeping DEIM’s MAL.
• Output module for bounding box regression and object classification.
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Figure 1. Architecture of the FPH-DEIM Network.

Building on DEIM’s one-to-one matching and Matchability-Aware Loss, this network
incorporates key improvements to enhance perception and efficiency. The next subsections
describe the design and integration of three main modules.

Compared with the original DEIM and other multi-scale fusion methods, FPH-DEIM
introduces three key architectural innovations. First, the Feature Channel Attention (FCA)
module is designed to preserve fine-grained inter-channel variations, enabling the net-
work to capture subtle feature differences that are often ignored in conventional DEIM.
Second, the Partial Convolution (PConv) selectively updates feature maps by focusing on
informative regions while skipping irrelevant areas, which differs fundamentally from
simply reducing the number of convolutional filters. This allows the model to maintain
strong local feature extraction ability with lower computational cost. Third, the Haar
Wavelet Downsampling (HWDown) module replaces stride convolution or pooling to
retain structural details of small objects, thereby improving detection robustness in un-
derwater environments. Together, these innovations distinguish FPH-DEIM from prior
architectures by enhancing both efficiency and accuracy.

3.2. Fine-Grained Channel Attention Module

Traditional CNN feature extractors depend on local convolutions, limiting their ability
to capture long-range semantics, especially in underwater images with blurred edges
and variable colors. The FCA (Fine-grained Channel Attention) mechanism improves
feature discrimination by adaptively weighting channels using global–local information
interactions [12], making it well-suited for noisy underwater environments. The overall
structure of FCA is illustrated in Figure 2.
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Figure 2. Architecture of the FCA Module.

Let the input feature map be F ∈ RC×H×W . The first step is global average pooling
per channel to obtain the channel descriptor:

Un =
1

H × W

H

∑
i=1

W

∑
j=1

Fn(i, j), U ∈ RC (1)

Then, a band matrix B ∈ RC×k is constructed to extract local context vectors:

Ulc =
k

∑
i=1

U · bi (2)

Simultaneously, a diagonal matrix D ∈ RC×C is used to derive global context vectors:

Ugc =
C

∑
i=1

U · di (3)

An interaction matrix is computed as

M = Ugc · UT
lc (4)

By aggregating row and column statistics of M, a channel-wise attention vector
W ∈ RC is generated using a sigmoid activation and a learnable scaling factor, which
is then applied to the input feature map:

F∗ = W⊗F (5)

In our implementation, the FCA module is inserted after every two convolutional
layers, enhancing the model’s ability to emphasize low-contrast objects and improve
feature discriminability.

3.3. Partial Convolution Module

While traditional standard and depthwise separable convolutions reduce parameter
count and FLOPs, recent studies show that FLOPs reduction does not always lead to faster
inference due to memory access overhead and inefficient inter-channel operations [13].

PConv (Partial Convolution) addresses this by selectively applying convolution to
only a subset of input channels, effectively reducing redundant computation and improving
runtime efficiency. Specifically, during each convolution operation, only the first portion
of input channels is processed via standard convolution, while the remaining channels
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are either directly passed or linearly fused. The overall structure of PConv is illustrated
in Figure 3. Formally, for an input feature map X ∈ RC×H×W and channel utilization rate
r ∈ (0, 1), the output is defined as

Y = [Conv(X1:rC), XrC:C] (6)

Figure 3. Architecture of the PConv Module.

This design retains discriminative power while significantly accelerating inference,
making it suitable for real-time underwater applications. In our network, all standard
3 × 3 convolutions in the DEIM backbone are replaced by PConv layers, with r = 0.5 to
balance accuracy and speed.

The main benefit of PConv is that it achieves an effective trade-off between efficiency
and representation capacity. Instead of uniformly reducing the number of filters, which
may degrade the ability to capture fine-grained details, PConv focuses computation on
informative channels while keeping the model compact. As a result, FPH-DEIM achieves
lower latency and reduced computational cost without sacrificing detection accuracy, which
is particularly important for real-time underwater applications where both efficiency and
robustness are required.

3.4. HWDown Downsampling Module

Underwater organisms are often small and subtle in visual appearance. Conventional
downsampling methods such as max pooling or strided convolution tend to lose fine-
grained details, leading to missed detections of small objects. To tackle this problem, we
introduce the HWDown module, a downsampling method based on discrete wavelet
transform.

Haar Wavelet Transform is a classic method for decomposing spatial information. For
an input feature map F ∈ RC×H×W , HWDown applies a 2D Haar transform to each channel,
reducing spatial resolution to H

2 × W
2 while preserving high-frequency edge features:

FLL, FLH , FHL, FHH = Haar(F) (7)

Here, LL captures the low-frequency components, and LH, HL, HH capture directional
high-frequency edge information. These components are fused or concatenated to form the
output feature map, which is passed to the decoder for further processing.

HWDown modules can be flexibly embedded in any downsampling layer. In our
implementation, HWDown replaces conventional pooling in the feature pyramid network
(FPN), thereby retaining semantic structure while enhancing the sensitivity to small-scale
features—crucial for accurate underwater detection.

4. Experiments
4.1. Experimental Setup

All experiments in this work were performed on an Ubuntu 22.04 LTS system using the
PyCharm-2025.1.3.1 integrated development environment. The experiments were run on a
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server equipped with 15 vCPUs (Intel(R) Xeon(R) Platinum 8474C) and an NVIDIA GeForce
RTX 4090D GPU with 24 GB of VRAM. The programming environment used Python 3.10
and PyTorch 2.0.1, with all experiments performed under identical configurations. The
hyperparameter settings are shown in Table 1.

Table 1. Experimental Hyperparameter Settings.

Method Configuration

Learning rate 0.0002
Weight_decay 0.0001

Batch size 8
Optimizer Adamw
Image size 640 × 640

Epochs 300

4.2. Experimental Dataset

The URPC dataset [25] was used in this study. It originates from the National Under-
water Robot Competition and comprises images captured by underwater robots across
various depths and conditions, including diverse backgrounds, contrasts, brightness levels,
blur degrees, and chromatic aberrations. The dataset includes four classes of underwater
biological targets: echinus, holothurian, scallop, and starfish. A total of 8200 images were
randomly split into training, test and validation sets at an 8:1:1 ratio, yielding 6560 training
images, 820 test images, and 820 validation images.

4.3. Performance Metrics

To assess the performance of the proposed model, we used the standard COCO
metrics, including Precision (P), Recall (R), mAP@0.5 (mean Average Precision), GFLOPs
(Giga Floating-point Operations), and the number of model parameters. The formulas for
key metrics are as follows:

P =
TP

TP + FP
(8)

R =
TP

TP + FN
(9)

mAP =
∑N

i=1
∫ 1

0 P(R)dR
N

(10)

where TP denotes true positives, FP denotes false positives, and FN denotes false negatives.

4.4. Experimental Results
4.4.1. Comparison of Attention Modules

To validate the effectiveness of the FCA module, we compared DEIM with several
popular attention mechanisms (CBAM, ECA, SSA) under identical training settings using
the URPC dataset. As shown in Table 2, the addition of FCA significantly improved
Precision, Recall, mAP@0.5, and mAP@0.95 by 1.57%, 1.81%, 1.82%, and 1.04%, respectively.

Table 2. Comparison of various Attention Mechanisms.

Method P (%) R (%) mAP@0.5 (%) Parameters (M) GFLOPs (B)

DEIM 86.3 85.6 86.2 8.1 7.5
DEIM + CBAM 81.7 79.8 82.2 9.1 8.6
DEIM + ECA 83.7 81.4 86.3 10.7 9.7
DEIM + SSA 83.9 80.5 85.2 8.1 7.6
DEIM + FCA 88.9 87.6 88.6 10.4 9.5
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Figure 4 compares the heatmaps of DEIM models enhanced with different attention
modules, illustrating their effectiveness in focusing on target regions within underwater
biological images. Due to interference from the complex underwater environment, the
original model lacks sufficient attention to the target areas. Although the ECA and SSA
modules improve attention to some extent, they fail to clearly distinguish targets from
the background. The CBAM module achieves a better separation between targets and
background, but it still assigns insufficient attention to the target regions compared to
the FCA module. In contrast, the FCA mechanism establishes an interaction between
global and local information and dynamically adjusts feature weights at the channel level.
This enhances target information while suppressing redundant noise, resulting in more
accurate focus on underwater biological targets and reduced background interference,
thereby improving detection accuracy.

Figure 4. Comparison of heatmaps after adding different attention modules to the DEIM model.

4.4.2. Ablation Study

To assess the contribution of each module in the FPH-DEIM framework, ablation
experiments were carried out under the same experimental settings. The results are
summarized in Table 3.

Table 3. Comparative results of ablation experiment.

ID FCA PConv HWDown P (%) R (%) mAP (%) Parameters (M) GFLOPs (B)

1 × × × 86.3 85.6 86.2 8.1 7.5
2

√
× × 87.9 87.8 88.5 9.4 10.2

3 ×
√

× 85.8 84.7 85.4 4.6 4.3
4 × ×

√
87.8 87.7 87.4 8.6 9.2

5
√ √

× 88.6 89.7 88.9 8.2 10.5
6

√
×

√
86.5 88.8 88.9 10.4 11.2

7 ×
√ √

89.2 88.1 88.2 5.2 4.9
8

√ √ √
89.8 87.7 89.4 7.2 7.1
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Experiment 1 serves as the baseline model without any additional modules. With
8.1 M parameters and 7.5 GFLOPs, it achieves a precision (P), recall (R), and mAP of 86.3%,
85.6%, and 86.2%, respectively, indicating mediocre performance in complex underwater
scenarios. In Experiment 2, the FCA (Feature Channel Attention) module was added to
the backbone, markedly improving feature discrimination. As a result, P, R, and mAP
increase to 87.9%, 87.8%, and 88.5%, respectively, with noticeable improvement in focusing
on target regions.

In Experiment 3, the lightweight PConv module replaces part of the standard con-
volution operations. Although the parameter count drops to only 4.6 M, the detection
performance slightly degrades, suggesting that PConv alone may be insufficient to enhance
high-level semantic representations. Experiment 4 adopts the HWDown structure for
downsampling, better preserving spatial structure, leading to an improved mAP of 87.4%.

Further combinations were tested in Experiment 5, where FCA and PConv modules
are jointly used. The model achieves 88.6% precision, 89.7% recall, and 88.9% mAP, demon-
strating the complementary effects of attention enhancement and lightweight convolution.
Experiment 6 combines FCA and HWDown, reaching a comparable mAP of 88.9% but with
increased computational complexity. Experiment 7 explores the combination of PConv
and HWDown, achieving a balanced trade-off: despite only 5.2 M parameters, the model
achieves 88.2% mAP, confirming the complementary advantages of the two modules.

Finally, Experiment 8 integrates all three modules—FCA, PConv, and HWDown—
yielding the best overall performance: 89.8% precision, 87.7% recall, and 89.4% mAP,
while keeping the model compact (7.2 M parameters and 7.1 GFLOPs). This confirms
that the synergistic use of attention mechanisms, efficient convolutions, and structural
downsampling significantly improves both accuracy and efficiency in underwater object
detection tasks.

The ablation study results presented in Section 4 clearly demonstrate that each of the
three core modules—FCA, PConv, and HWDown—positively contributes to performance
improvement when integrated into the FPH-DEIM framework. Notably, the combination
of FCA and HWDown yields a significant boost in detection accuracy without introducing
substantial computational overhead, suggesting strong complementarity between feature
enhancement and small object retention.

When all three modules are integrated, as in Experiment 8, the model achieves the
highest mAP@0.5 of 89.4% with only 7.2 M parameters—surpassing all tested YOLO vari-
ants. This validates the effectiveness of the modular integration strategy in achieving both
compactness and strong representation capability. Compared to using FCA or HWDown
alone, the combined configuration significantly improves object boundary recognition
and suppresses background interference, especially in dense-target and visually degraded
underwater environments.

4.4.3. Performance Comparison Among Detection Models

To validate the performance advantages of the proposed FPH-DEIM algorithm in
underwater biological object detection, a series of comparative experiments were conducted
under identical settings. We compared FPH-DEIM with several mainstream detection
algorithms, including Faster-RCNN, SSD, YOLOv5-n, YOLOv7-n, YOLOv8-n, YOLOv10-n,
and the D-FINE series on the URPC dataset. Key evaluation metrics such as detection
precision, model parameters, and computational complexity (GFLOPs) are summarized in
Table 4.
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Table 4. Performance Comparison among Detection Models.

Method P (%) R (%) mAP@0.5 (%) Parameters (M) GFLOPs (B)

Faster-RCNN 68.2 59.4 67.8 136.7 18.7
SSD 74.2 68.7 75.4 25.1 74.8

YOLOv5-n 83.1 76.0 86.1 8.2 16.5
YOLOv7-n 85.1 76.1 84 6.1 13.1
YOLOv8-n 83.8 76.7 86.2 11.2 28.6

YOLOv10-n 81.5 76.3 84.6 9.1 21.6
D-FINE-n 84.7 83.2 84.7 22.5 18.8

DEIM-D-FINE-n 86.3 85.6 86.2 8.1 7.5
FPH-DEIM-n 89.8 87.7 89.4 7.2 7.1

As observed in Table 4, FPH-DEIM-n achieves significant improvements in detec-
tion accuracy, with a mAP@0.5 of 89.4%, which is 4.8 percentage points higher than the
baseline YOLOv10-n. Additionally, FPH-DEIM-n has fewer parameters (2 M) and lower
computational complexity (7.1 GFLOPs) compared to YOLOv10-n (9.1 M, 21.6 GFLOPs),
demonstrating both high detection performance and lightweight characteristics.

Compared with traditional two-stage detectors like Faster-RCNN (mAP@0.5 of 67.8%)
and SSD (75.4%), FPH-DEIM-n achieves improvements of 21.6 and 14.0 percentage points,
respectively, while reducing the parameter size by more than 90% and significantly lowering
inference complexity.

In comparison with other lightweight one-stage detectors, FPH-DEIM-n also shows
comprehensive superiority. Specifically, it achieves mAP@0.5 gains of 3.3%, 5.4%, and 3.2%
over YOLOv5-n, YOLOv7-n, and YOLOv8-n, respectively. At the same time, its model
size is substantially smaller—by more than 1 million parameters compared to YOLOv5-n,
and 4 million parameters compared to YOLOv8-n—indicating a more optimal trade-off
between detection accuracy and computational efficiency.

Notably, when compared with DEIM-D-FINE-n, although the two models have similar
computational complexity (7.1 G vs. 7.5 G FLOPs), FPH-DEIM-n improves detection accu-
racy by 3.2% and reduces the number of parameters by approximately 13.6%, highlighting
the effectiveness of our structural design.

As shown in Table 4, FPH-DEIM-n outperforms traditional detectors such as Faster-
RCNN and SSD, as well as YOLOv5/7/8/10 series, in terms of detection accuracy,
model complexity, and parameter size. Compared with YOLOv10-n, FPH-DEIM-n
achieves a 4.8% improvement in mAP@0.5 while cutting nearly 2 M parameters and
14.5 GFLOPs—demonstrating a more optimal trade-off between lightweight design and
detection performance.

Moreover, FPH-DEIM-n achieves a Recall of 87.7%, significantly higher than that of
YOLOv5-n (76.0%) and YOLOv10-n (76.3%), indicating superior capability in detecting
small and low-contrast underwater targets. This advantage stems from the HWDown
module’s ability to preserve fine structural details and the FCA module’s enhancement of
ambiguous features. The precision-recall curves in Figure 5 further support this observation,
showing that FPH-DEIM-n maintains high accuracy even at high recall levels, reflecting
robust and stable detection behavior.
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Figure 5. P-R Curves of Different Models.

4.5. Real-World Monitoring Experiment of the Improved Model

To further verify the deploy ability and real-time performance of the proposed FPH-
DEIM algorithm in complex real-world underwater environments, we deployed the op-
timized model on an underwater intelligent inspection robot platform and conducted
open-water tests. The configuration of the deployment platform is shown in Table 5, and
the appearance of the underwater robot is presented in Figure 6.

Table 5. Hardware Configuration of the Underwater Robot.

Component Description

Main Control Board NVIDIA Jetson Xavier NX
Operating System Ubuntu 20.04 + Jetpack 5.0

Camera FLIR Blackfly S underwater industrial camera (1080 p, 30 fps)
Communication Acoustic modem + Wi-Fi feedback
Power System 14.8 V lithium battery pack, rated at 10 Ah

 

Figure 6. External View of the Underwater Robot.

To offer a clearer demonstration of the practical performance of the proposed FPH-
DEIM model in underwater object detection tasks, we conducted a visual comparison
with two representative models: the mainstream lightweight detector YOLOv8-n and the
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original DEIM model. Figure 7 presents the comparison results, from which it is evident
that under the same underwater image conditions, the YOLOv8-n model is susceptible
to interference from uneven lighting and suspended particles, often resulting in missed
detections or imprecise boundaries. Although the original DEIM model performs better in
suppressing background interference, it still lacks the capability to distinguish fine-grained
targets effectively.

Figure 7. Comparative Detection Results of DEIM, FPH-DEIM, and YOLOv8.

In contrast, FPH-DEIM demonstrates superior target recognition performance. It not
only accurately localizes multiple target instances but also exhibits improved boundary
completeness and shape consistency. The advantages are particularly evident when dealing
with images characterized by color distortion or significant pose variation.

These results further validate the effectiveness of the three core improvements pro-
posed in this work: the FCA-enhanced perceptual mechanism strengthens the representa-
tion of blurred edge features; the PConv unit improves feature extraction efficiency while
reducing redundancy; and the HWDown module effectively preserves spatial detail of
small objects during downsampling. The synergy among these modules enables FPH-
DEIM to achieve high detection accuracy and model compactness, while maintaining
strong adaptability and robustness in complex underwater environments.

In real-world deployment tests, FPH-DEIM-n runs stably on the Jetson Xavier NX with
an inference latency under 35 ms and a frame rate exceeding 28 FPS—demonstrating strong
potential for real-time processing on autonomous underwater platforms. Compared to
YOLOv8-n, it offers superior inference speed and lower memory consumption, enhancing
its suitability for edge devices with strict power and bandwidth constraints.

As illustrated in Figure 7, FPH-DEIM performs robustly under challenging conditions
such as heavy background interference, color distortion, and target pose variation. It
delivers superior boundary completeness and stable localization, making it not only suitable
for scientific underwater monitoring but also applicable to resource-constrained ecological
inspection and task recognition scenarios. These qualities underscore the algorithm’s
practical value and deployment viability.

5. Discussion
The ablation experiments reveal that all three key modules—FCA, PConv, and

HWDown—contribute positively to the overall detection performance when integrated
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into different configurations of the FPH-DEIM framework. Specifically, FCA enhances the
discriminative power of features by modeling both global and local channel interactions,
while HWDown significantly helps retain fine-grained spatial details, especially for small
objects. Although the inclusion of PConv alone results in a slight reduction in mAP, it
substantially reduces computational load and parameter count, making it particularly
well-suited for resource-constrained platforms. When all 3 modules are combined, the
model attains the highest detection accuracy (mAP@0.5 of 89.4%) with only 7.2 million
parameters and 7.1 GFLOPs, demonstrating an effective balance between performance
and efficiency.

When compared with other mainstream detection models, FPH-DEIM-n consistently
outperforms across several key metrics. Relative to YOLOv10-n, it achieves a 4.8% gain in
mAP@0.5, reduces parameters by approximately 2 million and lowering the computational
cost by 14.5 GFLOPs. Its Recall is 11.7% and 11.4% higher than YOLOv5-n and YOLOv8-n,
respectively, indicating superior sensitivity to low-contrast and small underwater targets.
As shown in the P-R curves in Figure 5, FPH-DEIM-n maintains high precision even at
elevated recall levels, reflecting its robustness and stability in detection tasks.

In addition, real-world deployment tests on the Jetson Xavier NX platform further
validate the model’s practical value. FPH-DEIM-n achieves an inference latency of under
35 milliseconds and operates at over 29 FPS, while consuming only 2.8 GB of GPU memory—
substantially lower than YOLOv8-n and DEIM-D-FINE. These results affirm its suitability
for deployment in embedded environments such as underwater robots. As illustrated in
Figure 7, the model delivers precise object localization and maintains contour integrity even
in visually complex underwater scenes, demonstrating strong anti-interference capabilities
and deployment readiness.

Despite the favorable results, several limitations remain. Under extreme conditions
such as low lighting or high turbidity, the model may still produce false positives or miss
detections. Furthermore, the current evaluation is restricted to the URPC dataset, which
mainly covers coastal underwater scenes. This limitation may reduce the generalizability of
the findings to other ecological conditions such as deep-sea or highly turbid waters. In ad-
dition, the present design relies solely on RGB imagery without leveraging complementary
sensing modalities such as sonar, hyperspectral, or LiDAR, which limits its comprehensive
perception capabilities in more complex underwater scenarios. Although real-world de-
ployment validates the practicality of the proposed model, large-scale and long-term field
testing across diverse environments is still required to fully confirm its reliability.

Future research may therefore explore several directions: integrating underwater
image enhancement and low-light compensation mechanisms to improve robustness;
adopting lightweight Transformer-based encoders to enhance multi-scale semantic rep-
resentation; constructing geographically diverse datasets to improve generalization; and
incorporating multi-modal sensory data to broaden the applicability of the algorithm in
real-world marine perception tasks.

6. Conclusions
This paper proposes FPH-DEIM, a lightweight object detection algorithm that in-

tegrates perception enhancement and efficiency optimization to address the multiple
challenges of underwater biological target detection. Based on the DEIM architecture and
tailored to the characteristics of underwater environments, we introduce module-level in-
novations in feature extraction, convolutional efficiency, and spatial perception to construct
a detection framework suitable for edge computing platforms. The main contributions are
summarized as follows:
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1. A feature-aware mechanism integrating FCA is introduced to effectively enhance the
representational contrast between blurred targets and noisy backgrounds in underwa-
ter images, significantly improving detection accuracy.

2. A highly efficient PConv unit is designed to reduce computational redundancy, result-
ing in lower model latency and memory access load.

3. A novel HWDown module based on Haar wavelets is proposed, which preserves
spatial detail during downsampling and enhances the model’s capability to identify
small objects.

4. Extensive experiments on public underwater datasets and real underwater robotic
platforms demonstrate that FPH-DEIM outperforms mainstream lightweight detectors
in terms of accuracy, model size, and inference speed, showing strong potential for
practical deployment.

Future work may involve integrating underwater image enhancement preprocessing,
exploring lightweight Transformer-based encoders, and extending the method to multi-
modal perception scenarios such as sonar imaging and LiDAR point clouds.
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