
Citation: Khan, T. Towards an Indoor

Gunshot Detection and Notification

System Using Deep Learning. Appl.

Syst. Innov. 2023, 6, 94. https://

doi.org/10.3390/asi6050094

Academic Editor: Christos Douligeris

Received: 14 August 2023

Revised: 1 October 2023

Accepted: 13 October 2023

Published: 19 October 2023

Copyright: © 2023 by the author.

Licensee MDPI, Basel, Switzerland.

This article is an open access article

distributed under the terms and

conditions of the Creative Commons

Attribution (CC BY) license (https://

creativecommons.org/licenses/by/

4.0/).

Article

Towards an Indoor Gunshot Detection and Notification System
Using Deep Learning
Tareq Khan

School of Engineering, Eastern Michigan University, Ypsilanti, MI 48197, USA; tareq.khan@emich.edu

Abstract: Gun violence and mass shootings kill and injure people, create psychological trauma,
damage properties, and cause economic loss. The loss from gun violence can be reduced if we can
detect the gunshot early and notify the police as soon as possible. In this project, a novel gunshot
detector device is developed that automatically detects indoor gunshot sound and sends the gunshot
location to the nearby police station in real time using the Internet. The users of the device and the
emergency responders also receive smartphone notifications whenever the shooting happens. This
will help the emergency responders to quickly arrive at the crime scene, thus the shooter can be
caught, injured people can be taken to the hospital quickly, and lives can be saved. The gunshot
detector is an electronic device that can be placed in schools, shopping malls, offices, etc. The device
also records the gunshot sounds for post-crime scene analysis. A deep learning model, based on a
convolutional neural network (CNN), is trained to classify the gunshot sound from other sounds
with 98% accuracy. A prototype of the gunshot detector device, the central server for the emergency
responder’s station, and smartphone apps have been developed and tested successfully.

Keywords: convolutional neural network; Mel Frequency Cepstral Coefficients (MFCC); Jetson Nano;
smartphone app; SQL database; server; Bluetooth; Wi-Fi; gunshot; push notification

1. Introduction

From January 2023 to September 2023 in the USA, the total number of deaths due
to gun violence was 31,394—1273 were children between the ages of 0 and 17 and the
total number of injuries was 27,408 [1]. It is estimated that 31% of public mass shootings
occur in the USA, although the USA accounts for only 5% of the world’s population [2].
One way to reduce the loss from gun violence is to detect the incident early and notify
the police as soon as possible. In this project, a novel gunshot detector device is devel-
oped that automatically detects the indoor gunshot sound and then sends the gunshot
location to the nearby police or emergency responder’s station within a second using the
Internet. The users of the device and the emergency responders also receive smartphone
notifications as soon as the shooting happens. Additionally, the device captures gunshot
sounds along with timestamps, providing valuable data for post-crime scene analysis. A
deep-learning-based gunshot sound classification algorithm is developed and implemented
in the gunshot detector device. A central server for the emergency responder or police
station and smartphone apps is also developed in this project. The overall operation of the
proposed system is shown in Figure 1. The needs and significances of the proposed system
are mentioned below:

• The United States sees the most school shootings in the world [3]. Shootings inside
other indoor places such as in homes, shopping malls, clubs, and places of worship
are also becoming widespread around the world [4,5]. The proposed device can be
attached to the walls or ceilings of these places—similar to smoke detectors—and they
can notify the police as soon as a gunshot is fired. The proposed system will help to
stop the shooter early and the injured people can be taken to the hospital quickly, thus
more lives can be saved.
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• Individuals affected by gun violence, including witnesses, bystanders, and neighbors,
may undergo feelings of stress, depression, anxiety, and post-traumatic stress disorder
(PTSD). More than 5% of America’s children have witnessed a shooting and it causes
them psychological distress [6]. The proposed device can lead the police to the crime
scene as soon as possible and can give peace of mind.

• Solely in 2010, emergency rooms received 36,000 firearm assault victims, with 25,000
requiring hospital admission, resulting in a staggering USD 630 million in medical
expenses. The overall economic impact of gun violence on the American economy is
estimated to be at least USD 229 billion annually [6]. The proposed device will bring
the police quickly and reduce medical costs and property damage.
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emergency responder’s car (g) is dispatched. 

The rest of this paper is organized as follows. The related works and comparison with 
other works are discussed in Section 2. In Section 3, materials and methods are discussed 
for the custom deep learning model for gunshot detection, and prototype system archi-
tecture consisting of the device, central server, and smartphone apps. Results of the deep 
learning model training, validation, and testing as well as the performance of the proto-
type system are discussed in Section 4. In Section 5, the discussion and future works are 
presented. Finally, Section 6 presents the conclusion. 
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Some cities utilize companies such as SoundThinking (formerly ShotSpotter) 
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shot detection involves both automated and manual human analysis. This system costs 

Figure 1. Crime scene (a) where the shooting happened. The gunshot detector device (b) is connected
to the Wi-Fi of the building. It detects gunshot sounds and sends data to the central server through
the Internet (c) using a Transmission Control Protocol/Internet Protocol (TCP/IP) protocol. The crime
scene location is marked on the map (d), event data are saved in the Structured Query Language
(SQL) database, and the software sends notifications using Firebase Cloud Messaging (FCM) to the
user’s smartphone app (e) and the emergency responder’s smartphone app (f). The emergency
responder’s car (g) is dispatched.

The rest of this paper is organized as follows. The related works and comparison with
other works are discussed in Section 2. In Section 3, materials and methods are discussed for
the custom deep learning model for gunshot detection, and prototype system architecture
consisting of the device, central server, and smartphone apps. Results of the deep learning
model training, validation, and testing as well as the performance of the prototype system
are discussed in Section 4. In Section 5, the discussion and future works are presented.
Finally, Section 6 presents the conclusion.

2. Related Work

Some cities utilize companies such as SoundThinking (formerly ShotSpotter) (Fremont,
CA, USA) [7] to detect and localize gunshots on a large scale. In this system, sensor modules
are installed around the city in outdoor places—it is not used for indoor crimes. Moreover,
these systems are extremely expensive to run and maintain, and gunshot detection involves
both automated and manual human analysis. This system costs up to USD 90,000 annually
per square mile of coverage. This system is installed by the city authority and not by
individuals or institutions for personal use. To reap the benefits of this system, a user needs
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to move to one of the cities where this system is implemented, which is an overhead. In
this paper, the proposed gunshot detection device is mainly targeted for indoor gunshot
detection and any user can place it in the rooms of a building. The hardware cost of the
proposed device is approximately USD 300.

In ref. [8], the method for identifying shotgun blasts relies on the detection of the
distinctive muzzle blast signature. The authors developed a specialized filter tailored to
recognize shotgun muzzle blasts from the digitized audio signals. The work in ref. [9]
proposes a gunshot noise detection method using Zero-Phase Technique. The works in
ref. [8,9] process the signals in the time domain instead of using state-of-the-art machine
learning techniques. The accuracy of their approaches was not reported and no hardware
implantation results are presented.

In ref. [10], the authors extracted 11 features from each signal—from a dataset of both
gunshot and non-gunshot instances—and used them as input to a neural network for clas-
sification. This study employs a neural network with a default MATLAB implementation,
featuring one hidden layer containing 10 neurons. The authors report a precision of 69.3%.
However, most deep learning approaches with many hidden layers produce better accuracy
and precision.

The authors in ref. [11] use a semi-supervised Non-negative Matrix Factorization
(NMF) approach, composed of training and separation stages, to detect gunshots. The
result shows that the maximum true positive (TP) was 50% when signal-to-noise ratios
(SNR) were 5 dB. No hardware implantation results are presented.

The authors in ref. [12] implement two parallel Gaussian Mixture Modelling (GMM)
classifiers for discriminating screams from noise and gunshots from noise. Different audio
features are used to train the classifiers. The authors report a precision of 93% to detect
events when the SNR is 10 dB. Embedded system implantation and notification systems
are not included in the work.

In ref. [13], the authors propose a gunshot event recognition system based on audio and
visual features fed into a support vector machine (SVM) classifier. The authors developed
a semantic gunshot scene description from video sequences by incorporating gunshot
sounds, human emotion, and human activity analysis. The maximum precision reported
for gunshots is 73.46%.

The work in ref. [14] uses two Artificial Neural Networks (ANN) to detect muzzle
blasts and shockwaves from the gunshot sound. A gunshot is recognized if both the muzzle
blast and shockwave are identified. A band-pass filter is used to remove undesirable
frequencies from the gunshot sound. Then, spatial and frequency domain features are
extracted and fed to the ANNs. Each ANN contains only one hidden layer. The system
implements an array of four omnidirectional microphones, connected to a commercial
data acquisition (DAQ) recording system. MATLAB is then used to analyze and clas-
sify the signal. The authors report a 99% accuracy in classifying M16 gunshots from
background noise.

In the work of ref. [15], convolutional neural network (CNN) models such as VGG16,
InceptionV3, and ResNet18 are trained with transfer learning for gunshot detection. Mel
Frequency Cepstral Coefficient (MFCC) features are generated from the audio signals
and then fed into the CNN models. An accuracy over 99% is reported for the ResNet18
model for their dataset. The hardware implantation results and notification systems are not
presented in the paper.

The work in ref. [16] uses a custom CNN model for gunshot classification. Spectro-
grams are generated from audio signals and fed to the CNN model. The proposed model
reports an accuracy of over 99% for their custom dataset. The model is implemented in
a low-cost hardware system consisting of a USB microphone, Raspberry Pi board, and a
short message service (SMS) modem. When a gunshot is detected, the system sends an
SMS alert message to a fixed list of phone numbers. However, the system does not include
custom user and device configuration using a smartphone app and plotting the location on
a map.
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A comparison with published related works is shown in Table 1. Here, we see that a
CNN-based deep learning model is trained with the largest dataset in the proposed work,
and it has high accuracy and precision. It should be noted that achieving high accuracy
on a large dataset indicates that the model is generalized well without overfitting. The
proposed system is implemented in a Jetson Nano-based embedded system which contains
GPU and TensorRT engine for fast inferencing, whereas the work in [16] uses Raspberry
Pi that neither has GPU nor TesnorRT support, resulting in slower inferencing. As the
proposed device is connected to Wi-Fi, it can obtain the date and time and record the
gunshot sounds with timestamps for post-crime analysis. In this work, a complete gunshot
detection system is implemented consisting of a gunshot detector device; a central server
having an SQL database, plotting on a map, data searching, and push notification sending
capabilities; and two smartphone apps—for the user and the emergency responders. Users
and devices can be configured using smartphone apps considering possible many-to-many
relationships. As soon as the gunshot event happens, the smartphone apps receive real-time
push notifications with location information plotted in Google Maps.

Table 1. Comparison with other works.

M. Hrabina,
et al. [10]

J. Morillas
et al. [11]

G. Valenzise
et al. [12]

C. Chen
et al. [13]

C. Galangque
et al. [14]

J. Bajzik
et al. [15]

A. Morehead
et al. [16] Proposed

Classifier ANN NMF GMM SVM ANN CNN CNN CNN

Dataset size 11,004 215 - 459 videos 917 7000 <90,000 670,000

Accuracy - - - - 99% 99% 99% 98%

Precision 69.3% - 93% 73.46% - - - 98%

Embedded system
implementation no no no no no no yes yes

Record gunshot
with timestamp no no no no yes no no yes

Plot on map no no no no no no no yes

User and device
configuration no no no no no no no yes

Database
implementation no no no no no no no yes

Smartphone
notification no no no no no no yes (using SMS) yes

3. Materials and Methods

In this work, a deep-learning-based classifier is designed for the detection of gunshot
sounds. Subsequently, the system depicted in Figure 1 is constructed.

3.1. A Deep Learning Model for Gunshot Detection
3.1.1. Dataset Generation

This project has generated a substantial dataset consisting of 670,000 sound samples,
each with a duration of one second. This dataset comprises two distinct classes: ‘gunshot’
and ‘other’. The ‘other’ sounds are any sound other than gunshot sounds, i.e., they
are non-gunshot sounds. To classify a sound as a ‘gunshot’ or ‘other’ class, the deep
learning model needs to be trained with examples of both classes of sounds. In the
developed dataset, each class has 335,000 samples. The gunshot sounds were collected
from different online sources such as the BGG dataset [17,18], the Free Firearm Sound Effects
Library [19], the Gunshot audio dataset [20,21], the Gunshot Audio Forensics Dataset [22],
the Gunshot/Gunfire Audio Dataset [23,24], and gunshot sounds from the Urbansound8k
Dataset [25,26]. The ‘other’ sounds were also collected from online sources such as the
Urbansound8k Dataset [25,26], the ESC-50 Dataset [27,28], the FSD50K dataset [29,30], and
the snoring dataset [31,32].

The collected gunshot WAV audio files had a collection of gunshots from different
guns such as AK-12, AK-47, IMI Desert Eagle, M4, M16, M249, MG-42, MP5, and Zastava
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M92. These audio files had different durations. Moreover, these files often contained
silence, human talking, environmental sounds, bullet shell falling and trailing sound after a
gunshot, etc., for more than one second. These sounds must be removed from the gunshot
class samples to make a high-quality dataset and to increase the accuracy of the trained
model. To do that, all these files were first joined using WavePad Sound Editor [33]. Then,
using the silence threshold function of the sound editor software, silences are removed.
However, it was found that this method is not fully accurate and some silences were still
there. Then, the joined file was split into equal-sized one-second duration files. As the
joined file was not evenly divisible by one second, the last split file was deleted. We define
a valid one-second gunshot sound file that contains at least one starting of a gunshot sound
at any place in the one-second duration. To automatically remove silent sound files, a
Python code was written that reads the maximum absolute amplitude of each WAV file,
compares it with a threshold, and removes the files if it is below the threshold. However,
this time-domain approach is still not so accurate to filter out all the silences. To remove the
unwanted sounds, all the one-second gunshot sound files, approximately 20,000 samples,
were manually heard by humans and filtered. This manual effort is necessary to make the
dataset a high-quality dataset and to reduce false alarms from the trained model. As our
goal is to develop a gunshot detector embedded system hardware with a microphone, we
would like to make the dataset that is generated from the same microphone that will be
used in the embedded system. To do that the one-second gunshot sounds were merged
into a single file, played from a computer, recorded in another computer using the same
microphone that will be used in the embedded system, and then split the recorded file into
one-second files.

Data augmentation in deep learning for sound is a technique where we create new
training examples by slightly modifying the existing ones. This helps the model learn more
effectively from the data it has. For sound, it means changing aspects such as pitch and
speed; or adding background noise to audio recordings. By doing this, we provide the
model with a broader range of examples, making it better at recognizing different variations
in sound in real-world scenarios, ultimately improving its performance in tasks such as
speech recognition or sound classification. In this project, the audio data augmentation [34]
library is used to generate more sound samples. For each sample, 20 additional augmented
samples were generated by: slightly shifting the signal to the left and right in the time axis,
changing the tone, and the speed. The empty places were filled with silence in those files.

The collected ‘other’ files contain non-gunshot sounds such as silence, mild noise,
clock ticking, the door opening and closing, toilet flushing, the siren of an emergency
vehicle, rain, streetcar, people talking, baby crying, animal voices, washing machine, and
vacuum cleaner. This dataset contains possible false alarms for gunshots such as fireworks,
can opening, door knocking, glass breaking, clapping, drums, and thunderstorms [25–32].
Gunshot sounds from some of these datasets were identified from the dataset metadata
and automatically removed using Python scripts. These audio files had different durations.
To make one-second files: all these files were first joined, and then the joined file was split
into equal-sized one-second duration files. The last split file was deleted as the joined file
was not evenly divisible by one second.

3.1.2. Normalization and Feature Extraction

The audio files are then normalized with the min–max normalization method using
the Pydub library [35]. The stereo audio samples are made single channel audio by taking
only the left channel data. Then, feature extraction is performed by converting the time-
domain audio signal to the Mel Frequency Cepstral Coefficients (MFCCs) [36,37]. The main
principle behind MFCC is to condense essential information into a concise set of coefficients,
inspired by the human ear’s auditory perception. To compute the MFCC, the time-domain
audio signal is first partitioned into frames lasting 20–40 milliseconds each. For each
frame, the power spectrum is determined. Subsequently, triangular-shaped Mel filter
banks are computed and applied to the power spectra, generating a spectrogram. Notably,
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the human ear exhibits superior sensitivity to subtle pitch changes in lower frequencies
(below 1 kHz) compared to higher frequencies. To account for this sensitivity discrepancy,
the first ten filters in the Mel filter bank are linearly spaced approximately 100, 200, . . .,
and 1000 Hz. Beyond 1 kHz, these filters are distributed according to the logarithmic
Mel scale. Following this, the logarithm of all filter bank energies is calculated, and their
discrete cosine transform (DCT) is performed to decorrelate the filter bank coefficients. This
process effectively captures the salient characteristics of the sound, making it suitable for
subsequent sound classification tasks.

In this project, the sound sample is segmented into frames lasting 30 milliseconds each.
To extract meaningful features, the MFCCs are computed using the SpeechPy [38] library.
For this purpose, 32 filters are employed in the filter bank, and the Fast Fourier Transform
(FFT) is applied with 512 points. The resulting MFCC representation consists of 32 cepstral
coefficients. In Figure 2, we can observe examples of a gunshot sample and a non-gunshot
sample presented both in the time domain and their corresponding MFCC representations.
Remarkably, after applying MFCC calculations, the one-dimensional time-domain sound
signal is transformed into a two-dimensional signal with a size of 32 × 32, effectively
resembling an image. Leveraging this MFCC-based image representation, we can employ
image classification deep learning architectures, such as convolutional neural networks
(CNNs), to classify the sample images. Consequently, a dataset comprising 670,000 MFCC
images is assembled from the sound samples, serving as the input for the deep learning
network during the classification process. The MFCC data and their associated class labels
are then randomly shuffled maintaining the correspondence between data and label.
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3.1.3. Convolutional Neural Network Architecture

Several iterations are made to find a model that can fit the dataset well and also has
sufficient capacity (i.e., parameters) to avoid overfitting. To find the right model capacity,
first training is performed using a model with large parameters. The batch size is set as
large as possible until memory issues are reported. Then, gradually the model capacity is
reduced until fitting becomes difficult. The learning rate and learning rate decay parameters
were reduced when the validation loss was not decreasing for a long-time during training.
Finally, a deep learning model, as shown in Figure 3, is used to classify the sound as gunshot
or as other. In this project, we convert the sounds to images as discussed in Section 3.1.2.
and shown in Figure 2. The one-dimensional time-domain sound samples are converted to
two-dimensional frequency domain MFCC image representation. These MFCC images are
used as input of the deep-learning-based classifier to classify the MFCC images, which are
actually representations of sounds. The different layers and the optimizer of the model are
briefly described below.

• MFCC Input Image: The MFCC image is structured as a tensor with dimensions
of (32, 32, 1). To ensure compatibility with deep learning models, the pixel data
type undergoes conversion to a floating-point format. For the purpose of pixel value
normalization, we calculate and store the mean and standard deviation of the training
dataset in a separate file. Subsequently, each pixel value in all dataset images is
normalized by subtracting the mean and dividing by the standard deviation.

• The Convolutional Layer: A 2-D convolutional layer applies sliding convolutional
filters to the input data. It conducts convolution by sliding these filters along both the
vertical and horizontal axes, computing the dot product between the weights and input,
and then adding a bias term [39]. The proposed model incorporates two convolutional
layers, each utilizing 3 × 3 filters. These filters are initialized with random values and
function as learnable network parameters. For example, in Figure 3, the conv2d layer
comprises 2 filters, each sized 3 × 3 with padding, resulting in 2 output layers having
the same height and width as the input layer. Similarly, the conv2d_1 layer includes
2 filters, each sized 3 × 3 with padding.

• The Activation Layer: Non-linear activation functions, specifically the rectified linear
unit (ReLU) [40], are applied after the convolutional and dense layers (except the
last dense layer). The ReLU layer performs a threshold operation on each element,
setting any value less than zero to zero. This activation function introduces non-
linearity into the network, enabling it to capture intricate patterns and enhance its
classification performance.

• The Max Pooling Layer: This layer conducts down-sampling by partitioning. Here,
the input is divided into 2 × 2 size rectangular regions and the maximum number
from each region is sampled [41].

• The Flatten Layer: The spatial dimensions of the input are collapsed here, and it
converts it into a one-dimensional vector. It transforms the input tensor having
dimensions of (8, 8, 1) into a 64 size single-dimensional vector.

• The Dense Layer: The dot product between the input and a weight matrix is computed
in this layer. Following this, a bias vector is added to the result [42,43]. Random values
are used to initialize both the weight matrix and bias, and theyserve as learnable
parameters of the model. This layer is also known as the fully connected (FC) layer.

• Loss Function and Optimizer: The last fully connected layer, dense_2, integrates the
extracted features for image classification. Consequently, the last dense layer output
size is set to one for binary classification. Then a score function, Sigmoid [44], is used.
The agreement between predicted scores and the ground truth labels are quantified by
the loss function. The job of the optimizer is to find the global minima by varying the
network parameters. Global minima can be achieved when the loss function reaches
its minimum value. In the proposed model, the binary_crossentropy loss is computed,
and the RMSprop [45] optimizer is utilized.
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3.1.4. Training the Deep Learning Model

The dataset of 670,000 sound samples was converted to MFCC images, and it was then
divided into three distinct subsets: 70% of images (i.e., 469,000) were allocated for training,
15% of images (i.e., 100,500) for validation, and 15% of images (i.e., 100,500) were reserved
for testing. The latter set was withheld until after the model had undergone training and
validation, allowing for a final assessment of model accuracy using previously unseen test
samples. The mean and the standard deviation of the training dataset images are calculated
and saved in the norm.npy file. Then, from all three data subsets, the mean was subtracted
and then divided by the standard deviation to normalize the dataset.

The deep learning architecture, as illustrated in Figure 3, was implemented using the
Python programming language with the Keras library. Keras, a high-level neural networks
application programming interface (API) built upon TensorFlow [46], was employed for
its versatility and user-friendly interface. Model training was carried out on a desktop
computer featuring a 12th Gen Intel Core i7 processor (6 Cores) clocked at 2.10 GHz, 32 GB
of RAM, and an NVIDIA GeForce RTX3070 graphics processing unit (GPU).

After training the CNN model, an H5 model is generated that can be used for in-
ferencing. To reduce the inference time of the H5 model on the Jetson Nano, NVIDIA-
TensorRT [47,48] is used to convert the model to a TRT engine. TensorRT encompasses a
deep learning inference optimizer and runtime, optimizing deep learning inference applica-
tions for minimal latency and enhanced throughput. It offers INT8 and FP16 optimizations,
wherein reduced precision substantially diminishes inference latency.

3.2. Prototype System Architecture

The gunshot detection system architecture comprising the gunshot detector device,
the central server for the emergency responder’s station, and smartphone apps for users
and emergency responders—as shown in Figure 1—is designed and developed. The user
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places the device in a room and then uses the smartphone app to configure the Wi-Fi of
the device, and also to update the user and the device information to the central server.
Emergency responders use a smartphone app to update their information on the server.
Once the configuration is performed, the user and the emergency responders are ready
to receive smartphone notifications to any place in the world as long as there is Internet
coverage. A concise overview of the various system modules is provided below.

3.2.1. Gunshot Detector Device

The gunshot detector device listens to the sounds in the environment and classifies it
as gunshot or other. If a gunshot is detected—it sends data to the central server through
the Internet using Transmission Control Protocol/Internet Protocol (TCP/IP) protocol
and also saves the gunshot sound files in the device locally. The device is configured
with the developed smartphone app. A brief description of the device’s hardware and
firmware follows.

Hardware

The block diagram of the hardware unit of the gunshot detector device is shown in
Figure 4. The primary processing unit employed is the NVIDIA® Jetson Nano™ Developer
Kit [49], a single-board computer known for its compact size and energy efficiency. This
embedded platform excels in running neural network models effectively, such as image
classification, object detection, segmentation, and more. The Jetson Nano™ Developer Kit
is equipped with a powerful Quad-core ARM A57 microprocessor running at 1.43 GHz,
and 4 GB of RAM. Additionally, it has a 128-core Maxwell graphics processing unit (GPU),
a micro SD card slot, USB ports, general purpose input/output (GPIO), and various
integrated hardware peripherals. An omnidirectional microphone with a built-in sound
card [50] is interfaced with the Jetson Nano using a USB. To connect with a smartphone
using Bluetooth and to access the Internet wirelessly, a wireless Network Interface Card
(NIC) supporting both Bluetooth and Wi-Fi [51] is connected to the M.2 socket of the Jetson
Nano. An LED to indicate the program is running—referred to as the heartbeat LED—is
interfaced with a GPIO pin of the Jetson Nano. For the power supply, a 110 V AC to 5 V 4A
DC adapter is used. To keep the microprocessor cool, a cooling fan is employed with pulse
width modulation (PWM)-based speed control, positioned above the microprocessor. The
photograph of the gunshot detector device prototype is shown in Section 4.
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Firmware

The Jetson Nano board is equipped with a 64 GB SD card, hosting Bionic Beaver, which
is a specialized version of the Ubuntu 18.04 operating system. The application software is
developed using the Python language, and all required packages, including JetPack 4.6.3,
are installed on the system. Three Python programs—to configure Wi-Fi, detect gunshots,
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and access the recorded sounds—run in parallel in separate threads after the system boots.
They are briefly described below.

Configure Wi-Fi: The purpose of this program is to configure the Wi-Fi connection
of the device using the user’s smartphone. After the booting, this program enables the
Bluetooth advertisement [52] of the Jetson Nano, so that the device is visible to the user’s
smartphone when scanning for nearby Bluetooth devices. Here, the Jetson Nano works
as a Bluetooth server, and the smartphone as a Bluetooth client. The program then waits
for a Bluetooth connection from the client using a socket [53]. A timeout is used that will
close the socket, disable Bluetooth advertising, and terminate the program if there is no
connection request within 30 min after the boot. This shortening of the advertisement
duration by timeout will prevent unwanted access to the device using Bluetooth. Once the
smartphone connects with the device, the Bluetooth advertising is disabled and it waits
to receive commands from the smartphone. The smartphone needs to know the Wi-Fi
service set identifier (SSIDs) that are nearby to the device. When the smartphone sends a
command to the device requesting the list of nearby SSIDs, the device generates the list
using the nmcli tool for Linux devices [54] and sends the list to the smartphone. In the
smartphone, the user can choose the desired Wi-Fi SSID the device should connect and
enter the password. The smartphone then sends a command, which includes the SSID and
password, to the device requesting to connect. Once the device receives the command for
Wi-Fi connection, the device tries to connect with the requested SSID and then replies with
the connected SSID and its’ local IP address. After the Wi-Fi configuration is performed, the
smartphone sends a performed command, and the device then closes the socket connection,
enables advertising, and waits for a new Bluetooth connection up to the timeout.

Detect Gunshot: A flowchart of the gunshot detection firmware is shown in Figure 5.
First, it captures a one-second sound having a sampling rate of 44,100 Hz [55]. To classify
the sound, it is normalized using the min–max normalization method [35] and then the
MFCC of the sound signal is calculated [38]. Then, reading from the norm.npy file, the
mean is subtracted and then divided by the standard deviation. The signal is then classified
using the generated TRT engine, as discussed in Section 3.1.4., as gunshot or other. The
engine outputs the gunshot probability of the captured sound, thus a probability greater
than or equal to 0.5 is classified as gunshot sound. The flag isGunshot is set to True if the
sound is classified as a gunshot, and False otherwise. The heartbeat LED is turned on at the
beginning of the classification, and it is turned off after the classification.
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If a gunshot is detected, then the sound is saved as a WAV file [56] in the rec_gs folder
in the SD card with the current date and time as the filename. As the device is connected
to Wi-Fi, it can provide the correct date and time information [57]. To avoid continuous
notifications when several gunshots are fired one after the other within a short time, the
program sends only one notification to the server for the first captured sound and does
not send any notification for the successive gunshot sounds until a non-gunshot sound is
captured. The last detected sound status is saved in the isPrevGunshot flag. If isGunshot is
True and isPrevGunshot is False, then the program tries to connect with the central server
with TCP/IP protocol using socket [58] having a timeout of 5 s. In Python, a socket is
similar to a communication endpoint that allows to send and receive data over a TCP/IP
network, which is a set of rules for transmitting data between devices on the Internet or a
local network. Once the IP address and port number of the target computer are specified,
the socket can be used to establish a connection and exchange data. After connecting with
the server, the device sends a data string containing the serial number of the device and
the current date and time. The program reads the Bluetooth’s media access control (MAC)
address [52] of the Jetson Nano and it is used as the serial number of the device. Then,
isPrevGunshot flag is updated with the isGunshot flag value and the process repeats.

Server for Accessing Recorded Sounds: To access and play the recorded gunshot
sounds for post-crime analysis, a Hypertext Transfer Protocol (HTTP) server [59] runs in
the device at port 8000 having the working directory as the rec_gs folder, where the gunshot
sounds are saved. Thus, these files can be accessed and played by the user’s smartphone
using the local Internet Protocol (IP) of the device and the port number as long as the
smartphone and the device are connected to the same Wi-Fi network. The smartphone
obtains the local IP of the device when its Wi-Fi is configured.

3.2.2. Central Server Software

The central server, developed with Visual C# and Microsoft SQL Server [60], contains
functionalities for plotting the gunshot event on the map, generating alerts, sending push
notifications to smartphones, and querying the database using a graphical user interface
(GUI). This server can be hosted on a computer in any institution, such as a school or office,
where emergency responders can monitor the events.

SQL Database

The software implements an SQL database. The database tables, their fields, and their
relationships are shown in Figure 6. In Figure 6, the primary key of each table is marked
using a key sign on the left side of the field name; and the lines indicate relationships
between a primary key field at the left and a foreign key field at the right.

The user_tbl table contains the customer or the user information such as name, address,
email, and phone. The user’s smartphone’s Android ID [61] is used as the unique UserID.
One user can have several smartphones and each smartphone app is treated as a separate
user. To send notifications to the user’s smartphone in the event of a gunshot, the Firebase
Cloud Messaging (FCM) registration token [62] is stored in this table in the FCMID field.
A unique Android ID and a unique FCM registration token are generated for each user
when the person installs the smartphone app. The device_tbl table contains the device
information. As discussed in Section 3.2.1. in Firmware the Bluetooth MAC address is
used as the unique device serial number and it is stored in the DeviceSN field. The location
information of the device such as latitude and longitude, address, floor, and room are
stored in this table so that emergency responders can quickly go to the place where the
gunshot is detected. Users can assign a nickname to the device and it is stored in the Name
field. The local IP of the device is stored in the IP field. The user_device_tbl connects the
users and the devices. One user can have multiple devices installed, such as in several
rooms in a building. One device can have multiple users, such as each family member in a
home. Thus, there could be a many-to-many relationship between users and devices. Each
row of this table connects a user with a device using the UserID and DeviceSN namely. The
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ID field of this table is an autoincrement primary key field. The er_tbl table contains a list
of emergency responder’s information such as ERID, FCMID, name, address, email, and
phone. Similar to the user table, ERID stores the Android ID, and the FCMID stores the
FCM registration token. The event_data_tbl table contains information on each gunshot
event such as the serial number of the device where the gunshot is detected, date, time, and
location information of the device. This table keeps track of all the gunshot events and can
be used for querying data.
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Data Processing in TCP Server

The central server implements a Transmission Control Protocol (TCP) server [63]
and listens at port 8050. Connecting the gunshot detector devices or smartphones to this
server necessitates a stable public IP address and an accessible port. The router’s public
IP, provided by the Internet service provider (ISP), typically remains constant and serves
as the fixed public IP. To facilitate the transmission of incoming data packets from the
Internet to our custom TCP server port, we set a static local IP for the server computer
and configure port forwarding [64] on the router. Additionally, the port number is opened
in the Firewall settings [65]. The TCP server receives user and device configuration data,
emergency responder configuration data from smartphones; and gunshot notification data
from gunshot detector devices. The first byte of the data indicates whether it is user and
device configuration data, emergency responder configuration data, or gunshot notification
data. The handling of these three kinds of data is briefly described below.

User and device configuration data: The user and device configuration data string
contains: each field value of the user_tbl; the total number of devices; and each field value
of the device_tbl for each device. Each field value is separated by a vertical line character,
|, instead of a comma because a comma could be part of the ‘address’ field of a user. When
the data arrive at the server: the data are parsed, saved in variables, and stored in the
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database tables. If the UserID already exists in the user_tbl, then that user information is
edited by updating the row with the data; otherwise, a new user is added by inserting a
new row in the table. SQL queries [66] are executed from the software by connecting to the
database to accomplish these tasks. Then, for each device listed in the data, the DeviceID is
checked in the device_tbl. If the DeviceID already exists in the device_tbl, then the device
information is updated with the data; otherwise new device data are added to the table.
After that, the user_device_tbl is updated to assign the devices to the user. First, all the
rows containing the UserID of the user are deleted. Then, for each device listed in the data,
the UserID and the DeviceSN are inserted as rows in the table. In this way, the assignment
of devices with the user is maintained whenever the user adds, edits, or removes a device.

Emergency responder configuration data: This data string contains each field value
of the er_tbl. Once the data arrive at the server: the data are parsed, saved in variables,
and stored in the database table. The emergency responder’s information is updated if the
ERID already exists in the er_tbl, and a new emergency responder is added if the ERID
does not exist in that table.

Gunshot notification data: These data arrive at the server from the gunshot detector
device when a gunshot event is detected. It contains the DeviceSN, and the event date and
time. After the data arrive at the server: the location information of the device is queried
from the device_tbl using the DeviceSN; a new row is inserted in the event_data_tbl to
save the event information in the database; plotted on the map with a marker [67]; gunshot
detection message is displayed; a warning sound is generated; FCM push notifications [68]
are sent to the smartphones of the users of that device and all the emergency responders.
To send the push notifications to each user assigned to the device: the FCM registration
tokens for each user of the device are gathered from the user_device_tbl and user_tbl
using a multiple table query. Each push notification contains the DeviceSN, the location
information of the device, and the event date and time.

Searching Gunshot Events

The software implements a GUI where the user can choose a range of dates and times,
a rectangular area on the map, or both, to search for gunshot events. An SQL query is made
based on the chosen criteria and the result data are retrieved from the database. Then, the
gunshot events from the result data are plotted on the map and the associated location and
user information are displayed.

3.2.3. Smartphone App

Two smartphone apps are developed for the Android platform: for users and emer-
gency responders. These apps contain a settings window where the user’s or emergency
responder’s information, as shown in user_tbl and er_tbl namely in Figure 6, can be entered.
The UserID and the ERID, which are the unique Android IDs [61] of the smartphones, and
the FCMID, which is the FCM registration token [62], are assigned automatically without
manual input.

The main difference between these two apps is that the user app contains options
for configuring their devices, whereas the emergency responder app does not contain
options for device configuration as they are not users of any device. The setting window
contains a custom list view that shows the list of devices the user has. New devices can be
added and existing devices can be edited or removed from here. The properties of these
devices, as shown in device_tbl in Figure 6, can be updated by selecting the device. To make
the device location input process easier: the smartphone can be placed near the device,
and the GPS location and address information can be retrieved automatically using the
GeoLocation [69] library. The Wi-Fi configuration of the device, as discussed in Section 3.2.1
in Firmware, is implemented with GUI in the app. It contains a window where nearby
Bluetooth devices can be searched and connections can be made. The device must be paired
with the smartphone before connection. After connecting: the Bluetooth MAC address is
assigned as the DeviceSN, the list of available Wi-Fi SSIDs is retrieved from the device and
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shown in the app, and the user can choose the desired SSID and provide a password—as
discussed in Section 3.2.1 in Firmware. When the app leaves the setting window: the
smartphone connects with the central server using the Internet as a client and sends the
configuration data using a socket that updates the database in the server.

Once the Wi-Fi of the device is configured, the smartphone app obtains the local IP of
the device. Using the local IP and the HTTP server port of the device, the gunshot sounds
recorded in the device can be accessed and played from the smartphone.

The first screen of these apps contains a list of gunshot events showing the device
name and serial number; its location; and the date and time of the event. These apps are
registered in the FCM [70] dashboard for receiving push notifications. In this application,
there is a background service called FirebaseMessaging [71]. When this service receives
a push notification message from Firebase Cloud Messaging (FCM), it triggers a callback
function. Subsequently, the app performs several actions, including adding the received
message to a list, saving the list to a file, generating a smartphone notification, and updating
the list view on the screen. If the user clicks on any item in the list view, the application
opens Google Maps, setting the destination to the gunshot detector device’s current location.
This feature enables the user or an emergency responder to navigate to the site promptly.

4. Results
4.1. Gunshot Detection Deep Learning Model Results

The CNN model, as discussed in Section 3.1.3, is trained and validated simultaneously
until the validation loss is smaller than or equal to 0.05, or for 5000 epochs—whichever is
reached first. The training and validation batch size is set to 2048. The learning rate and
the learning rate decay are set to 1 × 10−6 and 1 × 10−7, respectively. Graphs illustrating
the trends of loss vs. epochs and accuracy vs. epochs for both the training and validation
datasets are presented in Figure 7a and 7b, respectively. These plots vividly depict a
consistent decline in loss and a corresponding increase in accuracy as the number of epochs
progresses. Upon reaching the 1501 epoch mark, the model achieved a validation loss of
0.05 and stopped after 1 h 4 min, and 22 s of training. Remarkably, both the training and
validation datasets demonstrated an accuracy of approximately 0.98 after the 1501 epoch
training phase.
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After completing the training and validation phases, the model, comprising a total
of 1224 learned parameters (including filters, weights, and biases), was saved in an H5
file. The model’s disk size amounted to 62.66 kB. Subsequently, the model underwent
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testing using an unseen test set containing 100,500 samples. During this testing phase, the
model achieved a loss of 0.0505 and an accuracy of 0.98. Table 2 provides an overview of
the loss and accuracy values for the training, validation, and test datasets, highlighting
that the model exhibits similar accuracy across all sets, indicating its robust generalization.
Figure 8 illustrates the confusion matrix for the test dataset, while Table 3 presents the
precision, recall, and f1-scores for the test dataset. The proposed deep learning model
achieves an accuracy of 98% and 2% of the data are misclassified. The reason for this 2%
misclassification could be that some sounds might be affected by variations in recording
conditions, or different speakers, making it challenging for the model to generalize across
diverse inputs. The choice of hyperparameters and architecture might not be perfectly
suited for some ambiguous sounds, potentially leading to misclassification. The inherent
ambiguity in certain sound patterns or overlapping acoustic features can pose difficulties
for any model, limiting its accuracy to less than 100%. Thus, achieving 100% accuracy
with CNNs is difficult for a large dataset due to these inherent challenges in the data
and modelling.

Table 2. The loss and accuracy of the training, validation, and test datasets.

Training Validation Test

Loss 0.0504 0.0500 0.0505

Accuracy 0.9831 0.9832 0.9828
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Table 3. The precision, recall, and f1-scores of the test dataset.

Precision Recall f1-Score

Gunshot 0.98 0.99 0.98

Other 0.99 0.98 0.98

4.2. Prototype System Results

A prototype of the proposed system comprising the gunshot detector device, the cen-
tral server for the emergency responder’s station, and smartphone apps has been developed
and tested successfully. A photograph of the gunshot detector device, labeling different
parts, is shown in Figure 9a. The device enclosed in casing [72], having a dimension of
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approximately 15.5 × 12.3 × 4 cm, is shown in Figure 9b. The device is programmed
according to the discussion in Section 3.2.1. in Firmware part and is configured to run the
programs automatically on boot. On the Jetson Nano device, the average pre-processing
time of one recorded sound which includes MFCC generation and normalization is 29 ms,
and the inference time by the deep learning H5 model is 212 ms. However, after converting
the H5 model to the TRT engine, as discussed in Section 3.1.4, the inference time by the
TRT engine is reduced to only 3.9 ms, making the inferencing 54 times faster. The power
consumption of different parts and the entire device is measured using the jetson-stats
library [73] and shown in Table 4.
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Figure 9. (a) Photograph of the gunshot detector device: (1) Jetson Nano with a wireless module and
cooling fan; (2) SD card; (3) antenna; (4) DC adapter; (5) power and reset switches; (6) sound card; (7)
microphone; (8) heartbeat LED. (b) Gunshot detector device enclosed in casing.

Table 4. Power consumption of the gunshot detector device.

Hardware Part Power

Jetson Nano’s CPU 854 mW

Jetson Nano’s GPU 40 mW

Entire Device 2.7 W

After the device is powered up, the heartbeat LED starts to blink indicating the
program is running and listening for sounds. The central server, as discussed in Section 3.2.2,
was running on an Internet-connected computer. The system is then configured using the
smartphone app—as discussed in Section 3.2.3. Some screenshots of the smartphone app
for configuring the emergency responder, the user, and their device are shown in Figure 10.
Using the app, a user and a device are added, and the Wi-Fi of the device is configured
successfully. In the central server, the user and device information got updated as expected.
Using the smartphone app designed for emergency responders, an emergency responder
was also added to the system.
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Figure 10. Screenshots of the smartphone apps: (a) emergency responder configuration in the
emergency responder app; (b) user configuration and list of devices in the user app; (c) device
properties configuration and buttons for its Wi-Fi setup and playing recorded gunshot sounds;
(d) searching and connecting with the device using Bluetooth; (e) setup Wi-Fi SSID of the device.
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The gunshot detector system was tested inside a lab environment, by playing recorded
sounds near the device rather, than performing actual shootings to avoid the destruction of
properties. During testing, different sounds other than gunshots were played and they were
successfully detected as others. Then, gunshot sounds were played, sometimes mixing with
other environmental noise and background sounds, and the device successfully detected
the sound as a gunshot and notified the central server within a second. Upon receiving the
notification data from the device, the central server: successfully marked the location of the
gunshot event on the map, displayed the assigned user and device information in the event
log, saved the event data in the database, generated warning sounds, and sent smartphone
notifications to the assigned user and all the emergency responders. Some screenshots
of the central server software and smartphone app after a gunshot event are shown in
Figures 11 and 12 namely. The system was also tested with multiple emergency responders,
multiple users, and devices with many-to-many relationships, and notifications were sent
successfully as expected.
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Figure 11. Screenshot of the central server software marking gunshot event on map (right) and
displaying associated information in the event log (left).

In the central server, gunshot events can be successfully searched using a range of
dates and times, a rectangular area on the map, or both. A screenshot of the searching
gunshot event is shown in Figure 13.
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to the gunshot event location on map; (c) user app’s list view showing a list of gunshot events with 
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Figure 12. Screenshots of the smartphone apps: (a) emergency responder app’s list view showing a
list of gunshot events with location, date, and time; (b) clicking on the list item shows the direction
to the gunshot event location on map; (c) user app’s list view showing a list of gunshot events with
location, date, and time; (d) smartphone notification when gunshot is detected; (e) accessing recorded
gunshot sounds on the device from user’s smartphone app.
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5. Discussion and Future Work

The proposed gunshot detection system is targeted for indoor use such as inside
schools, grocery stores, and offices. Thus, possible false alarm sounds from outside, such
as fireworks, may have less effect on this system. As discussed in Section 3.1.1, the other
(i.e., the non-gunshot) dataset class contains possible false alarm sounds for gunshots
such as fireworks, can opening, door knock, glass breaking, clapping, drum, and thunder-
storms [25–32]. Thus, the deep learning model is already trained to classify these sounds as
other sounds. To further protect the system from false alarms generated by fireworks, the
probability threshold level of the classifier can be automatically increased when fireworks
generally happen—for instance, on 4 July and the night of 31 December in the USA.

The proposed gunshot detection system can also be used in homes. However, the
gunshot sounds generated by the people in the home from mobile, computer games, or
movies can produce false alarms. To solve this problem, an app can be developed that will
be installed on those mobiles and computers. The app will run in the background, read the
sounds generated by the mobile or the computer, classify it as gunshot or other according
to the proposed deep learning model, and then notify the gunshot detector device using
Wi-Fi if a gunshot sound is detected in the mobile or in the computer. If the gunshot
detector device detects a gunshot sound through its microphone and it also receives such
notification from this app, it will then recognize the gunshot as a false alarm. We plan to
implement this solution in the future.

A mischievous act could be that someone intentionally plays a gunshot sound using
a mobile device near the detector to create a false alarm. This mischievous act can be
encountered by interfacing an infrared sensor with the gunshot detector device. Infrared
radiation, which includes wavelengths beyond the visible spectrum, is emitted when a
gunshot is fired [74]. This phenomenon is primarily associated with the intense heat
generated during the firing process. When a firearm is discharged, the rapid combustion of
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gunpowder within the cartridge produces extremely high temperatures. This intense heat
causes the surrounding air and the firearm’s components, including the barrel, to heat up
significantly. As a result, these hot objects emit infrared radiation, which can be detected
by infrared sensors. Thus, if the gunshot detector device detects only sound without any
significant increase in infrared radiation near it, then it will be considered a false alarm.
We plan to implement a sensor fusion approach by interfacing an infrared sensor with
the device in the future. To further increase accuracy and lower false alarms, we plan to
implement object detection (such as guns and people) from camera images [75]. Moreover,
the proposed sound classification method can be used to detect situations such as crying,
glass breaking, and drone arrivals [76].

Data transmission from the device to the central server using sockets may introduce
security vulnerabilities. The issue of handling security is planned to be implemented in
future work. The detected gunshot sounds, saved as WAV files inside the device, are not
transmitted to the central server. These files can only be accessed by the user’s smartphone
when he/she is on the same Wi-Fi network as the device. Thus, there is no privacy concern.

Due to safety reasons, the proposed gunshot detection system was tested by playing
recorded gunshot sounds instead of actual shooting with firearms. We plan to test the
system with actual guns inside a shooting range in the future. Moreover, if a silencer is
used on a gun, then the generated sound will be different than the traditional gunshot
sound. To detect these types of gunshot sounds: we need to collect samples of gunshot
sounds with silencers, add them to the gunshot class dataset, and then retrain the model. In
the future, we plan to make a new gunshot sound dataset recorded inside a shooting range
with the same microphone used in the device. After training the model with this dataset,
the system will be tested with actual shooting with different types of firearms—with and
without silencers—inside a shooting range. We plan to test the system in the shooting range
with different distances and measure its performance considering environmental noise in
the future.

If there are multiple gunshot detector devices, such as in different classrooms of a
school, and a gunshot is detected by more than one device, then the central server can
prioritize the location of the device that detected the largest sound volume. The device can
measure the maximum volume of the sound and send it to the server when a gunshot is
detected. We plan to implement this feature in the future.

The proposed device needs a Wi-Fi connection to send data to the central server when
a gunshot is detected. As Wi-Fi is generally available indoors, the device will work indoors
only and will not work outdoors. However, the device can be used outdoors by interfacing
with a cellular modem, which will give Internet access to the device outdoors. In the
outdoors, the power supply might be a challenge. We plan to explore the possibility of
outdoor usage of the device in the future.

6. Conclusions

In this project, a novel gunshot detector device is developed that automatically de-
tects the indoor gunshot sound and then sends the gunshot location to the nearby law
enforcement or emergency responder’s station within a second using the Internet. The
users of the device and the emergency responders also receive smartphone notifications as
soon as the shooting happens. A deep-learning-based gunshot sound classifier is trained,
validated, and tested using a large dataset. A prototype of the gunshot detector device, the
central server for the emergency responder’s station, and smartphone apps for users and
emergency responders have been developed and tested successfully.
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