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Abstract: Although the manual classification of microfossils is possible, it can become
burdensome. Machine learning offers an alternative that allows for automatic classification.
Our contribution is to use machine learning to develop an automated approach for clas-
sifying images of Pectinodon bakkeri teeth. This can be expanded for use with many other
species. Our approach is composed of two steps. First, PCA and K-means were applied to
a numerical dataset with 459 samples collected at the Hanson Ranch Bonebed in eastern
Wyoming, containing the following features: crown height, fore-aft basal length, basal
width, anterior denticles, and posterior denticles per millimeter. The results obtained in
this step were used to automatically organize the P. bakkeri images from two out of three
clusters generated. Finally, the tooth images were used to train a convolutional neural
network with two classes. The model has an accuracy of 71%, a precision of 71%, a recall of
70.5%, and an F1-score of 70.5%.

Keywords: microfossils; Principal Component Analysis (PCA); K-means; convolutional
neural network

1. Introduction
Species identification of extinct creatures represented only by fossils is challenging.

Often it takes decades of collecting, naming, comparing, accounting for species variability,
gender, age, environment, and re-naming to solidify a species name (e.g., [1–3]). Duan [4]
elaborates on the additional challenges of finding an expert in a particular field, examining
external morphology, and comparing with the relevant literature and previously identified
specimens. Other research proposes manual processes for the classification of fossils [5–7].

Vertebrate microfossils are even more challenging. They are defined as measuring
less than 5 cm in maximum dimension and are often concentrated in localized areas called
“microsites” [8]. Often, hundreds of kilograms of material must be processed to find a
small number of specimens [9–11]. Microfossils are most commonly either hand-picked
at the surface [12,13] or sifted in various grades of mesh [14]. One mm screening mesh is
often the chosen minimal size [15], but smaller fish teeth [16] and other specimens, such as
foraminifera [17], need even finer mesh sizes. However, these are inefficient and subjective
approaches to research.

Streamlining this process utilizing fossilized aquatic invertebrates is most advanced in
the petroleum industry [18]. Computational approaches for identifying fossils on cut and
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polished hard matrices [19] and diluting concentrated specimens in soft matrices [20,21]
precede photographing specimens mounted on slides. Large numbers can be accumulated
rapidly with these techniques.

Even with large numbers of specimens, there remain many challenges with incor-
porating computers into taxonomical delineation, including limited species descriptions,
synonyms in described species, and limited expertise in taxonomy [22]. However, the
landscape of possibilities is changing with advancing computer abilities and artificial
intelligence (AI). In the context of AI, deep learning has been used recently for this pur-
pose [4,19,23–33]. These approaches involve the visualization of specimens and computer
training to sort them according to physical parameters. Other approaches, such as those
described by [34,35], focus on applying classical machine-learning algorithms to numeri-
cal data.

AI has seen limited use in paleontology outside the petroleum field. However, because
teeth are often one of the most prolific and long-lasting remains of animal decomposition,
they make good candidates for specimen collections [29]. Identifying vertebrate microfossils
enables the reconstruction of ancient local environments and the species interactions that
could have occurred. Large paleontological specimens are more typically identified, but
the microfossils clarify and greatly expand the full view of these environments.

Teeth are often the only remnant available for a particular species, leading to limited
physical features for identification [36]. Historically, one of the most challenging species for
identification has been in the Troodontidae, specifically Pectinodon bakkeri. The limited avail-
ability of teeth, no other cranial or post-cranial remains having been identified, and confusing
nomenclature represent the continuing challenges of identifying this species [7,37–39].

The occasional recovery of a P. bakkeri tooth from the main quarries of the Hanson
Ranch bonebed in eastern Wyoming from 1996 to 2016 was surprisingly augmented by
two citizen scientists in 2016, who recovered over 300 complete or partial teeth in two
Western Harvester anthills. The recognition of a microsite where these anthills resided in
2022 and 2023, and the introduction of sieving, resulted in approximately 200 additional
teeth being recovered.

This large number of teeth is rare for troodontids, but has allowed us to manually
measure their physical parameters and then utilize them for training machine learning
models. Specifically, this research aims to apply machine learning for the automatic
classification of images of fossilized teeth of P. bakkeri. We were interested in testing for
both inter- and intra-species teeth. While the existing literature provides valuable insights
into the application of deep learning techniques for the classification of microfossil images,
our study differs by incorporating unsupervised learning techniques to understand the
underlying characteristics of microfossils and then use this knowledge for the automatic
classification of images of P. bakkeri’s teeth using a convolutional neural network (CNN).
A CNN is a regularized type of feedforward artificial neural network. It learns features
via filters or kernel optimization. Its hierarchical structure enables understanding complex
components by breaking them down into simpler ones. Unlike other researchers using
machine learning to classify the evolutionary relationships of many species (e.g., [40,41]),
we suggest applying machine learning to small-batch collections, which are everyday
challenges for paleontologists.

We applied Principal Component Analysis (PCA) and K-Means, two unsupervised
machine learning techniques, to a tooth measurement dataset with numerical data of
459 useful samples (i.e., with complete feature data for the analysis) out of 482 samples.
First, we applied PCA to understand the underlying patterns in the dataset. Then, we
applied K-Means to determine the clusters in which the images would be classified.
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The numerical dataset includes the following variables: crown height, fore-aft basal
length, basal width, presence of anterior denticles, and posterior denticles per mm. Each
numerical sample maps to an image of that sample to organize the images according to
the previously generated clusters. Each cluster was considered a class to train the CNN
model. The dataset and the source code used in the experiments are publicly available at
https://github.com/jacobabahn/MicrofossilResearch (accessed on 18 May 2025).

This paper is structured as follows. Section 2 presents the materials and methods.
Section 3 presents the results. Section 4 presents the discussion. Finally, Section 5 presents
the conclusions and future work.

2. Materials and Methods
The IBM Foundational Methodology for Data Science was followed in this research

project. The numerical dataset used, with 459 P. bakkeri tooth samples, has the follow-
ing variables:

• Crown Height: the total height of the tooth.
• Fore-Aft Basal Length: the length of the base of the tooth, from the front to the back.
• Basal Width: the width of the tooth’s base at its widest dimension.
• Posterior Denticles per Millimeter: the number of small, pointed structures called

denticles located on the posterior carina of a tooth, in one millimeter of tooth length.
• Anterior Denticles: presence or absence of anterior denticles.

R was used to create PCA and K-Means models from the numerical dataset containing
measurement values of the teeth. The PCA model let us understand the underlying
variables of the collected microfossils. The K-Means model let us organize the samples
into clusters. The Elbow Method and the Silhouette Plot were used to find the number
of clusters. Then, a CNN was created to develop a classification model of P. bakkeri tooth
images according to the clusters found with K-Means. Keras was used to create the CNN.

Figure 1 shows an example of an image in JPG format used in this study. Pictures were
taken using a Dino-Lite Edge 3.0 digital microscope. The original images were cropped to
remove extra information, such as mounting pins (Figure 2).

Figure 1. Microfossil P. bakkeri tooth image.

https://github.com/jacobabahn/MicrofossilResearch
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Figure 2. (Top): Microfossil tooth image before crop. (Bottom): After crop.

The image dataset, which had 412 images, was grouped according to the K-means
analysis conducted on the numerical dataset. Initially, 135 images were mapped to Cluster
1, 72 pictures were mapped to Cluster 2, and 206 images were mapped to Cluster 3. The
imbalance caused by the small number of samples in Cluster 2 resulted in low accuracy in
the initial classification models. Therefore, we tried to determine why they were not well
represented. As we studied teeth in similar troodontids, we found that those in Cluster 2
belonged to a different species. Thus, they were removed from this study since we were
focusing on just one species.

We used Keras’ image augmentation to balance the number of samples in Cluster 1, so
Cluster 1 and Cluster 3 had the same number of images. Specifically, 71 images were added
to Cluster 1 through image augmentation to reach 206 images in that cluster. Figures 3
and 4 provide examples of images before and after augmentation, which in this case were
rotation and a horizontal flip.
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Figure 3. (Left): Original tooth image. (Right): Augmented (rotated) tooth image.

Figure 4. (Left): Original tooth image. (Right): Augmented (horizontal flip) tooth image.

The images in Cluster 1 and Cluster 3 were used to train a classification model using a
CNN, which is a specialized type of artificial neural network designed to process structured
grid data-like images. Its key strength lies in its ability to automatically and adaptively
learn spatial hierarchies of features, from edges to complex patterns, directly from raw data.

A CNN is structured with an input layer, hidden layers, and an output layer. Among
the hidden layers, one or more perform convolution operations, which are fundamental for
extracting spatial features from the input data. Specifically, the convolution operation is
used for the following: (1) feature extraction: convolutions apply small, learnable filters
to the input data (e.g., an image), performing element-wise multiplication (dot products)
across regions; (2) localized processing: the filters move across the image, focusing on local
features (e.g., edges, textures) and preserving spatial relationships; and (3) dimensionality
reduction: multiple layers of convolutions help reduce data complexity while retaining key
information, allowing the network to understand high-level patterns.

The CNN model was trained and deployed on a server with the following specifica-
tions: two AMD Rome EPYC 7F32 8C/16T 3.7 GB 128M CPUs, two NVIDIA Quadro RTX
A4000 16 GB GPUs, 512 GB RDIMM, and two SSDs of 1.9 TB.

3. Results
According to the PCA results, most of the data’s variance (82.1%) is found in dimen-

sions 1 and 2 (top of Figure 5). Looking at the correlation plot (bottom of Figure 5), it is
possible to see the presence of every feature per dimension. In Dimension 1, the most
relevant feature is crown height (CH). In Dimension 2, the main features represented are
primarily posterior denticles per millimeter (PDM), and much less importantly, fore-aft
basal length (FABL). PCA was useful in analyzing the underlying variables of the micro-
fossil dataset. The results highlighted the contributions of specific features to the overall
variance, offering insights into patterns that are not readily apparent from the raw data.



Mach. Learn. Knowl. Extr. 2025, 7, 45 6 of 14

Figure 5. (Top): Scree plot of dimensional variance. (Bottom): Correlation plot of feature contribution
to each dimension.

In this study, we did not use PCA numerical results as an input for K-Means clustering.
This decision was based on the manageability of the dataset’s original variable count. More-
over, by directly using the original variables in K-Means, we ensured the interpretability of
clustering results, preserving the inherent context and meaning associated with each feature.

The Elbow and Silhouette Methods (Figure 6) were used to determine the proper num-
ber of clusters for splitting up the data in K-Means. The Elbow Method gives a quick visual
representation to spot the optimal number of clusters. Still, it can sometimes be subjective
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as the curve does not always form a clear elbow, requiring judgment in ambiguous cases.
The Silhouette Method provides a more quantitative measure of clustering quality. We
used both methods to determine the number of clusters. As per the results from those
algorithms in Figure 6, the K-Means algorithm was executed with three clusters.

Figure 6. (Top): Elbow Method plot. (Bottom): Silhouette Method plot.

Performing the K-Means clustering on the numerical dataset rendered Cluster 1 with
177 samples, Cluster 2 with 76 samples, and Cluster 3 with 206 samples (Figure 7). Table 1
shows the feature averages per cluster. Cluster 1 contains the largest denticles according
to all measurements but the fewest denticles per millimeter. Cluster 2 has the smallest
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denticles with the most posterior denticles per millimeter. Cluster 3 has teeth that are
intermediate in size and, consequently, an intermediate number of denticles per millimeter.
The split between Cluster 2 and Cluster 3, and the continuation between Cluster 1 and
Cluster 3, caused us to question whether Cluster 2 represented the same species as the
other two clusters. As a result, we decided to remove Cluster 2 in further experiments. Due
to the limited or nonexistent jaws with the teeth of a variety of troodontids, we were unable
to assign a specific species to these teeth.

Figure 7. K-Means clustering result with three clusters.

Table 1. Feature averages per cluster.

Cluster Crown
Height mm

Fore-Aft Basal
Length mm

Basal
Width mm

Posterior
Denticles
per mm

1 4.495 2.774 1.192 2
2 2.854 2.161 785 4
3 3.671 2.541 941 3

A Python script automatically organized the teeth images according to the clusters.
Two directories were generated corresponding to Clusters 1 and 3, with associated image
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samples. Table 2 summarizes the deep learning topology used to train the model to classify
images in Clusters 1 and 3.

Table 2. Evaluation results for Cluster 1 and Cluster 3.

Cluster Accuracy Precision Recall F1-Score

Cluster 1 71 70 73 71
Cluster 3 71 72 68 70

Our CNN topology has eight layers. The first layer applies a convolution operation
to the images. The convolutional layer is the CNN’s core, carrying most of the network’s
computational load. In this layer, a dot product’s output is calculated between the area
of an input image and a weight matrix (i.e., filter). The filter slides through the image,
repeating the dot product operation. It has an output shape of (None, 180, 180, 16), where
the None represents the batch size, 180, 180 represent the number of pixels in the input,
and 16 is the filter count (i.e., the number of filters or kernels applied to the input data).
The next layer applies max pooling to the output of the previous layer. This grouping
layer reduces the spatial dimension without affecting the depth. It has an output shape of
(None, 90, 90, 16). Max pooling was used to reduce the original input pixels per image in
half (i.e., 180 × 180 pixels into 90 × 90 pixels). The following layer performs a dropout on
the previous layer and has an output shape of (None, 90, 90, 16). This layer removes the
contribution of some artificial neurons towards the subsequent layers. It is a regularization
technique that prevents overfitting. The next layer is another convolution layer with an
output shape of (None, 90, 90, 32). The following layer is a max pooling layer with an
output shape of (None, 45, 45, 32). The layer after this is a flatten layer, which has an output
shape of (None, 64,800). This layer combines all the pixels from the previous layer’s output
into a one-dimensional vector. The next layer performs a dropout, and the output shape is
(None, 64). The final layer is dense with an output shape of (None, 2). A dense layer (or
fully connected layer) connects every artificial neuron in the layer to every artificial neuron
in the previous layer.

Eighty percent of the images were used for training and twenty percent for validation
per cluster. The results for training the model through 100 epochs for each cluster are
shown in Table 2. The number of epochs refers to the times the entire training dataset is
passed through the model during the training process. Each epoch allows the model to
learn from the data, adjusting its weights to minimize error. The classification accuracy and
cross-entropy loss for each epoch are shown in Figures 8 and 9, respectively. In both figures,
the orange line represents the validation score, and the blue line the training score. The
training score reflects the model’s performance on the data it was trained on, measuring
how well the model has learned the patterns within this dataset. The validation score, on
the other hand, evaluates the model’s performance on a separate dataset not used during
training, serving as an indicator of how well the model generalizes to unseen data. These
two lines are necessary to evaluate if the model is overfitted. A large gap between the two
scores, with the training score being much higher, typically signals overfitting, where the
model memorizes training data but fails to generalize effectively. In our case, our model is
not overfitted. This suggests our model generalizes well to unseen data.



Mach. Learn. Knowl. Extr. 2025, 7, 45 10 of 14

Figure 8. The model’s accuracy per epoch for classifying images in Cluster 1 and Cluster 3. The
orange line represents the validation score, and the blue line the training score.

Figure 9. The model’s loss per epoch for classifying images in Cluster 1 and Cluster 3. The orange
line represents the validation score, and the blue line the training score.

4. Discussion
Classifying fossil specimens in the Troodontidae (Theropoda) is particularly challeng-

ing due to the scarcity of remains, often limited to a few teeth per species. P. bakkeri has
been especially difficult to identify because of its complex taxonomy and fragmentary fossil
record. This study addresses these challenges by applying machine learning to analyze a
collection of P. bakkeri teeth recovered from Hanson Ranch bonebed quarries, demonstrating
how computational methods can enhance classification based on physical parameters.

In this research, we show an approach for automatically classifying images of fossilized
P. bakkeri teeth using machine learning, contributing a methodology to the existing work in
microfossil classification. Our study employs unsupervised learning (PCA and K-means
clustering) to explore intrinsic patterns in numerical sample data. We demonstrated our
approach with physical measurements such as crown height, basal length and width, and
denticle patterns. Through clustering, we assigned labels to images of P. bakkeri teeth, which
served as a basis for CNN model training.

PCA was particularly useful to understand the underlying variables of the collected
microfossils. Specifically, the PCA results reveal how different features contribute to the
overall variation in the data, helping us uncover patterns that would be hard to see in the
raw data.

The K-Means model let us organize the samples into three clusters. Cluster 2 was
notably different from the nearest other cluster, which is Cluster 3. However, Clusters
1 and 3 showed a continuum between the two, even though they were split into two
clusters. Upon further examination of other dromaeosaurids and troodontids, we found
that the teeth in Cluster 2 belonged to a different species. The remaining two clusters (1
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and 3) overlapped because there is a continuum in all measured features of the teeth in this
organism. We suggest that this is a normal progression of size in the mouth of P. bakkeri,
with the largest at the front and the smallest at the back. This is similar to what is found in
other troodontid species.

Cluster 2 was excluded from model training with the CNN because these teeth repre-
sented a different species. The information from Clusters 1 and 3 was helpful in assigning
a label to each image of P. bakkeri based on the cluster it belonged to. There are several
dinosaurs with small teeth, such as Dromaeosaurids, Richardoestesia, Paronychodon, and
Saurornitholestes, found in the Lance Formation. However, none expressed the large denti-
cles seen in Pectinodon. Future discoveries will increase the number of specimens available
to use for the AI analysis.

The created CNN topology provided a structured, multi-layered approach to image
classification, allowing the model to learn, extract, and interpret complex image features
efficiently. The initial convolutional layers captured essential details by applying filters
across image regions, while pooling layers reduced dimensionality and computational load,
preserving significant features. Regularization via dropout layers prevented overfitting,
enhancing generalization. Lastly, dense layers enabled final classification by synthesizing
all learned features.

In the initial experiments, the model’s results indicated an overfitting issue, which is
when the training accuracy is vastly better than the validation accuracy. This was resolved
by tweaking the topology to include regularization layers (e.g., dropout). Also, it is notable
that there are peaks in the training results (as shown in Figure 8), but the overall trend
is upward. The plot of the model’s loss (Figure 9) shows spikes toward the end, but the
overall trend is still downward. Analyzing the lines in Figures 8 and 9 was essential for
assessing potential overfitting in the model. In this instance, the model does not show signs
of overfitting, indicating that it has achieved a level of generalization suitable for accurately
handling new, unseen data.

Detecting variations among the tooth images using the CNN proved to be a challenging
task. This was because there appeared to be a lot of similarities between the teeth in the
clusters, and because there was a continuum of physical features between the clusters. Also,
there are multiple images with reflections and noise, and some inconsistencies with the
background color of the images.

5. Conclusions and Future Work
This research aimed to utilize deep learning to classify microfossil P. bakkeri tooth

images based on clusters created with unsupervised machine learning. Specifically, our
method involves two main steps. First, we applied PCA and K-means clustering to a
numerical dataset of 459 samples. The clustering results were then used to automatically
organize P. bakkeri tooth images. In the second step, these images were used to train a
CNN for classification. The resulting model achieved an accuracy of 71%. Although there
are deep learning approaches to classifying microfossils, none specifically target dinosaur
teeth. Our approach is helpful in cases where images need to be classified according to a
particular criterion given by the clusters created with a numerical dataset.

For future work, image segmentation will be applied to the images to separate the tooth
from the background. Moreover, RGB (red, green, blue) colors will be transformed into
black and white to consider only the shape of the teeth for training and image classification.
This approach will aim to prevent the deep learning model from getting confused with
RGB colors that may not give relevant information. Also, we will fine-tune our model with
additional augmentations, such as up and down flips, to increase variance for training
the CNN. Furthermore, a limitation of this research was not considering tooth image size
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during the training process (i.e., all the images had the same size). So, another aspect of
future work will be to account for the size of teeth when training the model. Also, we
will study the impact of using ensemble models and transfer learning to evaluate if these
techniques may offer more accurate results in the classifications. Specifically, on one hand,
ensemble models could be useful to smooth out an individual model’s biases or even
overfitting. In addition, by using ensemble models, the errors made by one model are
likely corrected by others. On the other hand, by leveraging models that have already
been trained on large datasets (like ImageNet), transfer learning can be used to transfer
the learned features to our new, smaller dataset. Finally, we will apply the techniques
presented in this paper to smaller and smaller datasets while at the same time improving
accuracy, precision, and recall. Ultimately, we hope this methodology will enable the quick
identification of vertebrate microfossils in the field.
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