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Abstract: Large-scale solar-powered unmanned aerial vehicles possess the capacity to perform
long-term missions at different altitudes from near-ground to near-space, and the huge spatial span
brings strict disciplines for its attitude control such as aerodynamic nonlinearity and environmental
disturbances. The design efficiency and control performance are limited by the gain scheduling of
linear methods in a way, which are widely used on such aircraft at present. So far, deep reinforcement
learning has been demonstrated to be a promising approach for training attitude controllers for small
unmanned aircraft. In this work, a low-level attitude control method based on deep reinforcement
learning is proposed for solar-powered unmanned aerial vehicles, which is able to interact with
high-fidelity nonlinear systems to discover optimal control laws and can receive and track the target
attitude input with an arbitrary high-level control module. Considering the risks of field flight
experiments, a hardware-in-loop simulation platform is established that connects the on-board
avionics stack with the neural network controller trained in a digital environment. Through flight
missions under different altitudes and parameter perturbation, the results show that the controller
without re-training has comparable performance with the traditional PID controller, even despite
physical delays and mechanical backlash.

Keywords: attitude control; reinforcement learning; solar-powered aircraft; hardware-in-loop verification

1. Introduction

With advances in renewable energy generation, electric systems, and automation
control, solar-powered unmanned aerial vehicles (SP-UAV) have experienced increased
research interest in the field of aviation due to their characteristics of long endurance and
permanent residence. A SP-UAV can continuously provide energy for itself by absorbing
solar energy through photovoltaic panels on its body during flight, and execute a long-
time mission that cannot be achieved by traditional aircraft. To pursue excellent energy
utilization, SP-UAVs often adopt different energy management strategies for lengthening
endurance [1,2], such as a method for converting surplus energy into potential energy by
climbing and releasing it during the night, which also brings challenges such as the large
attenuation of aerodynamic performance with altitude and wind disturbance in different
atmosphere conditions for the low-level attitude control capability of a UAV.

Many control methods have been developed in the field of aviation, such as the
linear quadratic Gaussian method [3], H-infinite control [4], nonlinear model predictive
control [5], etc. However, for solar-powered unmanned aerial vehicles (SP-UAVs), the
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flight control technology has predominantly continued to rely on traditional Proportional-
Integral-Derivative (PID) control and gain scheduling design. For example, the EAV team
has implemented a linear PI or PID controller for longitudinal control to bolster stability [6].
The Helios, a distinguished flying-wing SP-UAV, has been designed with autopilot that
schedules gains based on airspeed [7]. Additionally, the EL-HASPA aircraft employs a
PID-based attitude rate controller that decouples the lateral and longitudinal motions [8].
Despite these efforts, these methods are constrained by their dependence on the known
dynamic performance of the aircraft, potentially failing to bridge the gap between the actual
system and its linearized model. The gain-scheduling approach, while beneficial, entails
repetitive design iterations at various predefined state points, inevitably amplifying the
design effort. In stark contrast, learning-based and adaptive intelligent control techniques
propose a paradigm shift, offering a more adaptable and comprehensive control framework
that could potentially replace the existing controller structures.

Reinforcement learning (RL) constantly pursues the maximum cumulative return
through interaction with the real or digital environment to obtain the optimal policy,
combining the characteristics of biology, adaptation, and optimization, and shows excellent
results in the field of game fighting [9,10], robot arm [11,12], automatic driving [13] and
cluster control [14]. For the applications of aircraft control, there is great potential for online
reinforcement learning methods that can adaptively update during flight. Van Kampen
et al. [15] investigated the practical differences between the proposed Action Dependent
Heuristic Dynamic Programming (ADHDP) and Action Independent Heuristic Dynamic
Programming (AIHDP) methods in longitudinal motion control of the F-16 model, and the
simulation results of online experiments demonstrated the adaptive ability of the controller.
Heyer et al. [16] proposed a learning algorithm based on Incremental Dual Heuristic
Programming (IDHP) and applied it to the six-DOF nonlinear simulation model of Cessna
aircraft, which used a target network to improve the stability of the update. However,
online reinforcement learning requires constant exploration during the flight to optimize
parameters from never-encountered experiences, just as all reinforcement learning methods
need to balance “exploitation” and “exploration”. Determining how to ensure the safety of
in-flight controller updating is a complex question, and therefore, all the above works are
in the digital simulation stage. Model-free offline reinforcement learning algorithms have
shown great application potential in attitude control because they can interact with a digital
simulator and be used without re-training in real-world applications which can reduce the
damages caused by online exploration. Pi et al. [17] applied the improved deterministic
policy algorithm to train the quadrotor controller and then deployed the neural network to
the flight platform to test its stability in the real environment. Wada et al. [18] employed
deep reinforcement learning Asynchronous Advantage Actor-critic (A3C) algorithm to the
wind tunnel test of pitch control and they investigated the influence of physical friction
and delay on the real control performance. Kaufmann et al. [19] developed the SWIFT
system and deployed it in FPV drones. The system combines deep reinforcement learning
(RL) in a simulated environment with data collected in the physical world. SWIFT won
several races against each of the human champions and demonstrated the fastest recorded
race time. Based on the above experiments, the neural network controller was directly
transferred to the small aircraft platform after training and conducting a flight test to
verify its performance difference in the established digital environment and the real world,
which is called the “reality gap” in RL problem [10]; however, the SP-UAV has a higher
cost and larger size compared with the above-mentioned research objects, so more secure
verification methods are needed. Compared with the real flight and pure digital simulation,
the hardware-in-loop (HIL) real-time simulation experiment implemented on the ground
has lower cost and risk by incorporating real cables, sensors, and servos into the platform,
which can simulate real application scenarios to a certain extent and improve the efficiency
of control design [20,21].

The contribution of this work is twofold:
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• In this work, the self-designed and developed high-altitude long-endurance SP-UAV
is taken as the research object, as shown in Figure 1, and a neural network controller is
designed to meet requirements of tracking the specified attitude based on the deep
reinforcement learning (DRL) framework.

• A hardware-in-loop simulation platform is established which can verify the effec-
tiveness of the trained neural network controller with different flight tasks. And the
simulation platform has the characteristics of strong generality that can be quickly
modified and used in other aircraft configuration or algorithm testing.
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The rest of this work is organized as follows: Section 2 describes the dynamics model,
kinematic model, and other necessary parts for the simulation environment. Section 3
introduces the RL framework used to design the controller and represents the specific
settings in detail. In Section 4, the built hardware-in-loop simulation platform is introduced.
Section 5 presents the main experimental results obtained in the digital simulation and HIL
simulation. Finally, Section 6 summarizes the views on the presented work and ideas for
future research.

2. Mathematical Model
2.1. Dynamics and Kinematics Model

The rigid body is used to model the UAV for simulation. The complete state space
can be obtained by adopting the Runge–Kutta method to solve the six-DOF dynamics and
kinematics equations in the form of ODE.
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In the simulation process, assuming that the body’s translational motion is represented
by Vb = [u, V, w]T, and the rotational angular velocity is represented by ω = [p, q, r]T, the
flight motion equations can be described as Equation (1):

m(
.
Vb + ω × Vb) =

 Fx
Fy
Fz

 = F

I
.

ω + ω × Iω =

 Mx
My
Mz

 = M

(1)

where m is the aircraft mass, I is the inertia tensor, [Fx, Fy, Fz]
T and [Mx, My, Mz]

T, respec-
tively, represent the components of the resultant force and torque on the three axes of the
aircraft in the nose-right-down body coordinate system that is rigidly attached to center of
mass. The force and torque during flight can be divided into three categories according to
the source: gravity, aerodynamic force, and force generated by propeller thrust, as seen in
Equations (2)–(5).

F = Fgravity + Faero + Fprop (2)

Fgravity = Rb
g

 0
0

mg

, Faero = Rb
w

− 1
2 ρVa

2SCD
1
2 ρVa

2SCY
− 1

2 ρVa
2SCL

, Fprop =

Tx
Ty
Tz

 (3)

M = Maero + Mprop (4)

Maero =
1
2

ρVa
2S

 bCl
cCm
bCn

, Mprop =

 lprop
mprop
nprop

 (5)

where g and ρ are the local gravitational acceleration and air density, Va is the airspeed,
S is the wing area, b is the wing span, and c is the wing chord. Rb

g, Rb
w in Equation (3)

represent the transformation matrices from earth-fixed frame to body-fixed frame and
from aerodynamic coordinate system to body-fixed frame, respectively, as shown in
Equations (6) and (7):

Rb
g =

 cθcψ cθsψ −sθ
sθsϕcψ − cϕsψ sθsϕsψ + cϕcψ sϕcθ
sθcϕcψ + sϕsψ sθcϕsψ − sϕcψ cϕcθ

 (6)

Rb
w =

cβcα −sβcα −sα
sβ cβ 0

cβsα −sβsα cα

 (7)

where α is attack angle and β is sideslip angle.
For aerodynamic coefficients, the term CL is total lift coefficient, CD is total drag

coefficient, CY is total normal force coefficient, Cl is total rolling moment coefficient, Cm is
total pitching moment coefficient, and Cn is total yawing moment coefficient. Their specific
components are as follows:
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

CL = CL0 + CLα · α + CLβ · β + CLq · q + ∑
i

CLδi · δi + CL
.
x ·

.
x

CD = CD0 + CDα · α + CDβ · β + ∑
i

CDδi · δi + CD
.
x ·

.
x

CY = CD0 + CYβ · β + CYp · p + ∑
i

CYδi · δi + CY
.
x ·

.
x

Cl = Cl0 + Clβ · β + Clp · p + Clr · r + ∑
i

Clδi
· δi + Cl

.
x ·

.
x

Cm = Cm0 + Cmα · α + Cmβ · β + Cmq · q + ∑
i

Cmδi · δi + Cm
.
x ·

.
x

Cn = Cn0 + Cnβ · β + Cnp · p + Cnq · q + Cnr · r + ∑
i

Cnδi · δi + Cn
.
x ·

.
x

(8)

In the expression of lift coefficient CL, CL0 is the basic part, CLα · α is the increment
of lift coefficient with attack angle, CLβ · β is the increment of lift coefficient with sideslip
angle, CLq · q is the increment of lift coefficient with rate, ∑ CLδi · δi is the increment of lift
coefficient with control surfaces, and CL

.
x ·

.
x is the increment of lift coefficient with fuselage

elastic deformation. The terms in the expression of other coefficients have similar meanings
and their notation is adapted from Beard’s book [22]. In the design stage, aerodynamic
coefficients at different state points depending on the Mach number, attack angle or control
surfaces were obtained by computational fluid dynamics method. Aerodynamic param-
eters at any time can be solved by linear interpolation method and part of the data are
available in [21]. For the force and torque created by the propeller thrust, they are measured
and recorded through the experiment under different height, flow speed and throttle in
wind tunnel.

The formula between [p, q, r]T and the rate of Euler angle can be determined by
Equation (9), and the conversion between inertial frame velocity and body velocity is
shown in Equation (10).

.
Θ =


.
ϕ
.
θ
.
ψ

 =

1 sin ϕ tan θ cos ϕ tan θ
0 cos ϕ − sin ϕ
0 sin ϕ sec θ cos ϕ sec θ

p
q
r

 (9)

.
x =

 .
x
.
y
.
z

 = (Rb
g)

T

u
V
w

 (10)

where ϕ, θ, ψ are roll angle, pitch angle and yaw angle, respectively. x, y, z are the position
of the aircraft in inertial coordinates that is north-east-down (NED) frame that is rigidly
attached to the take-off point. Basic parameters of the studied aircraft are displayed
in Table 1.

Table 1. Basic parameters of the studied aircraft.

Variables Description Value

m(kg) Total mass 359
S(m2) Wing area 78.5

AR Aspect ratio 15.6
b(m) Wing span 35
c(m) Wing chord 2.27

I(kg · m) Moment of inertia matrix
15221 0 37

0 1827.5 0
37 0 16967


2.2. Environmental Model

There is a big span of flight altitudes for the studied SP-UAV in this work, which causes
the differences in air density around the body. The 1976 American Standard Atmospheric
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model [23] is employed to obtain the atmospheric information of the aircraft position in the
control simulation process. And the gravitational acceleration is obtained according to the
developed WGS 84 model.

Turbulent wind is a continuous random fluctuation superimposed based on constant
wind, which is equivalent to a random quantity fluctuating around an average value.
The Dryden Wind Turbulence Model was established in the present work by referring to
MATLAB/Simulink [24] and Bohn et al.’s work [25] to generate random wind fields at
different heights.

2.3. Actuator Model

The first-order inertia model is developed to simulate the dynamic performance of the
real servo and prepare for the subsequent reinforcement learning training environment.
The transfer function of each actuator can be expressed as follows:

δi(s)
δc

i (s)
=

1
Ts + 1

(11)

where δi, i ∈ {a, e, r, t} represents the deflection angle of aileron, elevator, rudder, and
the throttle of propeller speed, while the superscript c denotes the corresponding control
command. For each control surface, the time constant T is set to 0.02 s and the deflection
rate is limited to 100◦/s, while for the propulsion system, the time constant T is set to
0.2 s, and the rate of change is limited to 480 rpm/s. Here, elevator δe is defined to be
positive for downward deflection, rudder δr is defined to be positive for left deflection
when looked forward from the tail, and for aileron δa, right aileron is defined to be positive
for downward deflection and left aileron is positive for upward deflection.

To compare the similarity between the simulation and the real servo, the same com-
mand is sent to the mathematical model and the real servo without load. Then feedback
values of above two are recorded and the curves are shown in Figure 2. It can be seen from
Figure 2a that the dynamic response trends of the real hardware and the mathematical
model are in good agreement. Due to the introduction of analog quantity and the setting of
data transmission accuracy, the real servo feedback still has a step-like “burr” phenomenon
under the stable level. In order to quantitatively describe the gap, the response output
values of the two at the same time are subtracted to obtain Figure 2b, which shows that the
absolute error is within 1◦ and mainly occurs when the instructions change rapidly.
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3. Low-Level Controller Based on Reinforcement Learning

The aircraft is capable of executing designated flight missions through a conventional
control system depicted in Figure 3. This system comprises a task planning or logical
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processing module that, after signal processing, generates specific states. Subsequently, a
high-level control module formulates attitude and speed directives based on the flight path
or target data. These directives are then precisely followed by a low-level controller, which
manipulates the control surfaces and throttle directly.
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Our approach introduces a novel element: the application of a deep reinforcement
learning algorithm to develop an inner-loop neural network (NN) controller for solar-
powered aircraft, as shown in Figure 1. This NN controller is designed to produce actuator
commands directly from the current vehicle attitude, thereby efficiently tracking the attitude
and speed commands issued by any outer-loop control module, such as those responsible
for navigation or guidance.

Furthermore, this controller is not only innovative in its design but also in its applica-
tion. It meets the criteria for hardware-in-loop simulations, providing a robust platform for
real-world implementation verification.

3.1. Reinforcement Learning Framework

The reinforcement learning problem can be defined as a Markov Decision Process
(MDP) where the controller observes the state of the external environment and selects the
action according to a policy π. The MDP process can be defined through the four-tuple
group (S ,A,R,P), where the state s ∈ S , action a ∈ A, S and A denote the state space
and action space, respectively. The state transition probability P represents the probability
from st to st+1 when the action at is taken at time t. At the same time, the environment
generates an immediate reward rt = R(st, at). The optimal strategy π∗ is expressed as one
that can obtain the maximum expected total reward, which is defined as:

π∗ = argmax
π

Eat∼π(·|st)

[
∑

t
γtrt

]
(12)

The Soft Actor-Critic (SAC) algorithm [27] is adopted to carry out the following work,
which is an off-policy and off-line reinforcement learning framework based on entropy
maximization. At each state transition, the controller receives a reward related to the
entropy of the policy. Compared with other reinforcement learning algorithms, it can
improve the exploration efficiency, and the algorithm suitable for continuous space is
less sensitive to hyperparameters. The process of finding the optimal policy in the SAC
algorithm can be rewritten as follows:

π∗ = argmax
π

Eat∼π(·|st)

[
∑

t
γt(rt + ηH(π(·

∣∣st)))

]
(13)

where the entropy H(π(·|st)) = −Eπ [log π(·|st)] and it is traded-off against future re-
wards with the temperature parameter η.

The policy in the present work is modeled as a multivariate Gaussian distribution to
construct the action: the mean µθ and covariance σθ are output through a neural network
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(NN) with parameters θ. The Q-function critic is parameterized as another neural network
with parameters ϕ and it can be obtained in a recursive form in Equation (14) by using the
Berman equation when entropy is introduced:

Qϕ(st, at) =Eat ,at+1∼πθ [rt + γ(Q(st+1, at+1)− η log(πθ(at+1|st+1))] (14)

The SAC algorithm uses double Q-function trick by learning two neural networks
Qϕ1, Qϕ2 and pessimistic strategy to reduce the overestimation bias. For stability of
learning, the target Q-function networks with parameters ϕ′

1, ϕ′
2 are introduced to make

the gradient update follow a more constant direction and soft updates are periodically made
by smoothing factor τ between ϕ′

i and ϕ i. As an off-policy method, the SAC algorithm
can improve data utilization efficiency by storing experience in replay buffer D. The mean
squared Bellman error for the Q-function loss can be expressed in Equation (15):

JQ(ϕ i) = E
(st, at, rt, st+1) ∼ D
at+1 ∼ πθ

[
1
2

(
Qϕi (st, at)−

(
rt + γ(min

i=1,2
Qϕ,

i
(st+1, at+1)− η log πθ(at+1

∣∣∣∣st+1))

))2
]

(15)

Unlike the deterministic strategy, the stochastic policy means that the objective in
Equation (13) depends on the expectation over actions and it is therefore non-differentiable.
So, in the SAC algorithm, a reparameterization trick is proposed to use the mean and
standard deviation of the policy network output along with independent noise ζ, as shown
in Equation (16), where E is the identity matrix.

ãt = tanh(µθ(st) + σθ(st)⊙ ζ), ζ ∼ N(0, E) (16)

Finally, the loss function of policy is deduced in Equation (17)

Jπ(θ) = E(st ,at ,rt ,st+1)∼D

[
min
i=1,2

Qϕ i (st, ãt)− η log πθ(ãt

∣∣∣∣st)

]
(17)

3.2. Controller Design

In the designed framework, the controller will receive the current flight information
and feed it to the policy neural network to provide the action for the control surfaces and
throttle. Referring to previous studies [25,27] where the researchers took full state variables
in dynamics and kinematics models as current information, the specific state st at each
timestep in the present work is empirically designed as:

st = [z, ϕ, θ, p, q, r, Veas, α, β, δa, δe, δr, δt||gt]
T (18)

where the flight altitude z is explicitly added to the state and the yaw angle ψ is discarded
because the performance is greatly affected by the large-span altitude and the direction of
the vehicle is mainly controlled by roll angel given by path tracker in outer-loop controller.
The current actuator status is also transmitted to the controller and it is expected to auto-
matically process the feedback information. Compared with the full flight information, the
lower dimension of the above representation is conducive to the convergence process of
reinforcement learning. The target attitude gt can be represented independently and be
dynamically changed using any way in the simulation:

gt = [ϕcmd, θcmd, Veas,cmd]
T (19)

It is worth mentioning that the equivalent airspeed Veas is used to characterize the
speed in view of the change in flight altitude and air density will lead to a large range of
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true airspeed Va, which the two airspeed values can be converted by the local density ρ
and the standard atmospheric density at sea level ρ0 through the following equation:

Veas =

√
ρ0

ρ
× Va (20)

According to vehicle configuration, the action vector under direct control can be
written as

at = [δc
a, δc

e, δc
r , δc

t ]
T (21)

and the meaning of the symbols are referred to in Section 2.3.
All of the attitude and action commands are physically constrained and their ranges

are shown in the following Table 2.

Table 2. Ranges of attitude and action commands.

Parameters Description Range

ϕcmd(
◦) Target roll angle [−5, 5]

θcmd(
◦) Target pitch angle [−10, 10]

Veas,cmd(m/s ) Target equivalent airspeed [8, 12]
δc

a(
◦) Aileron deflection angle command [−30, 30]

δc
e(

◦) Elevator deflection angle command [−30, 30]
δc

r (
◦) Rudder deflection angle command [−20, 20]

δc
t (

◦) Throttle command for propellers [0, 1]

One of the most critical design factors in goal-oriented reinforcement learning con-
trollers is the reward function. In this work, the reward rt consists of one positive parameter
called survival reward and four negative cost terms, as shown in Equation (22). The sur-
vival reward, here a constant value 1, is taken to ensure the reward is always positive
and avoid the “suicide” behavior of the aircraft that will obtain the maximum cumulative
reward in the early learning process. In order to accurately track the reference values, the
cost terms pϕ, pθ , pVeas , pβ are set in the forms related to the absolute value of the error and
are limited by bounds. The sideslip angle is also taken as one factor of the penalty terms
to avoid the aerodynamic performance deterioration. In Equation (22), the numbers 5, 6,
and 30 in the denominator are all for the purpose of normalization. The 0.3 is an adjustable
value. The goal is to keep the error within a smaller range to ensure safe control accuracy.
These parameters will affect the control effect of the controller. When the error limit is
reduced, the training time will be extended to some extent.

rt = 1 − pϕ − pθ − pVeas − pβ
pϕ = min( |ϕt−ϕcmd|

5 , 0.3)
pθ = min( |θt−θcmd|

6 , 0.3)

pVeas = min( |Veas,t−Veas,cmd|
5 , 0.3)

pβ = min( |βt |
30 , 0.1)

(22)

3.3. Architecture Design

The architecture of the neural network policy, i.e., the attitude controller for the
following verification experiment constructed in this study is shown in Figure 4. Since the
input of the controller does not contain all the information, and it is impossible to accurately
model the disturbance in the real world, the controller is expected to have the ability to
process the past dynamic information, just like the differentiation and integration in the
PID control methods. A Long-Short Term Memory (LSTM) network [28] is a very suitable
choice [12]. Therefore, after extracting the dynamic information by a single-layer LSTM
network with 64 hidden state dimensions, the output is projected to the action dimension
using two fully-connected (FC) layers, where each layer has 256 neurons accompanied by a
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ReLU activation function. The Gaussian policies with mean µ and covariance σ are output
actions through which Tanh activation is clipped to lie within the control range. However,
in the evaluation phase we force σ = 0 to obtain the more stable outputs. Considering the
influence of the introduction of LSTM on the stability of the training process, that is, when
the off-policy algorithm uses the historical data, the network parameters may be unable to
adapt to the cell state output by LSTM at that time, so we directly input the states of the
eight historical steps into LSTM layer, and store them as whole into the experience buffer
for later training. The architecture of a Q-function network is like that of an action network,
except that the extracted dynamic information after LSTM is directly stacked with actions
through the fully connected layer, and only the unique value of the current state–action
pair is output at last.
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3.4. Training Setting

Under training process conditions, all models introduced in Section 2 are realized in
C++ code and solved ODE equations are based on the four-order Runge–Kutta method by
Boost package. The model data interact with the SAC algorithm and the neural network
developed with the PyTorch framework through the Pybind package. The hyperparameters
of the SAC algorithm are consistent with those of Haarnoja et al. [27].

Both the policy and Q-function model are trained with a learning rate of 3 × 10−4 using
the ADAM optimizer [29]. In total, 256 samples are randomly drawn from the replay buffer
for training each time. The number of hidden layers is 2. The number of hidden units per
layer is 256. The temperature coefficient α is fixed at 0.2, and the reward discount coefficient
γ is set at 0.99. The capacity of the replay buffer is set to be 1 million. The smoothness factor
in the target network update operation is set to 0.005. The target update interval is 1, and
gradient steps is 1. In order to ensure the action output is smoother, the CAPS algorithm [30]
is adopted whose regularization weights κS and κT are 2 and 1, respectively.

The controller observes the current state where every 40 ms–60 ms an interval is
randomly assigned and fixed at the start of the episode. Each episode has a maximum
of 500 interactions. Considering the real signal lag and actuator delay, 80 ms–120 ms
delay is added in the training process according to the control cycle of each episode. It is
believed that this delay is a serious overestimation for the test system in the real world, but
it has been proved by previous studies that the controller trained under high delay can
be downward compatible with low delay [18]. Due to the measurement error of the real
device, sensor noise is superimposed on the raw state in the form of an OU process [31]
and then the state will be fed into the neural network during training. The OU process can
generate time-related sequence noise that is more suitable for the inertial system compared
with the Gaussian noise. Therefore, the observed state ŝt at each moment is:

ŝt = st + nt, nt ∼ OU(µm, σm, θm) (23)

where st is the raw state obtained by mathematical model calculation without noise, nt is
the measurement noise which is generated based on OU process with the mean µm = 0,
the mean regression rate θm = 0, and the different variance σm shown in Table 3.



Drones 2024, 8, 428 11 of 25

Table 3. The variance σm in OU noise for different state elements.

Parameters Value Unit

z 0 m
ϕ, θ, ψ 0.001 rad
p, q, r 0.001 rad/s
Veas 0.01 m/s
α, β 0.001 rad

δa, δe, δr, δt 0 rad

As an important method to improve the robustness of the deep reinforcement learning
controller and narrow the gap between simulation and reality, the domain randomization
technique is used in the training process. The model parameters are randomly selected and
sampled by uniform distribution U(low, high) at the start of each episode according to
the ranges shown in Table 4. The turbulent wind was also applied to the aircraft during
the training. Considering the aircraft’s own tolerance, the absolute values of wind speed
components in three directions were limited to 2 m/s and the absolute values of angular
velocity caused by turbulence were limited to 0.3◦/s.

Table 4. Domain randomization parameters during training. ξ denotes the basic reference value.

Parameters Description Distribution

I Moment of inertia U(0.95ξ, 1.15ξ)
CL0, CLβ, CLδe , CLδa , CLδr , CLq Aerodynamic lift coefficients U(0.8ξ, 1.2ξ)

CD0, CDβ, CDδa , CDδe , CDδr Aerodynamic drag coefficients U(0.8ξ, 1.2ξ)
CYβ, CYδa , CYδr , CYp, CYq Lateral force coefficients U(0.8ξ, 1.2ξ)

Clβ, Clδa , Clδr Roll moment coefficients U(0.8ξ, 1.2ξ)
Cm0, Cmβ, Cmδe , Cmδa , Cmδr Pitching moment coefficients U(0.8ξ, 1.2ξ)

Cnβ, Cnδa , Cnδr Yaw moment coefficients U(0.8ξ, 1.2ξ)
Clp, Clr, Cmq, Cnp, Cnr Damping and cross derivative U(0.8ξ, 1.2ξ)

4. Hardware-in-Loop Simulation Platform

An open-source autonomous driving suite may not satisfy the reliability requirements
in harsh near-space environments for SP-UAVs, so the aircraft needs to equip particular
sensors and avionics devices, which also imposes demands for adaptability on the hardware
testing platform. To this end, the customized hardware-in-loop simulation platform used
in this work is shown in Figure 5, which can be divided into three parts: the UAV real-time
simulation system based on xPC Target, one flight control computer running the complete
autopilot program, and the custom avionics stack. This part is only used for the validation
of the controller and does not participate in any neural network training process.
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4.1. UAV Simulation System Based on xPC Target

The real flight is not the preferred verification method in the design stage, but the
real-time simulation system can take advantage of mathematical models to reflect the
aircraft performance benefited by fast development. The UAV real simulation system in
this platform consists of two parts: (1) The host machine that uses the Real-Time Workshop
(RTW) tool to generate code for the simulation model and load it into the target machine. At
the same time, it can communicate with the lower computer through an ethernet connection
for communication to realize the control and monitoring of the simulation process of the
lower computer. (2) The target machine running the generated code to solve the equations
of UAV dynamics and kinetics models, actuator models and sensor models described in
Section 2 during the simulation. All models are run at a fixed frequency of 100 HZ using
the four-order Runge–Kutta method and built in MATLAB/Simulink. The simulation
system and the flight control computer communicate with each other according to the
actual interface protocol between the actuator and the sensor through I/O interfaces.

In addition, the system also includes the serial port server and switch for the conver-
sion and exchange of different signal forms.

4.2. Real Flight Control and Management System

The flight control and management system consists of three parts: flight control
computer, ground control station and neural network module.

The flight control computer runs the real-time operating system and the customized
autopilot program, which can receive and parse sensor signals through different I/O in-
terfaces, including radio altimeter (LRRA), barometer, and Global Navigation Satellite
System/Inertial Navigation System (GNSS/INS) information. According to the require-
ment, the autopilot in the flight control computer can achieve flight decision, trajectory
tracking, attitude control as well as responding to the instruction sent by the ground staff.
In addition, it is responsible for sending the command and reading the feedback of all
kinds of actuators. As a console, the ground control station receives and displays the flight
attitude information and hardware status forwarded by the flight control computer in the
form of a graphical interface. At the same time, it can make decisions and control the
flight process by sending different kinds of instructions to the flight control computer. In
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the real flight test, the above two realize the information interaction between heaven and
earth through the wireless transmission link equipped by the aircraft. In order to simplify
the experiment, in the hardware-in-loop simulation process, the ground control station is
simulated to conduct a wired cross-link with the flight control computer through the serial
port signal.

The trained neural network module is deployed on the laptop and implemented with
Python code. The flight state obtained by the flight control computer is sent to the neural
network controller in the form of an RS422 serial signal, and the neural network calculates
the actuator command immediately by forward inference which will be sent to the actuators
through the serial signal after the corresponding operation in the flight control computer.
This timing task is triggered by the flight control computer’s internal clock.

4.3. Real Custom Avionics Stack

The real GNSS/INS system is fixed on the three-axis servo turntable platform and
rotates synchronously with the turntable plane; the specific parameters and indicators
are shown in Tables 5 and 6. During the experiment, the simulation target computer will
calculate the current attitude and angular velocity of the aircraft, and this information is
transmitted by fiber channel (FC) connections to a three-axis turntable. While fixed on the
rotating platform, the inertial navigation system is able to measure the current installation
plane’s corresponding angle information (roll angle, pitching angle, yaw angle, and the
corresponding angular velocity) which are fed back to the flight control computer through
serial signals to realize the simulation of the aircraft’s flight attitude. At the same time, the
GPS and linear velocity obtained by the simulation target computer are also transmitted to
the GNSS system directly to form position information.

Table 5. The operating data and performance of the GNSS/INS system.

Index Roll Pitch Yaw

Sampling frequency 100 Hz
Measuring range of rate −200◦/s~+200◦/s

Measuring range of angle −180◦~+180◦ Measuring range of angle −180◦~+180◦

Measuring accuracy of angle ≤0.1◦ Measuring accuracy of angle ≤0.1◦

Table 6. The operating data and performance of the three-axis turntable.

Index Roll Pitch Yaw

Range of measuring angle No limit
Measuring accuracy of angle ±0.001◦

Repeatability accuracy of angle ±0.0005◦

Resolution of angle ±0.0001◦

Range of rated speed ±2500◦/s Range of rated speed ±2500◦/s
Resolution at rated speed 0.0001◦/s Resolution at rated speed 0.0001◦/s

The real actuator system includes the servos and direct drive motor. In this work, six
servos of the VOLZ DA30 series are incorporated into the hardware-in-loop simulation
system according to the layout of the aircraft, as the driving mechanism of the left aileron,
right aileron, rudder, steering wheel, left elevator, and right elevator. The deflection
command is transmitted by the flight control computer, and its current angle feedback is
collected in real-time. In this experiment, the real motor and propeller are not connected,
but the mathematical model is used for simulation. The operating data and performance of
the used servo are shown in Table 7.
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Table 7. The operating data and performance of the used servo.

Index Roll

Max. speed without load 230◦/s
Rated speed 150◦/s

Default travel angle ±45◦

Max. travel angle ±85◦

Backlash (mechanical) ≤0.5◦

Based on the above introduction, the signal pathway of the hardware-in-loop real-time
simulation test platform for neural network attitude control is shown in Figure 6, where
the abbreviations in parentheses are different communication forms. All real avionics are
connected and communicated with the flight control computer via onboard power or signal
cables. Figure 7 shows the whole picture of the simulation platform from different angles.
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5. Results and Discussion
5.1. Training Performance in Digital Environment

The training progress under five different random number seeds is shown in Figure 8,
where the reward is normalized by dividing the maximum episode reward by 500. It is
inspiring that the neural network only needs 0.2 million timesteps to converge, which takes
an average of only 1 h and 20 min on a workstation with a GTX 2080TI GPU and Intel Xeon
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Gold 6142 CPU. Compared with the traditional design mode of researchers, the application
of neural networks for controller design will greatly reduce the research time. The trained
policy network can be deployed without any compression on a laptop computer with an
i5-10210U CPU, with an average cost of about 1 ms per inference.
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Figure 9 shows the time histories of the attitude in the digital model testing in which
the initial state is randomly selected to track the doublet-wave target without perturbation
or delay. In the different altitude cases at 500 m, 5000 m, and 15,000 m, neural network
controllers successfully followed all the reference values. However, due to the influence of
altitude on the efficiency of the aerodynamic and control surface, there are some differences
in its dynamic performance. Figure 10 shows the variation trend of aerodynamic coefficients
of various types of actuators at different altitudes, where the value at 0 km is set as the
benchmark. It can be seen from Figure 10a–c that the contribution of various control
surfaces to the moment increases with the increase in altitude, while from Figure 10d, the
thrust provided by the propulsion system decreases. Therefore, the tracking speed of roll
angle and pitch angle becomes faster, while the equivalent airspeed shows an opposite
trend when altitude increases.
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5.2. Results in Hardware-in-Loop Platform

In the present work, we pay more attention to the performance of the low-level attitude
controller designed through reinforcement learning, so the Total Energy Control System
(TECS) [26] and L1 guidance algorithm [32] are employed to generate pitch angle, roll angle
attitude, and throttle commands as a high-level controller. The attitude commands, together
with the necessary sensor signals, are transmitted to the neural network to calculate servo
angles, while the throttle command calculated by the neural network is replaced by that
obtained according to TECS in order to match the flight climb rate. All controllers operate
at 25 Hz, which provides sufficient computation time for the neural network controller,
even if each inference step only takes 2 ms.

A rectangular route is set for the HIL verification, and the turbulent wind is simu-
lated during the flight. The tracking process at 10 km altitude is shown in Figure 11a,b,
during which its attitude angle commands and measured feedback are shown in
Figure 11c–e. For a more accurate analysis of the tracking performance, the attitude
commands are subtracted by the actual attitude feedback measured by the INS system to
obtain the error diagram shown in Figure 12a–c, and the time histories of the corresponding
control surface deflections are shown in Figure 12d–f. At the moment when the attitude
command generates step changes, the tracking error will increase instantaneously due to
the communication delay. The roll angle and sideslip angle react more slowly than the
pitch angle. This phenomenon is caused by the fact that the aircraft is designed to have less
sensitivity in transverse and directional motion than in longitudinal motion. In the level
flight stage during the period of 1000 s–1500 s, the average absolute errors of attitude angle
roll, pitch, and sideslip angles are 0.046◦, 0.053◦, and 0.3◦, respectively.
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When facing the turbulence wind during the period of 1900 s–2300 s, the controller
also responds quickly to changes in external commands to keep the vehicle stable, as shown
in Figure 13. A gain-schedule PID controller is tuned as the traditional attitude tracking
method for comparison, whose performance of anti-wind is shown in Figure 14. Both
controllers are able to stay close to the reference values when following the dynamically
changing commands but will fluctuate when affected by the turbulent wind. Here, Root
Mean Square Errors (RMSE) is employed to evaluate the accuracy of attitude tracking, and
a smooth metric Sm [30] is used to describe the smoothness of the controller output:

Sm =
1
n

n

∑
i=1

(
Mi

fi
fs

)
(24)

where Mi is the amplitude of the ith frequency component fi, and fs is the sampling
frequency. A larger number indicates the presence of a larger high-frequency signal
component, often indicating a more expensive drive, while a smaller number indicates a
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smoother response. Table 8 shows the comparison of the above two metrics between PID
and NN. The neural network controller designed through RL only controls the attitude
by output elevator, aileron, and rudder, so after learning the training scenario defined in
Section 3, the RMSE of roll, pitch, and sideslip angles are still stable in the hardware-in-loop
simulation environment of the wind field that has never been encountered. But it also
sacrifices some of the smoothness of the actuators, such as the elevator. As expected,
the combined coupling of airspeed and pitch channels is affected due to the mandatory
shielding of the throttle control of the NN controller, making the RMSE of IAS more unstable.
These results show that the attitude controller designed by reinforcement learning can not
only be combined with any high-level module but can achieve similar performance with
the traditional method in a shorter design time.
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Table 8. The comparison of accuracy and smoothness between PID and NN. The better terms
are bolded.

Controller RMSE(ϕ) RMSE(θ) RMSE(Veas) RMSE(β) Sm(δa) Sm(δe) Sm(δr) Sm(δt)

PID 0.125 0.193 0.393 2.915 9.50 × 10−5 4.48 × 10−5 0.00 × 10−5 1.12 × 10−5

RL 0.073 0.084 0.448 0.956 3.03 × 10−5 6.63 × 10−5 1.05 × 10−5 1.27 × 10−5

5.3. Adaptive Ability

The basic results in the previous section have shown the robustness of the NN con-
troller to the difference in hardware delays, coding, and solver forms between the HIL
verification and training process, which can also be considered as a gap in the dynamic
performance of the system. Further, the adaptive ability of the neural network controller
is examined by changing the model parameters in the hardware-in-loop simulation. In
Section 3.4, the “positive perturbation” condition represents that the aircraft model param-
eters are deviated from the reference to make the overall performance of the aircraft more
aggressive and positive. And the “negative perturbation” condition makes it clumsy and
negative. At the same time, the response under the reference model ξ is also shown as
a control group. The performance of the controller in the strict condition is explored by
updating the model parameters each time before the semi-physical platform is turned on.
Parameter perturbation in hardware-in-loop simulation verification are shown in Table 9.

Table 9. Parameter perturbation in hardware-in-loop simulation verification. The notation is inherited
from Table 4.

Parameters Positive Negative

I 0.95ξ 1.05ξ
CL0, CLβ, CLδe , CLδa , CLδr , CLq 1.10ξ 0.90ξ

CD0, CDβ, CDδa , CDδe , CDδr 0.90ξ 1.10ξ

CYβ, CYδa , CYδr , CYp, CYq 1.15ξ 0.85ξ

Clβ, Clδr , Cm0, Cmβ, Cmδa ,
Cmδr , Cnδa , Cnβ, Cnδa ,

0.85ξ 1.15ξ

Cmδe , Clδa , Cnδr 1.15ξ 0.85ξ
Clp, Clr, Cmq, Cnp, Cnr 0.7ξ 1.30ξ

Figure 15 shows the curve of roll angle and aileron response, and Figure 16 shows
the curve of pitch angle trend and elevator response under different conditions when the
attitude setpoints change. As seen in Figure 15b,d,f, as the aircraft performance becomes
increasingly clumsy, the aerodynamic efficiency of the control surface is reduced, and
the steering gear deflection instruction calculated by the neural network controller also
becomes bigger at the completion of the same attitude. At the same time, the following
stance instruction also slows down in the dynamic process, as shown in Figure 16e. A
similar phenomenon is shown in Figure 16, but rapid elevator changes also bring about
overshooting and oscillation. This result matches that of the digital simulation presented in
Figure 9. The neural network controller can adaptively change the control output according
to the current state to follow the target instruction without receiving the parameters of
the model, which is a benefit of the domain randomization in the training process. At the
same time, the network structure of LSTM enables the controller to process the historical
information of the time dimension, which further improves its adaptive ability.
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At the present stage, solar-powered UAV widely adopts energy management strategy
based on potential energy storage in order to make full use of energy, so it needs to have
flight control ability across 0–20 km altitude. Therefore, in addition to the above flight test
at 10 km altitude, we also conducted the simulation test of hardware-in-loop at two typical
altitudes of 1 km and 20 km, and the specific settings are the same as those in Section 5.2.
Figure 17 shows the attitude change during the flight at 1 km altitude, and Figure 18 shows
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the content at 20 km altitude. Since the altitude of 20 km is already in the stratosphere, we
did not introduce turbulent wind test conditions in the simulation process. It can be seen
from the curve in the figure that the neural network controller can quickly and accurately
follow the attitude command at low and high flight altitudes. For the level flight phase
at the altitude of 1 km and 20 km, the steady-state error of bank angle is 0.03◦ and 0.04◦,
respectively, and the steady-state error of pitch angle is about 0.02◦ and 0.03◦, respectively.
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5.4. The Influence of Mechanical Difference

During the verification in the HIL platform, it was found that when tracking a con-
stant angle command, the attitude feedback and the servo would have a small periodic
fluctuation whether in the PID controller or the neural network controller. We speculate
that the fundamental reason for this was caused by the dead zone of the steering gear. In
this case, we use digital models to quantitatively explore the influence of the mechanical
difference.

Firstly, we simulate the ideal steering gear model, that is, the command of the servo
calculated by the neural network controller only passes through the first-order inertial
dynamics model of the actuator described in Section 2.3, and then the calculated ideal
response is directly used to solve the dynamics without connecting the real servos. The
fragment of the flight process is shown in Figure 19.
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Figure 19. Flight process under the ideal servo model: (a) θ, (b) δe.

Subsequently, we modeled the behavior of the steering gear system with backlash that
the module implements a system in which a change in the input signal causes the output
signal to change by the same amount, but the initial change in the input signal does not
affect the output when the direction of the input signal changes [32]. The deadband width
is set to 0.3◦. Under this simulation setting, the servo angle calculated by the NN controller
is first passed through the ideal backlash model, and then is used in the aircraft dynamics
solution process after the digital model of the actuator, again without access to the real
servo. The flight process in this case is shown in Figure 20. By comparing Figures 19 and 20,
the gap between ideal and reality caused by real equipment can be clearly seen. This gap
causes the attitude of the aircraft to show small fluctuations around the steady-state value
of the ideal situation in a long period but cannot be shaken off.
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6. Conclusions

In the present work, a low-level neural network controller for solar-powered UAVs is
trained through a reinforcement learning approach based on the Soft Actor-Critic algorithm.
The control surface deflection and throttle of propellers are calculated by the current flight
information and attitude command formulated by the high-level module in flight autopilot.
In the design process, the gap between the digital model and real hardware was eliminated
as much as possible by applying domain randomization to the parameters of the aircraft
model and adding sensor and environmental noise.

In the developed real-time hardware-in-loop simulation platform, the neural network
controller was deployed in an extra computer without re-training and communicated with
flight autopilot through the serial port. The test platform involves a GNSS/INS system,
servos, and airborne cable to make the simulation more realistic. By setting up a rectangular
mission route and high-level control modules, the attitude tracking performance and anti-
wind ability of the neural network controller are verified. At the same time, the robustness
and adaptive ability of the controller under different heights and different model parameters
are explored. The results in the HIL platform show that the neural network controller
obtained by the reinforcement learning method training for simple step-style tasks can
also complete complex continuous flight tasks never attempted before. Additionally, it has
comparable performance with the well-tuned gain scheduling PID controller but it has a
low workload.

In the future, this control method and neural network controller will be further verified
and gradually transplanted into real flight experiments. At the same time, a safe switching
logic and judgment method should be designed for backup controllers. Based on the
existing methods, more ground flight verifications will be carried out to further verify the
effectiveness of the proposed method. For instance, the energy generation is much lower
than the energy consumption, which means additional weight. On the one hand, it means
a change in the body mass, and on the other hand, it also brings conditions for the aircraft
to perform more maneuvers. In subsequent research, we will explore the impact of these
changes in energy and weight on the flight characteristics of solar-powered unmanned
aerial vehicles with DRL controllers. The applicability research will be carried out for
advanced aircraft such as flying-wing UAVs and cluster UAVs. This study will be applied
AI to drone control, aiming to explore the feasibility of this approach. The experiment in
this paper is relatively simple, and there are many problems worthy of further study. At
present, the main difficulties restricting the application of reinforcement learning controllers
are reliability and trustworthiness. The generalization ability of reinforcement learning is
also worth further exploration. Compared with classical methods, we do not emphasize
the advantages or disadvantages of reinforcement learning. We are just showing one
possible exploration. Reinforcement learning, as a new controller, has important application
potential in UAV control. As reinforcement learning advances in the future, UAV control
challenges will undoubtedly be more effectively overcome.
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