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Abstract: Efficient and accurate vision models are essential for real-world applications
such as medical imaging and deepfake detection, where both performance and compu-
tational efficiency are critical. While recent vision models achieve high accuracy, they
often come with the trade-off of increased size and computational demands. In this work,
we propose MobileNet-HeX, a new ensemble model based on Heterogeneous MobileNet
eXperts, designed to achieve top-tier performance while minimizing computational de-
mands in real-world vision tasks. By utilizing a two-step Expand-and-Squeeze mechanism,
MobileNet-HeX first expands a MobileNet population through diverse random training
setups. It then squeezes the population through pruning, selecting the top-performing
models based on heterogeneity and validation performance metrics. Finally, the selected
Heterogeneous eXpert MobileNets are combined via sequential quadratic programming to
form an efficient super-learner. MobileNet-HeX is benchmarked against state-of-the-art
vision models in challenging case studies, such as skin cancer classification and deepfake
detection. The results demonstrate that MobileNet-HeX not only surpasses these models in
performance but also excels in speed and memory efficiency. By effectively leveraging a
diverse set of MobileNet eXperts, we experimentally show that small, yet highly optimized,
models can outperform even the most powerful vision networks in both accuracy and
computational efficiency.

Keywords: ensemble learning; MobileNet; convolutional neural networks; image classification

1. Introduction

In recent years, vision models have demonstrated remarkable performance across
a variety of tasks [1,2], including image classification, medical imaging, and deepfake
detection [3-5]. However, the primary challenge lies in achieving a balance between
accuracy and computational efficiency. Many state-of-the-art (SoA) vision models achieve
high performance but often come at the cost of significantly increased model size, memory
usage, and inference time [6-9]. These models may not be ideal for real-world applications
where both accuracy and resource constraints are critical factors [10]. Additionally, training
and deploying such models often introduces complexity, making it difficult to adapt them
for diverse tasks without extensive fine-tuning.

Ensemble learning [11] has emerged as a viable solution to address these issues by
combining multiple smaller, specialized models (base learners) to achieve performance
comparable to or even surpassing heavy, top-performing models. The idea is that a diverse
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set of base learners can capture various aspects of the data, improving generalization
and robustness [12]. By aggregating the outputs of these models, ensemble methods can
maintain high accuracy while being more resource-efficient than deploying a single, large
model. However, a significant challenge remains in model selection for ensembling, where
the choice of base learners and their combination can greatly affect the overall performance
and computational costs of the ensemble [13].

Traditional approaches like Greedy Search [14] and Forward Selection Pruning [15]
tend to overfit to validation scores by focusing primarily on performance metrics. On the
other hand, correlation [16] and Q-statistic [17] selection methods emphasize diversity but
lack formal mechanisms to ensure consistent performance improvements. More recent
techniques like Snapshot Ensembles [12] and Stochastic Weight Averaging [13] efficiently
generate diverse models by leveraging the training dynamics of a single model, but they
do not explicitly target model heterogeneity in their selection process.

To address these challenges, we propose MobileNet-HeX, a new model designed to
optimize both performance and efficiency, based on ensembling Heterogeneous MobileNet
eXperts. The MobileNet-HeX model is constructed via the proposed Expand-and-Squeeze
(ES) approach, which generates a population of diverse MobileNet models using ran-
domized training setups (Expand phase). In the Squeeze phase, models are selectively
pruned based on their performance and heterogeneity, which is determined through a
clustering-based algorithm. This algorithm groups models based on the similarity of their
prediction probabilities on the validation set. Finally, from each cluster, we select the
top-performing model to form the final ensemble. This proposed method, referred to as
Heterogeneous eXperts (HeX), retains only the most complementary and high-performing
models, resulting in a drastically smaller number of selected models to form the final
ensemble. By minimizing the redundancy in the final ensemble, this approach reduces the
risk of validation overfitting, while lowering computational demands.

Compared to traditional ensembling methods [14,15], which often overfit to validation
data or fail to ensure diverse model behavior, the proposed HeX approach mitigates
these issues by explicitly focusing on selecting models with heterogeneous behaviors,
reducing redundancy in the final ensemble. Moreover, while techniques like Snapshot
Ensembles [12] and Stochastic Weight Averaging [13] ensure diversity through training
dynamics, the proposed method goes further by using clustering to ensure heterogeneity
across the models. This clustering process naturally promotes diversity, as models from
different clusters exhibit distinct prediction behaviors. By selecting top performers from
these clusters, we create an ensemble, which is both diverse and efficient, capturing unique
aspects of the data while minimizing validation overfitting and computational costs.

In order to evaluate the proposed MobileNet-HeX model, we assessed its performance
on real-world case study tasks such as skin cancer classification and deepfake detection,
using three key metrics: Accuracy, area under the curve (AUC), and geometric mean (GM).
Accuracy provides a straightforward measure of overall correctness but may fail to reflect
model performance in imbalanced datasets [18] while AUC evaluates a model’s ability to
distinguish between classes across all decision thresholds, offering a more comprehensive
view of classification effectiveness. GM is particularly crucial for imbalanced datasets since
it ensures balanced evaluation by combining sensitivity and specificity. These selected met-
rics were chosen to provide a comprehensive evaluation of model performance, addressing
both overall correctness and class-specific robustness.

The main contributions of this research work are described as follows:

*  We propose the Expand-and-Squeeze (ES) approach, a two-step framework for effi-
ciently constructing MobileNet-based ensemble architectures for vision tasks. In the
Expand phase, a diverse population of MobileNets is generated through randomized
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training setups, while in the Squeeze phase, models are pruned based on performance
and heterogeneity. This process results in a scalable and efficient ensemble, optimized
for real-world vision tasks.

*  We propose a new heterogeneity-based selection algorithm, called HeX, which uses
clustering to identify diverse base learners within the expanded model pool. This
algorithm selects the top-performing models from distinct clusters, ensuring that the
final ensemble is composed of heterogeneous experts, which capture unique data
aspects and maximize ensemble performance.

*  We propose MobileNet-HeX, an ensemble model of Heterogeneous MobileNet eX-
perts, which achieves high accuracy and computational efficiency. The model utilizes
sequential quadratic programming to optimally combine the selected MobileNets
from the ES approach, ensuring robust performance in the final ensemble.

¢  We demonstrate that MobileNet-HeX delivers top-tier performance on real-world
vision tasks, such as skin cancer classification and deepfake detection, outperforming
large SoA vision models in both accuracy and computational efficiency. This study
experimentally shows that a smaller, strategically optimized ensemble can achieve
superior results with lower computational demands.

The rest of this paper is organized as follows. Section 2 reviews the state-of-the-art
vision classification models and ensembling approaches relevant to this work. Section 3
provides a detailed description of the proposed MobileNet-HeX framework, including its
methodology and construction. Section 4 presents the experimental results, offering an
in-depth analysis and comparison with existing methods. Section 5 discusses the broader
implications of the proposed approach, highlighting key insights from the experimental
results. Finally, Section 6 concludes the paper with key findings and outlines directions for
future work.

2. Related Work

In this section, we review the state-of-the-art vision models and ensemble selection
approaches relevant to the proposed MobileNet-HeX framework.

2.1. Vision Models

Recent advancements in CNNs and Vision Transformers have significantly improved
performance on various vision tasks, especially on large-scale datasets like ImageNet.
The following state-of-the-art (SoA) models are benchmarked in this work, alongside the
proposed MobileNet-HeX one.

MobileNetV3 is the latest iteration of the MobileNet family, specifically optimized for
mobile and low-resource environments. The MobileNetV3-Small version uses advanced
techniques such as squeeze-and-excitation blocks and hard-swish activations to balance
efficiency and accuracy while maintaining a very compact model size [19]. EfficientNet
introduces a compound scaling method, which uniformly scales all dimensions of depth,
width, and resolution. EfficientNet-BO is the baseline model in the EfficientNet family,
balancing performance and efficiency on ImageNet classification tasks [20]. Vision Trans-
former (ViT) introduced Transformer-based architectures to vision tasks by partitioning
images into patches and applying self-attention mechanisms. ViT has shown outstanding
performance on ImageNet when trained with sufficient data [21]. Data-efficient Image
Transformer (DeiT3) introduces a more efficient use of training data, leveraging Transformer
architectures for vision tasks while achieving top-tier performance on ImageNet with fewer
resources [22]. RegNet is a flexible model family designed through a principled network
design approach. RegNetY-16GF is one of the most efficient models, focusing on balancing
accuracy and computational cost across diverse tasks [6]. Swin Transformer introduces a
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hierarchical Vision Transformer approach, which computes self-attention within shifted
windows. It has achieved state-of-the-art results in various vision tasks, including Ima-
geNet classification [7]. ConvNeXt is a pure convolutional model, which revisits standard
CNN architectures in light of recent developments in Vision Transformers. It achieves
competitive performance on ImageNet while maintaining the benefits of convolutional
approaches [8]. CoAtNet (Convolutional Attention Networks) combines the strengths of
convolution and self-attention for vision tasks. It achieves excellent accuracy on ImageNet
with lower computational cost compared to standard Transformer models [9].

Compared to these models, the proposed MobileNet-HeX model offers low computa-
tional and memory demands while achieving top-tier performance, making it suitable for
real-world applications like skin cancer classification and deepfake detection.

2.2. Ensembling Selection Approaches

In ensembling, one of the primary challenges is model selection, which involves
determining which base learners should be included in the final ensemble. Instead of
using all learners generated during the training phase, which can introduce noise and lead
to overfitting on the validation set, effective model selection helps refine the ensemble.
By carefully selecting specific learners, the ensemble can avoid unnecessary complexity
and reduce computational demands, such as memory usage and inference speed, while
maintaining high performance.

Greedy Search is a straightforward method where the goal is to iteratively add models
which optimize the ensemble’s validation performance. Models are added one at a time
based on their individual contributions to the validation score. However, this method is
prone to overfitting, as it focuses solely on maximizing validation performance without
considering model diversity [14].

Forward Selection Pruning incrementally adds models to the ensemble. If the addition
of a new model does not improve validation performance, it is removed. Although this
technique mitigates some overfitting issues, it still heavily relies on validation scores, which
may lead to suboptimal diversity [15].

The diversity correlation-based method focuses on selecting models which are less
correlated with each other in terms of their predictions, aiming to maximize the diversity
between the base learners. The key idea is to include models which complement each other
by having different error patterns, thus increasing the robustness of the ensemble [16].

The diversity Q-statistic-based method uses the Q-statistic to measure the pairwise
agreement between models. Models with low pairwise agreement, i.e., more diverse error
patterns, are prioritized for inclusion in the ensemble. This formal diversity metric enhances
the performance of the final ensemble [17].

Snapshot Ensembles generate multiple models during a single training run by lever-
aging cyclical learning rates. Instead of training multiple independent models, this method
captures different “snapshots” of the same model during its optimization process. These
snapshots are saved at local minima and combined in an ensemble. The method has been
shown to improve model selection by creating diverse models without requiring significant
additional training time [12].

Stochastic Weight Averaging ensembles combine different checkpoints of a single
model during training by averaging their weights. This method captures multiple modes
of the loss landscape and helps to smooth the optimization process. The weight-averaged
models represent different but complementary aspects of the optimization, which makes
them an effective ensemble without training multiple independent models [13].

In contrast to these ensembling selection approaches, the proposed HeX method
prioritizes both model diversity and heterogeneity. While traditional methods like Greedy
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Search and Forward Selection Pruning tend to overfit by focusing solely on validation
metrics and diversity-based approaches such as correlation and Q-statistic rely on simplistic
measures of model similarity; HeX goes further by clustering models based on the similarity
of their prediction probabilities. This clustering ensures that the selected models capture
distinct aspects of the data, resulting in a balanced ensemble composed of top-performing
models from each cluster. Compared to more recent techniques like Snapshot Ensembles
and Stochastic Weight Averaging, which leverage the training dynamics of a single model
to create diverse checkpoints, HeX explicitly targets heterogeneity by selecting models with
unique predictive behaviors. This allows the proposed approach to build an ensemble
which is not only highly accurate but also computationally efficient, as only the most
representative models are retained in the final selection, minimizing redundancy and the
risk of overfitting.

3. MobileNet-HeX Model

The MobileNet-HeX model is designed as a heterogeneous ensemble of MobileNet
base learners optimized for performance, diversity, and efficiency. The model construction
involves a three-step Expand-and-Squeeze (ES) methodology, followed by sequential
quadratic programming (SQP) to refine and optimize the ensemble.

Figure 1 illustrates the entire process of constructing the MobileNet-HeX model. The
process begins with the two-step ES phase, which encompasses step 1 and step 2. In step 1,
the MobileNet population is expanded by training a diverse set of models under various
random conditions and setups. In step 2, a squeezing mechanism is applied, where models
are selectively pruned to form a refined set of MobileNets base learners. These learners are
chosen based on the proposed heterogeneity-driven approach, ensuring that the resulting
set represents a diverse and heterogeneous mix of well-performing models. Following the
ES phase, in step 3, sequential quadratic programming (SQP) is employed to combine the
squeezed set of MobileNets, generating the final MobileNet-HeX ensemble model.

Algorithm 1 outlines the high-level process of constructing the MobileNet-HeX model,
referencing Algorithms 2—4, which detail the key stages of Random Diverse Training and
pruning. Finally, Algorithm 5 details the SQP for extracting the weight contribution of each
selected eXpert for building the final inference of MobileNet-HeX model.

3.1. Random Diverse Training

The first phase, Random Diverse Training, focuses on creating a diverse population of
MobileNet models. Starting with a pre-trained MobileNet backbone (M), this phase trains
multiple MobileNet models under varying conditions to maximize heterogeneity. Initially,
the optimal hyperparameters (H,t) are identified through validation performance. Devi-
ated ranges are then created from H, to generate a wide range of random hyperparameter
configurations (A). Each MobileNet model is initialized with random non-deterministic
parameters, trained using a randomly sampled hyperparameter set from H and stored
after completion. This process iterates N times, resulting in an expanded set of trained
MobileNet models, Mj, My, ..., My. The generated population forms the input to the
subsequent pruning step.

3.2. Pruning

The second phase, pruning, refines the expanded MobileNet population by eliminating
under-performing models and identifying a diverse subset for ensemble construction. Each
model is evaluated on the validation dataset to compute performance scores (Ps.). Models
scoring below the threshold, calculated as the average of Ps. across all models, are discarded.
The remaining models, M1, M, ..., My, undergo an advanced selection process, detailed
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in Algorithm 4. This step ensures that only the most promising and diverse models progress
to the final stages of the MobileNet-HeX pipeline.

)

MobileNet

Random
Diverse Step 1
Training

'
) ) )

MobileNet 1 MobileNet 2 MobileNet N

Expanded generated MobileNet population set
ES

Pruning Step 2

) )

MobileNet 1 MobileNet n

Squeezed generated MobileNet population set

Sequental Step 3
Quadratic
Programming

MobileNet-HeX

Figure 1. Process overview for constructing the proposed MobileNet-HeX model.
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Algorithm 1: MobileNet-HeX Construction

Input M > pre-trained MobileNet (M) backbone

1: Apply Random Diverse Training to generate
the population set {M1, My, ..., My} > {My, My, ..., My}: the Expanded
generated MobileNet the population
set {Mj, My, ..., My} population set,
comprising N generated trained
models, as extracted by Algorithm 2.
2: Step 2: Apply Pruning on population set
{Mq, M>, ..., My} to extract {My, M>, ..., M,}. >{My, My, ..., My, }: the Squeezed
generated MobileNet set, comprising
the n selected models,
as extracted by Algorithms 3 and 4.
3: Apply SQP to extract the optimum weights
{wq,wy, ..., wy,} for the n selected models > Algorithm 5

Output MobileNet-HeX > The final MobileNet-H model (includes
the selected set {Ms1, My, . .., Ms,} with

the corresponding optimum weights

combination {wy, w», ..., wy}).

Algorithm 2: Random Diverse Training (Expansion Phase)

Input M, {Dy4in, Dyai} > MobileNet (M) backbone, train and validation Dataset (D)

1: Set N value > The number of total trained MobileNets to be produced.
Crucially affects total training time (but not inference time)
and final accuracy performance.

// User-based inner parameters definition

2: Define H,pt, which maximizes performance on > The initial set of total training
D,y training M with Dy, Hyperparameters (H) to be defined
3: Based on H,; define deviated ranges to create H > H contains deviated ranges for

every hyperparameter of Ho;
// Automatic MobileNet generator phase
4: Randomly Initialize new M > Every non-deterministic parameter of M is
randomly initialized (non-stable random state)
5: Random sample from H and extract H, ;4 > H,,,q represents the random set
of hyperparameters for training M
6: Via H,,; train M with Dy,,;, and store trained M.
7: Tterate N times the lines {5, 6, 7}, to produce { M3, My, ..., Mn}

Output {M;, M, ..., My} > The Expanded generated MobileNet population set
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Algorithm 3: Pruning (Squeezing Phase)

Input {My, My, ..., MN}, Doy

1: Compute Performance scores Py of models { My, My, ..., My} validating on D,;.
2: Compute th as the average of scores Ps..

3: Discard models which have performance > Straightforward initial filtering phase.
lower than th and extract {M1, My, ..., M N} Very low performing models have
survived models. inherently low probability to

contribute to the final ensemble.

4: Perform Heterogeneous eXperts algorithm > The proposed heterogeneity-based
approach
for survived {My, My, ..., Mg} models (Algorithm 4) aims to prevent validation
and extract My, My, ..., M,,. overfitting, which can occur in traditional

greedy search methods that select models

for ensemble construction based on solely

optimizing the validation score.

Output My, My, ..., M, > The Squeezed MobileNet eXperts set.

The proposed Heterogeneous eXperts (HeX) extraction (Algorithm 4) focuses on
extracting a diverse set of high-performing MobileNet experts from the pruned set,
My, My, ..., My,. First, each model’s prediction probabilities (logits) on the validation
dataset are computed, with each logit vector having a size equal to the number of sam-
ples in the validation set. These logits serve as feature vectors representing each model’s
prediction behavior.

To simplify clustering and reduce noise, the logits are scaled and transformed into a
lower-dimensional space (e.g., from validation set size to 50 dimensions) using UMAP [23].
This dimensionality reduction step preserves the essential structure of the logits while
enabling computationally efficient clustering. Following this transformation, we employ a
Gaussian mixture model (GMM) for clustering. A GMM is a probabilistic model that repre-
sents data as a mixture of multiple Gaussian distributions, making it particularly effective
for identifying heterogeneous groups with potentially overlapping feature distributions.
Its flexibility allows for accurate modeling of complex data patterns, which is crucial for
our selection process [24,25].

Next, the optimal number of clusters, kpegt, is determined using silhouette scores,
which evaluate clustering quality. The models are then grouped into the kgt clusters based
on their reduced logits. From each cluster, the model with the highest performance score
(Psc) is selected, ensuring that only the most effective and diverse models are retained.
Finally, a filtering step computes pairwise correlations between the selected models, dis-
carding those with high correlations to maintain diversity. The resulting set of n MobileNet
eXperts, M1, My, ..., My, is prepared for ensemble optimization.
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Algorithm 4: Heterogeneous eXperts (HeX)
Input {Ml, Mz, . ’MN}’ D‘Ual
1: Set 71 value, > The maximum number of selected MobileNets

10:

11:

12:

to be considered on final ensemble. Crucially
affects inference time and final accuracy

performance.
// Stage 1: Compute model performance and logits
: Compute performance scores Ps. for > Performance scores are computed
each M; on D, using GM metric.
: Extract logits (prediction probabilities) {p1,p2,...,pg} > Each p; is a vector of size
equal
for each model on D, to Dy, size, where each entry

represents the probability predicted
by model M,; for a specific sample
in the validation set.

// Stage 2: Normalize and cluster logits for diversity assessment

: Scale logits {p1,p2, ..., Py} using a standard scaler > Ensures logits are on the same

scale
for clustering.

: Apply dimensionality reduction (e.g., UMAP) to > This step simplifies clustering

transform logits into a lower-dimensional space by reducing noise and redundant
(e.g., from D, size to 50 dimension size) dimensions.

: Search for the optimal number of clusters kye; > Use the silhouette score to evaluate
within arange 2,3, ...,7 clustering quality. Select kpeqt
that maximizes the silhouette score.

: Perform clustering using kyq; clusters > Assign each model M; to one of the
on transformed logits kpest clusters.

// Stage 3: Extract top-performing models per cluster

: For each cluster select the model with the highest P;. > Ensures only the most effective

and
within the cluster diverse models are selected.

: Aggregate selected models into My, My, ..., My,

// Stage 4: Final filtering for uncorrelated models

Compute pairwise correlations between models > Correlations are calculated to
in My, My, ..., My, based on their logits assess redundancy among
on D, selected models.
Discard models with high correlation > Remove models that are highly
(correlation > threshold) correlated to retain only

uncorrelated experts.

Extract My, My, ..., M, constituted by the > This step ensures the selected experts
uncorrelated subset are diverse and uncorrelated,
enabling SQP to work effectively.

Output My, My, ..., M, > The Squeezed MobileNet eXperts set:
composed of n diverse, high-performing and
uncorrelated models.
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3.3. SQP and MobileNet-HeX Inference

The final phase applies sequential quadratic programming (SQP) to compute the
optimal weight contributions for the selected MobileNet experts. Using the validation
dataset, the optimization process starts by assigning equal initial weights to the n models,
ensuring that the weights sum to 1 and remain within the range [0,1]. The objective
function minimizes the negative weighted ensemble loss, computed using the selected
experts’ predictions.

To handle the constraints and the gradient-free nature of the ensemble loss, a method
like Powell [26] is used for optimization. This approach iteratively refines the weights
to maximize ensemble performance based on the geometric mean (GM), as evaluated on
the validation dataset. The optimization process outputs the final weights, Wopt, which,
combined with the selected MobileNet experts, define the MobileNet-HeX inference model.

Algorithm 5: Sequential Quadratic Programming (SQP) and MobileNet-HeX
Inference

Input My, My, ..., My, Dyy > Mj, My, ..., M,: Selected MobileNet experts,
D, validation dataset.

// Stage 1: Define Optimization Problem.

1: Initialize Wy,;; = wq, wo, ..., w,, where w; = % > Equal initial weights.

2: Define constraints: Y w; = 1,0 < w; <1 > Weights must be valid probabilities.
3: Set the objective function to minimize —GM (W)
> GM is computed using
the validation set predictions.
// Stage 2: Apply SQP Optimization.

4: Use a gradient-free method (e.g., Powell) to optimize W > Calculate W;¢ that maximize
GM.
with constraints

Output Wy > The optimal weights for the ensemble.
With the selected eXperts, these weights
define the final MobileNet-HeX inference model.

4. Experiments

In this section, we present the experimental results and evaluate the performance of
the utilized models on the selected datasets.

4.1. Case Study Datasets

To ensure diversity and robustness in our experimental simulations, we employed
two distinct datasets representing different areas of real-world applications: the ISIC 2024
dataset for skin cancer detection and the DeepFake Detection Challenge (DFDC) dataset for
deepfake detection. Both datasets allow evaluation of model performance across diverse
domains in image-based classification tasks.

The ISIC 2024 and DFDC datasets were selected due to their relevance to critical real-
world applications that demand both accuracy and computational efficiency. The ISIC 2024
dataset focuses on skin cancer detection, a domain where timely and accurate diagnosis
is crucial for improving patient outcomes. The DFDC dataset addresses the growing
threat of deepfakes, which pose significant challenges to digital security due to their
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mass proliferation and the need for rapid, computationally efficient detection in real-time
scenarios. These datasets represent diverse challenges in image-based classification, with
the ISIC dataset highlighting the difficulty of imbalanced datasets in medical imaging [27]
and the DFDC dataset emphasizing the combined need for accuracy and speed in detecting
synthetic manipulations [28].

ISIC 2024—Skin Cancer Detection with 3D-TBP: This dataset is part of an ongoing
initiative by the International Skin Imaging Collaboration to advance skin cancer detection
through digital skin imaging [29] . This dataset, presented in a 2024 Kaggle competition,
challenges participants to develop image-based algorithms for identifying histologically
confirmed cases of skin cancer from single-lesion crops taken from 3D total-body photos
(TBPs). Capturing images with quality comparable to close-up smartphone photos, this
dataset aims to enhance early detection and support timely treatment of skin cancer, espe-
cially in settings lacking specialized dermatological care. It contains around 400 malignant
cases and 400,000 benign instances, representing a broad array of skin phenotypes and
lesion types, resembling quality comparable to smartphone-captured images. Images
are processed from 3D total-body photographs (TBPs), providing comprehensive data
from international dermatology centers aimed at improving early diagnosis in primary
care settings.

DeepFake Detection Challenge (DFDC): This dataset is one of the largest publicly
available datasets for facial forgery detection [30]. Created through a collaboration between
AWS, Facebook, Microsoft, and the Partnership on Al, this dataset addresses the growing
issue of deepfake proliferation. The DFDC dataset consists of GAN-generated deepfakes,
originally curated to capture diverse individuals in various settings. For our experiments,
we created a customized version by extracting one image frame per video and automati-
cally detecting and cropping the faces from each frame. Extracting frames simplifies the
dataset and reduces computational overhead, making it more practical for experimentation.
Cropping the facial regions further ensures that the model focuses exclusively on the most
informative area, enhancing its ability to detect manipulations effectively. This curated
dataset contains approximately 100,000 facial image samples. This version of this dataset
can be found at the following link: https:/ /drive.google.com/drive/folders/leqxVwN2
LvUsix4AgGX1E8RO9x9hbQsIB?usp=sharing (accessed on 1 December 2024).

4.2. Experimental Setup

For both the DFDC and ISIC 2024 datasets, we split the data into training, validation,
and test sets with ratios of 60%, 20%, and 20%, respectively.

All models were trained using the Adam optimizer [31] with an initial learning rate of
10~%. Additionally, the Reduce-on-Plateau scheduler [32] was applied, which adjusts the
learning rate based on the validation score by decreasing it by a factor of 0.7 after five epochs
with no improvement. To prevent overfitting, early stopping [33] and weight decay [34]
were also employed. Specifically, training was terminated if validation performance did
not improve for 10 consecutive epochs and a weight decay coefficient of 10~* was used to
penalize large weights, stabilizing the model and enhancing generalization.

As regards the Random Diverse Training phase of the proposed model, we employed
a wide range of hyperparameters to ensure diversity among the generated MobileNet
models. The training process involved random sampling from pre-defined ranges of key
hyperparameters. Learning rates ranged from 107> to 1072, while weight decay values
spanned from 0 to 10~!. We used the Reduce-on-Plateau scheduler with patience values
between 1 and 7 epochs and reduction factors ranging from 0.1 to 0.7. Training batch
sizes were sampled between 8 and 128, while all models were trained for a maximum of
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50 epochs, with early stopping triggered if validation performance did not improve for 2 to
8 consecutive epochs.

The evaluation metrics used in this study include accuracy (Acc), area under the curve
(AUC) and geometric mean (GM) [35,36]. Accuracy provides a direct measure of correct
predictions, but it may be misleading for imbalanced datasets. AUC considers the model’s
probabilistic outputs, evaluating its ability to distinguish between classes across various
thresholds, thus offering a more comprehensive assessment beyond binary outcomes. The
GM score measures the balance between sensitivity and specificity, ensuring balanced
performance across both classes and making it particularly valuable for datasets where
class distribution may vary [37].

4.3. Vision Model Comparison Study

This section presents a comprehensive comparison of various state-of-the-art vision
models, including the proposed MobileNet-HeX. Table 1 summarizes the size and design
philosophy of all the considered models, while Table 2 reports their performance across two
benchmark datasets: ISIC 2024 (a skin lesion classification dataset) and DFDC (Deepfake
Detection Challenge).

Table 1 highlights the diversity in model architectures, ranging from lightweight
convolutional models like MobileNetV3-Small to large-scale Transformer-based models
such as Swin Transformer and CoAtNet. These models differ significantly in their parameter
sizes and computational demands. For instance, MobileNetV3-Small, optimized for mobile
and embedded devices, is only 6 MB, whereas Swin Transformer and CoAtNet, which
leverage self-attention mechanisms, exceed 200 MB. In contrast, the proposed MobileNet-
HeX achieves a balance between size and performance by leveraging an ensemble of
heterogeneous MobileNetV3-Small experts. The ensemble’s average size of 36 MB, with a
range between 12 MB and 60 MB (depending on the number # of selected eXperts; refer to
Algorithm 4), demonstrates the scalability and adaptability of the model.

As regards the computational complexity of MobileNet-HeX, this method includes
three distinct stages: training diverse MobileNet models, pruning using clustering, and en-
semble optimization with SQP. Although training requires generating multiple models, the
use of lightweight architectures such as MobileNetV3-Small ensures efficiency. Clustering
and optimization are computationally manageable and designed to balance performance
and speed. For example, for a hardware configuration such as an NVIDIA RTX 3090 GPU
and 64 GB RAM, the entire training pipeline for N = 50 can be completed in less than 2 h
for typical dataset sizes (such as ISIC 2024 and DFDC).

Table 2 evaluates these models in terms of accuracy (Acc), area under the curve
(AUC), and geometric mean (GM) . For the ISIC 2024 dataset, the proposed MobileNet-HeX
achieves the highest AUC (0.905) and GM (0.809), indicating its superior ability to balance
sensitivity and specificity compared to other models. While EfficientNet-BO achieves a
slightly higher accuracy (0.937), its lower GM (0.764) reflects potential imbalances in class-
specific performance. Similarly, Transformer-based models such as ViT and DeiT3 perform
well in terms of AUC but are outperformed by MobileNet-HeX in GM, emphasizing the
proposed method’s robustness in handling imbalanced datasets.

For the DFDC dataset, MobileNet-HeX consistently outperforms all baseline models
across all metrics. It achieves the highest accuracy (0.879), AUC (0.954), and GM (0.879),
showcasing its effectiveness in the challenging task of deepfake detection. In contrast,
models like Swin Transformer and CoAtNet exhibit lower GM values, suggesting that
the ensemble-based approach of MobileNet-HeX offers significant advantages in diverse
prediction scenarios.
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In summary, the experimental results demonstrate that MobileNet-HeX provides
a competitive edge in both efficiency and performance. By leveraging heterogeneous
ensembles of lightweight models, it effectively balances computational costs with state-of-
the-art performance, making it particularly well suited for real-world applications requiring
robust and efficient solutions.

Table 1. Size summary and description of all utilized ImageNet vision models in our experimen-

tal setup.
Vision Model Brief Description Size (MB)
MobileNetV3-Small Lightweight model for mobile and embedded vision tasks 6
EfficientNet-B0 Scales depth, width, and resolution uniformly for efficiency 16
ViT Transformer model that partitions images into patches and uses self-attention 86
DeiT3 Data-efficient Transformer designed to minimize training resources 85
RegNetY-16GF Flexible model designed for efficient scaling across tasks 224
Swin Transformer  Hierarchical Transformer model that applies self-attention within windows 235
ConvNeXt Modern convolutional model revisiting standard CNN architectures 252
CoAtNet Hybrid model combining convolution and attention for vision tasks 275
MobileNet-HeX Ensemble of Heterogeneous “MobileNetV3-Small” eXperts models Average: 36

Range: 12-60

Table 2. Performance comparison of vision models on ISIC 2024 and DFDC datasets.

ISIC 2024 DFDC
Models
Acc AUC GM Acc AUC GM

MobileNetV3-Small [19] 0.902 0.874 0.778 0.837 0.914 0.824
EfficientNet-B0 [20] 0.937 0.868 0.764 0.855 0.924 0.843
ViT [21] 0.867 0.884 0.784 0.846 0.925 0.844
DeiT3 [22] 0.890 0.878 0.794 0.845 0.934 0.853
RegNetY-16GF [6] 0.906 0.886 0.780 0.857 0914 0.823
Swin Transformer [7] 0.861 0.869 0.781 0.835 0.931 0.846
ConvNeXt [8] 0.865 0.886 0.790 0.852 0.928 0.849
CoAtNet [9] 0.904 0.871 0.773 0.857 0.920 0.833
MobileNet-HeX 0.890 0.905 0.809 0.879 0.954 0.879

4.4. Ensembling Selection Approach Comparison Study

In this subsection, we compare the proposed Heterogeneous eXperts approach against
a variety of ensembling selection strategies often found in the literature. Table 3 pro-
vides a summary of these methods, while Table 4 evaluates their performance across two
benchmark datasets: ISIC 2024 and DFDC.

To ensure a fair and stable reference across all methods, we used the MobileNetV3-
Small backbone for all approaches in this study. This choice is motivated by the model’s
excellent trade-off between accuracy and speed, making it a highly efficient base learner
for ensembling [19]. The philosophy behind this decision also aligns with leveraging small,
lightweight learners to construct an ensemble that collectively achieves strong overall
performance. This setup ensures that the differences in results stem from the ensembling
selection strategy rather than the base model’s characteristics.

Table 3 describes the ensembling selection strategies considered in this study. These
include baseline methods like including all base learners and more sophisticated approaches
such as Snapshot Ensembles and Stochastic Weight Averaging (SWA), both of which
leverage training checkpoints to build ensembles. The proposed Heterogeneous eXperts
approach, which utilizes clustering-based selection to maximize diversity and performance,
is highlighted as a new addition to an ensemble selection pipeline.
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Table 4 presents the performance of these approaches. On the ISIC 2024 dataset,
the proposed Heterogeneous eXperts approach achieves the highest AUC (0.905) and
GM (0.809), demonstrating its ability to select diverse yet complementary models for the
ensemble. Although Snapshot Ensembles achieves the highest accuracy (0.916), its GM score
(0.800) is slightly lower, indicating potential imbalances in class performance. Similarly,
while stochastic methods like SWA deliver competitive performance, their reliance on
training checkpoints may limit model diversity.

On the DFDC dataset, the proposed approach again outperforms all others, achieving
the best accuracy (0.879), AUC (0.954), and GM (0.879). Overall, the results demonstrate that
the proposed Heterogeneous eXperts method effectively combines diversity and performance
optimization, outperforming existing ensemble selection approaches on both datasets. By
leveraging a clustering-based strategy to extract heterogeneous base learners, it offers a robust
and computationally efficient solution for ensembling in real-world scenarios.

Table 3. Summary of all utilized ensembling selection approaches in our experimental setup.

Ensembling Selection Approach Brief Description

Baseline Includes all trained base learners in the ensemble.
Iteratively adds models in a trial-and-error manner
to maximize validation performance.

Adds models incrementally, removing if no
performance gain.

Selects models with minimal correlation to
maximize diversity.

Uses Q-statistic to select models with diverse error
patterns.

Generates diverse models by capturing snapshots in
a single run.

Averages weights across different training
checkpoints to form an ensemble.

Greedy Search

Forward Selection Pruning
Diversity correlation-based
Diversity Q-statistic-based
Snapshot Ensembles

Stochastic Weight Averaging

Selects diverse models using clustering for

Het Xpert .
CIETOBENEots eAperts heterogeneous behavior.

Table 4. Performance comparison of ensembling selection approaches on ISIC 2024 and
DFDC datasets.

ISIC 2024 DFDC
Ensembling Selection Approach
Acc AUC GM Acc AUC GM
Baseline [11] 0826 0876 0.798 0.701 0.800 0.727
Greedy Search [14] 0.860 0.815 0.774 0.869 0.936 0.854

Forward Selection Pruning [15] 0.876 0841 0.795 0.865 0.938 0.861
Diversity correlation-based [16] 0.801 0.826 0783 0.799 0919 0.830
Diversity Q-statistic-based [17] 0877 0872 0774 0.798 0.882 0.797

Snapshot Ensembles [12] 0916 0904 0.800 0.857 0920 0.835
Stochastic Weight Averaging [13]  0.908 0.860 0.796 0.851 0922  0.837
Heterogeneous eXperts 0.890 0905 0.809 0879 0954 0.879

4.5. Ablation Study

In this subsection, we conduct a detailed ablation study to evaluate the performance
of individual models, ensemble methods, and the proposed MobileNet-HeX configurations.
The focus is on understanding the impact of ensembling strategies and model selection on
the overall performance. The results are presented in Table 5, with visual trends illustrated
in Figures 2 and 3 for the ISIC 2024 and DFDC datasets, respectively.
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Table 5 summarizes the results (based on the GM metric) for all individual selected
HeX models: Single mean (the average performance of individual selected models), HeX-
Averaging (the selected HeX models combined via averaging), and HeX-SQP (the selected
HeX models combined via weighted averaging through SQP optimization) on both the
validation (VAL) and test (TEST) splits. Both validation and test performance are reported
to highlight the potential for validation overfitting, which occurs when models exhibit
strong validation performance but fail to generalize effectively to unseen test data. This
study focuses on N = 50, where N refers to the number of MobileNets generated in the
expanded population during the Random Diverse Training phase (Algorithm 2). The final
ensemble size, however, is determined through the HeX algorithm (Algorithm 4), which
led to the selection of n = 3 and n = 5 eXperts for ISIC 2024 and DFDC, respectively.

For the ISIC 2024 dataset, the individual models exhibit varied performance, with
My achieving the highest GM score on the test set (0.841). However, relying on a single
model introduces uncertainty, as evidenced by the significantly lower performance of My,
(0.762) and My (0.763). The single mean score provides a stable reference but lags behind
ensemble methods. HeX-Averaging improves upon the single mean by leveraging the
predictions of selected diverse models, achieving a GM of 0.796. The proposed HeX-SQP
further enhances performance by optimizing weights for the selected experts, reaching a
GM of 0.809.

For the DFDC dataset, a similar trend is observed. While M3 performs well as a single
model (0.853 GM on the test set), the single mean score (0.797) underscores the variability
in single-model performance. HeX-Averaging improves the ensemble’s performance to
0.877 and HeX-SQP delivers the best result, achieving 0.879 on the test set.

Although certain individual models (e.g., Myg for ISIC 2024 and M3 for DFDC) out-
perform ensembles in specific cases, selecting these models is uncertain due to variability
in validation performance. This variability underscores the robustness of the proposed
HeX-SQP approach, which mitigates the risks associated with overfitting by combining
diverse and complementary models. HeX-SQP not only achieves consistently high perfor-
mance across both datasets but also demonstrates its ability to generalize effectively beyond
the validation set, avoiding the pitfalls of validation overfitting observed in single-model
approaches. This robust generalization highlights the effectiveness of the proposed method
for constructing reliable and high-performing ensembles.

Table 5. Performance comparison of individual models and ensemble configurations (N = 50) based
on the GM metric.

ISIC 2024 DFDC

Models VAL TEST Models VAL TEST

Moy 0.853  0.762 M 0.837 0.827

Mo 0.881  0.841 Mo 0.787  0.785

Selfﬁ:)eddell:ex My 0882  0.763 M; 0.854  0.853
- - - Mss 0.838  0.834

- - - My 0.680  0.684

Single Mean 0.872  0.789 Single Mean 0.799  0.797
HeX-Averaging 0.870 0.796 HeX-Averaging 0.878 0.877
HeX-SQP 0.886  0.809 HeX-SQP 0.880  0.879

Figures 2 and 3 illustrate the GM performance trends for the ISIC 2024 and DFDC
datasets, respectively, as N increases. The plots clearly show that HeX-SQP, in general,
achieves the highest performance, outperforming both the single-mean baseline and HeX-
Averaging for ensemble sizes below N = 150. This highlights its ability to effectively
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combine diverse and complementary models through optimized weighting. Beyond
N = 150, however, the performance of HeX-SQP begins to degrade, likely due to validation
overfitting, while HeX-Averaging demonstrates greater robustness at larger ensemble sizes.
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Figure 2. GM performance trends on ISIC 2024 dataset for various ensemble configurations and
increasing N (expanded models).
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Figure 3. GM performance trends on DFDC dataset for various ensemble configurations and increas-

ing N (expanded models).

5. Discussion

In real-world applications, where computational efficiency and predictive perfor-
mance are paramount, such as medical imaging and deepfake detection, large-scale models
often face challenges. These include high computational demands, long inference times,
and a lack of adaptability to varying tasks. This work proposes MobileNet-HeX, a new
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ensemble model based on Heterogeneous MobileNet eXperts, addressing these limitations
by balancing accuracy with computational efficiency. Experimental results across diverse
domains demonstrate that MobileNet-HeX consistently outperforms state-of-the-art vision
models in accuracy and computational efficiency, particularly on datasets like ISIC 2024 for
skin cancer classification and DFDC for deepfake detection.

The ablation study further validates the robustness of the Heterogeneous eXperts
method. By examining different ensemble configurations, including HeX-Averaging and
HeX-SQP, the results reveal several important findings. For ensembles constructed with
a moderate number of expanded models, such as N = 50 to N = 150, the HeX-SQP
method consistently delivers superior performance. This range strikes a balance between
diversity and overfitting, allowing the selected models to effectively complement one
another. However, as the number of expanded models exceeds N = 150, the risk of
validation overfitting becomes evident. This phenomenon arises when the expanded pool
includes models that achieve high validation scores by chance, introducing noise into
the ensemble.

The SQP optimization process plays a crucial role in the performance of HeX-SQP. By
assigning optimized weights to the selected models, it amplifies their strengths, leading
to improved ensemble performance. Nevertheless, this same optimization mechanism
can inadvertently magnify the influence of poorly generalized models, particularly when
they are selected based on spurious validation success. In contrast, HeX-Averaging, which
uses uniform weights, avoids this risk. By not relying on optimization, HeX-Averaging
demonstrates greater stability in larger ensembles, as it minimizes the amplification of
validation noise.

Clustering, a core aspect of the Heterogeneous eXperts method, proves highly effec-
tive in reducing noise by prioritizing heterogeneity over simple validation performance.
However, even this approach is not immune to challenges in larger pools. When noisy
models with artificially high validation scores are selected as cluster representatives, their
overfitting tendencies can propagate into the final ensemble. This issue becomes worse
in HeX-SQP, where weight optimization can amplify the influence of these noisy models,
resulting in a validation-overfitted final model.

6. Conclusions

This work proposed MobileNet-HeX, a new ensemble framework leveraging lightweight
MobileNet architectures to achieve state-of-the-art performance in real-world vision tasks.
By combining the efficiency of MobileNet models with a clustering-based heterogeneity-
driven selection process, MobileNet-HeX achieves a balance between accuracy, compu-
tational efficiency, and robustness. The proposed Expand-and-Squeeze (ES) mechanism
ensures diversity in model selection, while sequential quadratic programming (SQP) op-
timizes ensemble weights for maximum performance. The experimental results across
real-world application tasks, including skin cancer classification and deepfake detection,
demonstrate that MobileNet-HeX consistently outperforms both SoA vision models and
established ensemble methods.

While the proposed model achieves the highest GM on the ISIC 2024 dataset, it does
not achieve the highest accuracy. This is expected due to the imbalanced nature of the ISIC
dataset, where GM is a more reliable metric for assessing balanced performance across
classes. Increasing the number of expanded models (N) has the potential to further enhance
performance, as demonstrated by the trends in Figure 2. The DFDC dataset, with its more
balanced class distribution and focus on facial analysis, highlights the full potential of the
model’s capabilities more effectively, leading to higher overall performance compared to
ISIC 2024.
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The ablation study highlighted the critical factors influencing ensemble performance.
It was observed that the method excels when the expanded model pool remains within a rea-
sonable range (N = 50 to N = 150). Beyond this, the risk of validation overfitting increases,
as noisy models achieving high validation scores by chance may be selected. Despite this
limitation, the clustering-based approach mitigates such risks by focusing on heterogeneity,
ensuring that the selected models complement each other in their predictive behaviors.

To further enhance the robustness and scalability of MobileNet-HeX, future work will
explore the integration of more comprehensive and rigorous criteria for model selection
within each cluster. Instead of solely selecting the top-performing validation model from
each cluster, additional filtering mechanisms will be introduced to identify and exclude
potentially noisy models. These mechanisms may include robust testing, where candi-
date models undergo stress tests designed to detect overfitting tendencies. By ensuring
that models selected from each cluster generalize well under a variety of conditions, the
ensemble can better avoid validation overfitting.
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