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Abstract: CONFISCA is the first generic SIMD-based software countermeasure that can concurrently
resist against Side-Channel Attack (SCA) and Fault Injection (FI). Its promising strength is presented
in a PRESENT cipher case study and compared to software-based Dual-rail with Pre-charge Logic
concurrent countermeasure. It has lower overhead, wider usability, and higher protection. Its
protection has been compared using Correlation Power Analysis, Welch’s T-Test, Signal-to-Noise
Ratio and Normalized Inter-Class Variance testing methods. CONFISCA can on-the-fly switch
between its two modes of operation: The High-Performance and High-Security by having only one
instance of the cipher. This gives us the flexibility to trade performance/energy with security, based
on the actual critical needs.

Keywords: hardware security; side channel attacks; fault injection; countermeasure; SIMD; NEON

1. Introduction

Side-Channel Analysis (SCA) and Fault Injection (FI) are two different hardware
attacks which can reveal secret information of sensitive digital devices (e.g., secret keys).
SCA exploits the device side channel leakage (e.g., electromagnetic emanation) along with
statistical approaches such as Differential or Correlation Power Analysis (DPA & CPA) to
reveal the secret key [1] FI can expose the secret information by injecting faults during the
computation and observing the erroneous outputs [2]. One of the main targeted secrets are
cryptography keys. An exposed crypto key reveals encrypted messages and compromises
the secrecy. Therefore, historically, SCA and FI attacks and countermeasures have been
developed around cryptography case studies.

Here, we target software crypto implementation on embedded devices which are built
around a microcontroller unit (MCU). Mobility of embedded systems (and Internet-of-
Things devices) easily and frequently exposes them to these hardware attacks. Attackers
have more opportunity to gain access to a portable device and mount SCA or FI and find
stored secret keys. For instance, an attacker may gain access to a given IoT device, and
then try to communicate with it, which in turn runs the embedded cryptography software.
In the meantime, he captures power consumption (or electromagnetic emanation) of the
device or tries to inject faults at runtime to reveal the secret key. These ones can further be
used in order to expose proprietary firmware or confidential data.

Applying separate countermeasures on software crypto against SCA and FI may
induce costly system complexity and unacceptable performance overhead, for constrained
embedded systems. Moreover, FI countermeasures and SCA countermeasures do not
work well together, FI countermeasures generally need data or execution redundancy
of the secret computation, and this redundancy can potentially add more side channel
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leakage and aggravates SCA protection [3,4]. Only a few concurrent (or combined) software
countermeasures that can resist both SCA and FI have been proposed so far for that [5].

In this paper, we propose CONFISCA, a generic secure software implementation
methodology against SCA and FI leveraging Single Instruction Multiple Data (SIMD)
parallel computation. We have evaluated its strength against Electro-Magnetic (EM) CPA.
CONFISCA is a continuation of our previous work [6] on concurrent FI and SCA protection
for MCUs without SIMD features. CONFISCA presents more applicability, performance
and protection by employing SIMD on bigger MCUs.

Energy constrained embedded devices may not always have enough energy to fulfill
real-time tasks and enforce security. Therefore, they require a critical capability to trade
energy/performance with security based on the actual energy budget and performance
needs. This generally implies to have two implementations on the device: performance
implementation and secure implementation, which poses storage and runtime overheads.
The CONFISCA approach has only one implementation, which presents both performance
and security preferences without switching overhead. Its performance overhead will be
compared to the previous work.

The contribution of the paper is as follows:

- The paper proposes a software-based cryptography implementation method to coun-
teract against both SCA and FI in embedded systems that benefit from SIMD features.
To the best of our knowledge, this is the first use of SIMD for concurrent protection
against SCA and FI.

- The proposed method has higher applicability and lower memory and performance
overhead, in comparison to the related concurrent software countermeasures against
SCI and FI.

- By having only one piece of software, the proposed method can disable the FI and
SCA resistance in exchange of performance gain with a negligible overhead, which
gives the flexibility to trade security with the energy consumption or performance.

- In a cipher case study, the resistance of the proposed method against SCA and FI
has been evaluated and compared to the other related work using different evalua-
tion techniques.

In Section 2, we cover related work, mainly DPL and encoding countermeasures.
Section 3 explains the CONFISCA method, followed by a case study and its evaluation in
Sections 4 and 5, and, finally, this paper finishes in Section 6 with conclusions.

2. Related Work

Two main threads of the concurrent software countermeasures against SCA and FI
are DPL-based and Encoding-based methods. Both categories suffer from code or memory
size explosion and performance degradation. The DPL-based group employs a software
equivalent of Dual-rail with Pre-charge Logic (DPL) [7]. A dual bit with the opposite
Boolean value is always stored and processed to neutralize the leakage of the original bit
on the side channel. The software implementation was first proposed in [8] and followed
by [9]. Figure 1 illustrates the software-DPL presented in [8]. It performs an arbitrary
operation on 1-bit operands (2-bit in total with its opposite bit) O; and O, which are loaded
in the steps 2 and 5, just after pre-charging CPU registers in the step 1 (for O;) and 4
(for Oy). O1 and O, both have a complementary bit, each of which have 2 bits stored in Ry
and R, and are combined in the step 6; then, the 4-bit value is used to look-up the result
from a table in the steps 8 and 9. The last step is to clean the registers and data bus in a
secure way.
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Figure 1. Software-DPL presented in [8].

Since the DPL-based approach can compute only one bit per iteration, their proposed
approach is expensive both on performance and code size. Code size overheads stem from
the fact that DPL fetches the outputs of the cipher’s sub-functions from a look-up table,
which grows exponentially with the function input size. These overheads are variable
depending on the chosen cipher. For instance, DPL requires only 256 bytes of memory to
secure 4-bit S-Box of the PRESENT cipher (instead of 16 bytes for the unprotected one).
However, for the 8-bit AES Sbox, it requires 128 kB instead of 256 bytes.

The Encoding-based concurrent countermeasures use specific encoding with constant
Hamming weights to, in theory, eliminate the secret leakage. The authors in [5] propose
an encoding-based concurrent countermeasure based on the work presented in [10]. For
instance, in [10], a 4-bit S-box operation s3 sp 51 59 = S(r3 17 11 11) becomes an 8-bit operation
$353525251515050 = S(13T3r21211T1T0Tg), in which each bit accompanied by its complement
bit which generates constant Hamming weight operations. The lookup table size will be
28 instead of 2*. Besides exponentially larger lookup tables (as for DPL), encoding and
decoding is a long process; hence, the encoding approaches also suffer from performance
and memory overheads.

CONFISCA shares the same constant-hamming-weight idea but with lower overhead
and theoretically all one-to-one functions can be implemented using the proposed approach.

Finally, some masking concurrent works were published recently [11]. They have
targeted hardware implementation since all crypto subfunctions (e.g., Sbox, Add Round
Key, etc.) are broken into many bit-wise operations, making it impractical and extremely
slow for software. They are still vulnerable to higher-order attacks although adding more
shares can hinder attackers by forcing them to target more intermediate values at the cost
of more circuits. Nevertheless, we do not compare them here since there is no concurrent
software countermeasure to the best of our knowledge.

There is a track of memory-based protection SCA countermeasures for FPGA [12,13]
which use T-Box AES implementation [14]. The main idea is to implement a crypto’s
subfunctions using lookup tables in a way that the complement values of the output are
being lookup in parallel with the original output. This yields in low-entropy output. Their
principle is like the CONFISCA protection, but they are designed to be implemented on
FPGAs since they need customized parallel lookup tables based on random signals [12].
Nevertheless, they require four times bigger lookup tables (in contrast, CONFISCA needs
twice bigger tables) and, in addition, they cannot defend FI (contrary to CONFISCA).

3. CONFISCA—The Proposed Countermeasure

SIMD is aimed to boost the performance leveraging parallel computation. SIMD
feature is a hardware-assisted execution that performs an operation on a vector of inputs
simultaneously in parallel. SIMD is a performance improvement feature and exists nowa-
days in different types of processors (namely ARM families) and including embedded
MCUs. SIMD comes with some specific atomic machine instructions that runs specific
tasks (addition, multiplication, memory lookup) on a vector of inputs at the same time.
We make use of a parallel memory lookup instruction which accepts a vector of indexes
(addresses) pointing to the values stored in a table, and simultaneously retrieves the values
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as a vector. The parallel lookup gives us the possibility to develop a concurrent protection
scheme against FI and SCA as described below.

SCA protection is achievable by having balanced Hamming weights that implies
constant number of zeros and ones being written on CPU register or memory. This
theoretically generates data-independent power consumption or EM emanation during
register/memory writes. FI protection is achievable by having duplication in data and
computation. By comparing the duplicates, any attempts to manipulate the computation
by faults are detectable (except exactly the same faults on two duplicates). SIMD operation
gives the ability to have both complemented value (for SCA protection) and duplication
(for FI protection) in parallel. For small processors without SIMD features, we developed
the same concept in a concurrent countermeasure [6]. Now, by introducing CONFISCA,
we extend the same idea for processors with SIMD in a more secure and efficient solution.

Assume an SIMD two-value look up instruction. It accepts a vector like (X1, X5) and
returns (T[X;], T[X;]), where T[X] represents the corresponding value in the table T having
the index X. We denote the operation like:

LUspvip(X1, X2) = (T[X1], T[X3]) 1)

Let us assume that cipher ()(P) is a sequence of k distinct functions F; (i from 1 to k)
which all in turn process the plaintext P to have the cipher-text C (e.g., Sub-Bytes, Mix-
Column, Shift-Rows & Add-Round-Key in AES). We can write ()(P) as:

O(P) = Fi(Fg-1(... F1(P).)) =C @)

To implement F;, we fill up the look-up table with all the output values of F; and their
complements. If F; is an n-bit function, its output values would range from 0 to 2". In order
to fit the original output values and their corresponding complements in a look-up table,
we need 2 x 2" = 21 entries in the table. The look-up table has two halves (Figure 2). The
first half (blue area) has the original outputs of the F; and the second half (red area) has the
corresponding complementary outputs. The indexes of the table are n + 1 bits long. Then,
on each execution (look-up), we submit input X along with its complements X as a vector,
in a way that the output value T[X] has the logical complement value of T[X]. In brief:

ESIMP (X, X) = (TIX], T[X]) = (F(X), (X)) @)

The resulting output vector has a constant Hamming weight, which theoretically
is SCA resistant. Holding property (3) throughout the cipher, the output of F; which

is (Fi(X),Fi(X)) could be used directly as the input vector for the next function Fj,q,

without any modification and, subsequently, we prevent theoretically any leakage for the
intermediate values. The main difficulty is how to arrange the values so that the property
(3) holds for all values of X and X.

"77000..000 |
2" entries
011..111

100...000
2" entries Complementary
Outputs
o--111.111

Figure 2. Memory structure for the protected look-up.

Let us represent the n-bit input X of F; by xnxn_1 ... X1. Then, in the address of 01X
or OxpXn—_1 ... X1 which is located in the first half part of the table, we store F;(X) along
with a zero in its Most Significant Bit (MSB), noted by 01 F;(X). Then, in the second half
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SIMD
FSBOX

F;(X) . Finally, if we look-up
Fl' (X ) .

part of the table in address 11X or 1Xp%, 1 ... X1, we store 1

0| X, we would have 01 F;(X), while when we look-up 11X, we would have 1

FSIMD (0| X, 1|X) = LUS™P (0|x, 1|X) = (T[0|X], T[1|X]) = (O|FZ~(X), 1|Fi(X)) )
The term (O|Fi (X),1|F(X )) as the SIMD output has constant Hamming weight (n + 1)
and can be used directly as the input for the next function of the cipher () which is Fj,.

Hence, we simply cascade all k functions of cipher (2 without any modification on the
intermediate values. The SCA secure cipher Q25U will be:

QSecure(py — p2IMD (Pksjﬁw ( .. FFIMP1(0|p, 1/P)..)) = (0|C, 1|C) (5)
which indicates that 01 P and 1| P go directly through k look-up tables, on each of which
the Hamming weight of the intermediate values are constant and SCA secure.

4. A PRESENT Case Study

The proposed generic approach is applied on the PRESENT cipher [15]. Choosing
PRESENT has two reasons: firstly, to have comparable cases with the other related methods
which have used either of PRESENT or Prince ciphers. Secondly, PRESENT uses smaller 4-bit
data path and a 4-bit S-box lookup table (in comparison to 8-bit S-box in AES) and, there-
fore, the countermeasure generates relatively smaller lookup tables for each subfunction

(2 x 24=bit — 3 table entries for each subfunction). It should be noted that CONFISCA

needs tables two times bigger than the original cipher’s data-path (as discussed earlier),
while DPL needs exponentially bigger tables (22*# = 256 table entries for each subfunction
for PRESENT). Therefore, it is possible to apply CONFISCA for common modern ciphers
like AES by having 2 x 28~bif = 256 table entries for each subfunction, but the same cipher
with DPL needs 22*® = 32K table entries for each subfunction which is costly for embedded
systems.

PRESENT has three functions: AddRoundKey, S-BoxLayer, and pLayer, which are
repeated 31 times to produce the cipher. We chose to secure the two first functions as a
proof of concept and also because they need smaller tables. It is feasible to break pLayer
into some sub-functions [16] and protect them using CONFISCA. This will be a future
work of this research. A quite similar implementation (with different table values) can be
used for other ciphers with AddRoundKey and SBoxLayer like AES. Since AES S-BOX is
an 8-bit function, we need a SIMD table two times bigger than PRESENT.

4.1. PRESENT S-Box Layer and AddRoundKey

S-Box in PRESENT is a 4-bit function. The original s-box table has 16 entries: {12, 5,
6,11,9,0,10, 13, 3,14, 15, 8,4, 7, 1, 2}. For the first entry: Fsp,x(0) = T[0] = 12 = 1100.
Following the CONFISCA method, we have:

(00000, 1|1111) = (T[0[0000], T[1]1111]) = (T][0], T[31]) = (0/1100,1|0011) = (12,19) (6)

This implies that, in the addresses of 0 and 31, we must store 12 and 19, respectively.
Table 1 presents all the 32 values of the S-Box in PRESENT. AddRoundKey is simply a 4-bit
XOR operation between the input and the key. The complete AddRoundKey look-up table
is shown in Table 2 for the key value of 1010.
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Table 1. PRESENT S-box Layer protected memory content.
0 1 2 3 4 5 6 7
01100 00101 00110 01011 01001 00000 01010 01101
8 9 10 11 12 13 14 15
00011 01110 01111 01000 00100 00111 00001 00010
16 17 18 19 20 21 22 23
11101 11110 11000 11011 10111 10000 10001 11100
24 25 26 27 28 29 30 31
10010 10101 11111 10110 10100 11001 11010 10011
Table 2. PRESENT AddRoundKey protected memory content.
0 1 2 3 4 5 6 7
01010 01011 01000 01001 01110 01111 01100 01101
8 9 10 11 12 13 14 15
00010 00011 00000 00001 00110 00111 00100 00101
16 17 18 19 20 21 22 23
11010 11011 11000 11001 11110 11111 11100 11101
24 25 26 27 28 29 30 31
10010 10011 10000 10001 10110 10111 10100 10101

There are two security concerns associated with the secure key: (1) as the usual
crypto key storage, the same storage memory protection should be applied (only) to the
AddRoundKey table. The only difference is between their sizes. For this case, the PRESENT
key is 80 bits and the AddRoundKey table is 32 x 5 = 160 bits for each round. (2) online key
renovation can leak the table values, but since it is done once per a new key, the amount of
leakage is not enough to reveal the key.

CONFISCA can easily switch from the protected (“High-Security”) to the unpro-
tected (“High-Performance”) mode by removing the “1” on the MSB of the complementary
instances. Then, all the lookups are fetched from the original values (and not the comple-
mentary one). This way, we have a double performance gain.

We have implemented the CONFISCA countermeasure on a Xilinx Zybo Zyngq-
7000 ARM/FPGA SoC board. This SoC board is built around a Xilinx 7-series field
programmable gate array (FPGA) and an ARM Cortex-A9 working on 650 MHz. The
embedded ARM Cortex-A9 processor embeds the NEON SIMD architecture extension.
Using NEON, we implemented the two modes:

4.2. The Performance (Unprotected) Mode

NEON extension for table look-up includes eight parallel look-up operations from a
32-byte table. First, to have an unprotected cipher, we utilized the extension and developed
a vectorized version of AddRoundKey and SBox of the PRESENT cipher which executes
eight parallel instances of the cipher algorithm. Figure 3A illustrates the eight look-up
registers which contain eight different data from eight different instances of the cipher.
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Datal | Data2 | Data3 | Data4 | Data5 | Data6 | Data7 | Data8

(A)
Datal | Datal | Data2 | Data?2 | Data3 | Data3 | Data4 | Data4
(B)

Figure 3. Data configuration in SIMD table look-up. (A) high-Performance (Unprotected) Mode.

—eight bytes computation in parallel; (B) high-security (protected) mode—four parallel computations
with their complements.

4.3. The High-Security Mode

We can apply the CONFISCA method on four pairs of the NEON SIMD look-up.
Figure 3B shows the structure. Each pair is shown in a different color. Each instance of the
data is accompanied by its complementary value shown with over-bar (e.g., Data & Datal)
and explains that the CONFISCA method is enabled. Therefore, in the high-security mode,
we have four instances of the cipher.

5. Countermeasure Evaluation

In this part, we cover the SCA and FI analysis of the CONFISCA countermeasure. The
analysis focuses on AddRoundKey and sBox layers of the PRESENT cipher.

5.1. SCA Analysis

The authors aimed to conduct several SCA methodologies against CONFISCA and
the related work, DPL. We chose SCA analysis methods from two main SCA categories:
Evaluation-based testing and Conformance-based testing [17,18]. Evaluation-based testing
includes all SCA methods exploiting the device’s side-channel leakage in order to find
the secret key, while conformance-based methods try to find any data-dependent leakage
by observing the correlation between input/output of the device and its side-channel
information [18].

The success of evaluation-based testing depends on whether its power/EM model
can effectively emulate the real power consumption or electronic emanation of the device.
Hence, it is prone to a false negatives report. In other words, an evaluation-based testing
may state that a test is not able to find the key, while there exists a leakage that needs
another power model to be exploited.

On the other hand, conformance-based testing may generate false-positive results. It
may state that there exists a considerable leakage from device, while no practical power/EM
model is available to exploit the leakage.

Nevertheless, we chose electromagnetic correlation analysis (EM-CA) [19] as one of
the most common evaluation-based testing methods and Welch’s T-Test, SNR, and NICV
from conformance-based testing methods [18].

We used HackMyMCU [20], a precise power and EM acquisition board designed
in our laboratory to gather EM traces from the previously mentioned Xilinx Zybo SoC
acquired on 5 GS/Sec. It has a precise 32-bit power/EM acquisition analog to digital
convertor and amplifiers to increase Signal-to-Noise Ratio.

5.2. Correlation Power Analysis

The CPA targets the correct 4-bit key on each look-up table operation of the PRESENT
cipher described in [19].

First, we implemented a non-SIMD version of the unprotected cipher implemented
using simple XOR (in AddRoundKey) and look-up table (in sBox). The PRESENT cipher is
broken between 2 K to 3 K traces, when the correlation coefficient of the correct key (red
curve) stands out among the other key hypotheses as shown in Figure 4. This number
forms a basis for our comparison between all series of experiments.
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Figure 4. EM analysis against the non-SIMD PRESENT cipher.

Figure 5 illustrates the CPA results of DPL countermeasure from [9]. The authors
mentioned that, in comparison with the unprotected, DPL resisted for 34 times more traces
in their evaluations. Since the unprotected in Figure 4 resists until 2 K-3 K traces, we

expected to have 34 times more protection for DPL (between 60-102 K). This complies with
the results in Figure 5.

0.19

Key exposure moment

\

0.18
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014+

0.13 [

0.12__1 1 | I 1 | 1 L 1
10,000 20,000 30,000 40,000 50,000 60,000 70,000 80,000 90,000

# traces

Figure 5. EM analysis against DPL countermeasure [9].

The CPA results for the SIMD implementation are shown from Figure 6A to Figure 6D.
On all figures, the red curve indicates the correct key guess. Figure 6A illustrates SCA on
SIMD implementation without the CONFISCA countermeasure. Moving from the non-
SIMD implementation to SIMD, we can observe that SCA needs around 3000 to 4000 traces
to break the cipher. Figure 6B shows the results of a SCA against the countermeasure. After
acquiring 40 K traces, we were not able to find the key, and the red line is hidden. Therefore,
we decided to mount stronger attacks using the averaging feature on our oscilloscope.

We set the oscilloscope to average the last 2048 traces in order to reduce the capturing
noise. Figure 6C shows the SCA against the unprotected SIMD implementation. Obviously,
the correlation coefficients are higher (around 0.7) than normal acquisition (around 0.1).
The key stands out after the first 10 or 20 acquisitions (2048 averaged traces each. Using
the same averaging approach, Figure 6D illustrates the SCA against the protected SIMD
mode. It should be noted that, in Figure 6D, we let the SCA continue until 4 K x 2048
~ 8 M traces on 5 GS/s to experimentally test the strength of CONFISCA. However, the
correct key is well hidden among the other keys and does not seem to stand out after this
order of magnitude of captured EM traces.
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Figure 6. SCA attack to the unprotected and protected designs. (A) EM analysis of the unprotected SIMD PRESENT using
HackMuMCU; (B) EM analysis of the CONFISCA-protected SIMD using HackMuMCU; (C) EM analysis of the unprotected
SIMD using HackMuMCU using averaging; (D) EM analysis of the CONFISCA-protected SIMD using HackMuMCU using

averaging. (we continued to 4000 averaged traces to see the ultimate strength of the protection.)

A subtle difference that presents a protection is that the DPL and Encoding methods
fetch constant-Hamming-weight values from the main memory, while CONISCA fetches
them from SIMD memory inside the processor which has less leakage as shown in our

case study.
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5.3. T-Test

Welch’s T-test is a statistical test which determines if two populations have different
means. By extending this general method for SCA, if mean value of a set of power/EM
acquisitions with constant-input encryptions differs from that of random encryptions, then
we can infer that there is a data-dependent leakage. NIST provides a guideline [21] to
have a constant -input and a random-input sets, each containing at least 5000 power/EM
acquisitions. It recommends a threshold of 4.5 to pass the test. In other words, if the
mean value difference is less than 4.5, the device is considered secure for a confidence
of >99.999%.

Figure 7 illustrates the T-test results for our implementations using 30,000 traces from
constant-input and random-input traces computed by LASCAR, Ledger’s Advanced SCA
tool [22]. To have a constant-input traces, we separated EM traces whose first byte of their
plaintext is zero. Accordingly, the rest of (non-zero values) were considered random-input
traces. The LASCAR t-test engine gives an output curve that represents how distinguishable
the constant and random traces are. As was mentioned, the max score is recommended to
be less than 4.5 to have enough confidence on SCA protection.

Non-SIMD PRESENT, as the unprotected implementation, has the max T-test between
7 and 8 (Figure 7A) while DPL-based PRESENT has a higher T-test value (between 12 and
13), which indicates even more data-dependant leakage. This can be linked with the fact
that non-SIMD performs 4-bit operations on data, and leakage from each bit is weakened
by the EM of three other simultaneous bits acting as semi-random noise. On the contrary,
DPL-based PRESENT processes bits in serial and hence each bit experiences less noise from
other bits of the data, since they are processed at different times. In this sense, DPL and
non-SIMD both fail on T-tests. On the contrary, CONFISCA presents a T-test value around
4.5, which is the NIST’s threshold to pass the test.

5.4. SNR

SNR shows the level of leakage in comparison to the device background noise or the
noise generated by a countermeasure. SNR is determined by calculation of:

VAR(Y|P)

SNR = E(VAR(Y|P))

@)
where Y is the power/EM acqisitions of the device while processing plain-text P. Y is
usually assumed as an addition between normally distributed noise N and leakage a

leakage L:
Y=L+N ®)

L is proportional to a leakage model I by a constant scale of e:
L=el )

An example for [ is Hamming weight or Hamming distance of a function of Plain-text
and the secret key. For instance, [(Pk) = HW(P x or k).

To calculate SNR, we used 30K EM acquisitions and clustered them into two classses
based on the first bit of their input plaintext. The aim was to determine level of signal
produced by processing only 1-bit of plaintext to the noise. We chose this since for DPL, all
bits are processed separetly, and their leakage is seperated in time. Therefore, an attacker
will try to guess each bit separately.

Figure 8 illustrates the results for DPL-based and CONFISCA-protected PRESENTSs.
DPL-based has about two times higher SNR (0.012 in Figure 8A) than CONFISCA with SNR
of 0.005 (Figure 8B). Execution of two PRESENT sub-functions, namely AddRoundKey and
Sub-Bytes, are distinguishable in Figure 8B as two waves around the 15,000th and 27,000th
EM samples.
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Figure 7. T-test on three different implementations of PRESENT cipher. (A) T-test on 30 K EM acquisitions of non-SIMD PRESENT; (B)
T-test on 30 K EM acquisitions of DPL-based PRESENT; (C) T-test on 30 K EM acquisitions of CONFISCA-protected PRESENT.
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Figure 8. SNR test on two different countermeasures of PRESENT cipher. (A) SNR test of one bit on 30 K EM acquisitions of
DPL-based PRESENT; (B) SNR test of one bit on 30 K EM acquisitions of CONFISCA PRESENT.

Although SNR shows a leakage residue, usual power models (Hamming weight and
distance) in CPA cannot take advantage of this leakage to find the key, as was shown in the
CPA sub-section.

5.5. NICV

Normalized Inter Class Variance or NICV [23] is a metric to measure leakage without
knowing anything (including the secret key) except input or output of the device. It reveals
to what extent the data-dependent variation on power or EM is distinguishable over the
device’s noise. It has a definition as:

VAR(E(Y|X))

NICV = VAR(Y)

(10)
in which X is the plaintext or ciphertext, and Y is the power or EM acquisition. This value
is the maximum of all possible correlations computable by having Y and X. This equation
is the ratio of power or EM variance that is dependent on the input X (the numerator
of the fraction) over the total power consumption (or EM) variance of the hardware. To
calculate this fraction, variance of the whole power or EM acquisitions gives VAR(Y'), while
VAR(E(Y|X)) is calculated by separating acquisitions based on their inputs and extracting
the variance of each separately.
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We used four bits of plaintext to separate and have 16 groups of EM traces. The results
in Figure 9 show how 16 groups of traces are different in their variance, which in turn
shows how much leakage exists in each countermeasure. NICV presents similar ranking in
comparison to SNR, even by examining 4 bits, while DPL has an NICV value between 0.03
and 0.35, and CONFISCA presents a better value between 0.14 and 0.16. Again, we should
note that conformance-based approaches like SNR and NICV show the level of dependency
between acquisitions and input/output, but this dependency does not necessarily mean
that practical attacks can be performed to find the key.
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Figure 9. NICV test on two different countermeasures of PRESENT cipher. (A) NICV test of four bits on 30 K EM acquisitions
of DPL-protected PRESENT; (B) NICV test of four bits on 30 K EM acquisitions of CONFISCA-protected PRESENT.

After conducting CPA, T-test, SNR and NICV, we can conclude that CONFISCA
presents higher security than DPL since, for CPA, the CONFISCA key is not revealed after
2M averaging EM traces, while the DPL key is revealed after 60 K EM traces. CONFISCA
passes a T-test (while DPL fails), and it has lower leakage on SNR and NICV reports in
comparison to DPL countermeasure.

5.6. Higher-Order SCA

Since CONFISCA is a hiding countermeasure, higher-order SCA does not pose a
threat unlike for masking countermeasures [24]. Higher-order SCA is used against masking
countermeasures in which the secret information is split into # + 1 shares being processed
independently and merged in the end of computation. The principle hinders SCA in a way
that an attacker needs to guess at least n + 1 intermediate values of the computation to
find all the secret shares and construct the secret key. This scheme is not useful for hiding
countermeasures, like CONFISCA, because the secret is not split. In other words, guessing
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one intermediate value is enough for attackers and guessing more intermediate values are
equivalent and does not help attackers anymore.

5.7. FI Detection Analysis

Two main categories of FI are bit-flip on dataflow or storage which change the value of
the data being transferred or stored, and faults on control flow, which alters the execution
path of the software (and skips instructions). CONFISCA protects against both bit-flip
FI and control flow faults (e.g., instruction skip faults). The duplicate of data defends
against bit-flips since every modification on one copy is detectable on the other copy
(except the exact same errors on both). For control-flow FI protection, one pair of the
SIMD operations is devoted to computing a constant encryption (fixed plain-text). By
comparing the corresponding output with the expected value, we can detect instruction-
skip FIL Figure 10 illustrates the constant computation for the protected mode.

Datal | Datal | Data2 | Data2 | Data3 | Data3 Constant| Constant

Figure 10. A pair of constant computation to defend instruction-skip FI (still three pairs of SCA-
protected run in parallel).

Control flow faults are not detectable by the other mentioned countermeasures.

We didn’t realize practical FI but conducted a theoretical analysis which should further
be consolidated with experiments. To this aim, make the assumption that faults are injected
in the data-path and will end up registered in the state register. Moreover, we assume that
any fault combination for each 32-bit word has the same probability. Under the assumptions
above, the only way to inject undetected multiple faults is to inject the exact same bit-flip
faults in the two duplicates of the computation (e.g., dual faults on the 3rd bits of Data2
and it complement). The total amount of possible faults is 26* — 1. On the other hand,

4
the undetectable fault scenarios are }. < All > =2% — 1 faults for each four computations

1=
Datal, Data2, Data3 and Data4. Therefore, the condition to inject an undetected fault is
when four, three, two, or one pair of the computations have at least one (pairs of) fault.
Then, the probability for the fault to be undetected is:

(2871)4+( ;L )(2471)3+< i )(2471)2+< ; )(2471)

264

— 21267;1 ~ 2748 ~ 15259 x 10~ = 0,00001525

(11)

5.8. Overheads

Both the high-performance and the high-protection modes use the same code instance
and only their data configurations are different (Figure 3). Therefore, there is no code size
overhead over the unprotected mode. Comparing SIMD and non-SIMD implementations,
applying the countermeasure needs twice the memory to compute the complementary
outputs (Figure 2).

As concerns the performance, Table 3 shows the source codes and performances for
both SIMD and non-SIMD PRESENT implementation. In the SIMD part, lines 1 and 4 are
packing and unpacking the inputs into the NEON vectors. Lines 3 and 4 compute eight
parallel AddRoundKey and Sbox sub-functions. The whole process takes 406 cycles. For
the non-SIMD code, an 8-iteration loop performs the serial computations and the whole
process takes 608 cycles to produce the same amount of data. Therefore, the unprotected
SMID is about 33% faster than the non-SIMD implementation. As for the protected mode,
half of the data used for protection, the protected mode is about 33% slower than the
non-SIMD implementation. Obviously, the unprotected mode is two times faster than
the protected.
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Table 3. Performance of the SIMD and non-SIMD PRESENT.

Duration Code
32 Vectors = vld1_u8(input);
SIMD 171 Vectors = vld4_u8(ARK_Table,Vectors);
171 Vectors = vld4_u8(SBOX_Table,Vectors);
32 vstl_u8(vectors,N_output);
for(inti=0;i < 8; i++){
Non-SIMD 608 buffer[i] = key[i] input[i];

total output[i] = SBOXTable[buffer[i]];
}

Table 4 provides a comparison between the overheads of DPL, encoding, and CON-
FISCA approaches. CONFICA is significantly faster than other concurrent methods and
consumes less memory. There is an explanation on the overheads of the related work
in [18]. Comparing the resistance against CPA, the DPL implementation in [10] needs
34 times more execution traces (broken after 4800 traces) and for encoding in [17] about
100 times more traces (broken around 10 K) in comparison to the unprotected versions,
while CONFISCA was not broken after 8M averaging traces.

Table 4. Comparison of the overheads.

Overheads
Method Ref. Cipher
Performance Memory Code
DPL [8] PRESENT ~900% 200%
DPL [9] PRESENT ~2400% 20% 188%
Encoding [10] Prince 767% 1966% 235%
CONFISCA PRESENT 33% 100%

Finally, DPL and encoding cannot detect instruction skips. As an example of a potential
threat, an instruction skip in DPL can skip the important “pre-charge” phase and expose
the DPL value. CONFISCA can detect this fault in any stage of computation.

CONFISCA is a look-up-based implementation. Therefore, large input functions
necessitate large tables. In this case, we break the function into smaller sub-functions and
then apply CONFISCA or use other protection methods. While CONFISCA'’s approach is
generic, simple, and effective based on the given results, it has a drawback that cannot be
used on all processors (without SIMD).

6. Conclusions

CONFISCA is a concurrent software countermeasure against SCA and FI. Comparing
with DPL and encoding countermeasures, it has considerably lower performance and
memory overhead. Through a CPA experiment, it was not broken even after 8 million
averaging traces, while the compared DPL could not resist after 200 K traces. We utilized
T-test SNR, and NICV methods to evaluate leakage produced by each countermeasure.
CONFISCA presents higher security than previous concurrent methods since CPA cannot
find its hidden key, it passes the T-test, and has lower leakage on SNR and NICV reports.

Despite DPL and encoding, it also resists against instruction skip FI. Finally, enabling
and disabling CONFISCA is feasible by flipping a bit on the input data without code
change, giving CONFISCA the capability to trade performance and security on-the-fly.

The proposed method is generic and could be applied to a vast variety of cipher
structures.
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