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Abstract: The amount of software engineering data is constantly growing, as more and
more developers employ online services to store their code, keep track of bugs, or even
discuss issues. The data residing in these services can be mined to address different research
challenges; therefore, certain initiatives have been established to encourage sharing research
datasets collecting them. In this work, we investigate the effect of such an initiative; we
create a directory that includes the papers and the corresponding datasets of the data
track of the Mining Software Engineering (MSR) conference. Specifically, our directory
includes metadata and citation information for the papers of all data tracks, throughout the
last twelve years. We also annotate the datasets according to the data source and further
assess their compliance to the FAIR principles. Using our directory, researchers can find
useful datasets for their research, or even design methodologies for assessing their quality,
especially in the software engineering domain. Moreover, the directory can be used for
analyzing the citations of data papers, especially with regard to different data categories, as
well as for examining their FAIRness score throughout the years, along with its effect on
the usage/citation of the datasets.

Keywords: mining software repositories; software engineering data; FAIR principles;
research data management; data sharing

1. Introduction

Lately, the introduction of the open source initiative and the evolution of online
services has led to a collaborative way of developing software. As a result, today there
is an abundance of software engineering data, spanning different sources and formats,
including, e.g., source code stored in online hosting facilities like GitHub' or GitLab?, task
descriptions /bug reports stored in issue tracking systems like Jira® or Bugzilla*, mailing
list discussions, stack traces, Stack Overflow posts, etc. Apart from the well-known benefits
of this collaborative paradigm in the various software teams, this deluge of data further
provides opportunities for researchers in the software engineering domain.

Indeed, the importance of available data for producing high-quality research has
been underlined by several researchers [1,2]. For this reason, several initiatives have been
developed in the last two decades to encourage the public sharing of research datasets,
either accompanying scientific publications (usually also including the relevant source code
to allow reproducibility) or even as standalone artifacts. These include conference data
tracks, such as the data showcase track of the International Conference on Mining Software
Repositories (MSR)®, data-oriented journals, such as ScienceDirect Data in Brief® or MDPI
Data’, or even dataset repositories, such as PROMISE [3] and Zenodo [4]. Regardless of the
domain of these initiatives (e.g., the MSR data track or the PROMISE repository are specific
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to software engineering, while the others are general-purpose), their goal is the same: to
collect datasets (including data descriptors) that can be useful for other researchers.

To assess the effect of these data sharing/descriptor initiatives, it would be interesting
to investigate whether the collected datasets are available today and whether they are
indeed used by researchers. Current efforts in this direction have mainly focused on
bibliometric analysis of publications and datasets. Several of these approaches analyze
publications and measure their reputation using the frequency of their citations [5-7],
while others focus more specifically on research datasets, analyzing their usage by the
community [2,8] or even their quality [9,10]. These approaches aspire to practically assess
the overall potential for reuse for the publications and/or the datasets. The reuse potential
of a dataset, however, is actually an attribute that can be measured not only based on its
citations, but also based on certain properties.

For a dataset to be considered (re)usable, researchers must be able to find it easily, to
understand its format and variables, to be able to integrate and use it in their methodologies.
All of these actions, however, may be hindered by significant challenges, e.g., a research
dataset may have no metadata, like readme files or variable descriptions, making it very
hard to reuse, or it may be stored in a personal/institutional website, and thus, it may
easily disappear after a website update. Lately, the research community has been driven
towards organizing all these requirements as a set of FAIR principles [11]. Ever since
the introduction of the FAIR principles in 2016, there has been effort to make research
data Findable, Accessible, Interoperable, and Reusable. And certain tools have also been
developed to assess the FAIRness of research datasets [12].

Against this background, in this paper, we craft a directory of datasets in the domain of
mining software repositories, extracted from the data track of the MSR conference. Our goal
is twofold: (a) to create an index of datasets that can be useful for researchers in the software
engineering and, generally, data engineering/data quality domain, and (b) to assess the
datasets of the MSR data track in terms of their use by other researchers (citations) and their
FAIRness. To achieve these objectives, our directory involves all data papers from the years
of the data track, including their relevant metadata and citation information, thus allowing
researchers to easily find popular datasets. Moreover, all datasets are accompanied with
annotations relevant to their specific research data sources as well as with a FAIRness
assessment report, to illustrate their compliance with the FAIR principles.

The rest of this paper is organized as follows. Section 2 describes our methodology for
creating the directory of datasets. Section 3 provides a comprehensive view of the directory,
including the datasets and the relevant assessments. In Section 4, we discuss how the
directory can be useful for answering interesting research questions, and, finally, Section 5
concludes this work, summarizing the key takeaways.

2. Materials and Methods

Our methodology for building the directory of MSR datasets is shown in Figure 1.
First of all, we extracted the digital object identifiers (DOIs) of all papers. Using these
identifiers, we were able to find information about each paper (paper metadata, including
author names, publishers, citation information, etc.). After that, we also retrieved the paper
documents (in pdf format). Using all of this information, we annotated each paper as to
the relevant research area, and further extracted the URL of the corresponding dataset. To
enrich our annotations with semantics, we also performed topic modeling on the abstracts,
while, finally, we also ran a FAIR assessment.

The github repository at https:/ /github.com/AuthEceSoftEng/ directory-msr-datasets
(accessed on 19 February 2025) includes the results, stored in JSON format, as well as all
scripts and instructions to reproduce them, according to the steps of Figure 1. In specific,
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the repository includes scripts for metadata downloading, paper document downloading,
topic modeling and FAIR assessment. All other steps (DOI extraction, paper annotation,
dataset URL extraction) were performed manually. The steps of Figure 1 are analyzed in
the following paragraphs.

( A MSR Papers

Extract DOls of
MSR data papers

Annotate
paper

Download paper
metadata

Retrieve paper
documents

Run FAIR
assessment

Extract dataset
URL

Extract topics
from abstracts

Directory of Datasets

Figure 1. Methodology steps for creating the directory of datasets.

2.1. Paper Identification and Metadata Retrieval

The first step of our methodology is to retrieve all MSR data papers and the information
of their respective datasets. Each dataset in our directory corresponds to a paper that
describes it. We first located the proceedings of the MSR conference in dblp®. After that,
we examined the proceedings along with the relevant websites to identify specifically the
papers of the data track. The data track of MSR started in 2013 as Data Showcase Track
and retained the same format for nine consecutive conferences, until 2021. From 2022
onwards, the track was renamed to Data and Tool Showcase Track, thus also accepting
tool demonstration papers. As our analysis focuses purely on data papers, we examined
all papers from 2022, 2023, and 2024 in order to keep only the ones referring to datasets.
Any papers that included both datasets and tools as contributions were also included in
our analysis.

Thus, for each paper, we first manually extracted its DOI. DOIs are global, unique
and persistent identifiers [13], so they correctly point to the resources behind them (in this
case, the html pages of the papers) even after several years have passed. Given the DOI
of each paper, we downloaded metadata and citations using the Semantic Scholar API’;
to do so, we wrote a script that employed the Python requests library'’. The retrieved
information for each paper includes title, author(s), publication year and other fields, while
all references and citations were also included.

2.2. Annotation and Dataset URL Extraction

Upon retrieving the main information about each paper, including its metadata and
citations, the next steps were to annotate each paper according to its topic and to extract the
dataset URL from each paper. Both steps, however, also required the full text of the papers.
Using the DOI of each paper, we were able to find the corresponding online link, which
was typically found either in IEEEXplore!! or in the ACM Digital Library'?. This way, we
were able to automatically download all papers using the Beautiful Soup library'®. Having
downloaded all papers, we proceeded to annotating them on two different axes. The
annotation was performed manually. First, we labeled each paper according to its software
mining area. We considered 6 different areas, roughly corresponding to the clustering
of software mining areas performed in [2] (practically, our five categories are analogous
to corresponding clusters proposed in [2], while the rest of the clusters fall under our
other/miscellaneous category). Specifically, the areas are the following:
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*  Version Control: Data extracted from version control systems/online hosting facilities
like GitHub, including raw code as well as derived data (e.g., abstract syntax trees,
dependency graphs). Examples include the Public Git Archive [14], which includes
the source code of top-bookmarked GitHub repositories, or DocMine [15], a dataset of
documentation strings extracted from GitHub repositories.

*  Software Issues: Data extracted from issue tracking systems, such as Jira or Bugzilla,
or generally bug data, typically including bug reports or even annotated bugs in source
code, etc. Examples include the ManySStuBs4] dataset [16], which includes single-
statement bug fixes in Java source code, or even the Jira issue tracking dataset [17],
which includes the issues of the Jira installation of the Apache Software Foundation.

¢ Developer Metrics: Data relevant to software developers as the relations among them,
typically including interactions in mailing lists, chats, question-answering services,
etc. Examples include the OCEAN mailing list dataset [18], which extracts the mail
interactions for different open-source communities, or the Apache people dataset [19],
which includes the roles for all contributors of the Apache Software Foundation.

e  Software Evolution: Data relevant to the evolution of source code, which may include
commits, analyses of code revisions in open-source software, or even edits in question-
answering posts. Examples include the repository of 44 years of Unix evolution [20]
or the documented Unix facilities over 48 years [21], both focusing on the evolution of
software artifacts.

e Semantic Metrics: Semantically enriched data, usually by extracting semantic features
from the data of the other categories. Semantic features typically include topics ex-
tracted using a topic modeling approach like LDA [22] or even vectors extracted from
a word embedding approach like word2vec [23] or fastText [24] or even transformer
models (e.g., BERT [25]). Examples include the dataset of semantically similar Java
methods [26] or the word embeddings extracted from Stack Overflow [27].

¢ Other Data: All datasets that do not fall into one of the previous categories. Several dif-
ferent types of data may be included, such as dockerfiles [28], Jupyter notebooks [29],
even license texts [30].

Finally, for each paper, we extracted the URL of its dataset from the text. We further
tested whether the URL is still functional and even searched online for the dataset, not-
ing down the current links to the datasets in cases where the datasets” online addresses
have changed.

2.3. Topic Modeling from Abstracts

As already mentioned, to supplement our analysis, we further apply topic modeling
on the abstracts of the MSR data papers. To do so, we initially tokenize the abstracts and
remove any punctuation, numbers and special characters. After that, we employ LDA [22]
in order to extract a set of topics that the abstracts are categorized into. LDA generates
two probability distributions, one modeling the occurrence of terms in topics and one
modeling the involvement of topics to abstracts. LDA, and specifically the Gensim [31]
implementation that we used, estimates both probabilities using a sparse Dirichlet prior
distribution, learning all their parameters, except for the number of topics.

Concerning the number of topics, we performed a coherence analysis to determine
the optimal number. In specific, we iterate the number of topics from 5 to 20, and for each
configuration, we calculate the coherence metric Cy, which is a metric that is usually highly
correlated to human judgment [32]. Our analysis (shown in Figure 2) indicates that the
maximum coherence is achieved when the number of topics is 14, meaning that the topics
in this case are well defined. As a result, LDA produces the 14 topics shown in Table 1. For
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each topic, we also highlight using bold typeface certain key terms that better describe it
(which are also usually underrepresented in other topics).

0.26 1

0.25 A

0.24 ~

Coherence

0.23 A

0.22 A

5 6 7 8 9 10 11 12 13 14 15 16 17 18 19 20
Number of Topics

Figure 2. Coherence values for different number of topics.

From a practical point of view, these topics are similar, yet complementary to the
categories extracted in Section 2.2. The topics, and especially the topic terms, can be
used for even more detailed paper (and dataset) filtering, since the extracted terms are
standardized in the MSR domain. For instance, instead of the generic Software Issues
category, one can use the technical topic terms bug, defect, and vulnerability, which mean
different things'*, and each of them is represented more emphatically by different topics
in Table 1. Moreover, in contrast to the categories of Section 2.2, the topics are extracted
automatically (and their number is optimized based on coherence), therefore ensuring that
the final terms effectively describe certain aspects of each dataset without depending on
manual annotations.

Indeed, the extracted topics seem to effectively cover multiple categories of datasets.
Of course, several categories may be similar, which is more or less expected given that
there are multiple adjacent research areas in the software mining domain. On a similar
note, there are also several terms that are present in multiple topics, which indicates that a
lot of the different datasets may have similar features or the same data source. For instance,
almost all topics are relevant to source code (the terms ‘source’” and ‘code’ appear together
in 11 out of 14 top terms of topics, while ‘source’” even appears in all topics on its own).
Nevertheless, there also key terms that clearly differentiate topics from one another; these
terms often refer to specific areas and /or technologies (e.g., the term ‘security’ or the term
‘android’) and usually appear in the top terms of few topics (e.g., the term ‘evolution’,
which appears in only two topics).

The key terms that are highlighted for each topic in Table 1 (using bold typeface)
indeed help us make this differentiation. For instance, topics 2, 4, 7, and 8 all seem relevant
to issues and bugs (i.e. to the Software Issues category defined in Section 2.2). However,
topic 2 further involves testing, as ‘test’ is the second term from the top ones for this topic.
Topic 8, on the other hand, is more focused on models (term ‘model’), while topics 4 and
7 involve activities and reports (term ‘activity” appears in both topics, while term ‘report’
appears in topic 7), therefore possibly focusing on bug report/issue tracking data. In
the same context, topics 5 and 11 are both relevant to security issues. Topic 5 is mainly
focused on security vulnerabilities, while topic 11 is focused on defects that may also lead
to security issues. Several topics are relevant to the source code itself, either by focusing
on specific frameworks or by targeting specific challenges. For instance, based on the key
terms highlighted in Table 1, topic O focuses on libraries and tools for android. Topic 12
involves the challenge of code clones, with the term ‘clone” appearing only in the top terms
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of this topic. Similarly, topic 1 focuses on API mining (as it is the only one with ‘api’ as
a top term), while topics 10 and 13 focus on the evolution of projects. Finally, topic 3 is
relevant to code reviews, while topics 6 and 9 seem to be relevant to developer metrics
(including the ‘developer” key term, along with terms like ‘analysis” or ‘information’).

Table 1. Top terms of topics extracted from abstracts.

ID Top Terms

0 code, source, project, library, tool, android, metric, bug, test, analysis

1 project, code, source, developer, study, api, model, system, technique, type

2 source, test, bug, provide, code, analysis, community, method, study, package

3 code, review, project, source, present, change, set, github, repository, quality

4 code, bug, repository, github, tool, study, activity, source, technique, apps

5 github, project, source, vulnerability, apps, development, tool, repository, present, info
6 code, repository, source, project, datasets, file, analysis, developer, language, github

7 bug, project, repository, report, developer, code, study, single, source, activity

8 study, project, model, development, based, repository, source, issue, code, tool

9 repository, bug, source, project, code, information, method, developer, system, present

10  repository, issue, information, system, source, project, github, file, evolution, developer
11 source, defect, present, developer, android, test, security, development, project, datasets
12 project, source, code, development, clone, set, bug, github, os, datasets

13 source, system, evolution, code, build, set, project, developer, comment, information

2.4. Dataset FAIRness Evaluation

The final step of our methodology is the FAIR assessment of the datasets accompa-
nying the MSR data track papers. As already mentioned, the FAIR principles are actually
guidelines for making research datasets easier to utilize, or, more specifically, Findable,
Accessible, Interoperable, and Reusable [11]. Table 2 depicts the FAIR principles.

Table 2. FAIR principles.

Attribute Principles

Findable F1. (Meta)data are assigned a globally unique and persistent identifier
F2. Data are described with rich metadata (defined by R1 below)
F3. Metadata clearly and explicitly include the identifier of the data they describe
F4. (Meta)data are registered or indexed in a searchable resource

Accessible Al. (Meta)data are retrievable by identifier using a standard comms protocol
A1.1 The protocol is open, free, and universally implementable
A1.2 The protocol allows for authentication and authorization, where necessary
A2. Metadata are accessible, even when the data are no longer available

Interoperable  I1. (Meta)data use a formal, accessible, shared, and broadly applicable language
I2. (Meta)data use vocabularies that follow FAIR principles
I3. (Meta)data include qualified references to other (meta)data

R1. (Meta)data are richly described with plurality of accurate and relevant at-
tributes

R1.1. (Meta)data are released with a clear and accessible data usage license
R1.2. (Meta)data are associated with detailed provenance

R1.3. (Meta)data meet domain-relevant community standards

Reusable

These principles effectively cover the relevant attributes from a conceptual point of
view. For instance, given the attribute of reusability, the four principles focus on ensuring
that users (either machines or humans) will be able to easily decide whether the data are
useful for them, and of course, they will be able to easily use them. R1 signifies that the
data (and metadata) must be described as richly as possible (i.e., with multiple labels, with
info as to the data creation sources, etc.). R1.1 states that the rights of the data (license)
must be clearly described to ensure that data (re)use is not limited by ambiguous licensing
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restrictions. R1.2 focuses on the origin of the data; data reuse is facilitated when it is clear
where the data originally came from and which parties need to be acknowledged for each
transformation they may have undergone. Finally, R1.3 focuses on using standardized (or
well-established) formats for storing the data (e.g., use a specific format for spatial data
archiving) and employs best practices when these are established in a domain (e.g., use a
common template or vocabulary)'®.

As one may observe, the principles of Table 2 themselves are abstract, meaning that
they do not explicitly define the metrics in order to achieve FAIRness. However, there are
certain efforts towards defining metrics and developing tools to assess data compliance to
FAIRness principles [12,33-35]. For our analysis, we chose F-UJI [35], a tool that evaluates
FAIRness metrics defined by the FAIRSFAIR project [36]'°. In specific, F-UJI receives as
input a link that points to a dataset descriptor and provides as output a FAIR assessment of
the dataset. The assessment is performed in an hierarchical manner; each principle defined
in Table 2 is evaluated using FAIRness metrics, while each metric is specifically computed
using practical tests. We used version 0.5 of the metrics [36], which are shown in Table 3,
along with the corresponding FAIR principles.

Table 3. FAIRness evaluation metrics of F-UJI tool.

Princ. Maetrics

F1 FsF-F1-01D Data are assigned a globally unique identifier.

F1 FsF-F1-02D Data are assigned a persistent identifier.

F2 FsF-F2-01M Metadata include descriptive core elements to support data findability.

F3 FsF-F3-01M Metadata include the identifier of the data they describe.

F4 FsF-F4-01M Metadata are offered in such a way that they can be retrieved by machines.
Al FsF-A1-01M Metadata contain access level and access conditions of the data.

Al FsF-A1-02M Metadata are accessible through a standardized communication protocol.
Al FsF-A1-03D Data are accessible through a standardized communication protocol.

A2 FsF-A2-01M Metadata remain available, even if the data are no longer available.

I1 FsF-11-01M Metadata are represented using a formal knowledge representation language.
12 FsF-12-01M Metadata use semantic resources.

12 FsF-13-01M Metadata include links between the data and their related entities.

R1 FsF-R1-01MD Metadata specify the content of the data.

R1.1 FsF-R1.1-01M Metadata include license information under which data can be reused.
R1.2 FsF-R1.2-01M Metadata include provenance information for data creation/generation.

R1.3 FsF-R1.3-01M Metadata follow standard recommended by target research community.
R1.3 FsF-R1.3-02D Data are available in file format recommended by target research community.

An example depicting part of the score hierarchy for the F1 principle is shown in
Figure 3. Practically, the F1 principle is evaluated using the FAIRness metrics FsF-F1-01D
and FsF-F1-02D. The values for each of these metrics are computed using practical tests. As
shown in Figure 3, metric FsF-F1-01D (requirement to have a globally unique identifier) is
assessed using two practical tests: one to ensure that the identifier is unique and one to
ensure that the identifier points to an accessible web address. All tests have three states
(pass, fail and partial, which receives half a point). For instance, if the identifier is a Uniform
Resource Locator (URL), then it is unique, and if the URL points to an existing web page,
then it is also reachable. If both tests pass, then the score of the metric is 2/2; otherwise, its
value may be lower (e.g., it could be 1/2 if the URL exists but points to a non-existing page).
Note, however, that these tests do not check if the identifier is persistent (e.g., like a DOI,
which is checked for metric FsF-F1-02D) or whether it points to a location that has useful
information/metadata. Similar practical tests are defined for all metrics of Table 3 and are
then aggregated at the principle and attribute levels; for instance, the Findable attribute
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Paper Metadata Paper Annotations

abstract
authors
authorld
name
url
doi
fieldsOfStudy
numCitedBy
numCiting
citations
title
doi
authors

references
title
doi
authors

title
venue
year

str
m _
num FAIR Assessment

1
1
1
1
1
1
1
1
1
1
1
1
num request obj 1 Interoperable 11
list object_identifier str 1
str || 1
str metric_specification str :
list summary obj ' Score: Fair level:
score_percent list 1
list 1 . . .
str results list 1 Findable: 6of7 O
str metric_name str !
list metric_tests obj : Accessible: 30f3 @)
str score obj 1 Interoperable: | 3of4
str earned num 1
1
num total num i Reusable: 6of10
1

includes 5 metrics and 7 practical tests in total, so its value is measured as the total number
of tests passed out of 7 tests in total'”.

Using the interface of the F-UJI tool'®, which we accessed using Selenium!?, we ran
the FAIRness analysis for all the datasets in our directory automatically. The result for
each dataset was extracted in JSON format, which includes a hierarchical score about the
FAIRness of the dataset, e.g., the scores of the practical tests from FsF-F1-01D, FsE-F1-02D
are aggregated to produce a score for F1, the scores of F2, F3, and F4 are produced similarly,
etc. After that, all practical tests of findability metrics are combined to produce a score for
the Findable attribute and so forth, until all scores are finally combined to produce a final
score for dataset FAIRness.

F1: (Meta)data are assigned
a globally unique and
persistent identifier

FsF-F1-01D: Data is

assigned a globally
unique identifier.

Data has unique Identifier is Web
identifier (URI) with accessible (it is
proper syntax not broken)

Figure 3. An example of the F1 principle, its metric, and its two practical tests, adapted from [37].

3. Results

This section presents the results of our methodology, including the directory of
datasets, along with an analysis for the variables of paper usage and FAIRness.

3.1. Directory Schema and Data

Our directory is provided in JSON format, and specifically comprises three JSON
objects (files) per paper. These objects are shown in Figure 4, along with their connections.

%

str doi str Ny - ‘ o
list category str R1.2 F2
str dataset str ‘
str topic str » ‘
str topicTerms list 7 5
13
o,
12

Figure 4. The schema of our directory and an example FAIR assessment.
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The paper metadata are shown at the left of Figure 4, including fields for the title,
the abstract, the year, etc. Moreover, there are fields for the citations and the references of
the papers. Note that the authors in the papers themselves as well as in the citations
are all identified using unique identifiers (URLs); therefore, it is possible to keep track
of self-citations. Our annotations for identifying the dataset category and extracting the
dataset URL for each paper are shown at the top of Figure 4, along with the most relevant
topic of the paper as well as its top terms. Finally, the FAIR assessment of each dataset
is shown at the bottom of Figure 4. The FAIR assessment includes all the fields for the
hierarchical computation of the FAIRness score. In specific, each element of the list of results
includes a metric (like those described in Table 3), represented by the field metric_name.
On par with the hierarchy of the F-U]JI tool (for which an example is depicted in Figure 3),
each metric involves practical tests, represented by the field metric_tests. As a result, the
final score of each metric (field score) can be computed as the number of earned test points
divided by the number of total points, both values kept in the corresponding fields of the
FAIR assessment JSON object.

A visualization of a FAIR assessment for a dataset, as performed by the F-U]JI tool, is
shown at the right of Figure 4. This specific screenshot is relevant to the dataset of [38]. The
maturity level for each of the four attributes (Findable, Accessible, Interoperable, Reusable)
depends on their scores (it receives values incomplete, initial, moderate, and advanced),
which are computed based on the metrics of Table 3. Upon having performed all practical
tests for the metrics of Table 3 (via the hierarchy illustrated in Figure 3), the F-UJI tool
provides the scores for all four FAIR attributes. As we can see, in this case, the dataset
is rather easily findable and accessible, as the maturity of these attributes is advanced.
The imperfect score in findability is because of the metric FsF-F2-01M (see Table 3), where
there are some metadata accompanying the dataset (i.e. authors, summary); however, other
metadata are missing (i.e., no keywords). Thus, out of the seven practical tests for metrics
FsF-F1-01D (two tests in total), FsF-F1-02D (two tests in total), FsF-F2-01M (one test in
total), FsF-F3-01M (one test in total), and FsF-F4-01M (one test in total), six are passed
for this dataset; therefore, the final score for the Findable attribute is 6/7. Concerning
interoperability, the score is moderate, since the dataset is in structured linked format;
however, the semantic resources used in the metadata do not correspond to a known
ontology (metric FsF-12-01M). Finally, concerning reusability, the dataset again receives a
moderate score, as it has some metadata specifying data uses; however, it does not include
details on data variables (FsF-R1-01MD) and does not include adequate information on
data creation/generation (FsF-R1.2-01M).

As already mentioned, our directory is provided as a set of JSON files available
in the GitHub repository https://github.com/AuthEceSoftEng/directory-msr-datasets
(accessed on 19 February 2025). Specifically, there are three folders with JSON files, one
including the paper metadata, one including the paper annotations, and one including
the FAIR assessments of Figure 4. To further facilitate researchers that prefer to view the
datasets of the directory without downloading all of it, we have also created a simple web

interface using Jekyll?

, which is available at https:/ /authecesofteng.github.io /directory-
msr-datasets/ (accessed on 19 February 2025) and allows dataset filtering based on their
metadata. An example screenshot of the web interface is shown in Figure 5.

The text field on top allows filtering according to the titles, the categories, and the rest
of the metadata of the publications (datasets). In this example, the term ‘jira’ is used to
return datasets relevant to the popular issue tracking system of Jira (in descending order
of years). Upon having retrieved results based on the filters, the user can view certain

information about each dataset, including the publication title, authors, abstract and DOI
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(linking to the paper in the publisher’s site). Moreover, for each dataset, we provide the
categories and topic terms, the link to the dataset URL, and, finally, its FAIR score.

Directory of MSR Datasets

About this directory

Total 3 out of 196 results shown

Semantically-enriched Jira Issue Tracking Data v
Themistoklis G. Diamantopoulos, Dimitrios Nastos, A. Symeonidis

DOI: 10.1109/MSR59073.2023.00039 (2

Publication year: 2023

Topic 1 - Terms: project, code, source, developer, study, api, model, system, technique, type

Abstract: Current state of practice dictates that software developers host their projects online and employ project management systems to monitor
the development of product features, keep track of bugs, and ... Read more

Link to dataset @ RS 797
An Alternative Issue Tracking Dataset of Public Jira Repositories v

Lloyd Montgomery, C. Luders, W. Maalej
DOI: 10.1145/3524842.3528486 (2
Publication year: 2022

Figure 5. Example screenshot of the web interface of our directory.

3.2. Data Papers Usage and FAIRness

In this subsection, we provide an analysis of the statistics of our directory, focusing both
on the usage of the datasets (citations) and on their FAIRness. Our analysis is performed
using pandas”' and Matplotlib®” (the script producing all tables and figures of this subsec-
tion is also available at repo https:/ /github.com/AuthEceSoftEng/directory-msr-datasets
(accessed on 19 February 2025)).

As already mentioned, we extracted 216 papers that were sent to the MSR Data (and
Tool) Showcase tracks over the years. Out of these, 20 were tool papers; therefore, they were
excluded from our analysis. For the remaining 196 papers, we applied our methodology
to find which of the papers had datasets available. As already mentioned, a dataset was
deemed available if it was possible for us to find it and download it. Figure 6 depicts the
number of data papers per year as well as the number of corresponding datasets that are
still available as of the time of writing. In total, 161 datasets were available, while 35 were
not found. As expected, datasets were harder to find during the early years of the data track.
Another interesting note is that the data track overall seems like a successful conference
track; the data papers have an increasing trend during the latest years.

Concerning citations, as expected, they follow an exponential decay pattern, shown in
Figure 7. More than one-fourth of the publications have less than five citations, possibly
indicating how certain datasets are still not widely known or even very specific (so they
do not appeal to a broad research audience). Of course, there are also papers that involve
extremely useful data, which have been used again and again by multiple researchers, such
as AndroZoo (a collection of millions of android apps) [39] or GHTorrent (a collection of
GitHub’s events and data) [40], which have been cited more than 550 times.
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Figure 6. Number of datasets that are still findable per year.
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Figure 7. Number of citations per paper.

Our analysis proceeds with the categories of the datasets. Given the annotations for
the category of each dataset (described in Section 2.2), we were able to compute certain
interesting statistics. Thus, first of all, we computed the total number of datasets falling
into each category and further computed the corresponding percentages. Moreover, we
calculated the average number of citations for each category by dividing the total number
of citations by the number of papers in the category. The results of our analysis are shown
in Table 4. There are several datasets for all five categories, while there are also datasets
not falling into one of our categories. The category of software issues is the most popular
category, with 58 papers. Note, however, that datasets from version control and datasets
including developer metrics are cited more often.

Table 4. Number of papers/datasets and average number of citations per category.

Dataset Total Number Percentage of Average Number
Category of Datasets Datasets of Citations
Version Control 38 19.39% 37

Software Issues 58 29.59% 26

Developer Metrics 24 12.25% 27

Software Evolution 12 6.12% 13

Semantic Metrics 20 10.20% 20

Other Data 44 22.45% 31
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Figure 8 further depicts the distributions of citations for each category using boxplots.
For each boxplot, we observe the median value as a light blue line inside the corresponding
box (the box spans from the first to the third quartile). Any outliers are also depicted as
values outside the maximum/fourth quartile (clipped to max 100 citations for visualization
purposes). The conclusions from this graph are on par with those discussed when analyzing
Table 4. Outliers aside (like the papers for AndroZoo [39] and GHTorrent [40] that were
mentioned above), it seems that version control data and data related to developer metrics
are used more than the other types of datasets.
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Figure 8. Distribution of citations per category.

The statistics relevant to topics are shown in Table 5. As one may see, all topics have
at least five datasets associated with them. Certain topics, such as topics 0 or 6, have many
datasets, which possibly indicates that they comprise frequent data types (indeed, topic
0 may correspond to source code datasets and topic 6 to datasets from version control
systems, like GitHub). Other topics have fewer datasets, like topic 2, which may involve
datasets relevant to developer communities as well as bugs. Concerning citations, the
distribution of citations among most topics seems rather balanced. We may note two
interesting outliers: topic 2, which has only two citations, possibly due to its small number
of datasets (and their specific scope), and topic 5, which has 155 citations on average, which
is expected, as it includes GHTorrent [40], which is an outlier having more than 550 citations
on its own.

Table 5. Number of papers/datasets and average number of citations per topic.

Dataset Total Number Percentage Average Number
Topic of Datasets of Datasets of Citations
Topic 0 28 14.29% 23

Topic 1 19 9.70% 13

Topic 2 5 2.55% 2

Topic 3 11 5.61% 34

Topic 4 6 3.06% 12

Topic 5 12 6.12% 155

Topic 6 28 14.29% 22

Topic 7 12 6.12% 34

Topic 8 8 4.08% 24

Topic 9 18 9.19% 13

Topic 10 14 7.14% 11

Topic 11 9 4.59% 18

Topic 12 17 8.67% 18

Topic 13 9 4.59% 25
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Finally, concerning FAIRness, Figure 9 depicts the average FAIR score for the datasets
of each year of the MSR data track. An interesting conclusion is that dataset FAIRness seems
to increase over the years. This is expected, given that the introduction of FAIR principles
was in 2016 [11], and large hosting options like Zenodo and Figshare, which make efforts
to comply with these principles, have lately become popular for sharing datasets.

70 1
60 -
50
40 A
30 1
20 1

Average FAIR score

10 A

2013 2014 2015 2016 2017 2018 2019 2020 2021 2022 2023 2024
Year

Figure 9. Average FAIR score per year.

Figure 10 further depicts the number of citations versus the FAIRness score for all
papers in our directory, split per year. Each bubble in this bubble chart represents the
metrics of a specific dataset paper. The bubble’s horizontal position denotes the year that
the paper was published, while its vertical position denotes the FAIRness score of the
dataset. The size (diameter) of the bubble indicates the number of citations of the paper,
with larger bubbles corresponding to more citations (see legend on top right of Figure 10).
Finally, the bubbles have transparency, so that it is possible for different bubbles to be visible
even if their values overlap, i.e., concentric bubbles with darker color shading indicate that
two (or more) dataset papers have the same FAIRness score in the corresponding year. As
before, one may see that the FAIRness scores are indeed getting higher during the latest
years. Interestingly, it seems that newer papers, i.e., from 2021 onwards, are cited more
when the corresponding datasets have high FAIR compliance. This is, however, not the
case for older papers. This possibly indicates how compliance to the FAIR principles is
important before a dataset (or paper) becomes popular. When a dataset is yet relatively
unknown, it is very important to make it easy for researchers to find and use it. By
contrast, if a dataset is already used by multiple papers, other researchers may use it for
comparison/completeness purposes, even if it is not very easy for them. Indeed, as one
may notice in Figure 10, almost all citations from the last two years refer to datasets with
FAIR scores above 50.
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Figure 10. FAIR score versus number of citations for every year.

4. Discussion

Our directory can be used to confront several challenges in current research. First of
all, it can aid researchers in the software engineering domain to find useful datasets for
their research. By filtering over software mining areas, one can easily retrieve the relevant
papers, while it is also possible to check the abstract or the keywords of each paper, as all
metadata are included in our directory. Further using the citation count, one can check the
popularity of the datasets before deciding which dataset to use.

Apart from its obvious use of finding a dataset to perform research on, a directory of
datasets is also very useful for designing and assessing data engineering methodologies.
For instance, one can use our directory to evaluate data quality assessment systems [10,41]
or even to develop tools for automated data curation [42]. When designing these types of
methodologies, it is often important to have large collections of datasets from the same
domain in order to craft data quality rules for the different data variables [43,44] (e.g., one
can create an assessment tool specifically for software effort datasets, as described in [45]).

The directory of datasets is also quite interesting from a bibliometric point of view. The
initial analysis that has been provided in the previous section can be further extended in
multiple directions. For instance, it would be interesting to perform a more comprehensive
citation analysis, by investigating when citations most commonly appear for each paper
(e.g., first year after its publication, second year or even later on, an idea explored also
in [2]). Or, it would be possible to extract more metadata variables, either by extracting the
semantics of the papers (e.g., to extract topics or brief descriptions [46,47]) or by integrating
other data sources, such as the number of downloads for datasets residing in Zenodo. This
way, we could differentiate between the number of citations that actually use the data and
the ones only citing them.

And all of these analyses could also be performed with respect to dataset compliance
to the FAIR principles. In this aspect, the FAIR analysis itself could be extended to answer
various research questions. For instance, one could identify whether certain dataset hosting
services are (on average) more FAIR than others, by exploring the FAIRness score for
the relevant datasets (an idea explored also in [48], focusing, however, on datasets from
the agriculture domain). Finally, it would also be interesting to further analyze the FAIR
attributes, and identify correlations between individual attributes and datasets (e.g., the
influence that interoperability has on the number of citations).
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Notes

5. Conclusions

In this work, we have crafted a directory of datasets extracted from the data track
of the leading conference in the domain of mining software repositories. Our directory
includes useful metadata and annotations, allowing researchers to easily find and reuse
datasets in this domain. By further incorporating citation information, we were able to
perform a bibliometric analysis of these papers, indicating the most popular categories of
datasets. Finally, the datasets are accompanied with FAIRness scores, indicating the extent
to which they can be (re)used by the research community.

Future work lies in several directions. Concerning the metadata and the metrics of
the directory, it would be useful to add more variables, either by analyzing the papers
themselves (i.e., process their text) or even by extracting information for the datasets,
including their hosting service (e.g., Zenodo, Figshare, etc.), their size in MBs, or even their
format (e.g., using a database or not). And it would be interesting to determine whether
these variables influence the citations of the papers. More annotations could also be added,
including, e.g., the data source(s) for each dataset (such as GitHub, Jira, Stack Overflow,
etc.) or even its license, to further enhance paper (and dataset) filtering. Finally, concerning
compliance to the FAIR principles, it would be interesting to further investigate the effect of
specific attributes with respect to dataset variables (e.g., determine whether Findability is
correlated with citations or whether datasets with clear licensing information are preferred
by researchers, on par with principle R1.1).
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