H hydrology

Article

Decoding LSTM to Reveal Baseflow Contributions in Fractured
and Sedimentary Mountain Basins: A Case Study in the Sangre
de Cristo Mountains, Southwestern United States

Michael Rosati 1'2-*, Yeo H. Lim (0, Katie Zemlick ? and Kamran Syed 2

W) Check for updates

Academic Editors: Emanuele Barca

and Minxue He

Received: 24 December 2025
Revised: 24 January 2026
Accepted: 26 January 2026
Published: 1 February 2026
Copyright: © 2026 by the authors.
Licensee MDPI, Basel, Switzerland.
This article is an open access article

distributed under the terms and

conditions of the Creative Commons

Attribution (CC BY) license.

Department of Civil Engineering, University of North Dakota, 243 Centennial Dr Stop 8115,
Grand Forks, ND 58202-8115, USA; yeo.lim@und.edu

Hydrology Bureau, New Mexico Office of the State Engineer, 130 South Capitol Place,

Santa Fe, NM 87504-2824, USA; katie.zemlick@ose.nm.gov (K.Z.); kamran.syed@ose.nm.gov (K.S.)
Correspondence: michael.rosati@und.edu

Abstract

This study investigates how a Long Short-Term Memory (LSTM) model internally repre-
sents baseflow contributions in snowmelt-driven, semi-arid mountain basins with hetero-
geneous geologic characteristics. Five basins in the Sangre de Cristo Mountains of northern
New Mexico, spanning fractured Precambrian bedrock and sedimentary-volcanic terrain,
were used to evaluate both model performance and interpretability. Baseflow dynamics
were inferred post hoc using the Baseflow Index (BFI) and a two-reservoir HEC-HMS (Hy-
drologic Engineering Center’s Hydrologic Modeling System) model. Although baseflow
components were not explicitly included in model training, internal cell state activations ex-
hibited strong correlations with both shallow and deep baseflow components derived from
the HEC-HMS model. To better understand how these relationships may change under
climatic stress, BFI-based baseflow patterns were further analyzed under pre-drought and
drought conditions. Results indicate that the internal LSTM states differentiated patterns
consistent with short- and long-residence flow paths, reflecting physically interpretable
hydrologic behavior. This work demonstrates the potential of LSTM models to provide
valuable insights into baseflow generation and groundwater—surface water interactions,
which is especially critical in water-scarce regions facing increasing drought frequency.

Keywords: long short-term memory (LSTM); baseflow; groundwater-surface water
interactions; snowmelt-dominated basins; hydrologic model interpretability; HEC-HMS;
mountain hydrology

1. Introduction

Mountain regions play a critical role in global water security, supplying freshwater to
nearly half of the world’s population while occupying a disproportionately small fraction of
the Earth’s land surface. As natural “water towers,” mountainous catchments regulate the
timing and magnitude of downstream water availability through seasonal snow accumula-
tion, delayed melt, and subsurface storage processes [1]. Climate change is increasingly
altering these dynamics through shifts in precipitation phase, declining snowpack, ear-
lier snowmelt, and more frequent and severe droughts, with well-documented impacts
on summer streamflow in snow-dominated basins [2,3]. As seasonal snowmelt contri-
butions decline or shift earlier in the year, groundwater discharge becomes increasingly
important for sustaining streamflow during late summer and fall low-flow periods [4,5].
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Accurately representing groundwater—surface water interactions is therefore fundamen-
tal to understanding and managing water resources in mountain regions under ongoing
climatic change.

Groundwater flow in mountain systems is governed by complex and often poorly
observed subsurface processes, including fractured bedrock flow paths, deep mountain-
block aquifers, and long residence times that span months to decades [1,3,6-11]. Recent
hydrogeologic studies have demonstrated that groundwater circulation in mountain catch-
ments extends well beyond shallow soil layers, with substantial storage and delayed release
occurring within fractured crystalline bedrock and deeper subsurface systems [6-9]. These
deeper flow paths can buffer streamflow during prolonged dry periods and sustain base-
flow well after seasonal snowmelt has ceased, particularly in semi-arid regions [2,8,11,12].
However, because these processes are largely hidden from direct observation and difficult
to constrain with available data, their representation in hydrologic models remains a major
challenge. Although physically based models offer conceptual transparency, they often
struggle to capture the full spectrum of groundwater storage and release behavior at basin
scales, especially under changing climatic conditions and limited subsurface data [13-16].

In contrast, data-driven models—particularly Long Short-Term Memory (LSTM)
neural networks—have demonstrated strong predictive skill for streamflow simulation
across a wide range of hydroclimatic regimes, including snowmelt-dominated mountain
basins [17-20]. LSTMs are well suited for hydrologic applications because their recurrent
architecture enables them to learn temporal dependencies, antecedent conditions, and
delayed responses without explicit process prescriptions [21-23]. As a result, LSTM in-
ternal states may develop latent representations statistically associated with subsurface
storage and delayed groundwater contributions, even when such processes are not ex-
plicitly included during model training [22]. Despite their predictive success, however,
LSTM models are often criticized as “black boxes,” as their internal representations are not
directly interpretable and are not constrained by physical process formulations.

Advances in explainable artificial intelligence (XAI) have improved transparency
in hydrologic machine learning by identifying influential inputs, nonlinear sensitivities,
and attribution pathways [23-26]. While these approaches have advanced understanding
of input-output relationships, they provide limited insight into how recurrent neural
networks internally encode hydrologic memory, storage, and delayed release processes,
particularly those associated with groundwater contributions [27,28]. Conversely, internal-
state analysis directly examines the hidden and cell states of LSTM models, offering a
complementary interpretability pathway that emphasizes emergent hydrologic behavior,
temporal persistence, and memory dynamics rather than explicit attribution [27-31]. Recent
studies have shown that internal LSTM states can encode physically meaningful signals
related to storage, delay, and runoff generation, revealing aspects of model behavior that
are not accessible through attribution-based XAlI alone [22,27-30].

In the southwestern United States, mountain headwater basins play a critical role in
sustaining regional water supplies, particularly in semi-arid environments where snowmelt-
driven runoff and groundwater discharge jointly support perennial streams [14,32-35]. In
these settings, groundwater circulates through both shallow and deep subsurface path-
ways, often within fractured Precambrian bedrock or heterogeneous sedimentary-volcanic
formations, maintaining streamflow well beyond the snowmelt season [6,7]. Recent work
has demonstrated that groundwater contributions in these mountain systems are more
dynamically cycled and extend to greater depths than traditionally represented in con-
ceptual or numerical models [6-9]. Yet, because deeper groundwater pathways remain
poorly observed, their role in streamflow generation is often inferred indirectly through

https:/ /doi.org/10.3390/hydrology13020051


https://doi.org/10.3390/hydrology13020051

Hydrology 2026, 13, 51

30f29

recession analysis, baseflow separation, or hydrochemical tracers rather than direct mea-
surement [10].

While LSTM performance for streamflow prediction has received significant attention
in recent years, relatively little work has examined whether—and to what extent—LSTM
models internalize physically meaningful representations of groundwater storage and base-
flow dynamics in geologically complex, snowmelt-dominated mountain basins. Existing
interpretability studies have largely focused on large-sample datasets, runoff-dominated
systems, or generic hydrologic memory metrics, with limited attention to groundwater-
dominated headwaters where delayed subsurface contributions play a dominant role in
drought resilience [23,26,36,37]. As a result, the extent to which LSTM internal memory
states reflect physically meaningful groundwater behavior—such as fast versus slow sub-
surface flow paths or residence-time-controlled baseflow—remains poorly understood,
especially in snowmelt-dominated systems where subsurface storage and release play a
dominant role [23].

Building on recent work demonstrating that LSTM internal states can encode hydro-
logic processes without explicit supervision, this study applies internal-state analysis to
snowmelt-dominated mountain basins where groundwater storage and delayed release are
central to streamflow generation [22,31]. The overall study design and analysis workflow
are summarized in Figure 1. Rather than treating the LSTM as a purely predictive tool,
this study examines the model’s internal memory states to assess whether they encode
structure consistent with conceptual baseflow behavior. Extracted LSTM cell and hidden
states are compared to multiple independent, physically informed benchmarks, including
digital baseflow separation, a two-reservoir HEC-HMS (Hydrologic Engineering Center’s
Hydrologic Modeling System) model, and qualitative hydrochemical source classifications
from a previously published end-member mixing analysis (EMMA) conducted in the same
study area [35]. Importantly, baseflow information was not used during model training; all
comparisons are performed post hoc to evaluate emergent internal behavior rather than
prescribed process representation.

This study addresses the following research questions:

(RQ1) Can LSTM models trained solely on meteorological and hydrologic inputs develop
internal memory representations that are statistically and conceptually consistent with
physically derived baseflow components in snowmelt-dominated mountain basins?
(RQ2) Do distinct LSTM states preferentially align with fast and slow groundwater response
regimes, as represented by conceptual baseflow models and independent hydrochemi-
cal classifications?

(RQ3) How does the representation of baseflow-related memory states change under
contrasting hydroclimatic conditions, particularly during extended drought periods when
groundwater contributions dominate streamflow?

We hypothesize that the LSTM model’s internal memory states encode hydrologically
meaningful information related to groundwater storage and delayed release and that these
representations can be revealed through comparison with physically informed baseflow
proxies and hydrochemical context. By focusing on internal-state behavior rather than
predictive performance alone, this work advances hydrologic interpretability of machine
learning models and provides new insight into groundwater-surface water interactions in
snowmelt-dominated, semi-arid mountain environments.
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STUDY OBJECTIVE
Evaluate whether LSTM model’s internal memory states encode structure consistent with

conceptual baseflow behavior.

STUDY AREA & DATA
Five snowmelt-dominated mountain basins were analyzed using daily climate forcing,
observed streamflow, and static basin attributes.

y

LSTM MODELING & EVALUATION
A 256-unit LSTM with 365-day input sequences was trained to simulate daily streamflow and

evaluated against observed discharge.

BASEFLOW PROXIES
Conceptual baseflow benchmarks were derived using a digital filter for all basins and a two-
reservoir HEC-HMS model for the Rio Hondo basin.

INTERPRETABILITY ANALYSIS

LSTM model’s memory states were extracted and correlated with conceptual baseflow

proxies to assess timing, persistence, and regime dependence.

SYNTHESIS & LIMITATIONS

Emergent memory patterns were interpreted in the context of hydrologic processes while

acknowledging proxy, scale, and data limitations.

Figure 1. Overview of the study workflow for evaluating internal LSTM states against conceptual
baseflow behavior.

2. Materials and Methods
2.1. Study Area

This study examines five river basins located in the Sangre de Cristo Mountains of
northern New Mexico, near Taos (Figure 2). These include three basins in the Taos Range
(Rio Hondo, Rio Lucero, and Rio Pueblo de Taos) and two in the Cimarron Range (Ponil
Creek and Rayado Creek). The Taos and Cimarron Ranges, separated by the Moreno
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Valley, represent geologically distinct subranges of the Sangre de Cristo Mountains, with
implications for groundwater storage and stream—-aquifer interactions.
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Figure 2. Study area near Taos, New Mexico. Panel (a) shows the regional location within North
America, panel (b) shows the location within New Mexico, and panel (c) depicts the five headwater
basins used in this study: (1) Rio Hondo, (2) Rio Lucero, (3) Rio Pueblo de Taos, (4) Ponil Creek,
and (5) Rayado Creek. Black lines indicate major roads, blue lines represent rivers and streams, and
shaded blue polygons denote the study basins.

The Taos Range basins lie along the western flank of the Moreno Valley and drain into
the Rio Grande. This range is dominated by Precambrian metamorphic rocks, including
gneiss, schist, and granite, which are commonly fractured and faulted [38,39]. These
features create opportunities for groundwater storage and delayed subsurface discharge
that sustains baseflow during dry periods [6,7]. The Sangre de Cristo Fault, which borders
the western margin of the range, contributes to a fault-block mountain structure with steep
topography and deep valleys [40].

By contrast, the Cimarron Range basins drain eastward into the Canadian River
system and are composed of Paleozoic and Mesozoic sedimentary rocks interspersed with
Tertiary volcanic intrusions [41,42]. These formations are more erodible and less fractured
than those in the Taos Range [41], resulting in smoother terrain and reduced potential for
long-term groundwater storage [39]. Table 1 summarizes the location, physiographic, and
hydroclimatic characteristics of the five study basins, providing context for differences in
snow accumulation, temperature regime, and runoff generation across the study area.

https://doi.org/10.3390/hydrology13020051


https://doi.org/10.3390/hydrology13020051

Hydrology 2026, 13, 51 6 0f 29
Table 1. Location, physiographic, and hydroclimatic characteristics of the study basins.
Basin
Basin Ch .
asin Characteristics Hondo Lucero  Taos Ponil Rayado
Latitude (Degrees) * 36.54 36.51 36.44 36.57 36.37
Longitude (Degrees) * —105.56 —105.53 —105.5 —104.95 —104.97
Mean Basin Slope (%) 52 51 38 25 23
Drainage Area (km?) 96.35 43.77 163.43  481.74  158.51
Mean Elevation (m, amsl T) 3167.9 3268 2928.6 26179  2896.7
Outlet Elevation (m, amsl 1) 23349  2459.3 22555 20247  2056.4
Mean annual Precipitation (mm d ') 1.74 1.80 1.59 1.43 1.69
Snow Fraction (%) 41.11 42.52 35.27 27.18 20.60
Mean Annual High Temp (°C) 9.80 9.26 11.64 13.85 12.12
Mean Annual Low Temp (°C) —4.65 —4.83 —3.64 —-251 —3.15

* Coordinates refer to basin outlet location. * above mean sea level. ¥ Snow fraction was estimated as the proportion
of basin-averaged Daymet precipitation occurring on days with mean air temperature below 0 °C and represents
a climatological indicator of snow-dominated conditions rather than an elevation-resolved snow partition.

Across the five basins, basin-averaged mean annual precipitation ranges from ap-
proximately 531 to 656 mm yr—!, with snowfall comprising roughly 21-43% of annual
precipitation, reflecting strong elevation influences across the study area. Mean annual air
temperatures range from approximately 2.2 to 5.7 °C, consistent with pronounced elevation
gradients and prolonged winter snow accumulation in the higher-elevation basins.

The five study basins were selected to provide a controlled yet contrasting set of
snowmelt-dominated mountain catchments suitable for evaluating internal hydrologic
representation within the LSTM model. All basins are relatively small headwater systems
with minimal direct human interference, similar climatic forcing, and strong seasonal
snowmelt influence, enabling meaningful comparison of model behavior under broadly
comparable hydroclimatic conditions. At the same time, the basins span two geologically
distinct subranges with differing lithology, fracture density, and groundwater storage
potential, offering an experimental contrast in subsurface structure and dominant flow
path characteristics.

An additional consideration in basin selection was the availability of long, continuous
daily time series required for recurrent neural network training and internal-state analysis.
All five basins possess overlapping streamflow records extending back to 1980, coincident
with the start of consistent daily meteorological forcing from Daymet and hydrologic
variables from the Daily Historical Water Balance Data Product (described in Section 2.2).
This temporal continuity enables use of full annual input sequences; supports robust
separation of training, validation, and testing periods; and allows for evaluation of model
behavior across multiple hydroclimatic regimes, including extended drought conditions.

2.2. Model Architecture and Training

The LSTM model used in this study was implemented using the NeuralHydrology
library [43] and consists of a single LSTM layer with 256 hidden units processing 365-day
input sequences. Static basin attributes were embedded and combined with dynamically
embedded daily inputs, which were then passed to a single LSTM layer with 256 hidden
units for sequence modeling. The model produces probabilistic discharge predictions using
a Gaussian Mixture Model (GMM) regression head [44,45]. Training was conducted for
50 epochs using the AdamW optimizer [46] with a scheduled learning-rate decay and the
GMMLoss function [47]. Key hyperparameters are summarized in Table 2.
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Table 2. LSTM model architecture and training hyperparameters.
Embedding . ope . . . .
Sequence Dropout Network * Hidden Batch Initial Learning  Learning Rate = Learning Rate = Learning Rate
Length P State Size Size Rate at Epoch 10 at Epoch 20 at Epoch 40
(FC Layers)
365 0.2 128-64-128 256 64 5.00 x 1074 3.00 x 10~* 1.00 x 10~* 5.00 x 1075

* Static and dynamic inputs were processed using separate embedding networks with identical architectures.

The choice of a 365-day input sequence length was motivated by the need to cap-
ture annual-scale hydrologic memory in snowmelt-dominated mountain basins, where
streamflow dynamics are governed by seasonal snow accumulation, delayed melt, ground-
water recharge, and prolonged baseflow recession. A full annual input window allows the
model to integrate antecedent snow water equivalent (SWE), soil moisture, and climatic
conditions across seasonal cycles, which is essential for representing delayed groundwater
contributions to streamflow.

The selection of a 256-unit hidden state reflects a balance between representational
capacity and interpretability while minimizing overfitting risk. A moderately large hidden
dimension is required to encode multiple interacting hydrologic processes operating over
distinct timescales, including short-term precipitation and melt responses, seasonal snow
storage, and long-term groundwater release. Previous hydrologic LSTM studies have
shown that architectural design choices—particularly hidden state size—strongly influence
both predictive performance and the ability to represent complex storage-release behavior,
provided that appropriate regularization strategies are employed [48,49].

To mitigate overfitting, several regularization techniques were incorporated during
training, including dropout applied to both dynamic and static embedding networks
(dropout rate = 0.2), gradient clipping, and a staged learning-rate decay schedule. Prior
work by Hu et al. highlights the importance of combining multiple regularization strategies
to stabilize training and improve generalization in hydrologic LSTM models [50]. The pro-
gressively reduced learning-rate schedule promotes stable convergence and helps prevent
degradation of validation performance across epochs, consistent with best practices for
recurrent neural network training [51,52].

Although larger hidden dimensions can complicate direct neuron-level interpreta-
tion, the interpretability framework adopted here focuses on the collective organization
of internal states rather than one-to-one mappings between individual units and specific
hydrologic processes. Correlation analysis, clustering, and dimensionality reduction are
used to identify coherent patterns across memory units, allowing physically meaningful hy-
drologic behavior to emerge at the aggregate level. Prior studies demonstrate that recurrent
neural networks can encode interpretable dynamical structure through the organization of
internal states, even when individual units are not directly interpretable in isolation [53-56].
This approach facilitates representation of multiple groundwater response timescales with-
out imposing strict structural assumptions on the model.

The combination of a 256-unit hidden state and a 365-day input sequence proved
effective for modeling the complex dynamics of snowmelt-dominated mountain basins.
Validation performance metrics remained stable throughout training, with no evidence
of systematic degradation or divergence, indicating that the selected architecture did not
overfit the available data. In addition, both training and validation loss decreased rapidly
during early epochs and subsequently stabilized, with bounded inter-epoch variability and
no sustained divergence between training and validation loss. This behavior indicates that
model capacity was sufficient to capture annual-scale hydrologic memory without inducing
instability or memorization. These results support the suitability of the chosen architecture
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for representing the temporal complexity of the system while remaining generalizable and
interpretable for internal-state analysis.

Hyperparameters were manually tuned to balance model complexity, regularization,
and training stability; values are summarized in Table 2.

Input features included meteorological variables from Daymet and hydrologic vari-
ables derived from the National Parks Service (NPS) Daily Historical Water Balance Data
Product (DHWBDP) [57]. Table 3 summarizes dynamic and static input variables used
exclusively for LSTM model training. While meteorological forcing for the HEC-HMS
model was derived solely from Daymet to maintain internal consistency within the con-
ceptual framework, the LSTM was trained using a broader set of meteorological and
hydrologic variables to maximize information content for data-driven learning. The HEC-
HMS model was used only as a conceptual decomposition tool rather than for predictive
performance comparison.

Table 3. Dynamic and static input variables used for LSTM model training.

Variable Unit Data Source
Precipitation mm/day Daymet
Daylight Seconds Sec Daymet
Shortwave Radiation W/m? Daymet
Max Temperature °C Daymet
Min Temperature °C Daymet
Vapor Pressure Pa Daymet
Snow Water Equivalent kg/m? Daymet
Observed flow m3s~! USGS
Latitude Degrees USGS
Longitude Degrees USGS
Elevation Feet above Sea Level USGS
Drainage Area Acres USGS
Surface Characteristics NA USGS
Accumulated Snow Water Equivalent mm DHWBDP
Actual Evapotranspiration mm DHWBDP
Potential Evapotranspiration mm DHWBDP
Deficit mm DHWBDP
Rain mm DHWBDP
Runoff mm DHWBDP
Soil water mm DHWBDP

SWE from Daymet represents instantaneous snowpack storage, whereas accumu-
lated SWE from the DHWBDP reflects integrated snow water storage over time derived
from a water balance formulation. SWE from Daymet is reported as mass per unit area
(kg m~2), while accumulated SWE from the DHWBDP is expressed as an equivalent water
depth (mm); these units are physically equivalent (1 kg m~2 = 1 mm of water) but reflect
differences in dataset formulation and modeling context.

Although related, these variables differ in formulation, temporal behavior, and infor-
mation content, and both were retained to allow the LSTM to learn snow storage persistence
and melt dynamics implicitly. Rather than prescribing snowmelt as an explicit external
flux, snowmelt-driven runoff generation was allowed to emerge through the joint use
of SWE, temperature, radiation, and precipitation inputs. This approach is consistent
with prior LSTM-based hydrologic modeling studies showing that snowfall dynamics and
temperature are critical controls on runoff generation and that recurrent neural networks
can internalize nonlinear melt and storage-release relationships without requiring explicit
process partitioning when provided with physically relevant forcing variables [58,59]. Re-
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cent studies demonstrate that snow storage and melt processes exhibit strong sensitivity to
climatic variability and basin feedbacks, supporting modeling frameworks in which these
dynamics are represented implicitly rather than prescribed a priori [60-63].

Observed daily streamflow from five United States Geological Survey (USGS) gages,
including the Rio Hondo, Rio Lucero, Rio Pueblo de Taos, Ponil Creek, and Rayado Creek,
served as the target output. Observed daily streamflow was obtained from USGS gaging
stations, originally reported in cubic feet per second, and was converted to cubic meters
per second (m3 s~ 1) for consistency with SI units throughout this study. Data were split
into training (1980-2000), validation (2001-2007), and testing (2008-2015) sets following an
approximately 60:20:20 ratio.

While the model was trained solely to predict total streamflow, post hoc analysis
focused on evaluating whether the model’s internal memory states—including the hidden
state (hp), associated with short-term working memory (i.e., rapid hydrologic responses to
event-scale forcing such as precipitation events and snowmelt pulses), and the cell state
(cn), associated with longer-term integrated basin storage—exhibited behavior consistent
with baseflow-related dynamics. Baseflow dynamics were inferred using two indepen-
dent methods: the Baseflow Index (BFI), calculated using the Lyne and Hollick recursive
filter [64], and a physically based HEC-HMS model developed for the Rio Hondo basin.

The HEC-HMS model was developed to provide a physically based estimate of shallow
and deep baseflow contributions on a daily timestep for comparison with the LSTM model’s
internal representations. Calibration followed continuous-simulation procedures outlined
in the U.S. Army Corps of Engineers HEC-HMS Hydrologic Modeling System User’s
Manual and calibration tutorials [65]. Each water year from 2000 to 2004 was modeled and
calibrated independently, producing annual parameter sets adjusted to reproduce both
high- and low-flow behavior with particular emphasis on baseflow recessions. This year-by-
year approach ensured that the calibrated groundwater parameters reflected interannual
hydrologic variability and recession dynamics while retaining the conceptual groundwater
storage and delayed-release behavior inherent to the linear reservoir formulation. Although
parameter values were adjusted annually, the groundwater reservoirs themselves represent
integrated storage with characteristic response times spanning months to years, allowing
delayed recharge and lagged discharge to be implicitly captured within the baseflow
signal. This approach avoids transferring parameter values across hydrologically distinct
years while still allowing groundwater storage states to integrate antecedent conditions,
consistent with conceptual piston-flow representations of delayed recharge.

The calibration sequence for each year followed a consistent procedure. Model param-
eters were first initialized using GIS-derived terrain, land cover data from the National
Land Cover Database (NLCD) [66], and soils data from the Soils Survey Geographic
Database (SSURGO) [67]. Loss parameters were then adjusted using the Deficit and Con-
stant method to reproduce early wet-season responses. Groundwater parameters within the
two-reservoir linear baseflow module were refined to match the observed recession limbs,
after which the constant loss rate was tuned to preserve realistic peak responses while
maintaining recession fidelity. Model performance was subsequently evaluated through
graphical inspection and statistical comparison of observed and simulated hydrographs.
Meteorological forcing was provided by Daymet daily gridded precipitation and temper-
ature [68], which integrates observations from available in situ meteorological stations
with elevation-aware interpolation to provide spatially continuous forcing in data-sparse
mountainous regions. No basin-interior meteorological stations with continuous long-term
records were available for independent forcing or validation, making Daymet an appro-
priate and commonly adopted data source for this study. Hydrologic routing simulated
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using the ModClark transform method [69] and canopy interception represented using the
Simple Canopy method [69].

Following manual parameter adjustment, key parameters controlling baseflow and
snowmelt were refined using the HEC-HMS Optimization Trials module. Optimization
trials were configured to maximize the Nash-Sutcliffe Efficiency (NSE) using the Simplex
search method, with a maximum of 100 iterations specified as an upper bound. In practice,
convergence was typically achieved before reaching this limit, as improvements in NSE
diminished and parameter updates began to oscillate within a narrow range. Trials were
therefore terminated early once additional iterations produced negligible changes in ob-
jective function value. Parameters were constrained within physically reasonable ranges
derived from literature and preliminary calibration results to maintain hydrologic plausi-
bility. Final optimized values for Snowmelt and baseflow parameters are summarized in
Table 4. Temperature-based parameters were converted from degrees Fahrenheit to degrees
Celsius, and depth- and rate-based parameters from inches to millimeters. Routing coeffi-
cients represent linear reservoir time constants and are reported in hours. Dimensionless
parameters are unchanged.

Table 4. Optimized HEC-HMS snowmelt and groundwater baseflow parameters for the Rio
Hondo basin.

) Model Year

Parameter Unit

2000 2001 2002 2003 2004
Base Temperature °C 7.2 4.4 0.6 3.9 6.7
Snow vs. Rain Temperature °C 0 0 1.1 0 0.6
Rain Rate Limit mm/h 2.54 2.54 2.54 12.7 2.54
Cold Limit mm 0.51 0.25 2.03 0.51 0.51
ATI Coefficient - 0.7 0.9 0.7 0.5 0.6
GW-1 Baseflow Fraction - 0.04 0.06 0.01 0.06 0.05
GW-2 Baseflow Fraction - 0.09 0.1 0.07 0.09 0.07
GW-1 Routing Coefficient h 1050 200 2200 600 300
GW-2 Routing Coefficient h 1500 1000 2400 1000 1600

The snowmelt and groundwater parameters listed in Table 4 control key physical
processes represented in the HEC-HMS model. Base Temperature and Snow vs. Rain
Temperature define threshold conditions for snow accumulation and melt, governing
the partitioning of precipitation into rain or snow. The Rain Rate Limit and Cold Limit
parameters regulate melt efficiency and cold content effects, influencing the timing and
magnitude of snowmelt contributions to runoff. The Antecedent Temperature Index (ATT)
coefficient controls thermal memory within the snowpack, affecting delayed melt response.
Groundwater baseflow fractions specify the proportion of infiltrated water routed through
shallow (GW-1) and deep (GW-2) storage reservoirs, while routing coefficients define
the characteristic response times of these reservoirs, with larger values indicating slower
drainage and longer recession behavior.

HEC-HMS Model performance for each water year was evaluated from the statistical
measures (Table 5). The reported metrics include mean, maximum, and total observed
flow together with performance indicators including NSE, root-mean-square error (RMSE),
normalized root-mean-square error (NRMSE; RMSE normalized by the standard deviation
of observed flow), percent bias (PBIAS), and the coefficient of determination (R?). All years,
except 2002, achieved NSE values between 0.81 and 0.92, meeting “very good” performance
criteria for continuous daily simulation based on standards set by Moriasi et al. [70],
and NRMSE values below 0.45, indicating close correspondence between simulated and
observed hydrographs.
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Table 5. Annual flow statistics and calibration performance for the HEC-HMS model (Rio
Hondo basin).

Water Year (1\)4;:“(23"/‘5 g’ffrf“‘(ﬂ?/; Max(frll‘s’/‘;’) Obs. sl\l’[;" (121‘3’;“5’) Volume (m?) NSE NRMSE PBIAS (%)  R?
2000 0371 0.366 1.133 0.814 11,683,000 0.81 0.44 ~1.25 0.81
2001 1.02 1.025 6.116 4165 31,994,000 0.92 027 0.72 093
2002 0.259 0.251 0453 0.456 7,677,000 0.39 0.8 ~3.29 0.51
2003 0.658 0.651 2,520 2392 20,671,000 0.92 0.28 ~1.09 093
2004 0.568 0.566 2237 2.058 17,876,000 0.9 032 —021 0.9

Although the 2002 water year exhibited markedly lower performance metrics
(NSE = 0.39; R? = 0.51) than other calibration years, this result reflects the hydrologic
conditions rather than model inadequacy. Streamflow during 2002 was exceptionally low
(mean = 0.25 m? s~!) with minimal snowmelt and little daily variability, causing variance-
based statistics such as NSE to appear artificially poor even though the model reproduced
overall volumes accurately (PBIAS = —3.29%). The year was therefore retained to preserve
continuity across the full range of observed hydroclimatic states and to ensure that the
HEC-HMS model’s calibration captured both baseflow-dominant and drought-extreme con-
ditions relevant to comparison with the LSTM model. A more detailed evaluation of model
behavior under dry and wet hydrologic regimes, including the limitations of variance-
based performance metrics and conceptual model structure during recession-dominated
periods, is provided in Section 3.

It should be noted that the reported NSE values represent in-sample calibration
performance and are not intended as independent validation metrics, as the model was
applied solely to provide a physically consistent baseflow decomposition for comparison
with the LSTM model.

2.3. Performance Metrics

To evaluate the accuracy of the LSTM model developed in this study, a range of metrics
were used. These metrics provide insights into different aspects of model performance,
including how well the model captures variability, matches observed values, and handles
extreme events. Performance metrics were computed using functions provided by the
NeuralHydrology library:

NSE: NSE is a widely used statistic to assess the predictive power of hydrological
models. It compares the observed and predicted values, where an NSE value of 1 indicates
a perfect match between model predictions and observations, while an NSE of 0 means the
model predictions are as accurate as simply using the mean of the observed data. Negative
values indicate that the model performs worse than using the mean as a predictor. NSE is
defined as: ( ?

Liz1(Qobsi —Qsim,i
NSE=1 - "1 (Qobs,i—Qobs)? @

where n is the number of daily streamflow observations, Qs ; is the observed stream-

flow on day i, Qg ; is the simulated streamflow on day i, and Q,ps is the mean of ob-
served streamflows.

KGE: The Kling-Gupta Efficiency (KGE) evaluates the performance of hydrological
models by integrating three key components: correlation (r), bias ratio (), and variability
ratio (x). A KGE value of 1 represents perfect agreement between observed and simulated
streamflow, while a value closer to 0 reflects poor performance. Negative values indicate
the model performs worse than a baseline reference. The KGE is defined as:

KGE =1 = \/Ise(r = P + [sc(ot = 1)]2 + [sp (Bce — 1), @
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where r is the Pearson correlation coefficient between observed and simulated streamflow,
Bkge is the fraction of the means of the streamflow, « is the ansg decomposition, and s,
s«, and sg are corresponding weights. The KGE’s incorporation of correlation, bias, and
variability makes it a robust metric for assessing hydrological model performance.

RMSE: The RMSE, which measures the average magnitude of the errors between
observed and predicted values, is given by:

RMSE = \/Illz (Qobs - Qsim)z' (3)

where n is the number of observations, Q. is the observed flow, and Qy;,, is the simulated
flow. It provides insight into the absolute error in model predictions, with lower values
indicating better model performance. RMSE penalizes large errors more heavily due to the
squaring of differences, making it sensitive to outliers.

anse: oNsE is a modified version of the NSE that adjusts for flow variability, given by:

ongE = o, (4)
Oobs
where o4, and o, are the standard deviations of simulated and observed flows, respec-
tively. It focuses on how well the model captures the standard deviation of observed flows.
A perfect ansg score is 1, indicating that the variability of the simulated flows matches
the observed flows exactly. An ansg closer to 1 indicates better model performance in
replicating variability.

Bnse: Pnsg is another variant of the NSE metric that evaluates the bias in predicted
flows. This metric measures whether the model consistently over- or under-predicts flow
values by comparing the mean values of the observed and simulated data. This metric is
defined as:

"
BNsE = —, 5)
Hobs

where g, is the mean of simulated flows and g is the mean of observed flows. A
Bnsk of 1 indicates that the mean of the simulated flows perfectly matches the mean of the
observed flows.

Bkge: The Bxgg component isolates the bias ratio, which evaluates the extent to which
the simulated mean matches the observed mean streamflow. It is calculated as:

Brce = 2, (6)
Hobs

where (1, is the mean simulated streamflow, and ¢ is the mean observed streamflow. A
Bkgg value of 1 indicates no bias, meaning the model correctly reproduces the mean flow.
Values greater than 1 indicate the model overestimates the mean flow, while values less
than 1 indicate underestimation. This component is particularly useful for understanding
whether the model accurately predicts the overall magnitude of streamflow.

Pearson-r: The Pearson correlation coefficient, r, measures the linear relationship
between observed and simulated streamflows. It is defined as:

= Z?:l (Qobs i Qobs (Qs1m i Gsim) , (7)

\/Zinzl (Qobs,i - Qobs \/Z ann i Gsim)2

where n is the number of observations, Qqps; and Qgjp, ; are the observed and simulated
streamflows on day i, and Qs and Qg are the mean observed and simulated streamflows,
respectively. The Pearson-r ranges from —1 to 1, with 1 indicating a perfect positive linear
relationship, 0 indicating no linear relationship, and —1 indicating a perfect negative
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%BiasFMS =

linear relationship. While it evaluates the timing and pattern of streamflow, Pearson-r
does not account for bias or variability, making it necessary to use it in conjunction with
other metrics.

Flow Error Metrics: Medium flow bias (FMS), and Low flow bias (FLV) are metrics
designed to evaluate the model’s performance across different flow regimes.

FMS quantifies the error in medium-flow periods as:

’k’g (Qs,lower) - log (Qs,upper) - ‘k)g (Qo,lower) - 10g (Qo,upper)
Yl [log(Qo,1) —1og(Qo1)

where FMS represents the medium-flow periods as the middle section of the flow duration

x 100, (8)

curve. FLV assesses low-flow conditions and is calculated as:

Lizq [log(Qs1) —1og(Qsr)] — Xi 1 [10g(Qo,) —log(Qo)]

%BiasFLV =
log (Qs,lower) - log (Qs,upper)

x 100, (9)

where FLV represents the low-flow periods or lower section of the flow duration curve.
Negative values indicate underestimation, while positive values indicate overestimation.
For all these metrics, Q; are the simulated flows and Q,, is the observed streamflows during
the corresponding flow regimes. FMS uses the 20-70% middle section of the flow duration
curve (FDC) to check if the model matches mid-range flow behavior. FLV uses the lowest
30% of flows to check if the model represents low-flow volumes correctly.

2.4. Finetuning

The LSTM was trained using all basins for 50 epochs for general model training. Once
this was complete, each basin was further finetuned for an additional 30 epochs. This is
common practice in hydrologic machine learning, where models are first trained on larger
datasets to learn generalized hydroclimatic relationships and are subsequently fine-tuned
to individual basins [19,71].

3. Results
3.1. Model Performance

The model exhibited strong performance across most basins in the study area, with
particularly high accuracy in the Taos Range basins (Table 6). NSE ranged from 0.49 in
Ponil Creek to 0.90 in the Rio Lucero, with NSE values exceeding 0.84 in four of the
five basins. KGE scores followed a similar trend, with the Rio Lucero and Rayado Creek
achieving the highest values at 0.79, and Ponil Creek again ranking lowest at 0.37. Pearson-r
values exceeded 0.93 in all basins except Ponil Creek, which had a lower but still moderate
correlation of 0.74. RMSE values were lowest in Rayado Creek (0.17) and The Rio Lucero
(0.19), and highest in Ponil Creek (0.61). It is worth noting that Ponil Creek was impacted
by the Ponil Complex Fires during the validation period, which resulted in substantial
fire-induced land use and land cover change. Consequently, validation metrics for Ponil
Creek exhibited consistently weak performance across all metrics, reflecting the inability of
the static model configuration to account for post-fire hydrologic regime shifts. Potential
approaches for incorporating disturbance-sensitive inputs and addressing non-stationary
surface conditions are discussed further in Section 4.3.

The model’s ability to represent baseflow behavior was assessed using validation metrics,
and comparison with independent baseflow estimates. FLV, which quantifies bias over the low-
est 30% of the flow duration curve, revealed basin-dependent performance. Lucero exhibited
the lowest FLV bias (26.67%), followed by Rayado (33.75%) and Taos (50.87%), while Hondo
(67.24%) and Ponil (58.05%) showed substantial overprediction of low-flow magnitudes.
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Table 6. Validation performance metrics for the LSTM streamflow model.

. RMSE FMS FLV
Basin NSE KGE (m3 s-1) ANSE BNSE BKGE Pearson-r (%) (%)
Hondo 0.88 0.75 0.36 0.78 —0.07 0.90 0.96 —3.36 67.24
Lucero 0.90 0.79 0.19 0.81 —0.06 0.93 0.96 —15.52 26.67
Taos 0.85 0.77 0.36 0.78 —0.02 0.97 0.94 —13.40 50.87
Ponil 0.49 0.37 0.61 0.57 —0.16 0.63 0.74 —30.72 58.05
Rayado 0.85 0.79 0.17 0.84 —0.07 0.89 0.93 —35.88 33.75

Note: Metrics are reported for the validation period and reflect LSTM predictive performance only; baseflow
behavior is examined separately through internal-state analysis rather than direct prediction.

Additional low-flow metrics reinforced these findings. The ansg ranged from 0.57 in
Ponil Creek to 0.84 in Rayado Creek, while Bngg values ranged from —0.02 to —0.16, indi-
cating modest underprediction of average flows. These results indicate basin-dependent
low-flow bias and model performance, which are examined further in subsequent sections.

3.2. Uncertainty Analysis

Uncertainty in the model’s streamflow predictions was evaluated using a predictive
uncertainty band derived from the GMM regression head. In Figure 3, the x-axis represents
the theoretical quantile frequency, while the y-axis shows the relative empirical counts. In
Figure 4a,b, the hydrograph shows observed streamflow (dashed line) alongside simulation
percentiles for high-flow (>1.5 m3 s 1) conditions (a) and low-flow (<1.5 m® s~!) conditions
(b), with shaded bands denoting the 25-75% predictive interval. Across most of the record,
observed discharge falls within or near the central predictive envelope, indicating that
the model captures the dominant variability and associated uncertainty under typical
hydroclimatic conditions. Deviations outside the interquartile range occur primarily dur-
ing extreme low- and high-flow periods, reflecting increased predictive uncertainty and
systematic bias under hydrologic stress. The overall correspondence between observed
and predicted flow, supported by the QQ-plot behavior and validation metrics, indicates
that the model performs credibly under typical conditions while still exhibiting limitations
during extremes. The next section examines this issue in detail by isolating the drought
year, exploring why FLV values are elevated, and evaluating the magnitude mismatch
visible in the hydrograph during this extreme period.
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Figure 3. Quantile-Quantile (QQ) Probability Plot Assessing Distributional Agreement Between
LSTM-Simulated and Observed Streamflow at the Rio Hondo Gage. Red points represent empirical
quantile pairs, and the dashed black line indicates the 1:1 reference line.
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Figure 4. Predictive uncertainty assessment for the LSTM streamflow model at the Rio Hondo
gage. Panels show observed discharge (dashed black), median model prediction (red), and the
25-75% predictive interval (yellow shading) for (a) high-flow conditions (1.5-15 m? s~1) and (b) low-
flow conditions (0-1.5 m3 s~ 1).

3.3. Baseflow Index Behavior Under Drought and Pre-Drought Conditions

The validation period for this study spanned a period of extended drought from
2002 to 2004. During this period, Taos and Colfax counties, where the study area is located,
experienced prolonged Extreme (D3) to Exceptional (D4) drought as classified by the U.S.
Drought Monitor (Figures 5 and 6) [72]. The U.S. Drought Monitor is jointly produced
by the National Drought Mitigation Center at the University of Nebraska-Lincoln, the
United States Department of Agriculture, and the National Oceanic and Atmospheric
Administration. Map courtesy of NDMC (National Drought Mitigation Center). Because
baseflow behavior in these basins is strongly conditioned by snow accumulation and melt
processes, interannual variations in snow fraction and snowpack magnitude were examined
to provide hydroclimatic context for the BFI results discussed below.

To provide hydroclimatic context for interpreting baseflow behavior under these con-
ditions, interannual variations in snow fraction and snowpack magnitude derived from
the Daymet meteorological dataset used for both LSTM and HEC-HMS model develop-
ment were examined across pre-drought and drought periods. During pre-drought years
(2000-2001), basin-averaged snow fraction values ranged from approximately 42% to 54%,
with annual maximum SWE values of approximately 125-130 kg m~?2, indicating substan-
tial seasonal snow accumulation. During the subsequent drought period (2002-2004), snow
fraction values declined, reaching a minimum of approximately 31% in 2002, and maximum
SWE was markedly reduced (~70 kg m~2 in 2002), reflecting diminished snowpack storage
and persistence. For reference, the long-term basin-averaged snow fraction across the full
record was approximately 41%, with a mean annual maximum SWE of approximately
150 kg m 2. Although snowfall continued during drought years, reduced snowpack accu-
mulation limited the magnitude and timing of snowmelt-driven runoff, consistent with the
muted seasonal variability and persistently low discharge observed in the LSTM hydro-
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graphs. This context indicates that streamflow during drought was increasingly governed
by delayed groundwater release rather than direct melt-driven runoff

L Hl

E,

100.00%

80.00%

60.00%

40.00%

20.00%

oot v

\oot Y
otV
cootY v
oot v
ooty v

-\
ovotY

oot v
ootV b
qoot¥ k
0oL Y *

TALLS vV

vorv
oty
q\otY ¥
qotv
oty v

5 B
> o

aoty
oty ke
oot b
vty v
oY

oty

DO (Abnormally Dry) D2 (Severe Drought)

quotY v

4 (Exceptional Drought)
D1 (Moderate Drought) - D3 (Extreme Drought)

From the U.S. Drought Monitor website, https:

USDA @ (E)
/droughtmonitor.unl.edu/DmData/TimeSeries.aspx, 2-3-20

\M

Figure 5. Percentage of Taos County, New Mexico, within U.S. Drought Monitor categories (D0-D4)
from 2000 to 2026. Colors denote drought severity; USDM data (NDMC, USDA, NOAA)

IU

USDA M /7~
e 9
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from 2000 to 2026. Colors denote drought severity; USDM data (NDMC, USDA, NOAA)
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Tables 7 and 8 summarize streamflow performance metrics for the LSTM model
during pre-drought and drought conditions, respectively, providing quantitative context
for interpreting baseflow behavior under contrasting hydroclimatic regimes. Across both
periods, the model generally reproduced the timing and relative variability of streamflow,
as indicated by high Pearson-r values, while exhibiting larger biases in absolute magnitude

during drought years, particularly at low flows as reflected by elevated FLV values. These

performance characteristics motivate the use of proportional metrics such as BFI to evaluate
changes in hydrologic partitioning independent of discharge magnitude

Table 7. Streamflow performance metrics comparing observed and LSTM-simulated daily discharge
across the five study basins during pre-drought conditions (2000-2001)

Basin

NSE

KGE

RMSE

Hondo
Lucero

0.87
0.89

0.64
0.68

(m3s™ 1)

0.46

XNSE

0.71

BNSE

—0.16

BkGE

Pearson-r

FMS
(%)

FLV
(%)

Taos
Ponil
Rayado

0.94
0.83
0.95

0.78
0.75
0.92

0.25
0.26
0.12
0.06

0.73
0.79
1.2
0.93

—-0.13
—0.06
0.09

0.01

0.79
0.83
0.91
1.14
1.01

0.99
0.99
0.99
0.95
0.98

—-10.27
—6.82
—10.11
—35.18
—-20

52.29
41.24
22.97
—105.77
78.48
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Table 8. Streamflow performance metrics comparing observed and LSTM-simulated daily discharge
across the five study basins during drought conditions (2002-2004).

Basin NSE KGE (II:ll;/ISS_El) XNSE BNSE BKGE Pearson-r P;l(}//;[)s EJZJ‘)/
Hondo 0.90 0.92 0.15 1.01 0.06 1.06 0.95 5.14 77.84
Lucero 0.90 0.81 0.12 0.81 0.04 1.04 0.96 —20.96 18.82

Taos 0.66 0.65 0.24 1.24 0.18 1.23 0.90 —14.31 58.65

Ponil 0.35 0.2 0.71 0.41 -0.13 0.58 0.65 —55.17 60.64

Rayado 0.83 0.8 0.1 1.15 0.09 1.13 0.94 —16.2 37.2

For this analysis, the BFI, defined as the ratio of mean baseflow to mean total discharge,
was computed using the Lyne and Hollick digital filter, to evaluate baseflow representation
under drought conditions. BFI was calculated for both pre-drought (2001) and drought
(2002-2004) periods using observed and simulated streamflow from the LSTM model.
Results show strong agreement between observed and simulated BFI values across most
basins and time periods. In pre-drought years, differences were within 0.04 across all basins,
with the model slightly overestimating baseflow.

During the drought, both observed and simulated BFI values increased across all
basins with the exception of observed Ponil Creek, reflecting the higher proportional
contribution of groundwater during dry periods. For Ponil Creek, the simulated BFI (0.29)
exceeded the observed (0.21), aligning with earlier observations that the model struggled
to adjust to post-fire hydrologic changes.

The FLV and BFI results highlight a critical insight for interpreting subsequent internal-
state analyses: although the model exhibited elevated low-flow bias under drought condi-
tions, it still produced BFI values consistent with the observed values. This suggests that the
internal LSTM states preserved behavior consistent with the observed hydrologic baseflow
partitioning under drought conditions, despite biases in absolute discharge magnitude
during extreme low-flow periods. This interpretation is further supported by the Pearson-r
values and visual inspection of the hydrograph during this period. High Pearson-r values
(>0.9), along with well-aligned peaks and recession limbs, indicate good dynamic perfor-
mance, with the large FLV values reflecting a magnitude bias rather than a structural or
temporal error in model behavior. This distinction is important for the next section, which
compares the extracted cell states to the decomposed Baseflow-1 and Baseflow-2 signals
from HEC-HMS.

How the model responds to drought stress provides additional context for interpreting
how baseflow dynamics are represented within the LSTM. During periods of extended
drought, baseflow contributions comprise a larger fraction of total streamflow, leading
to elevated BFI values. This suggests that the LSTM’s internal memory states responded
in a manner consistent with shifts in hydrologic partitioning, even when total discharge
declined, as evidenced by reduced mean annual flows during drought years (e.g., mean
flow declined from ~1.02 m3 s~! in 2001 to ~0.26 m® s~ in 2002 for the Rio Hondo; Table 5)
alongside increased observed and simulated BFI values across all basins (Table 9). Rather
than responding solely to contemporaneous precipitation inputs, the LSTM’s internal states
exhibited behavior consistent with the influence of storage and delayed release processes,
allowing the model to preserve the relative contribution of baseflow even when absolute
discharge magnitudes were biased. This would suggest that internal-state analysis of
LSTM models can provide insight into patterns of groundwater—surface water partitioning
reflected in internal model representations under both typical and drought conditions.
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Table 9. Observed and LSTM-simulated Baseflow Index (BFI) during pre-drought (2000-2001) and
drought (2002-2004) conditions.

. Pre Drought BFI * Drought BFI *

Basin Observed Simulated Observed Simulated
Hondo 0.32 0.36 0.56 0.56
Lucero 0.32 0.36 0.51 0.56

Taos 0.28 0.32 0.44 0.47

Ponil 0.22 0.23 0.45 0.47

Rayado 0.36 0.39 0.21 0.29

* BFI values were computed using the Lyne-Hollick digital filter and represent relative baseflow contribution
rather than absolute discharge magnitude.

3.4. Evaluating LSTM States Against Simulated Baseflow Components

The BFI digital filter is useful for separating baseflow contributions but does not
provide information on subsurface flow paths or groundwater residence times. Mountain
groundwater circulation has been shown to include short-term, surface-connected flow
paths alongside slow, deep flow paths within fractured bedrock, as conceptually depicted
in Figure 7 [73,74]. To further evaluate whether the LSTM internally represented baseflow-
related dynamics, activations of the LSTM cell state and hidden state units were extracted,
and regression analyses were performed between individual LSTM units and baseflow
estimates derived from the physically based HEC-HMS model outlined in Section 2.2 for
the Rio Hondo basin.

(b)

Figure 7. Conceptual schematic of streamflow generation in high-elevation mountain basins, adapted
for the Rio Hondo basin from [74], illustrating (a) hillslope runoff and shallow subsurface flow and
(b) delayed groundwater discharge from high-elevation recharge through long subsurface flow paths.
Blue arrows denote main channels, red arrows indicate surface runoff, and black arrows represent
groundwater circulation. Three-dimensional orientation is depicted in the bottom right.

In the HEC-HMS framework, GW-1 represents a fast-responding, shallow ground-
water reservoir associated with near-surface storage and hillslope drainage, while GW-
2 represents a slower-responding, deeper groundwater reservoir associated with delayed
discharge from fractured bedrock and deeper subsurface storage [75]. The correlation
analysis revealed multiple internal memory units with high (>0.85) absolute correlation.
Figure 8 illustrates examples of patterns and relationships between extracted memory states
and baseflow components. The traces labeled c_n_unit_XXX correspond to the internal
LSTM cell states of individual units within the 256-unit core, plotted here to highlight
their alignment with hydrologic baseflow dynamics. These results suggest that the LSTM’s
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internal states captured patterns statistically consistent with subsurface hydrologic dynam-
ics. Specifically, it developed internal representations consistent with both groundwater
discharge and storage behavior.
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Figure 8. Normalized LSTM cell state activations plotted against normalized HEC-HMS baseflow
components, showing (a) strong positive correlation with Baseflow-1, representing fast-responding
shallow groundwater and near-surface storage, and (b) strong positive correlation with Baseflow-2,
representing slower-responding deep groundwater and delayed subsurface discharge.

It is important to note that while baseflow is measured in cubic meters per second, the
LSTM cell state activations are unitless. For ease of visualization in Figure 8, these values
have been normalized using Z-score transformation to rescale each dataset to have a mean
of 0 and standard deviation of 1. Additionally, the peaks in the activation patterns do not
align perfectly with the baseflow estimates. This misalignment may arise from several
factors. First, the internal representations of machine learning models like LSTMs are
inherently opaque, and how the model stores or interprets hydrological information cannot
be directly observed. Second, discrepancies may stem from limitations in the HEC-HMS
model, such as imperfect calibration or structural assumptions. Third, the HEC-HMS
model computes baseflow at a fixed outlet location, whereas the LSTM may associate
groundwater influence with different spatial or temporal reference points. In particular,
the LSTM internal states may represent groundwater influence as a basin-integrated or
temporally lagged storage signal rather than as an instantaneous baseflow flux at the
outlet, leading to systematic phase offsets when compared to outlet-based conceptual
baseflow estimates.
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4. Discussion
4.1. Correlation with Evolved Groundwater Study

To assess the physical relevance of the LSTM’s internal memory states in a subsurface-
dominated setting, internal-state behavior was examined against an independent, physi-
cally grounded hydrochemical benchmark. The EMMA comparison is intentionally limited
in scope and is not intended as a quantitative validation of model predictions. Instead,
it provides qualitative physical context from an independent hydrochemical perspective,
evaluates whether internal LSTM states align with established groundwater residence-time
classifications, and serves as a hypothesis-generating tool for exploring how subsurface
flow-path and storage-related timescales may be reflected in the organization of the model’s
internal memory states. Given the limited number of discrete EMMA sampling dates, the
analysis emphasizes structural consistency and directional agreement rather than statisti-
cal inference.

Consistent with this interpretive framework, LSTM state activations were extracted
and compared to groundwater source contributions estimated from a prior EMMA study
in the Rio Hondo basin [35]. That study used isotopic and geochemical tracers (e.g., 580,
52H, Ca?, Mg2+, Na*, SiO,) to classify streamflow into three source categories: evolved
groundwater, moderately evolved water, and very immature water. Very immature water
represents short residence-time flow paths associated with rapid hydrologic response (e.g.,
recent snowmelt or shallow subsurface flow), whereas evolved groundwater reflects long
residence times and deeper subsurface circulation that sustain baseflow during late-season
and drought conditions; moderately evolved water represents intermediate storage and
flow-path lengths between these end members. Contributions from each source were
estimated for 11 discrete sampling dates between March 2012 and March 2013 using
Principal Component Analysis (PCA) defined mixing subspaces [76]. Only tracers with
well-behaved residuals (p > 0.05, R? < 0.4) were used, ensuring physical interpretability.

For each EMMA sampling date, internal state information was extracted from the
LSTM model for the corresponding date, and Pearson correlations were computed between
individual LSTM units and the fractional contribution of each groundwater class. It
is important to note that the LSTM’s internal memory states and the EMMA-derived
groundwater fractions do not share identical temporal or spatial reference points. EMMA
estimates represent outlet-integrated source-water contributions at discrete sampling dates,
whereas LSTM states reflect temporally integrated representations of antecedent hydrologic
conditions learned from continuous forcing data. As a result, observed correlations do
not imply one-to-one correspondence but instead indicate that LSTM internal memory
states capture groundwater-related signals with different temporal reference frames that
remain consistent with the underlying flow path and residence-time structure inferred from
EMMA. The top ten correlations for each groundwater source were plotted and can be seen
in Figure 9.

To determine whether these correlations were significant a t-test was performed for
the Pearson correlation coefficient. Using a sample size of 11 and a significance level of
0.05 it was determined that a Pearson r > 0.60 was taken to be significant. Using this metric
and the information from Figure 9, it can be seen that the highest correlation was for the
immature groundwater, followed by evolved, then moderately evolved, with only evolved
and immature groundwater demonstrating significant correlation.

This suggests that the LSTM’s internal states exhibited stronger and more consistent
alignment with immature and evolved groundwater signatures, while correspondence
with moderately evolved groundwater sources was weaker. To determine whether these
high-correlation units shared common response patterns across all groundwater classes,
and whether such patterns reflected underlying hydrologic processes, the full correlation
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profiles of each unit were then examined using clustering and PCA. Importantly, no
groundwater source influence ratios or weighting criteria were prescribed in the clustering
analysis. Each LSTM unit was represented by a three-element vector consisting of its
Pearson correlation coefficients with the evolved, moderately evolved, and immature
groundwater fractions derived from the EMMA study. Prior to clustering, these correlation
vectors were standardized to zero mean and unit variance across groundwater classes to
ensure equal scaling and to prevent any single source from disproportionately influencing
the distance metric. Clustering was then performed directly in this standardized correlation
space, such that units were grouped solely based on similarity in their overall correlation
patterns rather than the dominance of any individual groundwater contribution.

Top LSTM Units by Groundwater Source and Memory Type
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Figure 9. Absolute Pearson correlations between selected LSTM’s memory units and EMMA-derived
groundwater source fractions. Colors represent groundwater source class, marker shape indicates
memory type (cn vs. hy), and the red line denotes the statistical significance threshold (Ir| = 0.60,
n=11).
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Although alternative cluster numbers are geometrically plausible in the reduced corre-
lation space, three clusters were specified to provide an interpretable comparison with the
three EMMA-derived groundwater residence-time classes; importantly, the interpretation
relies on the structure and continuity of correlation patterns rather than the exact number
of clusters, such that increasing or decreasing k would refine granularity without altering
the underlying conclusions. When clustered into three groups, LSTM units exhibited
distinct patterns of association with the EMMA-derived groundwater fractions (Figure 10).
These groups were characterized by differences in their correlation profiles across evolved,
moderately evolved, and immature groundwater sources, providing a structured basis for
comparing internal memory behavior across groundwater residence-time regimes. When
visualized using PCA, the clustered units also exhibited non-random composition with re-
spect to memory type (hn Vs. cn), suggesting that groundwater-related correlation patterns
were associated with differences in temporal memory characteristics. This convergence
between internal model organization and physically meaningful hydrologic distinctions
is encouraging, although the limited sample size of 11 discrete EMMA sampling dates
constrains statistical power. With such sparse temporal coverage, the analysis may over-
look subtler or transient relationships between groundwater contributions and internal
states. Future studies incorporating higher-frequency isotope and geochemical sampling
would enable more rigorous evaluation of these patterns and finer discrimination of how
source-water signatures are reflected in model memory. With more temporally resolved
hydrochemical data, increasing the number of clusters could enable identification of finer-
scale groundwater sub-regimes within the broader evolved, moderately evolved, and
immature classes, potentially revealing multiple storage and flow-path timescales encoded
within the model’s internal memory states.

LSTM Unit Clustering by Groundwater Correlation Pattern
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Figure 10. PCA visualization of clustered LSTM units based on standardized correlation patterns with
EMMA-derived groundwater source fractions. Colors indicate unsupervised cluster membership,
highlighting distinct groundwater-association regimes among memory units.
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4.2. Implications for Interpretability and Water Management

In northern New Mexico, headwater streams originating in the Sangre de Cristo Moun-
tains provide essential water supplies to small rural communities through a combination
of surface-water diversions and shallow alluvial groundwater use. Sustained baseflow
is particularly important during prolonged dry periods, when snowmelt contributions
are reduced and groundwater discharge becomes the dominant source of streamflow. In
such settings, shifts in groundwater contribution influence seasonal water availability and
drought vulnerability. Beyond predictive accuracy alone, the ability of the LSTM to inter-
nally distinguish between fast runoff and delayed groundwater contributions suggests that
internal-state diagnostics may offer a complementary, process-oriented means of evaluating
groundwater dependence and hydrologic resilience in snowmelt-dominated, semi-arid
basins where direct groundwater observations are sparse. While such applications would
require careful validation and should not be viewed as a substitute for physical measure-
ments or regulatory analysis, these results highlight a potential role for data-driven models
in supporting decision-relevant assessments of groundwater—surface water interactions
under hydroclimatic stress.

4.3. Wildfire Disturbances

Upon inspecting the validation metrics, Ponil Creek showed the lowest performance
across all metrics. One explanation for this would be the Ponil Complex Fires. These were
a series of lightning-caused wildfires in New Mexico that burned a total of 92,470 acres and
the majority of the Ponil Creek watershed [77]. The observed data followed the expected
post wildfire trends with large spikes corresponding with precipitation events [78,79]. In
contrast, the predicted values continued to follow the pre-disturbance seasonal patterns
learned during training and failed to capture these post-fire responses.

As the machine learning model employed static basin attributes and lacked disturbance-
sensitive inputs, it had no mechanism to adapt to rapid changes in land use, land cover, or
surface hydrologic processes following wildfire. This limitation underscores an important
direction for future hydrologic model development, particularly in disturbance-prone regions.
Potential improvements include incorporating dynamic attributes such as burn severity or
burn area indices to represent disturbance onset, alongside remotely sensed indicators such
as the Normalized Difference Vegetation Index (NDVI) and surface temperature to capture
vegetation recovery and evolving surface energy conditions.

From a management perspective, the wildfire case highlights a key limitation of
current data-driven hydrologic models when applied in disturbance-prone regions. Post-
fire increases in runoff magnitude and altered flow timing have direct implications for
flood risk, sediment transport, and water quality, yet these effects are not captured unless
disturbance-sensitive information is incorporated. The results underscore the importance
of integrating dynamic land-surface indicators—such as burn severity, vegetation recovery,
or soil hydrophobicity—into both predictive and interpretive hydrologic models to support
post-disturbance water management and hazard mitigation.

4.4. Context and Limitations

Several limitations should be noted when interpreting these results. First, the internal-
state analysis relied on decomposed GW-1 and GW-2 signals from HEC-HMS, which
serve as physically informed proxies for shallow and deep baseflow rather than direct
measurements of groundwater discharge. While this approach provides a useful compara-
tive framework, it inherits the structural assumptions and parameter sensitivities of the
HEC-HMS model itself. In addition, the analysis did not incorporate continuous in situ
groundwater level measurements or basin-interior meteorological observations, relying
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instead on gridded forcing products and conceptual representations due to data availability
constraints. Second, the LSTM exhibited systematic low-flow magnitude biases, particularly
during drought years, as reflected by elevated FLV values. Although the model reproduced
recession timing and baseflow partitioning reasonably well, these magnitude errors indicate
that its representation of hydrologic memory is not without limitations. Third, the isotopic
end-member comparison offered only preliminary insight due to sparse temporal coverage,
limiting the ability to directly validate residence-time interpretations. Taken together, these
factors highlight that the inferred correspondence between LSTM states and hydrologic
processes, while compelling, should be viewed as provisional pending further validation
with higher-resolution discharge, groundwater, and tracer datasets. Fourth, it should be
emphasized that internal LSTM’s memory states are not interpreted as direct simulations or
measurements of groundwater fluxes or storage but rather as latent representations whose
temporal behavior can be compared to physically derived benchmarks to assess process
consistency. Fifth, the analysis was conducted on a limited number of relatively small,
snowmelt-dominated headwater basins. While this focus enabled detailed process-oriented
interpretation, it may limit the direct extrapolation of findings to larger, more heteroge-
neous watersheds or systems with substantial human regulation, complex stratigraphy;,
or multiple interacting aquifer units. Lastly, although this study did not employ formal
XAI techniques, permutation importance, or attention mechanisms, the results highlight
how internal-state analysis can serve as a complementary interpretability framework for
recurrent hydrologic models. XAI methods are well suited for diagnosing input relevance
and nonlinear sensitivities, whereas internal-state approaches emphasize how informa-
tion is stored, integrated, and released over time within the model. Future work could
integrate these perspectives by combining state-based diagnostics with attribution-based
XAl enabling a more complete interpretation of both the drivers and internal mechanisms
governing model behavior under varying hydroclimatic conditions.

5. Conclusions

This study examined whether LSTM models trained solely on meteorological and
hydrologic inputs can internally encode information consistent with groundwater-driven
baseflow dynamics in snowmelt-dominated, semi-arid mountain basins. Using five head-
water catchments in northern New Mexico, LSTM's internal memory states were evaluated
against physically informed baseflow proxies derived from a conceptual HEC-HMS model,
digital baseflow separation, and independent hydrochemical context.

The results show that LSTM's cell state units developed statistically and conceptually
consistent patterns associated with baseflow behavior. Distinct subsets of memory states
aligned preferentially with fast and slow groundwater response components, consistent
with shallow and deep subsurface flow paths, and these internal representations remained
coherent under contrasting hydroclimatic conditions, including prolonged drought. These
findings indicate that LSTM's internal states can capture temporally persistent groundwater-
related signals without explicit baseflow targets during training.

Comparison with a previously published end-member mixing analysis provided
qualitative, physically grounded context, suggesting correspondence between LSTM's
memory patterns and groundwater source classes associated with differing residence
times. Although limited by sparse temporal resolution, this comparison supports the
interpretation that internal-state analysis can reveal emergent hydrologic structure rather
than purely statistical associations.

Several limitations should be noted. Baseflow estimates were derived from conceptual
models and digital filters rather than direct groundwater measurements, and hydrochem-
ical observations were temporally sparse, limiting the ability to formally validate inferred
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residence-time relationships. In addition, model performance exhibited low-flow magni-
tude biases during drought periods, and the analysis was conducted on a limited number
of small, snowmelt-dominated headwater basins, which may constrain broader generaliza-
tion. Accordingly, the relationships identified between LSTM internal memory states and
groundwater-related processes should be viewed as indicative rather than definitive, motivat-
ing future work using higher-resolution discharge, groundwater, and tracer observations.

Despite these limitations, this study demonstrates that interrogating internal LSTM
states offers a complementary interpretability pathway to attribution-based explainable
artificial intelligence methods by emphasizing how hydrologic information is stored, in-
tegrated, and released over time within recurrent models. By linking internal memory
behavior to independently derived baseflow estimates and groundwater residence-time
indicators, the results illustrate how data-driven models can encode physically mean-
ingful process information beyond predictive performance alone. Future work should
prioritize higher-frequency groundwater and hydrochemical observations, expansion to
additional hydroclimatic regions, and integration of disturbance-sensitive processes to
further evaluate the robustness and generality of these findings.
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USGS United States Geological Survey

BFI Baseflow Index

NLCD National Land Cover Database
SSURGO Soil Survey Geographic Database
NSE Nash-Sutcliffe Efficiency

ATI Antecedent Temperature Index
RMSE Root Mean Square Error

NRMSE Normalized Root Mean Square Error
PBIAS Percent Bias

R2 Coefficient of Determination

KGE Kling-Gupta Efficiency

FMS Medium flow bias

FLV Low flow bias

FDC Flow Duration Curve

QQ Quantile-Quantile

NDMC National Drought Mitigation Center
PCA Principle Component Analysis
NDVI Normalized Difference Vegetation Index
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