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Abstract

Cloud-based machine learning systems are increasingly used in sectors such as healthcare,
finance, and public services, where they influence decisions with significant social con-
sequences. While these technologies offer scalability and efficiency, they raise significant
concerns regarding security, privacy, and compliance. One of the central issues is algorith-
mic bias, which can emerge from data, design choices, or system interactions, and is often
amplified when deployed at scale through cloud infrastructures. This study examines the re-
lationship between algorithmic bias, social equity, and cloud-based innovation. Drawing on
a survey of public perceptions, we find strong recognition of the risks posed by biased sys-
tems, including diminished trust, harm to vulnerable populations, and erosion of fairness.
Participants overwhelmingly supported regulatory oversight, developer accountability,
and greater transparency in algorithmic decision-making. Building on these findings, this
paper proposes measures to integrate fairness auditing, representative datasets, and bias
mitigation techniques into cloud security and compliance frameworks. We argue that
addressing bias is not only an ethical responsibility but also an essential requirement for
safeguarding public trust and meeting evolving legal and regulatory standards.

Keywords: algorithmic bias; cloud computing; fairness and equity; security and compliance;
transparency and accountability

1. Introduction

Cloud computing underpins most modern data and Al pipelines, enabling scalable
storage, distributed computation, and automated model deployment across industries. Ma-
jor providers such as AWS, Google Cloud, and Microsoft Azure support full machine learn-
ing operations (MLOps) ecosystems for ingestion, feature engineering, training, monitoring,
and orchestration [1,2]. These platforms accelerate innovation but introduce heterogeneous
workflows in which bias may propagate across services and teams.

Algorithmic bias has become a central concern in Al governance because automated
decisions now influence outcomes in healthcare, employment, education, finance, and
criminal justice [3—-6]. When deployed at scale in cloud environments, biased systems
can amplify inequitable outcomes more broadly and consistently than traditional human
decision-making.

We use the term bias neutrally, meaning a deviation from an intended norm or ground
truth, where its appropriateness depends on the context [7]. Algorithmic bias refers specifi-
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cally to systematic errors that disproportionately affect certain groups [8-10]. In public ad-
ministration, expectations of equity and fairness also reflect longstanding principles [11,12].

Kordzadeh and Ghasemaghaei [13] categorize bias into data-driven, design-driven,
and emergent forms. These sources interact throughout the Al lifecycle and become more
complex in cloud environments, where distributed services and automated processes
obscure provenance and make bias harder to detect.

Cloud-native systems also operate under governance expectations such as the NIST
Al Risk Management Framework [14], IEEE 7003 [15], the OECD Al Principles, and sector-
specific guidelines including the STANDING Together healthcare recommendations [16].
However, these frameworks seldom address the realities of multi-tenant cloud platforms
where fairness must coexist with performance, reliability, and operational constraints.

Despite significant research on fairness metrics and bias mitigation, there remains
limited guidance on how fairness risks manifest within cloud-native pipelines including
lineages, data transformations, automated scaling, and model versioning [17,18]. This
gap motivates the present study, which analyzes public perceptions of algorithmic bias
and connects them to cloud engineering practices. Accordingly, we address the following
research question: how do members of the public perceive algorithmic bias and fairness in
cloud-based decision systems, and what implications do these perceptions have for fairness
auditing and governance in cloud-native machine learning pipelines?

2. Related Work

Recent work on robust fairness has shown that adversarial training and hard example
mining can help models perform more consistently across demographic groups. These
approaches are increasingly relevant in cloud environments that automate retraining,
evaluation, and deployment.

2.1. Algorithmic Bias in Information Systems

Kordzadeh and Ghasemaghaei [13] provide a structured synthesis of algorithmic bias,
distinguishing among data-driven, design-driven, and emergent sources. Their review
spans technical, social, and ethical dimensions and identifies research gaps that informed
the structure and survey design of the present study.

2.2. Bias in Al-Driven Hiring Systems

Dailey [6] examines biased hiring systems and the legal landscape governing algorith-
mic discrimination. This work demonstrates how historical data, modeling choices, and
insufficient oversight can produce disparate impacts, reinforcing the need for transparency
and accountability in high-stakes cloud deployments.

2.3. Bias in Healthcare Algorithms

Siddique et al. [5] conducted a systematic review of healthcare algorithms and found
recurring evidence that models can exacerbate racial and ethnic disparities. Complementary
work includes fairness-drift research [18] and qualitative studies on ethical implications
in clinical AI [19]. Sector-specific equity guidance, such as the STANDING Together
recommendations [16], also informs the governance considerations discussed in this study.

2.4. Mitigating Bias in Recruitment

Soleimani et al. [20] propose a grounded theoretical framework for mitigating bias
in recruitment systems, emphasizing transparency, documentation, and fairness audits—
principles directly relevant to cloud-based MLOps governance.
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2.5. Fairness Metrics and Bias Mitigation Techniques

Pessach and Shmueli [21] provide a comprehensive survey of fairness definitions and
mitigation techniques. Their taxonomy highlights tensions among fairness criteria and
underscores the need for clear documentation—reinforced by tools such as Datasheets and
Model Cards [22,23]. Taken together, existing work on algorithmic fairness asks three broad
types of questions:

1.  Where does bias come from, and how can it be characterized? [3,4,13,21]

2. How does bias manifest in specific high-stakes sectors, such as hiring and healthcare,
and what are the legal or equity implications? [5,6,16,24]

3. What technical and governance mechanisms can be used to mitigate or manage these
risks? [10,15,21,25]

These research questions have produced rich taxonomies of fairness metrics, miti-
gation strategies, and sector-specific harms, but they are typically investigated from the
perspective of designers, regulators, or domain experts rather than everyday users of
algorithmic systems.

Table 1 summarizes six representative studies that examine (1) where bias comes from
and what effects it has, (2) how it plays out in specific sectors, and (3) the standards or
practices proposed to address it. Together, these studies offer important foundations for
understanding algorithmic fairness, but they leave open a key question for this paper:
how do members of the public think about algorithmic bias and fairness, and what are the
safeguards they see as necessary for trustworthy cloud-based decision systems. By focusing
on public perceptions across different domains, our study shifts the focus from mainly
expert perspectives to the expectations of affected users—insights that are essential for
shaping cloud governance practices that are both technically robust and socially acceptable.

Table 1. Summary of the key literature.

Paper

Research Question

Method & Citation

Algorithmic Bias: Review,
Synthesis, and Future
Research Directions

What are the origins, effects, and
mitigation strategies of
algorithmic bias?

Systematic
review [13]

Algorithmic Bias: Al and the
Challenge of Modern Employment
Practices. UC Law
Business Journal

How does algorithmic hiring
impact social justice and
employment law?

Legal analysis, case
study [6]

The Impact of Health Care
Algorithms on Racial and Ethnic
Disparities: A Systematic Review.

Annals of Internal Medicine

How do healthcare algorithms
affect racial and ethnic disparities?

Systematic review [5]

IEEE Standard for Algorithmic
Bias Considerations

What is a comprehensive standard
for identifying and mitigating
algorithmic bias?

Standards
development (IEEE
Standards
Association [15])

Reducing Al Bias in Recruitment
and Selection: An Integrative
Grounded Approach

How can Al bias be reduced in
recruitment and
selection processes?

Grounded theory [20]

Algorithmic Fairness

How can algorithmic fairness be
defined, measured, and achieved?

Technical survey and
taxonomy [21]

The research questions in Table 1 mainly treat algorithmic bias as a technical, legal,

or organizational problem. Our study builds on this work by examining how non-expert
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users understand these same issues and how their expectations can guide fairness auditing
in cloud-native MLOps pipelines.

Figure 1 shows a five-step flowchart for a literature review on algorithmic bias: identify
key papers, extract research questions and methods, analyze findings, synthesize insights
into a framework, and integrate them into the literature review and survey design.

Identify Key Papers

Y

Extract Research Questions & Methods

Y

Analyze Findings on Algorithmic Bias

Y

Synthesize Insights into a Framework

Y

Integrate into Review & Survey Design

Figure 1. Process of reviewing and synthesizing the literature on algorithmic bias.

2.6. Additional Foundational Literature

A broad body of scholarship provides additional context for algorithmic fairness,
governance, and equity across domains. Ethical analyses chart the conceptual landscape of
algorithmic accountability [26,27], while legal and policy frameworks highlight tensions
around explanation rights and privacy [28]. Technical studies examine dataset gover-
nance [22], production readiness in ML pipelines [1,2,17], serverless and cloud compute
implications [29], and methodological approaches to detecting and mitigating bias [4,10,30].

Empirical research across sectors—including criminal justice, healthcare, hiring, and
speech recognition—provides evidence of disparate model performance and algorithmic
harms [31-34]. Together, these studies complement the core works reviewed above and
place our study within a wider interdisciplinary understanding of fairness in automated systems.

Against this backdrop, our study investigates public perceptions of algorithmic bias and
fairness in cloud-based decision systems, with the goal of translating these perceptions into
concrete recommendations for fairness auditing and governance in cloud environments.

3. Methods

The research followed a structured, stepwise process from data collection through in-
terpretation. First, all survey responses were screened for completeness and attention-check
accuracy. Second, demographic information and item-level responses were organized into
their respective domains. Third, reliability was assessed using established psychometric
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procedures (e.g., Cronbach’s &) commonly applied in early-stage perception studies [35-37].
Fourth, descriptive statistics were generated for each item and domain, including means,
standard deviations, and confidence intervals. Fifth, subgroup summaries by age and
gender were calculated to provide contextual information, without conducting inferential
comparisons. Finally, the results were reviewed holistically to identify consistent patterns in
participants’ perceptions of algorithmic bias and fairness. This sequence ensured systematic
processing and transparent analytical procedures.

3.1. Recruitment and Eligibility

Participants (N = 30) were recruited through multiple channels, including university-
wide email announcements, department mailing lists, and social media postings targeted at
adults with an interest in technology, digital systems, or public policy. The target population
consisted of individuals aged 18 or older who use digital or algorithmic systems in everyday
contexts (e.g., healthcare, employment, and consumer platforms).

Inclusion criteria included the following: (1) age over 18, (2) English fluency, and
(3) ability to provide informed consent. Exclusion criteria included incomplete responses
and failure on the attention-check item. Although a sample size of 30 is modest, it aligns
with methodological guidance for exploratory descriptive and pilot studies aiming to
identify general trends rather than estimate population parameters [35-37]. Similar sample
sizes are also common in early human—computer interaction and technology perception
research. In this context, the consistency of responses and narrow confidence intervals
indicates stable descriptive findings appropriate for an exploratory design.

3.2. Ethical Approval and Consent

This study complied with the Declaration of Helsinki. Ethical approval was obtained
from the University’s Institutional Review Board (HUMO00273162; approval date: 20 May
2025). Informed consent was obtained electronically prior to participation.

3.3. Instrument

The survey consisted of 25 items rated on a 4-point Likert scale (1 = strongly disagree;
4 = strongly agree). A 4-point format was intentionally selected to avoid a neutral midpoint
and encourage directional responses—an approach commonly used in exploratory attitude
research where ambivalence provides limited interpretive value. All items analyzed in
this study used the 4-point format; previous references to 5-point formats were corrected
for consistency.

3.4. Reliability and Validity

Internal consistency for each domain was assessed using Cronbach’s «, supported
by item-—total correlations and « if-item-deleted diagnostics. Although no latent factor
models were estimated, the Kaiser-Meyer-Olkin (KMO) statistic was calculated as a general
adequacy check. This approach is consistent with early-stage perception studies where the
focus is descriptive rather than inferential.

3.5. Missing Data and Exclusions

Missing data were minimized through required response fields. Residual missing
values were handled using listwise deletion for domain-level scores and pairwise deletion
for item-level summaries, consistent with the preregistered plan. Respondents who did not
pass the attention-check item (“select ‘agree’ for this item”) were excluded from domain-
level analyses but were retained in frequency counts in Tables 2 and 3.
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Table 2. Item-level results (Likert 1-4).

Question Statement Mean o 95% CI
6 Algorithms in everyday tech can be biased 3.21 0.62 [2.98, 3.44]
7 Understands how algorithmic biases are introduced 2.89 0.77 [2.60, 3.18]
8 Confident in personal knowledge about bias 2.46 0.82 [2.15,2.77]
9 Has read /heard examples of algorithmic bias 2.64 0.77 [2.35,2.93]
10 Considers self informed about algorithmic-bias issues 2.46 0.73 [2.19,2.73]
11 Biased algorithms can lead to unfair treatment 3.11 0.68 [2.86, 3.36]
12 Algorithmic bias negatively affects people’s lives 3.11 0.68 [2.86, 3.36]
13 Bias is a serious fairness issue 3.07 0.60 [2.85, 3.29]
14 Worried about harm to vulnerable communities 3.07 0.77 [2.78, 3.36]
15 Biased algorithms undermine fairness 3.26 0.52 [3.07, 3.45]
16 Bias can be reduced via careful design/testing 3.04 0.68 [2.79, 3.29]
17 Support regulations ensuring algorithmic fairness 3.39 0.56 [3.18, 3.60]
18 Developers are responsible for minimizing bias 3.36 0.55 [3.15,3.57]
19 Endorse technical solutions to reduce bias 3.07 0.70 [2.81, 3.33]
20 Endorse transparency about algorithms and data 3.32 0.66 [3.07,3.57]
21 Important that technology used is bias-free 3.14 0.58 [2.92,3.36]
22 Would lose trust if a system used biased algorithms 3.18 0.89 [2.85, 3.51]
23 Companies should be held accountable for bias 3.18 0.85 [2.86, 3.50]
24 Fairness is as important as accuracy 3.36 0.61 [3.13,3.59]
25 Addressing algorithmic bias should be a high societal priority 3.32 0.54 [3.12,3.52]

Table 3. Domain-level descriptives (Likert 1-4). Domain means are the arithmetic averages of the

item means in Table 2.

Domain Question Mean
Awareness/Knowledge Q6-Q10 2.73
Harms and Fairness Q11-Q15 3.12
Solutions/Regulation Q16-Q20 3.24
Trust and Expectations Q21-Q23 3.17
Prioritization 0Q24-Q25 3.34

3.6. Sample Characteristics

The sample included 59% aged 18-29 (N = 17), 21% aged 3040 (N = 6), and 21%
over 50 (N = 6). The gender composition was 55% female (N = 16) and 45% male (N = 13).
Participants identified as White/Caucasian (66%, N = 19), Middle Eastern (17%, N = 5),
Hispanic (10%, N = 3), and Black/African American (7%, N = 2). Educational backgrounds
ranged from high school to doctoral degrees: 59% (N = 17) held a college degree, 17%
(N =5) a master’s, 10% (N = 3) a high school diploma, and 7% (N = 2) a Ph.D., with 7%
(N =2) preferring not to disclose. Employment status included 41% unemployed (N = 12),
31% full-time employed (N =9), 14% part-time employed (N = 4), and 14% self-employed
(N =4).

3.7. Survey Domains
The 25-item instrument measured five domains:

Awareness and knowledge of algorithmic bias (Q6-Q10);
Perceptions of bias impact and fairness (Q11-Q15);

Attitudes toward solutions, responsibility, and regulation (Q16-Q20);
Trust in technology and fairness expectations (Q21-Q23);
Prioritization of fairness in technology (Q24-Q25).

SRR .
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3.8. Procedure

The survey was administered online and collected anonymously. Participants re-
viewed an informed consent statement before beginning. The survey included demographic
items, technology use questions, and the 25 attitudinal items. Quality controls included
required fields, range checks, and a single attention check. Completion time averaged
10-15 min. No identifying information was collected, and IP logging was disabled. Data
were exported as CSV and stored on encrypted drives.

3.9. Data Analysis

Descriptive statistics were used to summarize central tendency and variability. Fre-
quencies and proportions of agreement/disagreement were calculated for each item. Means,
standard deviations, and 95% confidence intervals were summarized at both the item and
domain levels. Subgroup analyses by gender and age provided contextual detail but were
not used for inferential comparisons due to the exploratory design.

4. Results
4.1. Overview of Result Presentation

The results follow the analytic sequence described in the Methods Section. Reliability
statistics are presented first, followed by item-level descriptives and domain-level sum-
maries. Subgroup summaries by age and gender are provided for context. Figures and
tables highlight trends across domains, and the narrative focuses on consistent patterns
rather than outlier responses.

Table 2 provides descriptive statistics for all 25 items in the survey. Items in the
harms, fairness, and accountability domains show consistently high agreement, while
awareness/knowledge items are comparatively lower, reflecting a gap between recognition
of bias and confidence in understanding its mechanisms.

Table 3 summarizes domain-level means (Likert 1-4) by averaging the correspond-
ing item means from Table 2. The prioritization domain is highest (3.34), indicating
strong endorsement that addressing algorithmic bias should be a societal priority. Solu-
tions/regulation (3.24) and trust and expectations (3.17) are also high, reflecting broad
support for fairness safeguards, transparency, and accountability as prerequisites for trust.
Harms and fairness (3.12) show clear recognition of the negative impacts of bias. In con-
trast, awareness/knowledge is comparatively lower (2.73), suggesting that respondents
acknowledge the issue yet feel less confident in their own understanding—an actionable gap
for education and outreach efforts.

4.2. Awareness and Understanding of Algorithmic Bias

The mean value (M) was calculated for each dataset, and most respondents (89%)
agreed that algorithms in everyday technology can exhibit bias (Q6; M = 3.21). Roughly
79% indicated that they understood how bias is introduced (Q7; M = 2.89), though only 53%
felt confident in their knowledge (Q8; M = 2.46). Two-thirds were familiar with examples
of algorithmic bias (Q9; M = 2.64), yet less than half considered themselves fully informed
(Q10; M = 2.46). This mirrors broader findings in the literature that public awareness of
algorithmic harms is rising, but the depth of understanding remains limited [24,38].

4.3. Perceived Harms and Fairness Concerns

Participants expressed strong concerns about harms from algorithmic bias. Nearly
90% agreed that biased algorithms can lead to unfair treatment (Q11) and undermine
fairness (Q15). Concerns about harms to vulnerable communities (Q14; 82%) align with
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documented inequities in domains such as healthcare [5] and employment [6]. These
perceptions underscore broad recognition of bias as a meaningful fairness issue.

4.4. Support for Solutions, Regulation, and Accountability

Participants showed strong support for solutions and oversight. Nearly all (97%)
supported regulations ensuring fairness (Q17), aligning with current trends toward for-
mal governance frameworks such as the National Institute of Standards and Technology
Artificial Intelligence Risk Management Framework (NIST AI RMF) [14], the Institute of
Electrical and Electronics Engineers (IEEE) [15], and EU/US regulatory initiatives. De-
veloper responsibility (96%, Q18) and transparency (89%, Q20) also received substantial
support, consistent with the emphasis on accountability in the audit literature [39].

4.5. Trust in Technology and Fairness Expectations

Fairness was strongly linked to trust. A large majority (89%) reported that it is
important for the technology they use to be bias-free (Q21). Roughly 82% said that they
would lose trust if a system used biased algorithms (Q22), consistent with prior findings
linking algorithmic bias to diminished public trust. Almost all respondents agreed that
fairness is as important as accuracy (Q24) and that addressing algorithmic bias should be a
societal priority (Q25), echoing broader social equity principles [11,12].

Figure 2 presents participants’ self-reported knowledge and awareness of algorithmic
bias. The majority indicated general awareness (approximately 90%) and understanding
(around 80%) of the concept. However, confidence in explaining algorithmic bias was
notably lower (just above 50%). Similarly, while about two-thirds of respondents reported
being able to provide examples, fewer than half felt fully informed. These findings sug-
gest that although recognition of algorithmic bias is widespread, there remains a clear
gap between surface-level awareness and the depth of knowledge required for confident
explanation and informed engagement.

Knowledge & Awareness of Algorithmic Bias
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80
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40

N(agree/strongly agree) (%)
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Figure 2. Knowledge and awareness of algorithmic bias across five questions: awareness, under-
standing, confidence, exposure to examples, and self-perceived informedness. Percentages represent
agreement or strong agreement.

4.6. Perceived Harms and Fairness Concerns

Strong concerns emerged about algorithmic bias impacts: 89% agreed or strongly
agreed that biased algorithms can lead to unfair treatment (Q11; M =3.11, ¢ = 0.68), and
82% worried about harm to vulnerable communities (Q14; M = 3.07, o = 0.77). A total of
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93% felt that biased algorithms undermine fairness (Q15; M = 3.26, ¢ = 0.52). Further, 82%
indicated that algorithmic bias negatively affects people’s lives (Q12; M = 3.11, o = 0.68),
and 85% saw bias as a serious fairness issue (Q13; M = 3.07, o = 0.60).

Figure 3 shows participants’ views on the harms and fairness concerns of algorithmic
bias. Most agreed that bias in algorithms is unfair (about 90%) and that it can undermine
trust (over 90%). A strong majority also saw it as harmful, negative, and a serious issue,
with each of these items receiving agreement above 80%. Taken together, the results indicate
that participants recognize algorithmic bias as both unfair and potentially damaging, and
they view it as an issue that deserves serious attention.

100 Perceived Harms and Fairness Concerns

80
60

40

N(agree/strongly agree) (%)

. @ . @ @ D @

el «
ot v ane™® g™ ceto

Figure 3. Perceived harms and fairness concerns related to algorithmic bias. Responses demon-
strate broad recognition of unfair treatment, harm to vulnerable communities, and concerns about
undermining fairness.

4.7. Support for Solutions, Regulation, and Accountability

Participants strongly supported interventions: A total of 79% believed that bias can be
reduced through careful design and testing (Q16; M = 3.04, ¢ = 0.68), and 86% endorsed
technical solutions (Q19; M = 3.07, ¢ = 0.70). Nearly all respondents (97%) supported
regulations ensuring algorithmic fairness (Q17; M = 3.39, o = 0.56), and 96% agreed that
developers are responsible for minimizing bias (Q18; M = 3.36, o = 0.55). Transparency was
endorsed by 89% (Q20; M = 3.32, ¢ = 0.66), and 79% felt that companies should be held
accountable for bias (Q23; M = 3.18, o = 0.85).

Figure 4 shows participants” support for different solutions and accountability mea-
sures related to algorithmic bias. Support was strongest for regulation (about 97%) and
for developer responsibility (around 96%), indicating strong agreement that oversight
and responsibility at the creation stage are essential. High levels of agreement were also
reported for technical solutions (about 86%) and transparency (close to 89%). Support was
somewhat lower for design-focused approaches and for accountability in general, with
both receiving agreement around 79%. Overall, participants expressed broad support for
measures to address algorithmic bias, with a particular emphasis on regulatory oversight
and the responsibility of developers.
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Support for Solutions and Accountability
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Figure 4. Support for solutions and accountability measures addressing algorithmic bias, including
regulations, developer responsibility, transparency, and technical interventions.

4.8. Trust in Technology and Fairness Expectations

Concerns about fairness strongly influenced trust: A total of 89% indicated that it
was important that the technology they use is free from algorithmic bias (Q21; M = 3.14,
o =0.58), and 82% said that they would lose trust if they learned a system used biased
algorithms (Q22; M = 3.18, o = 0.89). Additionally, 93% agreed that fairness is as important
as accuracy in algorithmic decisions (Q24; M = 3.36, o = 0.61), and 97% believed that
addressing algorithmic bias should be a high societal priority (Q25; M = 3.32, o = 0.54).

Figure 5 shows participants’ trust and fairness expectations regarding algorithmic
systems. A large majority expected algorithms to be bias-free (about 89%) and reported
that they would lose trust if biases were present (around 82%). Even higher agreement was
found for the belief that fairness is as important as accuracy (about 93%) and that fairness
should be a priority (nearly 97%). These results highlight that participants place a strong
value on fairness in algorithmic systems and view it as essential for maintaining trust.

100 Trust and Fairness Expectations
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N(agree/strongly agree) (%)
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Figure 5. Trust in technology and the importance of fairness. High agreement indicates the need for
bias-free technology, the maintenance of trust, and the prioritization of fairness alongside accuracy.
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5. Discussion

The descriptive patterns observed in this study indicate that participants approach
algorithmic systems with a consistent emphasis on equity, fairness, and accountability.
Respondents expressed the view that fairness, transparency, and responsible governance
are essential—not optional—conditions for trustworthy technology. These findings align
closely with long-standing equity frameworks in public administration [11,12] and reinforce
more recent analyses showing that public expectations for fairness extend into digital and
cloud-based systems [6,13].

The results also align with empirical work demonstrating that biased algorithms
can cause disproportionate harm to vulnerable groups, particularly in healthcare [5,9]
and employment [20]. Although this study does not draw causal inferences or estimate
population-level effects, the consistency of responses across domains underscores a clear
pattern: the public expects organizations to anticipate and address fairness risks in cloud-
based machine learning pipelines.

Furthermore, participants expressed strong support for formal oversight, which aligns
with emerging governance frameworks such as the NIST Al Risk Management Frame-
work [14], the IEEE 7003 Standard for Algorithmic Bias [15], and broader policy trends
in the United States and globally. This reinforces the need for cloud engineering teams
to operationalize fairness expectations—not merely as ethical add-ons but as integrated
components of reliable, compliant Al systems.

Integration with Cloud-Based Data Query Systems

Emerging cloud-based verification technologies offer promising pathways for im-
plementing these expectations. Systems such as the Verifiable Query Layer (VQL) and
related blockchain-supported audit mechanisms provide ways to document and verify the
provenance of datasets, model inputs, and fairness checks across distributed cloud envi-
ronments. Prior work on transparency artifacts—such as model cards [23] and datasheets
for datasets [22]—provides conceptual foundations for these tools. Integrating fairness
auditing with verifiable queries may strengthen confidence in cloud-based Al systems
by enabling independent validation of the information that guides model development
and deployment.

While this study does not empirically evaluate cloud verification systems, the align-
ment between public expectations and the goals of verifiability technologies suggests a
valuable direction for future interdisciplinary work connecting human perceptions, gover-
nance frameworks, and technical infrastructure.

6. Recommendations

Building on the survey findings and the broader literature, we propose the following
recommendations for organizations and policymakers developing or regulating cloud-
based machine learning systems.

6.1. Education and Awareness

Participants exhibited strong awareness of algorithmic bias yet comparatively low
confidence in explaining how it arises. Similar gaps are documented across multiple studies
of algorithmic literacy [24,38]. To address this,

¢ Expand public-facing algorithmic literacy initiatives.

* Integrate fairness and ethics modules into computer science, data science, public
policy, and engineering curricula.

*  Provide practitioner training on bias measurement, mitigation, and governance standards.

https://doi.org/10.3390/standards6010002


https://doi.org/10.3390/standards6010002

Standards 2026, 6, 2

12 of 14

6.2. Transparency and Communication

Participants strongly supported transparency, consistent with audit frameworks in the
literature [15,39]. We recommend

*  Mandating standardized documentation for datasets (e.g., datasheets [22]) and models
(e.g., model cards [23]).

*  Encouraging organizations to publicly disclose algorithmic audit results.

e  Using communication strategies that make fairness metrics understandable to non-
expert audiences.

6.3. Regulation and Policy

Support for regulatory measures in our study aligns with evolving national and
international standards. Policymakers should

*  Enforce regular audits of high-stakes algorithms.
¢  Establish independent oversight bodies for algorithmic accountability.
*  Require lifecycle fairness assessments as part of cloud compliance regimes.

6.4. Technical Measures

The literature provides a large toolbox for bias mitigation, including pre-processing,
in-processing, and post-processing techniques [3,21]. Cloud-native pipelines should

e Incorporate fairness checks into CI/CD workflows.

e Use representative, high-quality datasets aligned with STANDING Together recom-
mendations for dataset governance [16].

e  Employ robustness tests that explicitly evaluate subgroup performance [18].

6.5. Developer and Organizational Responsibility

Participants assigned high responsibility to developers—consistent with the gover-
nance literature emphasizing accountability [23,39]. Organizations should

*  Elevate fairness as a key performance metric on par with accuracy and latency.
*  Build cross-functional teams including ethicists, domain experts, and affected stakeholders.
*  Maintain documentation and audit trails to support traceability and incident responses.

7. Conclusions

This study examined public perceptions of algorithmic bias in cloud-based decision
systems. Respondents showed consistent agreement that biased algorithms undermine
fairness, erode trust, and warrant stronger oversight. These findings align with extensive
work documenting the harms of biased algorithms in domains such as healthcare [5,9],
employment [6], and public services.

Participants expressed strong support for transparency, developer accountability,
and regulation—mirroring the direction of modern Al governance frameworks [14,15].
Although the sample size was small and exploratory, the consistency of responses across
domains provides useful early insight into how fairness concerns shape public expectations
of cloud-based AL

The results underscore the importance of integrating fairness safeguards—such as
representative training data, regular audits, and clear documentation—into cloud-native
machine learning pipelines. Ensuring equity in cloud-enabled systems is essential for
maintaining public trust, meeting regulatory obligations, and preventing the amplification
of historical inequities at scale.

Future work should build on this exploratory study by examining more diverse
samples, combining perception data with technical case studies, and applying fairness
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auditing frameworks to real-world cloud deployments in sectors such as healthcare, hiring,
finance, and public administration.
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