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Abstract

In this paper, we present an integrative framework based on Evolutionary Stackelberg Game
Theory to model the strategic interaction between a physician, acting as a rational leader,
and a heterogeneous population of treatment-sensitive and treatment-resistant breast cancer
cells. The model incorporates ecological competition, evolutionary adaptation, and spatial
heterogeneity, enabling prediction of tumor progression under clinically relevant treatment
protocols. Using tumor volume data obtained from breast cancer-bearing mice treated with
Capecitabine and Gemcitabine, we estimated treatment and subject-specific parameters
via the GEKKO optimization package in Python. Benchmarking against classical tumor
growth models (Exponential, Logistic, and Gompertz) showed that while classical models
capture monotonic growth, they fail to reproduce complex, non-monotonic behaviors such
as treatment-induced regression, rebound, and phenotypic switching. The game-theoretic
approach achieved superior alignment with experimental data across Maximum Tolerated
Dose, Dose-Modulation Adaptive Therapy, and Intermittent Adaptive Therapy protocols.
To enhance adaptability, we integrated reinforcement learning (RL) for both single-agent
and combination chemotherapy. The RL agent learned dosing policies that maximized
tumor regression while minimizing cumulative drug exposure and resistance, with combi-
nation therapy exploiting dose diversification to improve control without exceeding total
dose budgets. Incorporating reaction diffusion equations allowed the model to capture
spatial dispersal of sensitive (cooperative) and resistant (defector) phenotypes, revealing
that spatially aware adaptive strategies more effectively suppress resistant clones than
non-spatial approaches. These results demonstrate that evolutionarily informed, spatially
explicit, and computationally optimized strategies can outperform conventional fixed-dose
regimens in reducing resistance, lowering toxicity, and improving efficacy. This framework
offers a biologically interpretable tool for guiding evolution-aware, patient-tailored cancer
therapies toward improved long-term outcomes.

Keywords: breast cancer modeling; Stackelberg game theory; adaptive therapy; phenotypic
dynamics; diffusion; treatment-sensitive cells; treatment-resistant cells

1. Introduction
Breast cancer is a biologically complex and heterogeneous disease, often leading

to drug resistance and treatment failure. Traditional approaches such as the maximum
tolerated dose (MTD) aim for aggressive tumor eradication but frequently accelerate the
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emergence of resistant clones [1,2]. Adaptive therapy offers a promising alternative by
dynamically adjusting drug dosage to maintain a manageable tumor burden and suppress
resistance through intratumoral competition [3,4].

To design such evolution-informed strategies, computational modeling plays a crucial
role. Frameworks including cellular automata, differential equations, agent-based simu-
lations, and especially game-theoretic models [5–8] enable researchers to simulate tumor
dynamics and optimize treatment protocols. Among these, evolutionary game theory
provides biologically realistic insights into strategic interactions among cancer cells [9,10].
Recent models based on Stackelberg evolutionary games conceptualize the physician as a
rational leader who anticipates the adaptive responses of cancer cells [11,12].

Building on this foundation, our study introduces the Breast Cancer Stackelberg
game model to analyze the strategic interactions between a physician and a heterogeneous
tumor cell population. The schematic representation of this hierarchical leader–follower
interaction framework is presented in Figure 1, highlighting the physician’s role as a
rational leader who anticipates and influences the evolutionary responses of cancer cells.

Figure 1. The structure of evolutionary Stackelberg game in cancer.

To complement our theoretical framework, we utilized experimental data from
xenograft mice treated with Capecitabine and Gemcitabine, as reported in [13]. Moving
beyond purely theoretical approaches, we incorporate patient-specific tumor measurements
to estimate key biological parameters through the Python-based GEKKO optimization
package (version 1.3.0), enhancing model realism and predictive accuracy. The resulting
model closely reproduces observed tumor behavior under three therapeutic protocols:
dose-modulated adaptive therapy, intermittent adaptive therapy, and MTD regimens.

To capture the strategic interplay between treatment-sensitive and -resistant cancer
cell populations, we formulate their interactions as a Stackelberg evolutionary game. In
this hierarchical framework, the physician acting as a rational leader selects treatment
doses to optimize a predefined objective function linked to patient quality of life. We
evaluate three therapeutic strategies: MTD, ecologically enlightened therapy (EET), and
evolutionarily enlightened therapy (EVT), following the conceptual framework introduced
by Stein et al. [14]. Our analysis, applied to our own dataset, demonstrates that EVT consis-
tently achieves the best outcomes: minimizing drug usage, reducing resistance emergence,
and maximizing the objective function. In contrast, the MTD strategy accelerates resistance
and compromises treatment durability.

In EET, the physician dynamically adjusts dosing based on observed resistance lev-
els, leading to a static Nash equilibrium, where both the cancer cells’ resistance and the
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physician’s dosage mutually stabilize in response to one another. However, in EVT, the
physician anticipates the future adaptive responses of cancer cells, achieving a Stackel-
berg equilibrium in which resistant populations settle into a stable eco-evolutionary state.
This foresight allows the physician to proactively steer tumor evolution toward more
manageable trajectories.

Further, to address spatial heterogeneity in the tumor microenvironment, we integrate
reaction-diffusion equations into the model. This extension captures phenotypic diffusion
and spatial expansion of resistant clones, underscoring the critical role of spatial dynamics
in shaping treatment outcomes and resistance patterns.

Building on this calibrated framework, we integrate reinforcement learning (RL) to
design adaptive treatment strategies for both single-agent and dual-drug settings. In
the single-agent case, the RL agent learns dosing policies that balance tumor regression
against cumulative drug exposure and resistance suppression. For combination therapy,
the agent dynamically allocates doses between Capecitabine and Gemcitabine within
pharmaco dynamic and toxicity constraints, exploiting dose diversification to improve
tumor control without exceeding total dose budgets. In both scenarios, the RL-driven
policies adapt to evolving tumor states, offering a flexible and data-informed approach to
therapy optimization.

By leveraging limited early-stage tumor data, our approach enables reliable forecasts
of tumor evolution and facilitates comparative evaluation of alternative treatment strate-
gies, including their long-term efficacy and resistance outcomes. This predictive capability
suggests that the framework may serve as a useful decision-support tool for designing per-
sonalized, evolution-aware cancer therapies that combine biologically grounded modeling
with adaptive, AI-driven treatment planning.

The remainder of this paper is organized as follows. Section 2 presents a Stackelberg-
based evolutionary modeling framework that strategically captures tumor progression by
explicitly representing the interactions among heterogeneous breast cancer cell populations.
Section 3 presents the main findings, including parameter estimation from experimental
data, analysis of sensitive and resistant cell dynamics, spatial modeling of phenotype
dispersal within the tumor microenvironment, and reinforcement learning-based opti-
mization of adaptive therapy (single-drug and dual-drug). Finally, Section 4 discusses the
broader implications of our findings, highlighting how the integration of game theory, rein-
forcement learning, and spatial ecology can inform the design of evolutionarily informed,
resistance-aware treatment protocols in precision oncology.

2. Stackelberg Game Framework for Breast Cancer Therapy
The Stackelberg-Based Evolutionary Model provides a strategic framework for ana-

lyzing tumor progression by incorporating hierarchical interactions between breast cancer
cells. By leveraging game theory principles, this model optimizes treatment strategies,
balancing the competition between sensitive and resistant cell populations to enhance
therapeutic efficacy.

This model enables physicians to make informed treatment decisions by dynamically
adjusting drug dosages based on tumor response. Through its predictive capabilities, it
offers personalized approaches that mitigate resistance development, ultimately improving
patient outcomes in breast cancer therapy.

In this study, we propose an evolutionary Stackelberg game theory model to describe
interactions among breast cancer cells. To evaluate the model’s applicability to physi-
cian–tumor dynamics, we analyzed experimental data from mice treated with two distinct
therapeutic agents: Capecitabine and Gemcitabine. Model parameters were estimated
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based on observed data for each protocol, enabling a comparative evaluation of drug
dosage effects and tumor burden variations.

The model was subsequently extended to incorporate two cancer cell populations,
treatment-sensitive and treatment-resistant cells, allowing for a more comprehensive analy-
sis of their spatial diffusion dynamics within a two-dimensional framework. This extension
provides deeper insights into tumor evolution and treatment optimization, enhancing the
predictive capabilities of the proposed model in guiding therapeutic decision-making.

Evolutionary Stackelberg game theory offers a promising framework for optimizing
cancer treatment strategies. Within this approach, breast cancer therapy is modeled as
an interaction between the physician and a heterogeneous population of cancer cells To
capture the evolutionary dynamics of tumor growth and phenotypic adaptations leading to
resistance over time, a fitness generating function (G-function) is employed. This function
accounts for logistic tumor growth, which is effectively suppressed by multiple anticancer
drugs. The generating function is defined as

G(u, x, D) = r
[

1− x
K(u)

]
− D

k + bu
. (1)

r indicates intrinsic growth rate and x is normalized tumor burden. The expression D
k+bu

represents the drug-induced death rate, where D denotes the administered drug dose, k
represents the intrinsic resistance of cancer cells, and b quantifies the impact of resistance
traits on diminishing drug efficacy. In this framework, D takes values between 0 and 1,
with D = 1 corresponding to MTD. The carrying capacity, denoted as K(u), is modeled as a
function of the resistance level u, reflecting the trade-off between resistance and ecological
fitness. This formulation follows previous work by Pressley et al. [15], where similar
relationships were used to capture treatment-induced evolutionary dynamics:

K(u) = Kmax · exp(−g · u). (2)

Here, Kmax represents the maximum possible carrying capacity, and g determines the
magnitude of the resistance-associated cost. This formulation accounts for the impact of
resistance on population growth, ensuring that as resistance levels increase, the effective
carrying capacity is reduced. The ecological dynamics governing the system are defined
as follows:

dx
dt

= xG(u, x, D). (3)

The evolution of cancer cell resistance in response to the physician’s treatment choices
is governed by specific biological and ecological dynamics. These dynamics define how re-
sistance levels change over time. The formal mathematical representation of these resistance
dynamics is defined as follows:

du
dt

= σ
∂G
∂u

, (4)

The parameter σ determines the evolutionary speed of resistance adaptation. The following
functions describe the calculation of the D value, adjusted for different treatment protocols.

Standard Treatment Protocol: The standard treatment protocol involves the continuous
administration of the drug at MTD, ensuring a consistent therapeutic effect. This approach
maintains a high level of drug exposure to maximize tumor suppression, although it may
lead to increased side effects and potential resistance over time.
Dose Modulation Adaptive Therapy: In this adaptive therapy protocol, drug dosage is
dynamically adjusted based on tumor burden fluctuations. If the tumor burden decreases
by more than 10% compared to the previous measurement, the dose is reduced by 50%,
preventing unnecessary drug exposure. Conversely, if the tumor burden increases by more
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than 10%, the dose is increased by 50%, ensuring sufficient drug pressure to counteract
tumor progression.

Additionally, treatment is suspended when the tumor burden falls below a predefined
threshold, allowing for drug holidays to minimize toxicity and prevent unnecessary inter-
vention. Therapy is resumed once tumor growth surpasses the threshold again, ensuring
effective control of disease progression. The parameters governing this adaptive strategy
include α = 0.5 and β = 0.1, which regulate the degree of dose modulation. The dose
adjustment function for this protocol is defined as

D(xi) =


(1 + α)Di−1 if xi > (1 + β)xi−1,

(1− α)Di−1 if xi ≤ (1− β)xi−1,

D0 otherwise.

(5)

Here, D0 represents the initial dose at the start of treatment, Di−1 is the drug dose in phase
(i− 1), and i indicates the current stage. The variable xi denotes the tumor burden at time
step i, while xi−1 corresponds to the burden measured in the previous interval. The time
steps i and i− 1 represent consecutive measurement intervals, each corresponding to one
unit of time based on the experimental sampling schedule.

Intermittent Adaptive Therapy Protocol: This protocol initiates treatment by administering
the drug at MTD. If the tumor burden decreases to less than 50% of its initial value,
treatment is temporarily discontinued to minimize unnecessary drug exposure and reduce
toxicity. However, if the tumor burden exceeds its original load, therapy is resumed at the
MTD for each drug. The function D for this protocol is defined as

D(xi) =


0 if xi < 0.5x0,

1 if xi > x0,

D0 otherwise.

(6)

Here, D0 = MTD denotes the maximum tolerated dose. This innovative approach provides
a comprehensive depiction of tumor population dynamics and the evolutionary trajectories
of cellular resistance mechanisms in response to therapeutic interventions. By employing
this modeling technique, evolutionary game theory offers critical insights into the complex
interactions between therapeutic strategies and tumor evolution. These findings contribute
to the development of personalized treatment protocols, enabling the optimization of
therapeutic outcomes and improving long-term cancer management.

3. Results
This section is organized into six interconnected parts, each addressing a key compo-

nent of the study. First, in Estimation of Model Parameters (Section 3.1), we present the
methodology for deriving both treatment-specific and patient-specific parameters from
experimental tumor volume data, ensuring accurate calibration of the model to individual
and regimen-level characteristics. Second, in Sensitive and Resistant Cell Interactions
(Section 3.2), we investigate the ecological and evolutionary dynamics between treatment-
sensitive and treatment-resistant phenotypes, highlighting their competitive interplay
under different therapeutic protocols. Third, in Integration of Experimental Data into the
Simulation Framework (Section 3.4), we explain how real-world data is incorporated into
the simulation environment and how it informs model behavior and predictions. Fourth, in
Diffusion in Sensitive and Resistant Cells (Section 3.3), we incorporate spatial heterogeneity
through reaction-diffusion modeling to capture the dispersal patterns of both phenotypes
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and assess their impact on tumor progression and treatment response Fifth, in Application
of Reinforcement Learning for Adaptive Cancer Therapy (Section 3.5), we evaluate the
performance of an RL-based framework in learning dosing strategies that balance tumor
regression, cumulative drug exposure, and resistance suppression. Finally, in Extension
from Single-Agent to Combination Therapy Modeling (Section 3.6), we expand the RL
approach to dual-drug regimens, analyzing dose allocation under pharmacodynamic and
toxicity constraints. This structured presentation enables a comprehensive evaluation of
the model’s predictive capabilities and its potential to inform the design of evolutionarily
informed, resistance-aware cancer therapies.

3.1. Estimation of Model Parameters

To evaluate the proposed model for cancer cell interactions with the physician, experi-
mental data from treated mice were analyzed. Initially, the dataset underwent MinMax
scaling normalization to standardize values, ensuring uniformity and consistency in the
analytical process. This preprocessing step allowed for a more accurate comparison of
treatment effects and model predictions. Tumors were classified into two distinct categories
increasing (Up) and decreasing (Down) based on their initial response to treatment. This
classification criterion is based on the tumor’s early trend upon treatment initiation, dis-
tinguishing between cases where the tumor shows immediate growth versus regression.
Clinically, patients are categorized as non-responders if their tumor burden increases ini-
tially, while those showing early tumor shrinkage are labeled as responders. Notably, this
initial reaction to treatment may provide valuable predictive insights into future tumor
progression, making it a meaningful clustering approach.

Parameter estimation was conducted using the Python package GEKKO, a specialized
tool for machine learning and optimization tasks. The model incorporates both treatment-
specific and patient-specific parameters to enhance predictive accuracy. The treatment-
specific parameters g, k, b, Kmax define therapeutic response mechanisms.These parameters
are estimated independently for each therapy. while the patient-specific parameters σ, r, u0

account for individual variations in disease progression and treatment sensitivity.
The distinction between treatment-specific and patient-specific parameters is grounded

in both biological reasoning and modeling precedent. In our framework, parameters such as
Kmax which denotes the effective carrying capacity of the tumor under therapy are modeled
as treatment-specific because they reflect the pharmacodynamic impact of the administered
drug on tumor growth constraints. Prior studies have shown that therapeutic agents
can modulate the tumor microenvironment, vascularization, and immune infiltration, all
of which influence the maximum sustainable tumor burden under treatment [3,16]. In
contrast, parameters like intrinsic growth rate (r) or resistance kinetics (σ, u0) are considered
patient-specific, as they are more tightly linked to host biology, genetic background, and
tumor phenotype [17,18].

The variables and parameters of the model are summarized in Table 1. The optimal
parameters for each group were selected based on their ability to achieve the best fit
with observed data. A summary of their values is provided in Table 2, highlighting key
parameter estimates.
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Table 1. Variables and parameters of the model. Parameter ranges were informed by prior literature,
particularly the study by Benzekry et al. on resistance modeling in non-small cell lung cancer [19],
which provides biologically plausible bounds for resistance-related dynamics.

Parameter Description Range

r Intrinsic growth rate [0, 1]
σ Evolution speed (0, 0.1]
u0 Initial resistance to treatment Non-negative
k Intrinsic resistance [0, 20]
Kmax Maximum carrying capacity Non-negative
b Benefit of resistance traits reducing drug efficacy [0, 20]
g Cost of resistance [0, 1]
x Normalized tumor burden (scaled) [0, 1]
D Drug dosage amount [0, 1]
u Resistance intensity to treatment Non-negative

Table 2. The model parameters have been estimated.

Increasing Decreasing

Therapy b k Kmax g b k Kmax g Mouse

Capecitabine Therapy

MTD 1.0 10.33 1.0 0.04 – – – – 19,20,21,22,23,24
Dose modulation – – – – 19.92 1.02 1.0 0.99 31,34
Intermittent 1.0 9.98 1.0 0.18 1.0 19.99 1.0 0.83 25,26,27,29,28,30

Gemcitabine Therapy

MTD 1.0 5.53 1.0 0.1 19.99 19.99 1.0 1.0 1,2,4,3,5,6
Dose modulation 1.0 7 1.0 0.05 19.93 18 1.0 0.89 13,15,16,17,18
Intermittent 1.0 6.55 1.0 1.0 1.0 3.38 1.0 0.13 7,8,9,10,11,12

Note: Parameter values were estimated using the GEKKO optimization package. The variation in parameter b
reflects differences in tumor response dynamics across treatment protocols, as determined by nonlinear least-
squares fitting to experimental data.

The parameters b, k, Kmax and g were estimated under the assumption that they are
treatment-specific but remain constant across all patients receiving the same therapeutic
regimen. In contrast, the parameters σ, r, and the initial value of u were considered patient-
specific, as summarized in Table 1. These subject-specific parameters were estimated
independently for each tumor, with the primary objective of minimizing the discrepancy
between observed experimental data and the predictions generated by the model.

Figure 2 illustrate actual tumor growth data and corresponding model-generated
graphs based on the estimated parameters for a subset of mice, providing a visual repre-
sentation of the model’s predictive accuracy and its ability to capture tumor dynamics. As
illustrated in the figure, the graph representing the actual data for Mice 2, 5, 12, 22, 25, and
31 closely aligns with the graph generated using the estimated parameters. This similarity
indicates the accuracy and reliability of the parameter estimation process. The specific
parameters associated with each mouse (u0, σ, r) are detailed in the figure caption, provid-
ing insights into individual variations in tumor progression and response to treatment.
Such consistency validates the effectiveness of the modeling approach in capturing key
biological dynamics.

Since we have assumed that a specific set of parameters namely Kmax, b, g and k are
treatment-specific, we can utilize them to simulate potential outcomes for patients who
received different therapeutic protocols. This simulation enables comparative analysis of
treatment efficacy, providing insights into how variations in drug administration strategies
may have influenced tumor progression and patient responses.
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(a) (b)

(c) (d)

(e) (f)

Figure 2. Comparison between experimental data and simulated population dynamics for Mice 2,
5, 12, 22, 25, and 31 using subject-specific estimated parameters. (a) Mouse 2: r = 0.20, u0 = 1.5478,
σ = 0.0499; (b) Mouse 5: r = 0.2, u0 = 10.0, σ = 0.05; (c) Mouse 12: r = 0.1999, u0 = 1.1651, σ = 0.05;
(d) Mouse 22: r = 0.2001, u0 = 9.5948, σ = 0.0499; (e) Mouse 25: r = 0.1907, u0 = 0.5102, σ = 0.0499;
(f) Mouse 31: r = 0.2039, u0 = 3.1046, σ = 0.05.

While the model generally captures the overall trends in tumor growth and treat-
ment response, its predictions do not fully align with experimental data in certain
cases—particularly for subjects exhibiting oscillatory or non-monotonic behavior. These dis-
crepancies likely stem from the simplified structure of the model, which does not explicitly
incorporate key biological mechanisms such as immune system interactions, microenviron-
mental influences, and stochastic variability. Moreover, the parameter estimation process
was intentionally constrained to biologically plausible ranges to prevent overfitting and
ensure interpretability, which may have further limited the model’s flexibility in repro-
ducing complex dynamics. Despite these limitations, the framework remains effective in
capturing key features of tumor ecology and provides a foundation for evaluating adaptive
treatment strategies.

In order to demonstrate the advantages of our game-theoretic modeling framework,
we first compared its performance against well-established classical tumor growth models
that have long served as the foundation of mathematical oncology. Classical models such
as the Exponential, Logistic, and Gompertz formulations provide simplified yet analytically
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tractable descriptions of tumor expansion, each grounded in distinct biological assump-
tions. The Exponential model presumes unrestricted proliferation, making it suitable for
early-stage growth but unrealistic for long-term dynamics due to the absence of resource
limitations. The Logistic model introduces a fixed carrying capacity, thereby capturing
saturation effects as tumor burden approaches physiological constraints. The Gompertz
model, in turn, characterizes a gradual deceleration in growth rate, consistent with empir-
ical observations of reduced proliferation in larger tumors. These paradigms have been
extensively studied and benchmarked in both preclinical and clinical contexts, with recent
systematic analyses confirming their utility and limitations [20,21].

Following the methodology outlined by Ghaffari Laleh et al. [20], we performed a
comparative analysis using a dataset derived from murine tumor volume measurements
across various tumor growth models. Tumor burden trajectories were fitted to each of the
three classical models, and predictive accuracy was quantified using the Mean Squared
Error (MSE) between model-predicted and experimentally measured tumor data. This
benchmarking step provided a rigorous reference point for evaluating our game-theoretic
framework, which explicitly incorporates ecological and evolutionary interactions be-
tween phenotypically distinct subpopulations within the tumor microenvironment. Unlike
classical models that treat tumor growth as a homogeneous process, the game-theoretic
approach accounts for competition, cooperation, and treatment feedback, thereby enabling
the modeling of adaptive responses and evolutionary dynamics. Model parameters were
estimated using the GEKKO optimization suite [22], which supports dynamic systems and
differential-algebraic equations.

The comparative results revealed that while classical models can adequately reproduce
monotonic growth patterns, they consistently fail to capture non-monotonic behaviors such
as treatment-induced regressions, rebounds, and phenotypic switching phenomena increas-
ingly recognized in both experimental and clinical datasets. In contrast, the game-theoretic
model achieved superior alignment with these complex dynamics, underscoring its po-
tential for more biologically grounded and clinically informative predictions. A summary
of MSE values across different therapy strategies is presented in Table 3, highlighting the
enhanced predictive accuracy of the game-theoretic framework, particularly in scenarios
involving adaptive treatment.

An important advantage of the proposed modeling framework is its ability to in-
corporate patient- or therapy-specific parameter estimates, enabling the simulation and
comparison of multiple therapeutic protocols for the same individual. By calibrating the
model to experimental data, it becomes possible to explore how alternative treatment
strategies would influence both tumor dynamics and cumulative drug exposure, thereby
providing a quantitative basis for personalized therapy design.

Table 3. Mean Squared Error (MSE) comparison across classical tumor growth models and game
theory.

Therapy Strategy Exponential Logistic Gompertz Game Theory

Capecitabine with MTD-Up 0.0788 0.0574 0.0694 0.0300
Capecitabine dose modulation-Down 0.0675 0.0434 0.058 0.0400
Capecitabine intermittent-Up 0.0809 0.0789 0.0803 0.0600
Capecitabine intermittent-Down 0.0533 0.0476 0.0141 0.0100
Gemcitabine with MTD-Up 0.0969 0.0805 0.0873 0.0300
Gemcitabine with MTD-Down 0.0848 0.0786 0.0785 0.0700
Gemcitabine dose modulation-Up 0.0966 0.0642 0.0641 0.0356
Gemcitabine intermittent-Up 0.0640 0.0525 0.1220 0.0400
Gemcitabine intermittent-Down 0.0809 0.0687 0.0700 0.0300
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3.2. Sensitive and Resistant Cell Interactions

The analytical framework presented in this section builds upon the Stackelberg evo-
lutionary game theory approach, which has been developed and extended over time in
prior work [11,23–25]. In particular, Stein et al. [14] applied and further extended this
framework in the context of cancer treatment, and we build on their formulation to explore
treatment-induced evolutionary responses under varying therapeutic strategies, including
EET and EVT. While the structure follows their established model, our simulations use
modified parameters tailored to the current study, resulting in distinct graphical outcomes.

Tumors consist of heterogeneous populations of cancer cells with varying degrees
of therapeutic resistance, all competing for limited resources. Adaptive therapy is a dose
modulation strategy guided by treatment response, which leverages the intrinsic competi-
tion between sensitive and resistant cancer cells to optimize therapeutic efficacy. Treatment
response depends on the adaptive capacity of cancer cells; therefore, adaptive therapy can
incorporate evolutionary principles to better account for these adaptive dynamics.

By maintaining a substantial population of treatment-sensitive cells through controlled
drug dosing or periodic treatment interruptions, adaptive therapy creates an environment
in which sensitive cells suppress the proliferation of treatment-resistant subpopulations via
competitive interactions. This strategic approach not only delays the emergence of drug
resistance but also enhances long-term tumor control, offering a promising alternative to
traditional high-dose regimens.

Evolutionary Stackelberg game theory provides a framework for refining cancer
treatment strategies. In this context, breast cancer therapy is conceptualized as a dy-
namic interaction between a physician and a polymorphic population of cancer cells,
encompassing both treatment-sensitive and treatment-resistant phenotypes. To model
tumor growth dynamics and the evolutionary adaptations of resistance-related traits over
time, a fitness-generating function (G-function) is employed. This function simulates the
competitive interplay between subpopulations, offering insights into optimal therapeutic
interventions that leverage evolutionary principles to suppress resistance and enhance
treatment effectiveness.

The dynamics of two tumor subpopulations are described by the following system of
equations. The variable xS represents cells sensitive to treatment, while xR denotes cells
resistant to treatment. Both equations incorporate ecological competition and pharmaco-
dynamic effects. The growth of the sensitive subpopulation xS is governed by its intrinsic
proliferation rate rS. The term αSSxS + αSRxR represents the total competitive pressure
experienced by sensitive cells, where αSS denotes intra-type competition among sensitive
cells, and αSR captures inter-type competition exerted by resistant cells. The cytotoxic effect
of therapy is modeled by the term D

k+b us
. Here, D denotes the administered drug dose,

and us represents the treatment resistance in the sensitive cell population. In this scenario
us = 0:

dxS
dt

= xS

(
rS

(
1− αSSxS + αSRxR

K(u)

)
− D

k + b us

)
, us = 0. (7)

The dynamics of the resistant subpopulation xR are similarly governed by its intrinsic
growth rate rR. αRR represents intra-type competition among resistant cells, and αRS

accounts for inter-type competition from sensitive cells. The treatment effect on resistant
cells is captured by the term D

k+b uR
, where uR denotes the treatment resistance in the

resistant subpopulation:

dxR
dt

= xR

(
rR

(
1− αRSxS + αRRxR

K(u)

)
− D

k + b uR

)
. (8)



Math. Comput. Appl. 2025, 30, 134 11 of 24

In our study, the experimental data correspond to tumor burden, which were normal-
ized to the unit interval [0, 1] using min–max scaling. Accordingly, x = xS + xR denotes the
normalized total tumor burden. To optimize treatment decisions, we define the physician’s
objective function Q as

Q(D, uR, x∗(D, uR)) =


Qmax − C1

(
x∗(D,uR)

K

)2
− C2u2

R − C3D2,

(D, uR) ∈ stabilization region,

undefined, elsewhere.

(9)

In Equation (9), Qmax represents the maximum attainable value of the objective func-
tion. The term x∗(D, uR)) corresponds to the ecological equilibrium, while uR denotes
the resistance strategy adopted by treatment-resistant cells and D is treatment dose. The
parameters C1, C2, and C3 reflect the relative importance of tumor burden, resistance,
and toxicity.

Progression time is defined as the moment when tumor burden exceeds a fraction δ of
the carrying capacity. In this study, we set δ = 0.7, and therefore the threshold is given by
δKmax = 0.7Kmax. The goal is to identify treatment doses and resistance levels that keep the
tumor below this threshold, enabling sustained control. Tumor behavior is classified into
elimination, stabilization, and progression regions.

We adopt the classification of therapeutic strategies proposed by Stein et al. [14], which
distinguishes between ecologically and evolutionarily enlightened approaches. These are
formalized through Nash and Stackelberg optimization frameworks. The Nash strategy
assumes a fixed resistance level and optimizes dose accordingly:

D∗(uR) = arg max
D

Q(D, uR, x∗(D, uR)). (10)

This strategy aligns with the intersection of the cancer cells’evolutionary response
curve (ESS strategy u∗R(D)) and the physician’s best response curve D∗(uR). The Stackel-
berg strategy anticipates the cancer cells’ evolutionary response:

DS = arg max
D

Q(D, u∗R(D), x∗(D, u∗R(D))). (11)

In order to illustrate the comparative outcomes of different therapeutic strategies, we
analyzed Mouse 7 under three distinct approaches: MTD, the ecologically enlightened
strategy (Nash equilibrium), and the evolutionarily enlightened strategy (Stackelberg
equilibrium). The parametrization was based on the framework introduced by Stein
et al. [14], adapted to our experimental data (Figure 3). The model was parameterized with
Qmax = 1, C1 = 0.51, C2 = 0.08, and C3 = 0.41, reflecting the relative weighting of tumor
burden, treatment-induced resistance, and therapy toxicity in the physician’s objective
function. Transition rates between phenotypes were set as αRS = 0.60, αRR = αSS = 1.0,
and αSR = 0.25.

Under this parametrization, all three strategies fell within the stabilization region,
where tumor burden remains nonzero but manageable. Among them, the Stackelberg
equilibrium achieved the highest objective function value, followed by the Nash equi-
librium, while MTD resulted in the lowest value. It should be noted that the near-zero
dosing outcome observed under the Stackelberg strategy is influenced by the toxicity
weight C3, which strongly penalizes drug administration. This reflects the sensitivity of the
framework to parameter selection and highlights the importance of careful calibration and
biological validation.
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(a) (b)

Figure 3. Outcomes of three therapeutic strategies for Mouse 7: MTD, Nash equilibrium, and Stackel-
berg equilibrium. (a) Regions of tumor stabilization (yellow) versus progression (red). (b) Physician’s
objective function under the chosen parametrization.

Furthermore, the Stackelberg strategy not only leads to a lower treatment dose and
toxicity compared to both the Nash strategy and MTD but also reduces treatment-induced
resistance, demonstrating its potential for optimizing therapeutic outcomes while minimiz-
ing adverse effects.

3.3. Diffusion in Sensitive and Resistant Cells

In this study, we adopt a conceptual framework based on evolutionary game theory, in
which drug-sensitive cancer cells are represented as cooperative players and drug-resistant
cells as opportunistic defectors. This abstraction has been widely used in the literature to
model the ecological and evolutionary dynamics of tumor cell populations competing for
limited resources within the tumor microenvironment [26–28].

Understanding spatial processes is essential, as tumor growth and treatment response
are fundamentally shaped by the interplay between cellular motility, resource availability,
and local interactions [27,29]. Although this classification offers a useful lens for analyzing
treatment-induced selection pressures and spatial dynamics, we recognize that it simplifies
the biological complexity of tumor behavior. For instance, under certain conditions, resis-
tant cells may contribute to tumor-wide benefits—such as VEGF-mediated angiogenesis in
hypoxic environments—which improve resource availability for both sensitive and resistant
populations. This perspective aligns with recent work that integrates evolutionary game
theory and control approaches to cancer therapy optimization [16,30]. These examples
challenge the strict cooperator-defector dichotomy and underscore the context-dependent
nature of cellular behavior.

To account for this nuance, our model focuses on the ecological consequences of
differential diffusion and competition, rather than assigning fixed behavioral roles. By
examining the conditions under which cooperative-like traits can suppress or coexist with
defector-like strategies.

In spatially structured tumor environments, cells disperse to colonize new territories
through migration and diffusion. The rate and pattern of this diffusion strongly influence
population distribution and competitive dynamics. Slow diffusion of cooperative cells tends
to channel their migration along high-benefit pathways, optimizing resource utilization
and reinforcing mutualistic interactions. Conversely, rapid diffusion of defector cells
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enables them to quickly locate and exploit favorable niches, often undermining cooperative
expansion and destabilizing spatial organization [31,32].

These opposing forces cooperative resource optimization versus opportunistic ex-
ploitation can drive the coexistence of both phenotypes, producing a spectrum of spatial
patterns ranging from stable segregation to dynamic spatial chaos. The local microenvi-
ronment is further shaped by the production and consumption of shared resources, which
modulate population stability and competitive balance over time. Self-organization aris-
ing from these diffusion processes not only strengthens cooperative interactions but also
generates habitat diversity, a fundamental driver of ecological complexity in biological
systems [27].

Building on the evolutionary dynamics presented in previous sections, we now intro-
duce a two-dimensional migration diffusion model to explicitly capture the role of spatial
heterogeneity in shaping interactions between cancer subpopulations. This spatially explicit
framework provides deeper insight into the mechanisms governing tumor progression
and therapeutic response, offering a quantitative basis for the development of spatially
informed, evolution-aware treatment protocols. The model is defined as

dxS
dt

= DIS∇2xS + xSG (12)

dxR
dt

= DIR∇2xR + xRG. (13)

The functions xs and xR represent the densities of cooperative and defector cells at
time t, respectively. The diffusion constants DIS and DIR determine the migration rates
for cooperative and defector cells, while ∇2 denotes the diffusion operator. This continu-
ous spatial expansion reveals a complex landscape of dynamic pattern formation within
tumor microenvironments.

When defector cells exhibit a higher dispersal rate than cooperative cells (DIR ≥ DIS),
the resulting spatial dynamics do not support the dominance of cooperators. Instead,
defectors engage in persistent exploration of resource-rich pathways. Slow migration
fosters cooperator aggregation, stabilizing their presence in favorable regions, whereas
rapid migration allows defectors to quickly identify cooperative pathways. However,
excessive mobility also undermines their ability to fully exploit any specific pathway
efficiently, leading to transient rather than sustained advantage.

Existing models for various cancers frequently evaluate cell fitness based solely on
the relative abundance of phenotypes within the population. However, these models often
overlook the spatial structure of cells beyond one dimension or fail to incorporate cell
diffusion dynamics, which are critical for accurately capturing tumor behavior. In complex
biological systems, such as the human body, cells, hormones, and growth factors exhibit
mobility, influencing intercellular interactions and overall population dynamics [33–35].
The dispersal of these components plays a fundamental role in tumor progression and
response to treatment. The rate at which these elements disperse is governed by the
diffusion coefficient in the reaction-diffusion equation, which may vary across different
spatial coordinates, further influencing population dynamics.

Since the equations presented in this section are second-order partial differential equa-
tions, their solutions require numerical methods for accurate computation. To approximate
function values at each point in the spatial domain and across generations, numerical tech-
niques such as the five-point stencil method are employed to solve all replicator equations,
ensuring precision and practical applicability in modeling tumor evolution.
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As proposed, the breast cancer game model is implemented within a two-dimensional
spatial environment, represented as an n × n computational grid, where n denotes the
number of cells along each coordinate direction. Each grid cell contains a type i cancer cell
with a probability of pi, while remaining vacant with a probability of 1− pi, allowing for a
probabilistic representation of tumor heterogeneity and spatial distribution.

Figure 4, depicting the diffusion dynamics of Mouse 22 across multiple generations,
illustrates tumor progression trends. Specifically, at generation 90, the density of treatment-
resistant cells surpasses that of treatment-sensitive cells, highlighting the selective pressures
that drive resistance evolution over time.

(a) (b)

(c) (d)

(e) (f)

Figure 4. Two-dimensional representation of population dynamics and evolutionary progression
under the condition DI = 0.24 on a 100× 100 grid for Mouse 22, with initial values set to xS = 65%
and xR = 35% of the initial population. (a) Population dynamics in generation 1; (b) Population
dynamics in generation 10; (c) Population dynamics in generation 30; (d) Population dynamics in
generation 50; (e) Population dynamics in generation 70; (f) Population dynamics in generation 90.

As illustrated in Figure 5, the population dynamics for Mouse 22 exhibit distinct
shifts depending on the applied treatment protocol. When the Dose Modulation Adap-
tive Therapy protocol is implemented, the population predominantly transitions toward
treatment-resistant phenotypes. Conversely, under the Intermittent Adaptive Therapy
protocol, the population dynamics favor an increase in treatment-sensitive phenotypes,
highlighting the differential impact of these therapeutic strategies on cellular evolution.
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(a) (b)

Figure 5. Two-dimensional representation of population dynamics and evolutionary progression
under the condition DI = 0.24 on a 100× 100 grid for Mouse 22: (a) Population state and evolu-
tionary trajectory under the Dose Modulation Adaptive Therapy protocol. (b) Population state and
evolutionary trajectory under the Intermittent Adaptive Therapy protocol.

3.4. Integration of Experimental Data into the Simulation Framework

To ensure biological relevance and model fidelity, we integrated real-world experi-
mental data into the simulation environment. Specifically, tumor volume measurements
obtained from murine xenograft models treated with Gemcitabine and Capecitabine un-
der distinct therapeutic protocols were used as reference datasets. These data served
as the foundation for estimating key pharmacodynamic parameters through nonlinear
least-squares optimization using the Python-based GEKKO package, a specialized tool for
dynamic modeling and parameter fitting.

The estimated parameters informed the construction of a biologically grounded sim-
ulation framework capable of capturing tumor dynamics under both single-agent and
combination therapies. This calibration process enabled the model to reproduce observed
treatment responses and provided a reliable basis for evaluating alternative therapeutic
strategies, including reinforcement learning (RL)-based schedules. In our framework, we
distinguish between two categories of parameters:

• Therapy-specific parameters (g, k, b, Kmax): These define the pharmacodynamic char-
acteristics of each drug and are estimated independently for each treatment protocol.
They remain constant across patients receiving the same therapy.

• Subject-specific parameters (σ, r, u0): These capture individual tumor growth behavior,
initial tumor burden, and biological variability. They are uniquely estimated for each
subject based on their experimental data.

By combining these parameter sets, we simulate multiple treatment protocols for a
given patient and assess their relative effectiveness. This enables personalized therapy
planning by comparing outcomes such as tumor volume reduction and cumulative drug
exposure across different regimens. The simulation framework thus supports the identifi-
cation of optimal strategies tailored to individual patient profiles, balancing therapeutic
efficacy with toxicity constraints.

As illustrated in Figure 6, Mouse 6 was treated experimentally under the Gemcitabine
MTD protocol. Model based comparative analysis, however, indicates that if an intermittent
adaptive therapy protocol had been applied, a more pronounced reduction in tumor
burden could have been achieved, accompanied by a lower cumulative drug dose. These
results suggest that intermittent scheduling may improve treatment effectiveness by better
controlling the tumor while reducing the overall drug burden for Mouse 6.

Similarly, Figure 7 presents results for Mouse 25, comparing the real-data intermittent
adaptive therapy protocol with a model simulated Dose Modulation adaptive therapy. In
this case, the Dose Modulation approach produced a greater reduction in tumor burden, but
at the expense of increased drug administration. Specifically, while the total dose delivered
in the real data protocol was 16 units, the model required 22 units to achieve the observed
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tumor suppression. Such analyses underscore the capacity of the modeling framework
to quantify trade-offs between tumor control and drug exposure, thereby informing the
selection of treatment strategies that balance efficacy with toxicity considerations.

(a) (b)

Figure 6. Model-based comparison of (a) population dynamics and (b) treatment dose rates for
mouse 6. While the experimental protocol involved MTD administration of Gemcitabine, simulation
results suggest that an intermittent adaptive therapy schedule could have achieved greater tumor
suppression with reduced cumulative drug exposure.

(a)

(b)

Figure 7. Comparison of (a) population dynamics and (b) treatment dose rates for mouse 25 under
intermittent adaptive therapy (real data) and Dose Modulation adaptive therapy.

3.5. Application of Reinforcement Learning for Adaptive Cancer Therapy

Recent advances in artificial intelligence have facilitated the emergence of reinforce-
ment learning (RL) frameworks capable of optimizing therapeutic strategies in complex
and dynamic biological systems. In the context of oncology, RL offers a principled ap-
proach to designing adaptive treatment schedules that respond to the evolving state of the
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tumor and its microenvironment. In this study, we developed a biologically informed RL
model to generate personalized chemotherapy protocols for tumor-bearing mice, with the
overarching goal of minimizing tumor burden, delaying or preventing the emergence of
drug resistance, and avoiding overtreatment, key objectives in precision oncology [17,36].

The RL agent was trained on tumor burden and dosing data, enabling it to learn
from the temporal interplay between treatment intensity, tumor regression, and resistance
dynamics. The environment was modeled as a discrete-time system, where at each time
step the agent observed the current state s = (X, u), with X representing the tumor
burden and u denoting the level of resistance. Based on this state, the agent selected an
action a ∈ {0, 1, 2, 3} corresponding to no dose, low dose, medium dose, or high dose
administration, respectively.

A central component of the RL framework is the reward function, which encodes the
therapeutic objectives and guides policy optimization. In our formulation, the reward at
each time step was defined as

reward = C1 · (xprev − x)− C2 · D− C3 · u, (14)

where (xprev − x) quantifies the reduction in tumor burden relative to the previous time
step, D is the administered drug dose, and u is the resistance level. The coefficients C1, C2,
and C3 are tunable parameters that determine the relative importance of tumor shrinkage,
dose minimization, and resistance suppression, respectively. Increasing C1 prioritizes
aggressive tumor reduction, while larger C2 values penalize excessive drug usage to miti-
gate toxicity. Similarly, higher C3 values place greater emphasis on controlling resistance
evolution, potentially favoring strategies that maintain a stable, treatment-sensitive tumor
subpopulation. By adjusting these weights, the framework can be tailored to different
clinical priorities, such as maximizing tumor control in aggressive disease or minimizing
toxicity in frail patients.

The agent was trained using tabular Q-learning, a RL algorithm, with learning rate
α = 0.1, discount factor γ = 0.9, and exploration rate ϵ = 0.1. The Q-table was updated
iteratively according to the Bellman equation:

Q(st, at)← Q(st, at) + α

[
rt + γ max

a′
Q(st+1, a′)−Q(st, at)

]
, (15)

where rt is the reward obtained at time t. The discount factor γ controls the trade-off
between immediate and long-term gains, with higher values encouraging the agent to
adopt strategies that yield sustained tumor control rather than short-lived regressions.

Once trained, the reinforcement learning (RL) agent was applied to an unseen test
subject (Mouse 25) within a simulated environment. The simulation was constructed using
subject-specific parameters estimated from experimental tumor volume data. To evaluate
the agent’s performance, its dosing schedule was compared against the actual intermittent
adaptive therapy protocol recorded for Mouse 25 in the experimental dataset (Figure 8). The
RL-derived schedule achieved a reduction in tumor burden while lowering cumulative drug
exposure, demonstrating its ability to balance efficacy with toxicity constraints. Notably,
the agent exhibited adaptive dosing behavior—intensifying treatment in response to rising
tumor burden and reducing it when resistance levels were low. This behavior, which aligns
with clinical intuition, emerges directly from the structure of the reward function used
during training. Its performance should be interpreted within the context of the simulation
framework and the subject-specific parameter estimates embedded in the model.
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(a)

(b)

(c)

Figure 8. Illustration of (a) population dynamics, (b) treatment dose rates for mouse 25 under
experimental intermittent adaptive therapy and simulated RL-based schedule (C1 = 2, C2 = 0.1,
C3 = 0.1), and (c) resistance level trajectories generated by the simulation.

A key strength of our approach lies in the integration of tumor growth and resistance
models within the RL framework. By embedding differential equation-based dynamics into
the environment, the agent learns policies that are not only data-driven but also biologically
interpretable and generalizable across individuals and treatment contexts [37]. This hybrid
modeling paradigm enhances clinical relevance, offering a pathway toward evolution-
aware, patient-specific cancer therapies that adapt in real time to the shifting landscape of
tumor ecology.

After estimating subject-specific parameters for each mouse, it becomes feasible to
simulate and assess the effectiveness of various therapeutic strategies in a case-specific
manner. Table 4 provides a quantitative comparison of three treatment approaches applied
to Mouse 25 over 16 time units. The RL-derived schedule demonstrates more effective
performance, achieving the lowest final tumor burden and resistance level while requiring
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the least cumulative drug exposure. In contrast, the dose modulation strategy effectively
reduces tumor burden but entails a higher overall drug consumption.

Table 4. Quantitative comparison of treatment strategies for Mouse 25 over 16 time units. Metrics
include Final Tumor Burden (normalized), Total Cumulative Dose, and Final Resistance Level.

Model
Final Tumor

Burden
(Normalized)

Total Cumulative
Dose

Final Resistance
Level

Intermittent Dose (Real Data) 0.65 12.0 0.40
Dose Modulation 0.19 7.5 0.05
RL Model 0.16 4.6 0.001

3.6. Extension from Single-Agent to Combination Therapy Modeling

Combination chemotherapy, in which two or more cytotoxic or cytostatic agents
are administered in a coordinated regimen, is a cornerstone of modern oncology. Such
protocols aim to exploit complementary mechanisms of action, reduce the likelihood of
cross-resistance, and achieve synergistic tumor suppression while maintaining acceptable
toxicity profiles [38]. By targeting distinct molecular pathways or cell cycle phases, com-
bination regimens can enhance therapeutic efficacy compared to single-agent protocols,
particularly in heterogeneous tumors where subpopulations may exhibit differential drug
sensitivities [38,39]. Clinically, combinations such as Gemcitabine with Capecitabine have
been investigated in several malignancies, including pancreatic and breast cancers, with
evidence of improved progression-free survival in selected patient cohorts [40,41].

Building on this rationale, we extended our reinforcement learning based tumor
dynamics framework originally developed for single agent treatment protocols to capture
the dynamics of dual drug interactions. The baseline datasets for the murine experiments
comprised tumor volume measurements obtained under regimens of Gemcitabine and
Capecitabine. Using these data as a reference, we developed a biologically informed
simulation environment that integrates the pharmacodynamic effects of both Gemcitabine
(DG) and Capecitabine (DC), while enforcing clinically relevant constraints, including an
upper bound on the total normalized dose administered at each time step (DG + DC < 1).
This formulation enables the model to explore adaptive dosing strategies that balance
efficacy and toxicity within a realistic therapeutic window.

The reinforcement learning agent was trained using the Q-learning algorithm to adap-
tively allocate doses between the two therapeutic agents, with the overarching objective of
maximizing tumor regression while simultaneously minimizing cumulative toxicity and
the emergence of drug resistance. The reward function guiding the agent learning process
was formulated as:

reward = (xprev − x)− λdose · (DG + DC)− βfinal · u, (16)

where (xprev− x) quantifies the reduction in tumor burden between consecutive time steps,
(DG + DC) denotes the total normalized dose of Gemcitabine and Capecitabine admin-
istered at that step, and u represents the current level of treatment resistance within the
tumor population. The coefficient λdose penalizes excessive drug administration to limit
cumulative toxicity, while βfinal penalizes high resistance levels to encourage strategies that
maintain treatment sensitivity. In this study, we set λdose = 0.08 and βfinal = 0.15, parame-
ter values selected to balance the competing clinical priorities of maximizing therapeutic
efficacy and minimizing adverse effects.

When applied to Mouse 25, the learned combination policy achieved a consistently
lower tumor burden compared to the single-agent trajectory, while maintaining a smoother



Math. Comput. Appl. 2025, 30, 134 20 of 24

dosing profile and reducing reliance on high-dose pulses (Figure 9). Importantly, the total
normalized dose budget was identical to that of the single-agent protocol, indicating that
the observed improvement was due to dose diversification rather than escalation. This
aligns with prior computational and experimental studies showing that alternating or
mixing agents with distinct mechanisms can suppress resistant clones more effectively than
monotherapy [42,43].

(a)

(b)

Figure 9. Comparison of (a) population dynamics and (b) treatment dose rates for mouse 25 under
intermittent adaptive therapy protocol and RL (two drugs).

These results illustrate how reinforcement learning can generalize empirical single-
agent data into optimized multi-agent treatment strategies, offering a pathway toward
personalized, evolution-aware cancer therapy. By explicitly modeling pharmacodynamic
constraints and tumor heterogeneity, the framework can identify dosing schedules that
exploit drug complementarity, potentially improving long-term disease control without
increasing cumulative toxicity.

4. Discussion and Conclusions
In this study, we developed and systematically evaluated an integrative modeling

framework for personalized cancer therapy that combines evolutionary game theory, tu-
mor growth modeling, and reinforcement learning (RL). The central objective was to
capture the ecological and evolutionary dynamics of heterogeneous tumor cell popula-
tions—comprising both treatment-sensitive and treatment-resistant phenotypes—and to
leverage these insights for the design of adaptive, evolution-aware treatment strategies.

At the core of our approach lies an Evolutionary Stackelberg Game formulation, in
which the physician is modeled as a rational leader and the tumor cell population as
a responsive follower. This leader–follower structure enables the anticipation of tumor
evolutionary responses to treatment, allowing the physician’s strategy to be optimized in a
forward-looking manner. The tumor’s ecological dynamics were described using a fitness-
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generating function (G-function) that incorporates logistic growth, treatment-induced
mortality, and resistance-associated fitness costs.

A key strength of this framework is the incorporation of both treatment-specific and
subject-specific parameters, estimated directly from experimental data using the Python-
based GEKKO optimization package. This calibration step ensures that the model reflects
individual variability in tumor growth kinetics and drug response, thereby enhancing
predictive accuracy. Using tumor volume data from 70 breast cancer-bearing mice treated
with Capecitabine or Gemcitabine, we parameterized the model to simulate three clin-
ically relevant protocols: MTD, Dose Modulation Adaptive Therapy, and Intermittent
Adaptive Therapy.

Comparative analysis against classical tumor growth models—Exponential, Logistic,
and Gompertz—highlighted the limitations of these traditional approaches. While classical
models have been widely used in oncology modeling [44,45], they often fail to capture non-
monotonic behaviors such as treatment-induced regressions, rebounds, and phenotypic
switching, which are increasingly recognized in both preclinical and clinical settings [3,46].
In contrast, our game-theoretic model aligned more closely with experimental observations,
particularly in scenarios involving adaptive or intermittent dosing, underscoring the value
of explicitly modeling ecological and evolutionary feedbacks.

Our use of reinforcement learning builds on recent efforts to apply AI-driven optimiza-
tion to cancer therapy [37,47]. For single-agent therapy, an RL agent trained via Q-learning
learned to balance tumor regression against cumulative drug exposure and resistance sup-
pression, as encoded in a multi-term reward function. This approach was then extended to
combination therapy by incorporating two drugs—Gemcitabine and Capecitabine—into
a pharmacodynamically constrained environment. The RL agent dynamically allocated
doses between the two agents, achieving superior tumor control compared to single-agent
protocols without exceeding the total dose budget. These results support the hypoth-
esis proposed by Gatenby et al. [3] and further explored by West et al. [48] that dose
diversification, rather than escalation, can yield more effective and biologically efficient
treatment schedules.

We also examined the spatial dimension of tumor ecology by incorporating reaction-
diffusion equations to model the dispersal of sensitive and resistant cells. This builds on
prior work demonstrating the role of spatial heterogeneity in resistance evolution [16,29].
In our spatially explicit framework, drug-sensitive cells were conceptualized as cooperators,
often exhibiting slower migration and reliance on shared resources, while resistant cells
acted as defectors, characterized by higher motility and opportunistic exploitation of
spatial niches.

Overall, our findings demonstrate that integrating evolutionary game theory, subject-
specific parameter estimation, reinforcement learning, and spatial ecology yields a powerful
framework for optimizing cancer therapy. The Evolutionary Stackelberg Game model con-
sistently outperformed classical growth models in reproducing complex tumor dynamics
and provided a principled basis for comparing treatment protocols. RL-based adaptive
scheduling proved effective for both single- and multi-drug regimens, while spatial model-
ing illuminated the critical role of phenotypic diffusion in resistance evolution.

This work underscores the importance of explicitly accounting for ecological and
evolutionary processes in treatment design. By anticipating tumor adaptation, exploiting
competitive interactions between sensitive and resistant cells, and tailoring strategies to
individual patient and treatment parameters, such integrative models have the potential
to improve long-term tumor control, reduce cumulative toxicity, and ultimately enhance
patient outcomes. Future research should focus on validating these approaches in larger,
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clinically diverse datasets and extending the framework to incorporate immune–tumor
interactions, multi-scale modeling, and real-time treatment adaptation.
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