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Abstract

This study presents a deep learning-based framework for beam pattern synthesis in
optimized uniform linear antenna arrays, combining Differential Evolution–based pre-
optimization with recurrent neural network (RNN) modeling. Radiation patterns are first
generated to satisfy sidelobe suppression and directivity constraints and are then used to
train recurrent models that learn the mapping between radiation patterns and complex exci-
tation parameters. A formal mathematical formulation of the Simple RNN, Gated Recurrent
Unit (GRU), and Long Short-Term Memory (LSTM) architectures is provided, together with
a per–time-step computational cost analysis based on dominant matrix–vector multipli-
cations. A comparative evaluation under identical training conditions shows that gated
architectures significantly outperform the standard RNN. Although the LSTM achieves the
lowest prediction errors, the GRU attains comparable performance with reduced structural
complexity. Beam pattern synthesis experiments for unseen steering directions demonstrate
accurate reconstruction of main lobe alignment, sidelobe levels (approximately −12 to
−13 dB), and directivity values close to 8 dB. The floating-point operations (FLOPs) analysis
indicates that the GRU requires fewer dominant operations per time step than the LSTM,
potentially reducing computational cost and energy consumption in resource-constrained
beamforming applications.

Keywords: beam pattern synthesis; uniform linear arrays; gated recurrent unit (GRU);
differential evolution; recurrent neural networks (RNN); beam steering; antenna radiation
patterns; data-driven modeling; computational cost analysis; energy-efficient beamforming

1. Introduction
Future generations of wireless networks, including 6G and beyond, demand commu-

nication solutions capable of ensuring high spectral efficiency, reliability, and adaptability
under increasingly complex propagation conditions [1]. In this context, advanced transmis-
sion techniques such as beamforming and multiple-input multiple-output (MIMO) systems
have emerged as key enabling technologies for meeting these performance requirements.
Their effectiveness, however, relies heavily on the use of antenna arrays, which allow the
controlled generation of directive beams toward specific users or spatial regions. Antenna
arrays, composed of multiple radiating elements, provide the capability to shape and steer
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radiation patterns by properly adjusting their excitation parameters. This spatial control is
particularly relevant in environments affected by interference, scattering, and attenuation
phenomena, where channel degradation can significantly compromise communication
quality [2,3]. Such impairments are commonly encountered in satellite communications,
radar systems, point-to-point links, and emerging mobile networks operating at high fre-
quencies. By integrating antenna arrays into these systems, it becomes possible to regulate
the direction, width, and amplitude distribution of radiation beams, thereby mitigating
adverse propagation effects and enhancing overall system performance. Among the vari-
ous array geometries, uniform linear arrays (ULAs) remain widely adopted due to their
structural simplicity and analytical tractability.

Despite the maturity of array signal processing theory, beam pattern synthesis remains
a computationally demanding task, particularly when stringent sidelobe and directivity
requirements are imposed. Traditional deterministic formulations, including approaches
based on Fourier techniques [4,5], provide analytical insight and structured solutions;
however, they often rely on repeated evaluations of the array factor, which can become
computationally intensive in practical optimization scenarios. To address the nonlinear and
multimodal nature of the synthesis problem, evolutionary algorithms have been widely
adopted as global optimization strategies. These methods offer flexibility and robustness
when exploring complex search spaces, especially in antenna array design. Nevertheless,
their performance typically depends on careful parameter tuning, and convergence to-
ward high-quality solutions may require a substantial number of fitness evaluations [6–9].
As a consequence, the synthesis process can become computationally expensive, par-
ticularly when multiple steering directions or large datasets are required, motivating
the exploration of alternative frameworks that emphasize both predictive capability and
architectural efficiency.

Recent advances in deep learning (DL) have provided alternative strategies for address-
ing complex inverse problems across diverse scientific and engineering domains [10–12].
In electromagnetics, learning-based methodologies have been successfully applied to an-
tenna characterization, design, and synthesis tasks, reducing the reliance on exhaustive
electromagnetic simulations [13–15]. In particular, neural networks have demonstrated
the ability to approximate nonlinear mappings between radiation patterns and antenna
parameters [16,17].

While convolutional neural networks (CNNs) have frequently been employed for
electromagnetic modeling [18–20], radiation patterns inherently exhibit sequential structure
along the angular domain. Recurrent neural networks (RNNs), and especially gated
architectures such as Long Short-Term Memory (LSTM) and Gated Recurrent Unit (GRU)
networks, are specifically designed to capture long-range dependencies in ordered data
sequences. Their gating mechanisms enable effective modeling of complex dependencies
while maintaining stable training dynamics [21–25].

In this work, a learning-based beam pattern synthesis framework for optimized uni-
form linear arrays is proposed. A Differential Evolution (DE) algorithm is first employed
to generate high-quality radiation patterns that satisfy sidelobe and directivity constraints.
These optimized patterns serve as training data for recurrent neural networks tasked with
inferring the corresponding complex excitation vectors. A comparative analysis among
a simple RNN, an LSTM, and a GRU model is conducted to evaluate their predictive
capability and computational efficiency through both numerical experiments and a formal
per–time-step computational cost analysis based on dominant matrix–vector multiplica-
tions. Particular emphasis is placed on the balance between accuracy and architectural
complexity, as reduced model complexity may translate into lower computational cost and
energy consumption in practical beamforming applications.
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The remainder of this paper is organized as follows. Section 2 presents the prob-
lem formulation, the recurrent neural network modeling framework and the associated
computational cost analysis. Section 3 describes the antenna pre-optimization stage, the
experimental setup, and the numerical analysis of the recurrent models. Section 4 discusses
the obtained results and their practical implications. Finally, Section 5 summarizes the
main conclusions of this study.

2. Problem Definition and Learning Framework
2.1. Linear Array Optimization Model

We consider a uniform linear antenna array composed of N omnidirectional radiating
elements placed along the x-axis and operating in the azimuthal plane. The radiation
behavior of the array is described through its array factor, which depends on both the
spatial configuration of the elements and their associated complex excitations. For a given
excitation vector I, the array factor can be expressed as [26]:

AF(θ, I) =
N

∑
n=1

In exp(jkdn cos θ − jkdn cos θ0), (1)

where In = Anejξn denotes the complex excitation of the n-th element, with amplitude An

and phase ξn, k is the wavenumber, dn represents the position of the n-th radiator along the
array, and θ0 is the steering direction.

In this framework, the complex excitation of each array element is parameterized
by its amplitude and phase components. Beam steering toward a desired direction is
achieved by introducing a phase reference associated with the steering angle, while the
wavenumber and inter-element spacing determine the spatial phase distribution across
the array. This formulation provides a compact representation of the radiation pattern
generated by arbitrary excitation vectors and serves as the basis for both the optimization
procedure and the subsequent learning stage.

The beam pattern synthesis task addressed in this work aims at generating radiation
patterns that achieve high directivity toward a predefined look direction while maintaining
controlled sidelobe behavior. The optimized radiation patterns obtained at this stage
are subsequently used to construct the dataset required for training the recurrent neural
network. From this perspective, the antenna array optimization problem can be formulated
as the search for excitation vectors within a feasible amplitude–phase domain that satisfy
the desired performance criteria.

Accordingly, the synthesis problem can be cast as the following constrained optimiza-
tion problem:

min
I

{
|AF(θSL, I)|
|AF(θmax, I)|

}
+

{
1

D(θ, I)

}
s.t. |AF(θmax, I)| = 1,

I =
{

Anejξn | I ∈ I
}

, ∀n ∈ N,

(2)

where θSL denotes the angular location of the maximum sidelobe, θmax corresponds to the
main beam direction, D(θ, I) represents the directivity associated with the excitation vector
I, and I defines the feasible amplitude–phase domain.

Due to the nonlinear and multimodal nature of the antenna synthesis problem,
population-based evolutionary strategies are well suited to explore the solution space
and generate representative excitation–pattern pairs. The numerical implementation of this
optimization stage and its role as a precursor for data-driven beam pattern inference are
detailed in the following section.
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2.2. Recurrent Neural Network–Based Modeling

For the beam pattern synthesis task in linear antenna arrays, a Gated Recurrent Unit
(GRU) network is employed. GRUs belong to the family of recurrent neural networks
(RNNs) and are specifically designed to model sequential data, such as time series, audio
signals, or ordered feature representations. In the context of this work, the GRU is used to
capture the underlying sequential structure present in the radiation pattern representations
generated during the pre-optimization stage.

A key advantage of GRUs lies in their ability to model long-term dependencies while
maintaining a relatively simple internal structure. Unlike Long Short-Term Memory (LSTM)
networks, which rely on three gating mechanisms, GRUs employ only two gates: an update
gate and a reset gate. This reduced architectural complexity results in lower computational
cost and faster training times, without a significant loss in performance for many sequential
learning tasks [27,28].

Comparative studies have shown that GRU-based models achieve performance levels
comparable to those of LSTM networks across a wide range of applications, including
speech recognition, language modeling, and time-series prediction [29,30]. Furthermore,
their compact structure makes GRUs particularly suitable for scenarios where computa-
tional efficiency and training stability are important considerations, such as data-driven
electromagnetic modeling.

The gating mechanisms within a GRU dynamically regulate the flow of information
through time. The update gate controls how much of the previous hidden state is retained
in the current state, enabling the network to preserve relevant long-term information.
Conversely, the reset gate determines the extent to which past information is disregarded
when computing the candidate hidden state, allowing the model to focus on recent input
patterns when appropriate [31]. Together, these mechanisms enable the GRU to effectively
capture both short- and long-range dependencies in sequential data.

The base architecture used for the Simple RNN, GRU, and LSTM models in this study
consists of two stacked recurrent layers with 1024 and 512 hidden units, respectively. Both
layers employ the hyperbolic tangent (tanh) activation function, as shown in Figure 1. A
batch normalization layer is subsequently applied to improve training stability, followed by
two fully connected layers with ReLU activation functions. Dropout layers are interleaved
to mitigate overfitting. The network concludes with a linear output layer, which produces
the final beam pattern representation inferred from the input sequence. The proposed
architecture is the result of a systematic hyperparameter fine-tuning process.

Figure 1. Recurrent neural network architecture adopted for beam pattern synthesis in uniform linear
antenna arrays. The two recurrent layers (in gray) are instantiated as Simple recurrent neural network
(RNN), Gated Recurrent Unit (GRU), or Long Short-Term Memory (LSTM) units depending on the
model, while the remaining layers are shared across all configurations.
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2.3. Mathematical Formulation and Computational Cost of Recurrent Architectures

In order to provide a formal comparison among the considered recurrent models,
this section presents the mathematical formulation of the Simple RNN, GRU, and LSTM
architectures, followed by a per–time-step computational cost analysis based on dominant
matrix–vector multiplications.

Let an input sequence be defined as x = {x1, x2, . . . , xT}, where xt ∈ RI denotes
the input vector at time step t, and T is the sequence length. Each recurrent architecture
generates hidden states ht ∈ RH , which propagate temporal information across time steps.
The network output at each time step is denoted as ŷt ∈ RO.

2.3.1. Simple Recurrent Neural Network

The Simple RNN employs an input-to-hidden weight matrix Wx ∈ RH×I , a hidden-to-
hidden weight matrix Wh ∈ RH×H , and an output weight matrix Wy ∈ RO×H . Additionally,
the network includes two bias vectors: a hidden bias bh ∈ RH and an output bias by ∈ RO.

At each time step t, the hidden state is computed by forming the linear combination
at = Wxxt + Whht−1 + bh, where Wx processes the current input vector xt, Wh propagates
information from the previous hidden state ht−1, and bh provides an affine offset. This
intermediate representation is passed through a nonlinear activation function to obtain
ht = ϕ(at), enabling nonlinear temporal modeling.

The network output is computed through the linear transformation ot = Wyht + by,
followed by a task-dependent activation function ŷt = ψ(ot), where ψ(·) depends on the
learning objective (e.g., regression or classification).

Therefore, the complete set of feedforward equations for the Simple RNN at time step
t is given by:

at = Wxxt + Whht−1 + bh, (3)

ht = ϕ(at), (4)

ot = Wyht + by, (5)

ŷt = ψ(ot). (6)

This architecture shares the weight matrices Wx, Wh, and Wy, as well as the bias
vectors bh and by, across all time steps [32–36]. The recurrence mechanism is implemented
through the hidden states ht ∈ RH , which enable sequential memory propagation over
time without the use of gating mechanisms. Although computationally efficient, this
structure may struggle to model long-term dependencies due to gradient attenuation across
extended sequences.

2.3.2. Gated Recurrent Unit (GRU) Network

The mathematical model of a standard GRU network is defined by a set of weight
matrices and bias vectors governing its internal gating mechanisms. The update gate
employs matrices Wz ∈ RH×I and Uz ∈ RH×H , while the reset gate uses Wr ∈ RH×I and
Ur ∈ RH×H . The candidate hidden state is computed through Wh ∈ RH×I and Uh ∈ RH×H .
The network output is produced using Wy ∈ RO×H . Corresponding bias vectors include bz,
br, bh ∈ RH , and by ∈ RO.

At each time step t, the update gate is computed as zt = σ(Wzxt +Uzht−1 + bz), where
σ(·) denotes the sigmoid activation function and regulates how much past information is re-
tained. The reset gate is defined as rt = σ(Wrxt +Urht−1 + br), controlling the contribution
of previous memory when forming the candidate hidden state.

Using the reset gate, the candidate hidden state is calculated as h̃t = tanh
(
Whxt +

Uh(rt ⊙ ht−1)+ bh
)
, where ⊙ denotes element-wise multiplication. The hidden-state update
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is then obtained through the convex combination ht = (1 − zt)⊙ ht−1 + zt ⊙ h̃t, enabling
adaptive memory retention. Finally, the output is computed as ot = Wyht + by, followed by
the task-dependent activation ŷt = ψ(ot).

Therefore, the complete set of feedforward equations for the GRU at time step t is
given by:

zt = σ(Wzxt + Uzht−1 + bz), (7)

rt = σ(Wrxt + Urht−1 + br), (8)

h̃t = tanh
(
Whxt + Uh(rt ⊙ ht−1) + bh

)
, (9)

ht = (1 − zt)⊙ ht−1 + zt ⊙ h̃t, (10)

ot = Wyht + by, (11)

ŷt = ψ(ot). (12)

A GRU computes its hidden state ht ∈ RH by combining past memory with the current
input through the reset and update gates [28,33–35,37]. The additive update structure
promotes stable gradient propagation across long sequences while requiring fewer gating
components than the LSTM architecture. This reduced structural complexity results in
lower computational cost per time step compared to LSTM networks, while maintaining
strong capability for modeling long-term dependencies.

2.3.3. Long Short-Term Memory (LSTM) Network

The LSTM architecture extends recurrent modeling by introducing three gating mech-
anisms together with an internal cell state. The network employs input-to-hidden weight
matrices Wi, W f , Wo, and Wc ∈ RH×I and hidden-to-hidden matrices Ui, U f , Uo, and
Uc ∈ RH×H , associated with bias vectors bi, b f , bo, and bc ∈ RH . The output transfor-
mation is defined by Wy ∈ RO×H and by ∈ RO.

At each time step t, the input gate is computed as it = σ(Wixt + Uiht−1 + bi), reg-
ulating how much new information enters the cell state. The forget gate is defined as
ft = σ(W f xt + U f ht−1 + b f ) and determines how much of the previous cell state Ct−1

is retained. The output gate is obtained as ot = σ(Woxt + Uoht−1 + bo), controlling the
exposure of internal memory to the hidden representation.

The candidate cell state is computed as C̃t = tanh(Wcxt + Ucht−1 + bc). The memory
update is then performed through Ct = ft ⊙ Ct−1 + it ⊙ C̃t, enabling controlled long-term
information propagation. The hidden state is finally obtained as ht = ot ⊙ tanh(Ct). As
in previous architectures, the output is computed as o(out)

t = Wyht + by, followed by the

task-dependent activation ŷt = ψ(o(out)
t ).

Therefore, the complete set of feedforward equations for the LSTM at time step t is
given by:

it = σ(Wixt + Uiht−1 + bi), (13)

ft = σ(W f xt + U f ht−1 + b f ), (14)

ot = σ(Woxt + Uoht−1 + bo), (15)

C̃t = tanh(Wcxt + Ucht−1 + bc), (16)

Ct = ft ⊙ Ct−1 + it ⊙ C̃t, (17)

ht = ot ⊙ tanh(Ct), (18)

o(out)
t = Wyht + by, (19)

ŷt = ψ(o(out)
t ). (20)
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The LSTM maintains a separate cell state Ct ∈ RH that enables robust long-term
memory retention and mitigates gradient vanishing issues [33–36]. The use of three gating
mechanisms provides fine-grained control over information flow; however, this increased
architectural complexity results in higher computational cost per time step compared to
both the Simple RNN and the GRU.

2.3.4. Computational Cost Analysis per Time Step

The computational cost of recurrent neural networks is primarily dominated by ma-
trix–vector multiplications, which account for most of the floating-point operations (FLOPs).
In contrast, bias additions, nonlinear activation functions, and element-wise operations
contribute comparatively little and are typically neglected in complexity analyses. Fur-
thermore, the output layer is excluded from this evaluation, since its cost depends on the
specific learning task. Throughout this analysis, I, H, and O denote the input, hidden, and
output dimensions, respectively.

Simple RNN

For the Simple RNN, the dominant operations at each time step arise from the input
transformation Wxxt, where Wx ∈ RH×I , and the recurrent transformation Whht−1, where
Wh ∈ RH×H .

The multiplication Wxxt requires approximately 2IH FLOPs, while Whht−1 requires
approximately 2H2 FLOPs. Therefore, the total computational cost per time step is

CRNN = 2IH + 2H2 = 2(I + H)H.

GRU

In the GRU architecture, three gated components are computed at each time step: the
update gate, the reset gate, and the candidate hidden state. Each component performs two
matrix–vector multiplications: one input contribution and one recurrent contribution. Thus,
each component requires approximately 2IH + 2H2 = 2(I + H)H FLOPs. Since three such
components are evaluated per time step, the total cost becomes

CGRU = 3 · 2(I + H)H = 6(I + H)H.

LSTM

Similarly, the LSTM computes four gated components at each time step: the input
gate, forget gate, output gate, and candidate cell state. Each component requires two
matrix–vector multiplications, yielding a cost of 2(I + H)H FLOPs per component. Conse-
quently, the total computational cost per time step is

CLSTM = 4 · 2(I + H)H = 8(I + H)H.

Comparative Analysis

From a per–time-step computational perspective, the recurrent architectures exhibit
increasing complexity due to their structural design,

CRNN < CGRU < CLSTM.

Although the GRU and LSTM provide improved capability for modeling long-term
dependencies compared to the Simple RNN, this enhancement comes at the expense of
higher computational cost. Notably, the GRU reduces the per–time-step FLOPs by approx-
imately 25% compared to the LSTM (i.e., 6(I + H)H versus 8(I + H)H), which partially
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explains the improved computational efficiency observed in practice, as summarized in
Table 1.

Table 1. Per–time-step computational cost (FLOPs) of recurrent architectures considering dominant
matrix–vector multiplications.

Architecture # Components Cost per Component Total FLOPs per Time Step

Simple RNN 1 2(I + H)H 2(I + H)H

GRU 3 2(I + H)H 6(I + H)H

LSTM 4 2(I + H)H 8(I + H)H

3. Experimental Setup and Numerical Analysis
3.1. Antenna Pre-Optimization Stage

Before training the recurrent models, we performed a preliminary beam pattern
synthesis stage using Differential Evolution (DE). Widely adopted in electromagnetics
(including beam pattern synthesis and antenna design), DE is a robust population-based
stochastic optimizer characterized by a small set of control parameters, straightforward
real-valued operators, and a balance between exploration and exploitation in continuous
spaces. In our setting, DE evaluates and iteratively refines candidate complex excitations
to obtain quasi-optimal radiation patterns that satisfy prescribed directivity and isolation
level requirements.

It is important to emphasize that the DE-based pre-optimization stage is not an optional
component of the proposed framework, but rather the mechanism by which high-quality,
constraint-satisfying training data are generated. The beam pattern synthesis problem
addressed here does not admit an analytical solution. The task of inferring complex excita-
tion vectors that simultaneously satisfy sidelobe suppression and directivity constraints
constitutes a nonlinear, multimodal inverse problem for which no exact data generation
procedure exists. Accordingly, DE is employed to produce radiation patterns that encode
the desired electromagnetic design criteria directly at the data generation level. This has
two important consequences for the learning stage. First, the input space presented to the
network is physically consistent, as all training patterns represent valid solutions to the syn-
thesis problem, enabling effective generalization to unseen steering directions. Second, by
restricting the training data to solutions satisfying the prescribed constraints, the DE stage
reduces the inherent ambiguity of the one-to-many inverse mapping between radiation
patterns and excitation vectors, facilitating stable convergence of the recurrent models.

For the numerical analysis, a uniform linear antenna array of eight elements and
inter-element spacing d = 0.5λ was used as the reference geometry (Figure 2). The array
factor response on the azimuthal plane was assessed across a predefined steering window
of 50◦ ≤ θ ≤ 130◦ with 10◦ increments; the training set therefore contained 847 instances
per pointing angle, yielding a total of 7623 radiation patterns.

I1 I2 IN-1 I8

q
dn

y

x

90º

Figure 2. Geometry of the eight-element uniform linear antenna array used in the proposed framework.
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The size of the training set was determined through an iterative process. Initial
experiments with a reduced number of training patterns resulted in overfitting across
all evaluated architectures, despite hyperparameter tuning and regularization strategies.
Training patterns were progressively added until stable generalization was achieved. The
current dataset therefore represents the minimum coverage required for the recurrent
models to learn a reliable mapping between radiation patterns and excitation vectors
within the considered steering window. Furthermore, the stochastic nature of DE ensures
that each independent run produces a different solution, naturally generating a range of
radiation patterns with varying sidelobe level and directivity trade-offs for each steering
direction, resulting in a representative and diverse set of training samples.

Optimization relied on the DE/rand/1/bin strategy, using a mutation factor F = 0.5 and
binomial crossover with CR = 0.9; selection followed a best-of-three tournament in which
the lowest-cost candidate survived. The algorithm was initialized with a population of
500 individuals and evolved for 350 generations to ensure a comprehensive sampling of
the search space. All pre-synthesis experiments were conducted in MATLAB R2019b.

The selected parameter configuration follows well-established convergence guide-
lines for DE [38,39]. A mutation factor F = 0.5 lies within the range recommended for
balancing population diversity and selective pressure, while a crossover rate CR = 0.9
promotes sufficient recombination to sustain exploratory behavior across generations. The
population size of 500 individuals is consistent with the rule-of-thumb of 5–10 individuals
per search-space dimension for an 8-element array with amplitude and phase degrees of
freedom. Under this configuration, 350 generations provide adequate budget for reliable
convergence toward high-quality excitation vectors. Consequently, every radiation pattern
in the resulting dataset satisfies the directivity and sidelobe constraints imposed by the
fitness function in (2), ensuring that the training data reflects meaningful and physically
valid beamforming solutions.

3.2. Training and Evaluation of Recurrent Neural Models

After the antenna pre-optimization stage, the generated radiation patterns were orga-
nized to construct the dataset used for training and evaluating the recurrent neural models.
Each radiation pattern was represented as a one-dimensional sequence corresponding to
the normalized array factor samples along the azimuthal plane. These sequences serve as
the network inputs, while the associated amplitude and phase excitation vectors consti-
tute the target outputs. The dataset was partitioned into training and validation subsets
following the same protocol for all evaluated architectures to ensure a fair comparison.

Three recurrent neural models were considered in this study: a simple recurrent neural
network (RNN), a Long Short-Term Memory (LSTM) network, and a Gated Recurrent Unit
(GRU) network. All models were trained under identical conditions using the mean squared
error (MSE) as the loss function and the Adam optimization algorithm. This setup allows
the observed performance differences to be attributed primarily to the intrinsic modeling
capabilities of each recurrent architecture rather than to variations in the training procedure.

Figure 3 illustrates the evolution of the training and validation errors for the GRU
model in terms of mean absolute error (MAE) and mean squared error (MSE). As training
progresses, both metrics exhibit a consistent decrease, indicating stable convergence and
effective learning of the underlying radiation pattern representations. The close agreement
between training and validation curves suggests that the GRU model generalizes well and
does not suffer from overfitting.

Beyond accuracy metrics, architectural efficiency plays an important role in data-
driven beam pattern inference. Compared to LSTM networks, GRU models employ a
reduced gating structure, which results in a lower computational complexity per time
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step. This reduction translates into fewer arithmetic operations during both training and
inference, leading to shorter convergence times and, in practical implementations, reduced
computational and energy demands. Although the LSTM achieves slightly lower error
values, the GRU offers a more favorable balance between predictive performance and
computational efficiency, which is particularly relevant for large-scale simulations and
resource-constrained deployment scenarios.
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Figure 3. Training and validation performance of the GRU model. (a) Mean absolute error (MAE)
during training and validation. (b) Mean squared error (MSE) during training and validation.

A quantitative comparison of the three recurrent architectures is presented in Table 2.
The simple RNN exhibits the highest error levels among the evaluated models, reflecting
its limited capability to capture long-range dependencies in sequential data. The LSTM
achieves the lowest MSE and MAE values during both training and validation, highlighting
its strong representational power. The GRU model attains performance comparable to that
of the LSTM, with slightly higher error values but still outperforming the standard RNN.

Table 2. Comparative performance of the recurrent neural network models.

Architecture MSE Training MSE
Validation MAE Training MAE

Validation

RNN 4.2103× 10−3 1.7780× 10−3 0.0492 0.0323
LSTM 2.0915× 10−3 1.2811× 10−3 0.0348 0.0252
GRU 2.8561× 10−3 1.2199× 10−3 0.0409 0.0279

All numerical experiments were conducted on a workstation equipped with an Intel(R)
Xeon(R) CPU running at 2.00 GHz and 64 GB of RAM (ASUS, León, Mexico), together with
an NVIDIA RTX 3090 graphics processing unit (NVIDIA, León, Mexico).

From a beam pattern synthesis perspective, the reported error metrics reflect the net-
works’ ability to infer excitation parameters that reproduce radiation patterns satisfying the
design constraints imposed during the pre-optimization stage. The reduced MSE and MAE
values achieved by the LSTM and GRU models indicate that these architectures effectively
capture the sequential structure embedded in the radiation patterns. In particular, the GRU
provides a favorable trade-off between accuracy and architectural simplicity, making it an
attractive alternative for data-driven beam pattern inference in linear antenna arrays.

3.3. Beam Pattern Synthesis with GRU Models

As part of the evaluation stage, the trained GRU model was assessed using radiation
patterns corresponding to steering directions that were not included in the training dataset.
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This evaluation strategy ensures that the reported results reflect the model’s generalization
capability rather than simple interpolation over previously seen patterns. In particular,
the evaluation patterns were selected at angular locations that differ from those used
during training, which was conducted within the range of 50◦ ≤ θ ≤ 130◦ using 10◦ phase
increments.

Figure 4 illustrates two representative evaluation cases, denoted as evaluation pattern 1
and evaluation pattern 2. In each figure, the original input radiation pattern is shown
together with the beam pattern synthesized using the excitation parameters inferred by
the GRU model. A close agreement between the target and synthesized patterns can be
observed, especially in the main lobe region, where the beam direction and peak magnitude
are accurately reproduced. Minor discrepancies appear mainly in the sidelobe regions,
which is expected given the highly sensitive and nonlinear nature of sidelobe formation.
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Figure 4. Comparison between input radiation patterns and GRU-synthesized beam patterns for
unseen steering directions. (a) Evaluation pattern 1 at θ = 65◦, and (b) evaluation pattern 2 at
θ = 125◦.

The complex excitation parameters inferred by the GRU model for these evaluation
cases are reported in Table 3. The table lists the amplitude and phase values associated
with each antenna element of the uniform linear array. These inferred excitation vectors
constitute the direct output of the GRU-based inference process and are subsequently used
to reconstruct the corresponding radiation patterns through the array factor formulation.

Table 3. GRU-predicted amplitude and phase excitation values.

Antenna Element Evaluation Pattern 1 Evaluation Pattern 2

1: 6.61∠69.47◦ 6.73∠69.72◦

2: 8.14∠66.36◦ 5.56∠80.52◦

3: 9.94∠39.27◦ 8.25∠84.79◦

4: 10.84∠67.73◦ 11.99∠78.48◦

5: 6.79∠49.67◦ 4.68∠79.53◦

6: 9.95∠33.09◦ 9.47∠78.69◦

7: 7.64∠83.06◦ 8.98∠52.82◦

8: 8.65∠62.13◦ 6.91∠92.56◦

To further quantify the quality of the synthesized beams, the resulting sidelobe level
(SLL) and directivity values are summarized in Table 4. For both evaluation patterns,
the GRU-generated beams achieve sidelobe levels on the order of −12 dB to −13 dB,
while maintaining directivity values close to 8 dB. These results indicate that the inferred
excitation parameters preserve the essential beamforming characteristics imposed during
the pre-optimization stage.
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Table 4. Sidelobe level and directivity inferred by the GRU model.

Evaluation Pattern 1 Evaluation Pattern 2

SLL (dB) D (dB) SLL (dB) D (dB)

−12.11 8.18 −13.49 7.76

To further assess the generalization capability of the proposed framework, Table 5
presents a statistical summary of the sidelobe level and directivity values obtained by the
GRU model over the full evaluation range from 50◦ to 130◦ in 5◦ increments, covering
both training and unseen steering directions. For each angle, the mean and standard
deviation are computed from multiple independent synthesis runs. The results show
that the GRU model achieves consistent performance across the entire range, with mean
SLL values between approximately −10.97 dB and −13.83 dB and mean directivity val-
ues between 6.93 dB and 8.69 dB. Notably, the average performance over unseen angles
(mean SLL = −12.42 dB, mean D = 8.23 dB) is statistically comparable to that over train-
ing angles (mean SLL = −12.46 dB, mean D = 8.03 dB), with a lower standard deviation
in directivity (0.39 vs. 0.66 dB), indicating that the model generalizes consistently beyond
the discrete steering directions used during training.

Table 5. Statistical summary of sidelobe level and directivity values predicted by the GRU model
over the full steering range.

θ0 (°) Type 1 Mean SLL
(dB)

Std SLL
(dB)

Mean D
(dB) Std D (dB)

50 T −11.74 2.52 6.93 0.62
55 U −12.60 1.05 7.73 0.10
60 T −11.66 1.14 7.85 0.33
65 U −12.25 0.32 8.21 0.08
70 T −11.64 1.59 7.88 0.53
75 U −13.83 0.72 8.44 0.20
80 T −13.33 0.78 8.69 0.11
85 U −11.26 1.11 8.56 0.23
90 T −12.25 1.71 8.65 0.09
95 U −10.97 0.40 8.60 0.04

100 T −13.44 1.49 8.67 0.10
105 U −13.62 0.50 8.56 0.10
110 T −11.99 0.13 8.27 0.18
115 U −11.35 1.95 8.05 0.32
120 T −13.53 1.88 8.02 0.14
125 U −13.44 0.15 7.67 0.15
130 T −12.55 0.49 7.32 0.14

Training (avg) T −12.46 1.66 8.03 0.66
Unseen (avg) U −12.42 1.43 8.23 0.39

1 T: training angle; U: unseen angle.

From a computational perspective, the trained GRU model requires approximately
1.458 min for the offline training stage, which is performed only once. Once trained, the
model infers the excitation parameters for any steering direction within the considered
range in approximately 0.036 s, demonstrating its suitability for real-time and resource-
constrained beamforming scenarios where repeated optimization would be computation-
ally prohibitive.

From a beam pattern synthesis perspective, the reported results demonstrate that the
GRU model is capable of learning the underlying relationship between radiation patterns
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and their corresponding excitation parameters. Despite being evaluated on previously un-
seen steering directions, the model successfully reconstructs beam patterns that satisfy the
fundamental design requirements in terms of main lobe alignment, sidelobe suppression,
and directivity. This behavior highlights the effectiveness of the GRU-based approach for
data-driven beam pattern synthesis in optimized uniform linear antenna arrays.

4. Discussion
The proposed framework combines evolutionary optimization and recurrent deep

learning to address the beam pattern synthesis problem in uniform linear antenna arrays
from a data-driven perspective. By formulating the synthesis task in terms of the array factor,
the approach remains general and independent of a specific antenna implementation, which
facilitates its extension to other linear array configurations and beamforming scenarios.

A key aspect of the proposed methodology is the use of a pre-optimization stage
based on Differential Evolution to generate high-quality radiation patterns prior to network
training. This stage enforces essential antenna performance criteria, such as controlled
sidelobe behavior and adequate directivity, directly at the data generation level. As a
result, the recurrent neural networks are trained on patterns that already satisfy meaning-
ful electromagnetic constraints, allowing the learning process to focus on capturing the
intrinsic relationship between radiation patterns and excitation parameters rather than
compensating for poorly conditioned data.

Within this learning framework, recurrent neural models demonstrate clear advan-
tages over simpler architectures when dealing with sequential radiation pattern representa-
tions. The comparative analysis shows that both LSTM and GRU networks significantly
outperform a standard RNN, confirming the importance of gated mechanisms for capturing
long-range dependencies in beam pattern data. Although the LSTM achieves the lowest
error values overall, the GRU attains comparable performance while relying on a simpler
internal structure. This balance between accuracy and architectural simplicity positions the
GRU as an efficient alternative for data-driven beam pattern inference.

From a theoretical standpoint, the mathematical formulation and per–time-step com-
putational cost analysis further clarify these differences. The GRU architecture requires
fewer gated components than the LSTM, resulting in a lower number of dominant ma-
trix–vector multiplications per time step. As derived in the computational cost analysis, the
GRU entails 6(I + H)H FLOPs per time step, whereas the LSTM requires 8(I + H)H. This
reduction of approximately 25% in dominant operations provides a formal explanation
for the improved computational efficiency of the GRU model. From a practical perspec-
tive, lower computational complexity not only reduces processing requirements but may
also contribute to lower energy consumption in large-scale simulations and real-time or
resource-constrained beamforming systems.

The beam pattern synthesis results obtained for previously unseen steering directions
highlight the generalization capability of the proposed approach. Despite not being in-
cluded in the training set, the evaluation patterns are accurately reconstructed in terms of
main lobe direction, sidelobe suppression, and directivity. Minor discrepancies observed in
the sidelobe regions are expected given the nonlinear nature of the synthesis problem, yet
the overall performance remains consistent with the design objectives imposed during the
pre-optimization stage. This behavior confirms that the GRU effectively learns a continuous
mapping between radiation patterns and excitation parameters, enabling interpolation
beyond the discrete steering angles used for training.

It is also worth noting that the proposed framework is not intended as a direct replace-
ment for classical antenna synthesis methods, which typically require repeated optimization
or closed-form evaluations for each new steering direction. The key practical advantage of
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the proposed approach lies in its inference-time efficiency: once the offline training stage is
completed, the GRU model infers excitation parameters for any steering direction within
the considered range without requiring repeated optimization, as reported in Section 3.3.
This operational advantage makes the proposed framework particularly attractive for
scenarios where computational resources or response time are constrained.

Finally, the proposed combination of evolutionary optimization and recurrent learning
reduces the need for exhaustive electromagnetic simulations across all possible beam
directions. Once trained, the GRU model can infer excitation parameters for arbitrary
steering angles within the considered range without requiring repeated metaheuristic
optimization. While deep learning approaches inherently require sufficiently dense and
representative training data, the results demonstrate that, when coupled with a structured
pre-optimization strategy, recurrent models can provide accurate and computationally
efficient beam pattern synthesis solutions.

Overall, these findings indicate that GRU-based modeling constitutes a promising
tool for data-driven antenna synthesis, offering robustness, generalization capability, and
computational efficiency.

5. Conclusions
This work presented a data-driven framework for beam pattern synthesis in optimized

uniform linear antenna arrays, combining Differential Evolution–based pre-optimization
with recurrent neural network modeling. The pre-optimization stage enabled the generation
of high-quality radiation patterns that satisfy essential antenna performance requirements
and serve as reliable training data for the learning stage.

A comparative analysis of recurrent architectures, supported by a formal mathematical
formulation and per–time-step computational cost evaluation, showed that gated models
significantly outperform a standard RNN in capturing the sequential structure of radiation
patterns. While the LSTM achieved the lowest error values, the GRU provided comparable
predictive performance with reduced architectural complexity. The derived FLOP analysis
indicates that the GRU requires fewer dominant matrix–vector multiplications per time
step than the LSTM, resulting in lower computational cost and potentially reduced energy
consumption, which makes it particularly attractive for practical beamforming applications
and resource-constrained scenarios.

The synthesis results for previously unseen steering directions demonstrate the gener-
alization capability of the proposed approach, with the GRU accurately reproducing beam
patterns that preserve main lobe alignment, sidelobe suppression, and directivity. Overall,
the results confirm that the integration of evolutionary optimization and recurrent learning,
together with a formal complexity assessment, constitutes an effective and computationally
efficient strategy for data-driven beam pattern synthesis.
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