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Abstract

Virtual museums delivered through immersive virtual reality (VR) function as information
environments where users access interpretive content while navigating spatially. With the
integration of generative artificial intelligence (AI), conversational assistants can dynami-
cally mediate information interaction; however, evidence remains limited regarding how
different AI interface representations affect user experience. This study compares three gen-
erative AI interface modalities in a VR virtual museum: voice only, voice with synchronized
text, and voice with an embodied AI avatar. A controlled experiment with 75 participants
examined their effects on user engagement, perceived information quality, and subjective
cognitive workload while holding informational content constant. The results indicate that
the voice-and-text modality produced the highest perceived information quality, whereas
the embodied AI avatar modality yielded the highest user engagement. No significant
differences were observed in cognitive workload across modalities. These findings suggest
that AI interface modalities play complementary roles in VR-based information interaction
and provide design guidance for selecting appropriate AI representations in immersive
information systems.

Keywords: information interaction; human–computer interaction; embodied conversa-
tional agent; virtual museums; generative AI assistant; digital cultural heritage

1. Introduction
Virtual museums and immersive virtual reality (VR) experiences have rapidly ma-

tured into practical information environments for cultural heritage interpretation, enabling
visitors to explore digitized collections, navigate curated spaces, and access interpretive
narratives beyond the constraints of physical exhibitions. Contemporary virtual museum
implementations emphasize that user outcomes—such as understanding, satisfaction, and
intention to continue exploring—are shaped not only by content authenticity but also by
how interpretive information is delivered during the visit, particularly when users must
alternate between navigation and information access. Recent work demonstrates that
VR museum systems can be designed and evaluated as end-to-end experiences where
interaction design and interpretation strategy jointly influence perceived educational value
and overall experience [1,2].

In parallel, generative AI is increasingly positioned as an interaction layer capable of
delivering responsive, context-aware explanations that go beyond static labels. A recent
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study survey frames “Generative VR” as a shift from pre-scripted experiences toward AI-
driven content generation and adaptive interaction, highlighting key challenges that align
directly with museum contexts (e.g., cognitive load management, real-time performance
constraints, and interaction design) [3]. Within cultural heritage VR, recent applied studies
also continue to refine system setups and evaluation practices for museum-grade experi-
ences, underscoring the importance of usability and interaction mechanisms in shaping
visitor interpretation [1,4].

Despite the growing interest in AI-supported immersive heritage experiences, there
remains limited controlled evidence addressing a core human–computer interaction and
information systems design question: when informational content is held constant, how
should a generative AI guide be represented to best support museum information inter-
action in VR? Recent cultural heritage research has examined the use of virtual humans
and intelligent agents in museum settings [5], the effects of social presence associated with
augmented or embodied avatars in immersive environments [6], and broader trends in
embodied conversational agents across extended reality systems [7]. At the same time,
museum-oriented VR studies have begun to explore generative AI assistants and gamified
interaction strategies, reporting measurable impacts on engagement and cultural-heritage
learning outcomes [8,9]. However, these studies rarely isolate the effects of AI interface rep-
resentation itself, making it difficult to derive evidence-based design guidance for virtual
museum applications.

To address this gap, the present study evaluates three generative AI interface modal-
ities in a VR virtual museum—Voice-only, Voice + Text (transcript/subtitle), and Voice +
Embodied AI Avatar—and examines their comparative effects on perceived information
quality, cognitive workload, and user engagement. The research questions guiding this
study are as follows:

RQ1: How do the three modalities differ in users’ engagement with the VR museum
experience?

RQ2: How do Voice-only, Voice + Text, and Voice + Embodied AI Avatar modalities
differ in users’ perceived information quality during VR museum information interaction?

RQ3: How do the three modalities differ in users’ subjective cognitive workload
during museum tasks?

2. Related Work
2.1. Virtual Museums and Information Interaction in Immersive Environments

Virtual museums delivered through immersive VR are increasingly conceptualized
as information environments in which visitors must coordinate spatial exploration with
situated access to interpretive content. Recent implementations and evaluations show that
VR museum experiences can reinforce interpretation and improve educational value when
interaction design supports purposeful navigation, attention management, and timely in-
formation access during exploration [10,11]. Empirical evidence from online VR exhibitions
further suggests that interaction-related factors—particularly interactivity, immersion, and
presence—are associated with stronger perceived usefulness/enjoyment and higher willing-
ness to use (and even intention to visit on-site), emphasizing that “information interaction
quality” is a central driver of downstream acceptance and experience outcomes [12].

At a finer design granularity, comparative studies indicate that the level of immersion
and interaction fidelity (e.g., wearable VR versus mobile VR) meaningfully affects visitor
immersion and experience consequences, implying that interaction constraints can shape
how visitors seek, process, and retain museum information in VR settings [13]. Comple-
mentary models of VR exhibition experience also highlight relationships among presence,
interaction, immersion, and satisfaction, reinforcing the need to treat interaction as a core
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mechanism rather than a secondary usability detail [14]. More recent virtual museum
research has begun to examine how adding interactive features changes audience behavior
in replica-based environments, providing behavioral evidence that interaction design can
reshape engagement patterns beyond self-report measures [15]. In parallel, virtual muse-
ums are increasingly integrating social and agent-like elements—such as virtual humans
and metaverse-style social interaction layers—suggesting a shift toward more mediated
information experiences where the interface itself becomes part of interpretation [16,17].

2.2. Generative AI and Intelligent Agents in VR and XR Systems

Recent advances in generative AI—particularly large language models (LLMs)—have
accelerated the adoption of conversational assistants and intelligent agents in immersive
VR/XR systems. Compared with scripted guides, LLM-driven agents can support open-
ended queries, generate context-aware explanations, and adapt dialogue in real time,
positioning generative AI as an interaction layer for information mediation in spatial
experiences [18]. Recent scholarship has begun to operationalize these capabilities in
immersive simulations and training contexts, demonstrating how generative AI can be
embedded into VR scenarios to provide interactive coaching, scenario-based practice, and
adaptive feedback while raising practical design constraints around latency, reliability, and
user experience consistency [19,20].

In parallel, research on embodied conversational agents (ECAs) and virtual humans in
VR/XR indicates that the form of the agent (e.g., disembodied voice vs. embodied avatar)
can shape engagement, social presence, perceived naturalness, and workload—making in-
terface representation a design variable rather than a purely aesthetic choice [21,22]. System-
atic reviews further consolidate evidence that embodiment, multimodality, and backend AI
integration jointly affect user outcomes across XR use cases, including information-assistant
roles relevant to museum and cultural-heritage applications [23]. In cultural heritage VR
specifically, recent work has surveyed and synthesized how virtual humans are used in
museums [24] and has also demonstrated generative AI-based virtual assistants embedded
within VR museums to enhance engagement with heritage content [25].

2.3. Multimodal and Embodied Interfaces for Information Delivery

Recent VR–HCI work increasingly treats multimodal interface design—combining
speech with text, visual cues, or embodiment—as a key determinant of usability, cognitive
workload, and interpretability in immersive systems. Large-scope reviews emphasize
that effective VR information delivery requires careful coordination of multiple sensory
channels, particularly when users must navigate 3D spaces while accessing interpretive
content [26]. Empirical evidence further suggests that multimodal interaction can improve
efficiency and perceived naturalness; MEinVR, for example, demonstrates that controller-
plus-voice interaction supports more intuitive immersive exploration than single-channel
interaction alone [27]. At the agent level, controlled studies indicate that how an agent is
represented during speech can shape user cognitive responses. Chang et al. compared
voice-only agents with embodied and gestural variants and reported differences in at-
tentional demand indicators around speech onset, implying that embodiment may ease
attentional transitions while additional gestures can increase demand depending on timing
and salience [28].

More recent work has examined embodied conversational agents (ECAs) and LLM-
powered avatars in VR, focusing on perceived latency, immersion, and social presence.
Elfleet and Chollet show that multimodal feedback strategies can reduce perceived latency
and enhance immersion for LLM-driven ECAs, highlighting the importance of interface-
level feedback when responses are generated in real time [29]. Jolibois et al. similarly
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demonstrate that response delay can significantly affect user impressions of an emotional
ECA, even when informational content is comparable, underscoring the role of temporal
interaction properties in perceived quality [30]. At a synthesis level, Yang et al. review ECAs
in extended reality and identify embodiment and multimodal behaviors as central levers
shaping user experience across XR applications, including museum guide scenarios [31].

2.4. Interface Modality, Cognitive Demand, and Engagement in Immersive VR

Interface modality is a critical design factor that shapes how users allocate cognitive
resources and experience engagement in immersive VR systems. A substantial body
of VR and HCI research has shown that immersive environments impose distinctive
cognitive demands stemming from spatial navigation, sensory richness, and continuous
interaction with virtual elements. A large-scale review of immersive VR applications
highlights that interface design choices—rather than content alone—play a decisive role
in determining usability, learning effectiveness, and perceived workload in VR-based
information systems [32]. Consequently, interface modality should be understood as an
integral component of interaction design that mediates how users process information and
sustain attention during immersive experiences.

Earlier foundational studies in multimedia and virtual reality design also empha-
sized multisensory coordination and cognitive load management as central challenges in
immersive systems [33,34]. These works demonstrated that modality configuration alone—
independent of AI-generated content—can significantly influence attention, workload, and
learning outcomes. Building on this foundation, the present study introduces generative
AI as a dynamic information layer while experimentally isolating interface representation,
thereby clarifying the added value of AI-driven content generation in VR contexts.

Prior empirical studies further demonstrate that different interface modalities intro-
duce specific trade-offs between cognitive demand and engagement. Multisensory or
multimodal interfaces can support performance and presence by distributing information
across channels, yet they may also increase perceptual load and mental effort when visual
complexity or sensory competition becomes excessive [35]. Similarly, avatar-based or em-
bodied interfaces have been shown to influence users’ cognitive task performance in VR,
suggesting that embodiment can enhance social presence and engagement while simulta-
neously affecting attentional demands [36]. From an engagement perspective, constructs
such as focused attention, perceived usability, and intrinsic reward are closely linked to
how interaction modalities are experienced within immersive systems [37]. Together, these
findings underscore the need for controlled comparisons of AI interface modalities in VR
to better understand how alternative representations balance cognitive demand and user
engagement in information-intensive contexts such as virtual museums.

3. Generative AI Interface Design in a Virtual Museum
3.1. Virtual Museum Context

The virtual museum employed in this study was adapted from the Wieng Yong
House Museum in Thailand, a cultural heritage site dedicated to the preservation and
interpretation of local textile and craft traditions. The VR environment digitally represents
the architectural layout, exhibition spaces, and contextual artifacts of the Wieng Yong
House, allowing visitors to explore the museum in an immersive and spatially coherent
manner. This virtual museum system was previously developed and evaluated by the
authors as an AI-assisted cultural heritage learning environment [8]. In the present study,
the virtual museum’s spatial layout, exhibit arrangement, and narrative structure were
retained without modification to ensure continuity with prior implementations. The
generative AI assistant was embedded as an informational guide within this established

https://doi.org/10.3390/informatics13030042

https://doi.org/10.3390/informatics13030042


Informatics 2026, 13, 42 5 of 19

museum context, enabling users to request explanations related to exhibits, materials, and
cultural practices encountered during exploration. Grounding the experiment in the Wieng
Yong House Museum ensures ecological validity and situates the investigation within a
realistic digital heritage setting rather than an abstract or synthetic environment.

3.2. System Architecture Design

The system architecture, illustrated in Figure 1, follows the design framework estab-
lished in the authors’ prior work on generative AI-driven virtual museum assistants. The
virtual museum application was developed using Unity 2022 LTS and deployed on Meta
Quest 3 head-mounted displays. User interactions within the VR environment capture
voice input at exhibit interaction points, initiating the AI processing pipeline. As shown
in Figure 1, spoken input is converted to text via a speech-to-text API. Relevant exhibit
descriptions are retrieved from the museum database and programmatically inserted into a
structured prompt template before being transmitted to the external large language model
(OpenAI ChatGPT, GPT-4o model accessed via the OpenAI API). This retrieval-based con-
textual grounding constrains the model’s response to exhibit-specific knowledge without
modifying or fine-tuning the underlying LLM parameters. The generated responses are
returned to the VR application and presented as audio-only output, synchronized text, or
speech delivered through an embodied AI avatar, depending on the interface modality. The
AI generation logic and informational scope are identical across all conditions, ensuring that
observed differences in user experience are attributable solely to interface representation.
All prompts follow an identical template structure across conditions to ensure consistent
semantic grounding from the museum database.

Figure 1. System architecture of the generative AI-driven virtual museum, showing the voice-based
interaction pipeline from user input to AI response delivery.

From a scalability perspective, the architecture adopts a modular API-based design in
which speech recognition, database retrieval, and LLM inference operate as independent
service components. This separation enables horizontal scaling through parallel API calls
and database access without altering the core VR application layer, while the museum
knowledge base can be expanded by adding structured exhibit entries without reconfigur-
ing the language model. During development, several technical challenges were encoun-
tered, including managing network-dependent latency associated with cloud-based LLM
inference, synchronizing speech output with subtitle rendering and avatar lip movement,
and maintaining stable speech-to-text performance within immersive environments. These
challenges were mitigated through buffered response handling, synchronized playback
control within Unity, and controlled environmental audio conditions during testing.
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3.3. Interface Modalities

Three generative AI interface modalities were implemented within the same system
architecture: voice only, voice and text, and voice plus embodied AI avatar. All modalities
delivered identical AI-generated informational content, differing only in how the infor-
mation was presented to users, thereby enabling a controlled examination of interface
effects on information interaction in a VR virtual museum. In the Voice-only condition,
AI responses were delivered exclusively through spatialized audio without any persistent
visual representation of the assistant, allowing users to focus entirely on the exhibition
environment while relying on auditory information. In the Voice + Text condition, spoken
responses were supplemented with synchronized subtitles displayed in a fixed panel posi-
tioned below the primary field of view. The subtitles remained visible for the duration of
each response and were formatted using standardized font size and contrast settings to
ensure legibility without obstructing key visual elements of the exhibition space.

In the Voice + Avatar condition, a humanoid virtual guide appeared within the exhibi-
tion environment at conversational distance and delivered AI-generated responses with
synchronized lip movement. The avatar remained stationary and did not include additional
gestural animation, thereby preserving embodied presence while minimizing unintended
motion-based distractions. The avatar did not introduce any additional social, expressive,
or contextual cues beyond delivering the scripted AI-generated speech. No pointing, object-
referencing gestures, or non-verbal emphasis behaviors were implemented. Across all three
conditions, interface layout, response timing, and AI-generated semantic output were held
constant. All modalities employed an identical prompt template structure, predefined ques-
tion sequence, and exhibit-specific knowledge retrieved from the same museum database.
No modality-specific modification, summarization, or paraphrasing was applied after
generation. While responses were generated live via API calls, semantic consistency was
maintained through structured prompting and controlled contextual grounding rather than
fixed pre-generated outputs. Only the representational layer—audio-only, audio + text, or
audio + embodied avatar—varied between modalities, ensuring that observed differences
could be attributed solely to interface representation rather than informational content. As
illustrated in Figures 2 and 3, these controlled variations support a direct comparison of
modality effects on engagement, perceived information quality, and cognitive workload.

 
Figure 2. Comparison of AI interface modalities: (A) Voice + Text, displaying synchronized subtitles;
(B) Voice + Avatar, featuring a humanoid AI guide delivering identical spoken responses within the
exhibition space.
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Figure 3. Voice-only interface modality, in which AI-generated responses are delivered exclusively
through spatialized audio without subtitle display or embodied representation. No persistent visual
AI elements are present in this condition.

3.4. AI Configuration and Runtime Control

The system employed GPT-4o via live cloud-based API calls integrated with speech
recognition and text-to-speech services. Exhibit-specific contextual grounding was achieved
through deterministic retrieval from a structured MySQL database triggered by exhibit
interaction IDs within the VR environment. For each query, a single structured exhibit
description block (approximately 150–250 words) was retrieved and programmatically
inserted into a standardized prompt template prior to submission to the language model.
Prompt structure, predefined question sequence, and retrieval rules were identical across all
interactions. Although responses were generated live, semantic consistency was maintained
through structured prompting and controlled contextual grounding rather than fixed pre-
generated outputs. All prompts and responses were automatically logged for post hoc
verification and runtime analysis.

Interaction latency for the present architecture was monitored through system log
data and remained consistent with prior evaluation of the same system pipeline [8], which
reported an average waiting time before AI response initiation (time-to-first-audio) of 6.34 s,
an average response generation and delivery time of 12.39 s, and a system-level end-to-end
response completion time of 21.97 s. In the present study, system log inspection confirmed
that latency remained within this operational range during experimental sessions. These
metrics represent processing and playback latency only; behavioral interaction duration
per query is analyzed separately in Section 5.4. No automated retry mechanism was
implemented. In cases of delayed API response, participants waited for playback to begin,
and no generation failures requiring task termination were recorded.

4. Research Method
4.1. Research Design

This study employed an experimental design to examine the effects of generative
AI interface modalities on information interaction in a VR virtual museum (Figure 4).
Participants were randomly assigned to three groups: voice only, voice and text (tran-
script/subtitle), and voice plus avatar (embodied AI avatar). The informational content
provided by the AI assistant was held constant across all conditions to isolate the effects
of interface representation. The primary dependent variables were perceived information
quality, cognitive workload, and user engagement, complemented by behavioral interaction
data recorded by the system.
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Figure 4. Overview of the experimental design comparing three generative AI interface modalities in
a virtual museum.

4.2. Participants

A total of 75 participants were recruited and randomly assigned to one of three
experimental groups (n = 25 per group) shown in Table 1. All participants had prior
experience using virtual reality systems, including basic interaction skills such as controller
use and navigation, and reported no history of motion sickness or discomfort when using
VR environments. To control for prior knowledge effects, participants were required to
have no prior familiarity with the textile museum featured in this study, including its
exhibits or historical background. Random assignment ensured comparable demographic
distribution across experimental conditions and minimized potential selection bias.

Table 1. Demographic characteristics of participants across the three experimental groups.

Gender Voice-Only
(n = 25)

Voice + Text
(n = 25)

Voice + Avatar
(n = 25)

Total
(n = 75)

Male 13 12 14 39

Female 12 13 11 36

4.3. Instruments
4.3.1. User Engagement Scale

User engagement with the VR museum experience was measured using the short form
of the User Engagement Scale (UES–SF) [38]. The instrument consists of four dimensions:
Focused Attention, Perceived Usability (reverse-coded), Aesthetic Appeal, and Reward. All
items were rated on a 5-point Likert scale ranging from 1 (Strongly Disagree) to 5 (Strongly
Agree). The UES–SF has been widely adopted in interactive system and HCI research to
capture users’ cognitive, affective, and aesthetic engagement during digital experiences.
The short form was selected to reduce participant burden in immersive VR experiments,
where lengthy post-exposure questionnaires may affect response quality. The UES–SF has
been validated as a reliable and psychometrically robust alternative to the full-length scale,
making it suitable for controlled VR and HCI research contexts [38]. The full questionnaire
is presented in Appendix A.1 Table A1.
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4.3.2. Perceived Information Quality

Perceived information quality of the generative AI assistant was assessed using a
self-report questionnaire measuring users’ perceptions of information accuracy, clarity,
relevance, and trustworthiness. All items were rated on a 5-point Likert scale (1 = Strongly
Disagree, 5 = Strongly Agree). To ensure content validity, the questionnaire items were
reviewed by three domain experts in virtual museum design and human–computer inter-
action. Item–Objective Congruence (IOC) analysis yielded a value of 0.67. This measure
was used to evaluate how effectively each AI interface modality supported users’ under-
standing and confidence in the information provided during VR museum exploration. The
full questionnaire is presented in Appendix A.2 Table A2.

4.3.3. NASA Task Load Index

Subjective cognitive workload was measured using a short version of the NASA Task
Load Index (NASA-TLX) [39], adapted from the original instrument [40]. The questionnaire
captures participants’ perceived workload during museum tasks across key dimensions,
including mental demand, effort, and frustration. Responses were recorded using standard-
ized rating scales and aggregated to obtain an overall workload score. The NASA-TLX is a
well-established instrument for assessing cognitive workload in immersive and interactive
systems. A simplified (non-weighted) version of the NASA-TLX was employed to reduce
participant burden following VR exposure while retaining the core workload dimensions
relevant to immersive interaction. Prior research indicates that the raw NASA-TLX provides
reliable and valid workload assessment comparable to the weighted version in controlled
experimental settings. The full questionnaire is presented in Appendix A.3 Table A3.

4.3.4. Information-Seeking Behavior

Objective measures of information-seeking behavior were collected through system log
data automatically recorded by the VR system. Logged variables included the number of AI
queries, frequency of interactions, and time spent requesting information at exhibits. These
behavioral metrics complemented the subjective questionnaire data by providing observable
evidence of how participants interacted with the AI assistant under each interface modality.

4.4. Research Procedures

Participants were recruited through a social media recruitment campaign. Of the 98
individuals who initially applied, participants with a history of motion sickness or prior
familiarity with the textile museum were excluded, and gender balance was considered
during group assignment. A total of 75 eligible participants received a brief description
of the study and provided informed consent. Participants were then randomly assigned
to one of three experimental conditions (N = 25 per group): Voice only, Voice + Text, and
Voice + Avatar, as illustrated in Figure 5.

Before the experimental task, participants completed a brief VR orientation session to
familiarize themselves with basic controls and movement within the virtual museum; data
from this phase were not included in the analysis. Participants subsequently performed a
standardized AI interaction task at a predefined exhibit, following the task sequence and
actions described in Table 2. Participants were provided with a written list of predefined
questions prior to the experiment and were instructed to verbally submit the questions exactly
as specified and in the prescribed order. No spontaneous or self-generated questions were
permitted during the interaction. The task involved activating the generative AI assistant, ask-
ing a fixed set of predefined questions in a prescribed order, requesting a brief clarification or
one-sentence summary, and terminating the interaction. Task content, question wording, and
sequence were held constant across all conditions, with the AI interface modality as the only
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experimental manipulation. Immediately after the VR session, participants completed post-
test questionnaires assessing user engagement, perceived information quality, and cognitive
workload, while system log data were automatically recorded during the interaction.

Figure 5. Experimental procedure and participant allocation across the three AI interface conditions
in the VR virtual museum study.

Table 2. AI Interaction Tasks in the VR Virtual Museum Study Across Three Groups.

Task No. Task Description Purpose

T0
Participants familiarized themselves with basic VR controls
and movement within the virtual museum. No data from this
phase were included in the analysis.

Reduce novelty effects and ensure
basic VR proficiency.

T1
Participants activated the generative AI assistant at a
predefined exhibit using the standard interaction method
provided by the system.

Ensure consistent initiation of AI
interaction across participants.

T2
Participants asked a fixed set of predefined questions related
to the exhibit (e.g., object identity, function, materials, and
cultural or historical significance) in a prescribed order.

Isolate and compare AI interaction
across interface modalities.

T3 Participants requested a brief clarification or one-sentence
summary from the AI assistant following the initial responses.

Increase cognitive processing
demands and assess perceived
information quality.

T4 Participants ended the AI interaction using the system’s
standard exit mechanism.

Ensure consistent completion of the
AI interaction session.

4.5. Data Collection and Data Analysis

Data collection included questionnaire responses and system-generated interaction logs.
Quantitative data were analyzed using descriptive statistics and inferential tests to compare
differences across the three experimental conditions. Depending on data distribution, one-way
ANOVA or non-parametric equivalents were used, followed by post hoc comparisons where
appropriate. Behavioral log data were analyzed to complement self-reported measures and
provide objective evidence of information-seeking behavior in the VR environment.

5. Results
5.1. User Engagement

Mean user engagement scores differed across the three AI interface modalities, with
the Voice + Embodied AI Avatar condition showing the highest engagement (M = 3.97,

https://doi.org/10.3390/informatics13030042

https://doi.org/10.3390/informatics13030042


Informatics 2026, 13, 42 11 of 19

SD = 0.29), followed by the Voice + Text condition (M = 3.63, SD = 0.39) and the Voice-only
condition (M = 3.55, SD = 0.52), as illustrated in Figure 6. A one-way ANOVA indicated
a statistically significant effect of interface modality on user engagement, F (2, 72) = 7.36,
p < 0.001 (Table 3). Post hoc comparisons using the Games–Howell procedure revealed
that engagement in the Voice + Avatar condition was significantly higher than in both the
Voice-only condition (mean difference = 0.42, p = 0.003) and the Voice + Text condition
(mean difference = 0.34, p = 0.004), whereas no significant difference was observed between
the Voice-only and Voice + Text conditions (p = 0.81), as reported in Table 4.

Figure 6. Comparison of User Engagement, Perceived Information Quality, and Cognitive Workload
Across AI Interface Conditions.

Table 3. One-way ANOVA results for UES, PIQ, and NASA-TLX across the three AI interface modalities.

Questionnaire Source Sum of
Squares df Mean

Square F Sig.

UES Between Groups 2.487 2 1.243 7.36 <0.001
Within Groups 12.158 72
Total 14.645 74

PIQ Between Groups 1.772 2 0.886 54.68 <0.001
Within Groups 1.166 72 0.016
Total 2.938 74

NASA-TLX Between Groups 0.082 2 0.041 1.28 0.28
Within Groups 2.30 72 0.032
Total 2.38 74

Table 4. Post hoc pairwise comparisons of UES, PIQ, and NASA-TLX across the three AI interface
modalities.

Questionnaire (I) Group (J) Group Mean
Difference (I–J) Sig.

UES
(Post hoc:
Games–Howell)

Voice only Voice + Text −0.08 0.81
Voice only Voice + Avatar −0.42 0.003
Voice + Text Voice + Avatar −0.34 0.004

PIQ
(Post hoc: Tukey
HSD)

Voice only Voice + Text −0.34 <0.001
Voice only Voice + Avatar −0.03 0.74
Voice + Avatar Voice + Text −0.31 <0.001

NASA-TLX
(Post hoc: Tukey
HSD)

Voice only Voice + Text 0.08 0.31
Voice only Voice + Avatar 0.02 0.88
Voice + Avatar Voice + Text 0.06 0.41
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5.2. Resulst of Perceived Information Quality

Descriptive statistics showed that perceived information quality was highest in the
Voice + Text condition (M = 4.13, SD = 0.14), followed by the Voice + Embodied AI Avatar
condition (M = 3.84, SD = 0.13) and the Voice-only condition (M = 3.81, SD = 0.14), as
presented in Figure 7. A one-way ANOVA revealed a strong and statistically significant
effect of AI interface modality on perceived information quality, F (2, 72) = 54.68, p < 0.001
(Table 3). Tukey HSD post hoc analyses indicated that the Voice + Text condition produced
significantly higher perceived information quality than both the Voice-only condition
(mean difference = 0.34, p < 0.001) and the Voice + Avatar condition (mean difference = 0.31,
p < 0.001), while no statistically significant difference was found between the Voice-only
and Voice + Avatar conditions (p = 0.74), as summarized in Table 4.

Figure 7. Mean total AI queries per participant across interface conditions.

5.3. Resulst of NASA Task Load Index

Mean NASA-TLX scores indicated comparable levels of perceived cognitive workload
across all three AI interface modalities, with mean values of 3.16 (SD = 0.15) for the Voice-
only condition, 3.08 (SD = 0.21) for the Voice + Text condition, and 3.14 (SD = 0.14) for
the Voice + Embodied AI Avatar condition, as shown in Figure 6. A one-way ANOVA
revealed no statistically significant effect of interface modality on subjective cognitive
workload, F(2, 72) = 1.28, p = 0.28 (Table 3). Consistent with this result, Tukey HSD post
hoc comparisons demonstrated that none of the pairwise differences among the three
conditions reached statistical significance (all p > 0.30), as reported in Table 4.

5.4. Results of System Log Data

System log data were analyzed to examine participants’ AI interaction behaviors
across the three interface conditions. As shown in Figure 7a, the mean total number of AI
queries per participant was highest in the Voice + Avatar condition (mean = 15.4 queries),
followed by the Voice-only condition (mean = 13.9 queries) and the Voice + Text condition
(mean = 13.6 queries), with comparable variability observed across groups. This pattern
suggests that the presence of an embodied AI avatar encouraged more frequent user–AI
interactions, reflecting higher levels of exploratory engagement rather than differences in
informational demand across conditions.

Furthermore, Figure 7b illustrates the mean response time per query across the three
modalities. The results indicate consistent system performance, with mean response times
ranging from approximately 33 to 36 s across all groups. The overlapping confidence
intervals suggest that there were no substantial differences in technical latency between
the Voice-only, Voice + Text, and Voice + Avatar conditions. This stability confirms that the
variations observed in user engagement and perceived information quality were driven by
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the interface representation itself, rather than by discrepancies in system responsiveness or
processing delays.

Figure 8 presents heatmaps of mean dwelling time across exhibition locations for
each interface condition. Across all modalities, participants spent the greatest amount
of time in the primary exhibition area (Zone B), particularly near the native weaving
machine display, indicating consistent focal attention toward central artifacts regardless
of AI representation. While overall spatial attention patterns were broadly similar across
conditions, the Voice + Avatar modality exhibited slightly higher concentration intensity in
key exhibit zones. This pattern aligns with the higher engagement scores observed in the
embodied condition, suggesting that the presence of an avatar may encourage sustained
spatial attention during AI-assisted exploration. However, no substantial redistribution
of spatial attention across zones was observed, indicating that interface modality did not
fundamentally alter navigational behavior.

Figure 8. Heatmap of mean dwelling time per exhibition location across interface conditions (Voice
only, Voice + Text, and Voice + Avatar).

6. Discussion
6.1. Effects of AI Interface Modality on User Engagement

Addressing RQ1, the results demonstrate that AI interface modality significantly influ-
enced users’ engagement during the VR museum experience. Among the three conditions,
the Voice + Embodied AI Avatar modality elicited the highest overall user engagement,
significantly outperforming both the Voice-only and Voice + Text conditions, while no signif-
icant difference was observed between the latter two. This pattern indicates that embodied
AI guidance plays a critical role in shaping engagement, even when the informational
content delivered by the AI assistant is held constant across modalities.

In immersive VR museum contexts, engagement is primarily driven by social presence
and perceived interactivity rather than by mechanisms supporting information verification.
The visual embodiment of the AI guide likely acted as a social and spatial anchor, fostering
sustained attention and a stronger sense of companionship during exploration. Prior
research in immersive and avatar-mediated environments shows that embodied agents
enhance affective engagement, motivation, and attentiveness by simulating face-to-face
interaction and social cues [36]. These findings suggest that embodied AI avatars are
particularly effective for VR museum experiences that emphasize exploration, atmosphere,
and prolonged visitor involvement.

6.2. Multimodal Effects on Perceived Information Quality

Regarding RQ2, the findings indicate that AI interface modality played a decisive
role in shaping users’ perceived information quality during VR museum exploration.
Overall, the voice-and-text modality was perceived as providing clearer, more reliable,

https://doi.org/10.3390/informatics13030042

https://doi.org/10.3390/informatics13030042


Informatics 2026, 13, 42 14 of 19

and more trustworthy information than both the voice-only and the voice-plus-avatar
modalities. This outcome suggests that textual reinforcement substantially supported users’
interpretation and evaluation of AI-generated explanations in immersive settings.

In visually rich VR environments, spoken information alone is inherently ephemeral,
whereas synchronized text provides reviewability and verification without disrupting
exploration. Prior studies on subtitles, multimodal redundancy, and VR interaction design
demonstrate that well-integrated textual cues enhance interpretability and perceived relia-
bility while imposing minimal additional cognitive load [41–46]. In contrast, embodied and
avatar-based interfaces primarily enhance experiential qualities such as engagement and
social presence rather than directly improving informational clarity or credibility [36,47,48].
Together, these findings explain why text augmentation emerged as the most effective
modality for perceived information quality in the present study.

6.3. Interface Modality and Cognitive Workload Stability

Regarding RQ3, the results indicate that AI interface modality did not produce mean-
ingful differences in users’ subjective cognitive workload during VR museum interaction.
Across all three conditions—voice only, voice and text, and voice plus embodied avatar—
participants reported comparable levels of mental demand, effort, and frustration while
completing the information interaction tasks. This pattern suggests that, despite differences
observed in perceived information quality and engagement, the overall cognitive demands
imposed by the interaction remained stable. One plausible explanation is that the museum
task structure, interaction sequence, and informational content were carefully controlled,
allowing users to allocate cognitive resources consistently regardless of interface repre-
sentation. In this sense, interface modality appeared to redistribute how information was
experienced rather than increasing or decreasing overall workload.

This finding aligns with prior research on cognitive workload in immersive VR, which
emphasizes that task structure and interaction pacing often play a more decisive role in
workload than surface-level interface variations. Systematic reviews of immersive VR
applications indicate that well-designed VR tasks can maintain stable workload levels even
when multimodal or embodied interfaces are introduced, provided that sensory input is
coordinated and does not compete excessively for attention [49]. Empirical studies on
multisensory integration in VR further suggest that distributing information across comple-
mentary channels does not necessarily increase workload and may even help users man-
age attentional demands more effectively when interaction complexity is controlled [50].
Similarly, research comparing avatar-based and non-avatar-based interfaces has shown
that embodiment does not inherently increase cognitive load, particularly in information-
seeking or exploratory tasks [36]. Together, these findings help explain why the present
study observed cognitive workload stability across interface modalities, supporting the
view that multimodal and embodied AI interfaces can be incorporated into VR museum
systems without imposing additional mental burden on users.

6.4. Design Implications for Generative AI-Driven Virtual Museums

The findings indicate that generative AI interface design in virtual museums should
be context-sensitive and goal-driven, as each interface modality supports different ex-
periential and informational objectives. Voice-only AI interfaces are most appropriate
for museums that emphasize atmospheric exploration and visual immersion—such as
contemporary art, architectural exhibitions, or site-based heritage environments—where
uninterrupted visual attention is essential. In these settings, brief audio narration can
enhance storytelling without introducing visual distraction; however, the absence of per-
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sistent visual information limits their suitability for content involving complex facts or
detailed historical interpretation.

Voice-and-text interfaces are particularly effective for information-intensive and ed-
ucational virtual museums, including history, archaeology, science, and cultural heritage
collections that involve specialized terminology or structured explanations. Synchronized
text enables visitors to review and verify AI-provided information at their own pace, thereby
enhancing clarity and trustworthiness. Nevertheless, textual elements must be carefully
integrated to avoid visual clutter or divided attention in visually dense VR environments.

Voice-plus-embodied-AI-avatar interfaces are best suited for engagement-oriented
and narrative-driven experiences, such as guided virtual tours, character-based storytelling
exhibitions, or museums aimed at younger audiences. Embodied AI guides can enhance
social presence, emotional connection, and motivation by simulating human-like guidance,
yet embodiment alone does not necessarily improve informational precision and may dis-
tract users during detailed content inspection. Taken together, these implications suggest
that future generative AI-driven virtual museums may benefit from hybrid or adaptive
interface strategies that selectively combine voice, text, and embodiment according to ex-
hibit type, visitor intent, and interaction phase to balance informational rigor, engagement,
and cognitive workload. By enabling more accessible, inclusive, and engaging digital
heritage experiences, such design strategies also support sustainable cultural education and
community-oriented heritage dissemination aligned with the Sustainable Development
Goals, particularly Quality Education and Sustainable Cities and Communities.

6.5. Limitations and Future Work

This study has several limitations that should be considered when interpreting the
findings. First, the experiment was conducted within a single virtual museum context
with a fixed exhibition type and interaction task, which may limit the generalizability of
the results to other museum genres or content complexities. Different types of virtual
museums—such as large-scale heritage sites, socially shared environments, or highly
interactive exhibitions—may impose different cognitive and interaction demands that
influence how AI interface modalities are experienced. In addition, the study focused on
short, structured interactions with a generative AI assistant, which may not fully capture
longer-term usage patterns, repeated visits, or evolving user expectations over time.

Future work should extend this research by examining AI interface modalities across
a wider range of virtual museum contexts and usage scenarios. Longitudinal studies
could explore how sustained interaction with generative AI assistants affects learning,
engagement, trust, and potential fatigue over repeated visits. Further research may also in-
vestigate adaptive or hybrid interface strategies, in which the AI dynamically shifts between
voice-only, text-augmented, and embodied representations based on exhibit characteristics,
visitor intent, or interaction phase. Incorporating objective measures—such as eye-tracking,
behavioral analytics, or physiological indicators—could provide deeper insight into the
cognitive mechanisms underlying users’ responses to different AI interface designs and
support the development of more effective and personalized virtual museum experiences.

7. Conclusions
This study examined how different generative AI interface modalities—voice only,

voice and text, and voice plus embodied AI avatar—shape information interaction in a
VR virtual museum when informational content is held constant. The results demonstrate
that interface representation plays a critical role: text augmentation primarily enhances
perceived information quality by supporting clarity, reviewability, and trust, whereas
embodied AI avatars primarily increase user engagement through social presence and expe-
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riential richness, without imposing additional cognitive workload. These findings indicate
that AI interface modalities serve complementary rather than interchangeable functions in
immersive museum environments. From a design perspective, the study highlights the im-
portance of purpose-driven interface selection in generative AI-driven virtual museums to
balance informational rigor, engagement, and cognitive stability. By supporting accessible
and engaging digital heritage experiences, this work also contributes to sustainable cultural
education and knowledge dissemination aligned with the Sustainable Development Goals,
particularly Quality Education and Sustainable Cities and Communities.
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Appendix A
Appendix A.1

Table A1. The User Engagement Scale Questionnaire.

Dimension Questionnaire

Focused attention I was fully focused on the interaction with the AI assistant
during the VR task.
I lost track of time while interacting with the AI assistant.
I was deeply concentrated on the information provided by the
AI assistant.

Perceived Usability The AI assistant was easy to interact with during the VR task.
The interaction with the AI assistant felt smooth and
well-organized.
I could interact with the AI assistant without confusion
or difficulty.

Aesthetic appeal The presentation of the AI assistant was visually appealing in
the VR environment.
The AI interface enhanced my overall VR experience.

Reward Interacting with the AI assistant was enjoyable.
I felt motivated to continue interacting with the AI assistant.
The AI assistant made the museum experience
more interesting.
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Appendix A.2

Table A2. Perceived Information Quality Questionnaire.

Dimension Questionnaire

Accuracy The information provided by the AI assistant was accurate.
Clarity The information was clear and easy to understand.
Relevance The information was relevant to the exhibit I was viewing.

Completeness The explanations provided by the AI assistant were
sufficiently detailed.

Appropriateness I trusted the information provided by the AI assistant.
Usefulness The AI assistant addressed my questions appropriately.
Trustworthiness The information helped me understand the exhibit better.

Confidence I felt confident relying on the information presented by the
AI assistant.

Appendix A.3

Table A3. NASA Task Load Index (NASA-TLX) Questionnaire.

Dimension Questionnaire

Mental Demand How mentally demanding was the task while interacting with
the AI assistant in the VR museum?

Physical Demand How physically demanding was the interaction with the AI
assistant during the VR task?

Temporal Demand How hurried or rushed was the pace of the task?
Performance How successful were you in accomplishing the task goals?

Effort How hard did you have to work to accomplish your level of
performance?

Frustration How insecure, discouraged, irritated, stressed, or annoyed did
you feel during the task?
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