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Abstract

Quantile-oriented sensitivity analysis (QOSA) requires repeated evaluation of conditional 
quantiles over many conditioning states. A four-moment Hermite model yields closed-
form quantiles, but its published two-branch form has a local admissibility gap for small 
nonzero skewness near the Gaussian kurtosis. A coefficient-anchored continuation provides 
a narrow operational completion around this gap while retaining the published lower and 
upper branches elsewhere, thereby preventing conditional moment states within the gap 
from interrupting the calculation of the QOSA indices. The completed quantile is then 
used in a lower conditional tail expectation (LCTE) procedure for first-order and total 
QOSA indices. In a mildly non-Gaussian example, the estimated indices agreed closely with 
their analytical values, and an engineering comparison reproduced the previously reported 
dominant first-order effects. For a strongly skewed lognormal response, the input ranking 
remained correct, but the index values were inaccurate and the Hermite approximation did 
not adequately reproduce the target tail. A heuristic tail-hardness indicator Hp is introduced 
as an initial warning of difficult approximation regimes. Comparisons with direct Monte 
Carlo, kernel, and random-forest QOSA reveal distinct computational trade-offs. The results 
support the use of the Hermite–LCTE procedure for mildly non-Gaussian responses with 
stable moment estimates and an adequately approximated target tail.

Keywords: quantile-oriented sensitivity analysis; global sensitivity analysis; conditional tail 
expectation; kernel conditional quantile estimation; Hermite polynomial model; closed-form 
quantiles; non-Gaussian modelling; random-forest QOSA; nested Monte Carlo simulation; 
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1. Introduction
Global sensitivity analysis (GSA) examines how uncertainty in a model response is 

apportioned among uncertain inputs and their interactions [1]. Variance-based Sobol’ 
indices [2] remain among its principal measures [3,4]. Because their interpretation is tied 
to output variance, GSA has expanded to moment-independent and distribution-based 
measures that compare unconditional and conditional output laws [5,6]. The field has 
also developed measures tailored to a specified contrast, failure event, reliability criterion, 
or quantile [7–9]. Methods for dependent inputs and computationally expensive models 
have expanded in parallel [10–12]. Methodological quality, estimator performance, and 
convergence have also received closer scrutiny [13–15].
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Quantile-oriented sensitivity analysis (QOSA) follows the contrast-based framework 
introduced by Fort, Klein, and Rachdi, in which a sensitivity index is subordinated to a con-
trast whose minimiser defines the response feature of interest [7]. For the quantile contrast, 
the index measures the relative reduction in expected contrast obtained by conditioning on 
an input at a prescribed quantile level [7]. Maume-Deschamps and Niang subsequently 
derived a conditional-tail-expectation representation, expressed here through the equiva-
lent lower conditional tail expectation (LCTE), and proposed estimators for the resulting 
QOSA indices [9]. A later general treatment identified this quantile index as a score-based 
sensitivity measure associated with the pinball loss and the quantile functional [16]. Di-
rect quantile-based global sensitivity measures form a related but non-equivalent branch 
because they compare unconditional and conditional quantiles using a different defini-
tion and normalisation [17]. In engineering, contrast-based QOSA has been applied to 
structural design quantiles [18] and compared with reliability-oriented sensitivity mea-
sures [19]. Quantile-oriented Shapley effects extend the contrast-based formulation to 
coalition allocations and dependent inputs [20].

QOSA requires repeated evaluation of conditional quantiles or LCTE values over many 
conditioning states [7,9,20]. Maume-Deschamps and Niang obtained each conditional 
quantile nonparametrically from a kernel estimate of the conditional distribution func-
tion [9]. Subsequent forest-based work has developed estimators of conditional distribution 
functions, conditional quantiles, and QOSA indices, including a projected-forest proce-
dure based on pinball loss training [21–23]. For the distinct direct quantile-based family, 
double-loop reordering and subset simulation importance sampling have been proposed to 
improve efficiency [17,24]. Adaptive importance sampling can accelerate extreme-quantile 
estimation [25].

The approach developed here approximates each conditional distribution by a 
four-moment Hermite model and evaluates the conditional LCTE from the quantile func-
tion of this approximation. The model used is the two-branch four-moment Hermite 
density model presented in [26], based on Winterstein’s moment-based formulation [27]. 
It represents a response by a polynomial transformation of a standard normal variable 
parameterised by its mean, standard deviation, skewness, and kurtosis. The resulting 
accuracy depends on how well the Hermite approximation represents the target tail.

The two-branch model in [26] uses separate lower and upper constructions whose 
admissibility domains leave a narrow gap when skewness is small but nonzero and kurtosis 
is close to its Gaussian value. In nested QOSA, the conditional moment estimates vary across 
conditioning states and may enter this strip, thereby interrupting automated evaluation. 
A local completion is therefore needed that leaves both branches unchanged outside the gap.

The present study closes this gap with a coefficient-anchored Hermite branch and in-
corporates the completed branch-specific quantile into LCTE-based estimation of first-order 
and total QOSA indices [9]. A heuristic tail-hardness indicator provides an initial indication 
of potentially difficult approximation regimes. Two analytically tractable benchmarks assess 
the numerical accuracy of the Hermite–LCTE procedure, and an engineering example 
compares its results with previously reported sensitivity estimates [28].

2. Gap Completion of the Four-Moment Hermite Model
The two-branch four-moment Hermite density published in [26] combines an

approximate-inverse lower branch with a monotone forward upper branch. Their admissi-
bility domains leave a narrow gap near the Gaussian kurtosis for small nonzero skewness. 
This section introduces a local coefficient-anchored continuation that fills the gap and a 
small operational extension below it while retaining both published branches elsewhere. 
The coefficients are continued from the lower boundary through a separately calibrated 
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centreline to the upper boundary. The upper boundary is matched at the distributional level, 
whereas the lower boundary is anchored through the published shape coefficients. The 
detailed admissibility conditions, parameterisation, density, and branch-specific quantile 
are given below.

2.1. Four-Moment Hermite Representation and Two-Branch Construction
Let X be a real-valued random variable with finite first four moments. Its mean and 

variance are denoted by 𝜇 and 𝜎2. The central moments are

𝜇 = 𝐸(𝑋), 𝜎2 = 𝑉(𝑋), 𝜇𝑐
𝑟 = 𝐸((𝑋 − 𝜇)𝑟), 𝑟 ≥ 1, (1)

and the standardised third and fourth moments are

𝛼3 =
𝜇𝑐

3
𝜎3 , 𝛼4 =

𝜇𝑐
4

𝜎4 . (2)

The Gaussian case is characterised by 𝛼3 = 0 and 𝛼4 = 3. The standardised
coordinate is

𝑦 =
𝑥 − 𝜇

𝜎 . (3)

Following Winterstein’s moment-based Hermite formulation [27] and its two-branch 
implementation in [26], the standardised response is represented by a translated standard 
normal variable U ~ N(0, 1),

𝑌 = 𝑘 (𝑈 + ℎ3(𝑈2 − 1) + ℎ4(𝑈3 − 3𝑈)), (4)

where ℎ3 and ℎ4 are shape coefficients and k is a variance-normalising factor. The nominal 
four-moment parameterisation starts from

ℎ3 =
𝛼3
6 , ℎ4 =

𝛼4 − 3
24 . (5)

The construction in [26], based on Winterstein’s hardening and softening moment 
models [27], uses two calibrated branches. For the lower branch, valid on the platykurtic 
side and in the neighbourhood below the Gaussian kurtosis, the calibrated coefficients are

ℎ𝐿
4 = ℎ4 − 27 ℎ2

4, ℎ𝐿
3 =

ℎ3

1 + 24 ℎ𝐿
4

, (6)

with the normalisation
𝑘𝐿 =

1

√1 + 10 (ℎ𝐿
3 )2 + 42 (ℎ𝐿

4 )2
. (7)

For the upper branch, valid for 𝛼4 > 3, the calibrated coefficients are

ℎ𝑈
4 =

√1 + 36 ℎ4 − 1
18 , ℎ𝑈

3 =
ℎ3

1 + 6 ℎ𝑈
4

, (8)

with
𝑘𝑈 =

1

√1 + 2 (ℎ𝑈
3 )2 + 6 (ℎ𝑈

4 )2
. (9)

The lower branch is evaluated through the corresponding approximate inverse of the 
cubic map, whereas the upper branch is evaluated by exact inversion of the cubic through 
the Cardano formula [27]. The Hermite density published in [26] is therefore defined by 
two calibrated formulas whose admissibility depends on (𝛼3, 𝛼4).

This distinction is central to the present paper. The new construction is attached to the 
existing two-branch model. Both branches published in [26] remain unchanged outside the 
operational completion region defined below.
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2.2. Admissibility Loss near 𝛼4 = 3
The local limitation of this two-branch Hermite density occurs near the Gaussian 

kurtosis. The issue appears when 𝛼4 is close to 3 and 𝛼3 is small but nonzero. In that region, 
the admissibility domains of the lower and upper branches do not connect.

For the lower branch, non-negativity of the approximate density yields the admissibility 
condition derived in [26],

(ℎ𝐿
3 )2 < −3 ℎ𝐿

4 (1 + 3 ℎ𝐿
4 ), 𝛼4 ≤ 3, (10)

which, near the Gaussian regime, is approximated by

𝛼2
3 ≤ 4.5 (3 − 𝛼4), 𝛼4 ≤ 3. (11)

For the upper branch, monotonicity of the cubic translation yields [26]

𝛼2
3 ≤ 4.5 (𝛼4 − 3), 𝛼4 > 3. (12)

Equations (11) and (12) show that, for small nonzero 𝛼3, the admissible lower and 
upper domains are separated by a strip around 𝛼4 = 3. This narrow strip is visible in the 
admissibility map reported in [26].

The two-branch Hermite density in [26] therefore has an unresolved local region in 
the (𝛼3, 𝛼4) plane. This does not affect calculations whose moment states remain within the 
admissible domain of either branch, but it can interrupt repeated automated evaluations 
if a state enters the strip. The present extension fills the gap together with the narrow 
lower collar required by the approximate boundary and leaves both published branches 
unchanged elsewhere.

2.3. Construction Requirements for the Gap Branch
The gap branch is designed to bridge the missing strip while satisfying four requirements. 

The first requirement is locality. The new branch is introduced only in the missing strip 
around 𝛼4 = 3 and in a narrow lower collar required by the approximate boundary in 
Equation (11). Let

𝑎 = |𝛼3|. (13)

Using the near-Gaussian boundaries in Equations (11) and (12), we define

𝑙𝑜𝑤𝐵(𝑎) = 3 −
𝑎2

4.5 , 𝑙𝑜𝑤𝐵𝜀(𝑎) = 𝑙𝑜𝑤𝐵(𝑎) − 𝜀[𝑢𝑝𝐵(𝑎) − 𝑙𝑜𝑤𝐵(𝑎)] = 3 − (1 + 2𝜀 )
𝑎2

4.5 , (14)

𝑢𝑝𝐵(𝑎) = 3 +
𝑎2

4.5 , 𝑢𝑝𝐵𝜀(𝑎) = 𝑢𝑝𝐵(𝑎), (15)

where 𝜀 = 0.05. The gap branch is then required only in

𝑙𝑜𝑤𝐵𝜀(𝑎) ≤ 𝛼4 ≤ 𝑢𝑝𝐵𝜀(𝑎), 𝛼𝐺
4 =max{𝛼4, 𝑙𝑜𝑤𝐵(𝑎)}, 0 < 𝑎 ≤ 0.5. (16)

The upper bound 𝑎 ≤ 0.5 is the working range adopted in the present implementa-
tion and numerical study. Because Equation (11) approximates the exact lower-branch 
condition in Equation (10), the 𝑡 = 0 gap state is retained over the small lower collar 
𝑙𝑜𝑤𝐵𝜀(𝑎) ≤ 𝛼4 ≤ 𝑙𝑜𝑤𝐵(𝑎). Its width is 𝜀[𝑢𝑝𝐵(𝑎) − 𝑙𝑜𝑤𝐵(𝑎)] = 2𝜀𝑎2/4.5 and therefore van-
ishes in the Gaussian limit.

The constant collar extension does not degrade the agreement between the prescribed 
and realised moments: the prescribed mean and variance are retained, the realised skewness 
is unchanged, and the absolute error in realised kurtosis decreases as 𝛼4 increases across the 
collar from 𝑙𝑜𝑤𝐵𝜀(𝑎) to 𝑙𝑜𝑤𝐵(𝑎). Over 0 < 𝑎 ≤ 0.5, the retained 𝑡 = 0 state also has smaller 
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absolute skewness and kurtosis errors at the lower operational boundary 𝛼4 = 𝑙𝑜𝑤𝐵𝜀(𝑎)
than the adjacent approximate-inverse lower-branch limit.

The second requirement is boundary anchoring. At 𝛼4 = 𝑙𝑜𝑤𝐵(𝑎), the new branch 
must recover the lower-branch shape coefficients, and the resulting 𝑡 = 0 state is retained 
throughout the lower collar. At 𝛼4 = 𝑢𝑝𝐵(𝑎), it must reproduce the complete upper-branch 
mapping. The gap branch is therefore attached to both boundaries, at the coefficient level 
on the lower side and at the distributional level on the upper side.

The third requirement is preservation of the translated-normal structure. The gap 
branch stays within the Hermite framework of Equation (4). The same analytical machinery 
therefore remains available for both density and quantile evaluation.

The fourth requirement is explicit parameterisation. The bridge coefficients are given 
by closed-form expressions in terms of 𝛼3 and 𝛼4. This formulation avoids iterative fitting 
and auxiliary optimisation of the bridge parameters.

These requirements lead to a continuation constructed at the level of the translated-
normal coefficients. The bridge is defined from boundary values inherited from the lower 
and upper Hermite branches, supplemented by an interior correction centred at 𝛼4 = 3. 
This parameterisation is introduced in the next subsection.

2.4. Boundary-Anchored Parameterization of the Gap Branch
Within the operational completion region defined by Equation (16), we introduce the 

local kurtosis coordinate

𝑡 =
𝛼𝐺

4 − 𝑙𝑜𝑤𝐵(𝑎)
𝑢𝑝𝐵(𝑎) − 𝑙𝑜𝑤𝐵(𝑎) , 0 ≤ 𝑡 ≤ 1. (17)

Thus, 𝑡 = 0 corresponds to the nominal lower edge of the gap and is retained through-
out the lower collar, whereas 𝑡 = 1 corresponds to the upper edge.

The lower-edge coefficients are taken from the lower Hermite branch. We define

𝑏𝐿 =
𝑙𝑜𝑤𝐵(𝑎) − 3

24 , (18)

𝐻𝐿
4 = 𝑏𝐿 − 27 𝑏2

𝐿, 𝐻𝐿
3 =

𝑎
6

1 + 24 𝐻𝐿
4

. (19)

The upper-edge coefficients are taken from the upper Hermite branch. We define

𝑏𝑈 =
𝑢𝑝𝐵(𝑎) − 3

24 , (20)

𝐻𝑈
4 =

√1 + 36 𝑏𝑈 − 1
18 , 𝐻𝑈

3 =
𝑎
6

1 + 6 𝐻𝑈
4

. (21)

To control the interior of the gap, a centreline calibration is introduced in the section 
𝛼4 = 3. The resulting centreline bridge parameters are denoted by 𝐻0

3(𝑎), 𝐻0
4(𝑎), and 𝐸0(𝑎), 

where 𝑎 = |𝛼3|. In the present implementation, these functions are represented by symmetry-
constrained low-order polynomial approximations fitted to numerically calibrated centreline 
values. A summary of the calibration procedure is given in Appendix A,

𝐻0
3(𝑎) = 0.16682222 𝑎 + 0.05819647 𝑎3 + 0.09115971 𝑎5, (22)

𝐻0
4(𝑎) = −0.05569010 𝑎2 − 0.03128865 𝑎4 − 0.03770650 𝑎6, (23)

𝐸0(𝑎) = 0.00566722 𝑎4 − 0.00115327 𝑎6 + 0.08855784 𝑎8. (24)

These approximations are used as compact surrogates of the numerical centreline 
calibration over the range 0 ≤ 𝑎 ≤ 0.5.
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The boundary values are first connected by the linear baselines

𝐻𝑙𝑖𝑛
3 (𝑡, 𝑎) = (1 − 𝑡)𝐻𝐿

3 + 𝑡 𝐻𝑈
3 , (25)

𝐻𝑙𝑖𝑛
4 (𝑡, 𝑎) = (1 − 𝑡)𝐻𝐿

4 + 𝑡 𝐻𝑈
4 . (26)

The interior correction is governed by the bubble function

𝑏(𝑡) = 4 𝑡 (1 − 𝑡), (27)

which vanishes at 𝑡 = 0 and 𝑡 = 1 and reaches unity at 𝑡 = 0.5. The correction amplitudes are

𝐷3(𝑎) = 𝐻0
3(𝑎) −

𝐻𝐿
3 + 𝐻𝑈

3
2 , (28)

𝐷4(𝑎) = 𝐻0
4(𝑎) −

𝐻𝐿
4 + 𝐻𝑈

4
2 . (29)

The bridge coefficients are then defined by

ℎ𝐺
3 (𝛼3, 𝛼4) = 𝑠𝑖𝑔𝑛(𝛼3)[ 𝐻𝑙𝑖𝑛

3 (𝑡, 𝑎) + 𝑏(𝑡)𝐷3(𝑎) ], (30)

ℎ𝐺
4 (𝛼3, 𝛼4) = 𝐻𝑙𝑖𝑛

4 (𝑡, 𝑎) + 𝑏(𝑡)𝐷4(𝑎), (31)

𝜂𝐺(𝛼3, 𝛼4) = 𝑏(𝑡)𝐸0(𝑎). (32)

The geometric role of Equation (32) is illustrated in Figure 1.

Figure 1. Geometric interpretation of the interior bridge correction 𝜂𝐺(𝛼3, 𝛼4) = 𝑏(𝑡)𝐸0(𝑎) in the 
missing strip, where 𝑎 = |𝛼3|. The red curve denotes the centreline calibration 𝐸0(𝑎) in the section 
𝛼4 = 3, while the green sections illustrate the interior scaling by the bubble factor 𝑏(𝑡). The narrow 
operational lower collar introduced in Equation (14) is not resolved at this scale.

Equations (30)–(32) recover the lower-edge coefficients at 𝑡 = 0 and the upper-edge 
coefficients at 𝑡 = 1. The additional fifth-order term is therefore active only in the interior of 
the strip.

The gap branch is represented by the extended translated-normal mapping

𝑌𝐺 = 𝑘𝐺[ 𝑈 + ℎ𝐺
3 (𝑈2 − 1) + ℎ𝐺

4 (𝑈3 − 3𝑈) + 𝜂𝐺(𝑈5 − 10 𝑈3 + 15 𝑈)], (33)

where 𝑘𝐺 is chosen so that 𝑉(𝑌𝐺) = 1. Orthogonality of Hermite polynomials gives

𝑉𝐺 = 1 + 2 (ℎ𝐺
3 )2 + 6 (ℎ𝐺

4 )2 + 120 (𝜂𝐺)2; (34)

hence,
𝑘𝐺 =

1
√𝑉𝐺

. (35)
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Equations (30)–(35) define the coefficient-level continuation used in the gap. The 
translated-normal structure is preserved, and the additional coefficient 𝜂𝐺 is active only in 
the interior of the strip.

At 𝑡 = 0, Equations (18), (19) and (30)–(32) recover the shape coefficients of the 
lower branch in Equation (6) and give 𝜂𝐺 = 0. This is a coefficient-level anchor rather 
than a distributional identity, because the published lower branch retains its approximate-
inverse construction and the normalisation in Equation (7), whereas the gap branch uses 
the forward map in Equation (33) and the normalisation in Equation (35).

At 𝑡 = 1, Equations (20), (21) and (30)–(32) recover the upper-branch coefficients in 
Equation (8) and give 𝜂𝐺 = 0. Equation (35) then reduces to Equation (9), and Equation 
(33) reduces to the upper-branch mapping in Equation (4). The gap and upper branches 
are therefore identical at the distributional level on 𝛼4 = 𝑢𝑝𝐵(𝑎).

As 𝑎 → 0,  Equations (14), (15) and (18)–(24) give 𝑙𝑜𝑤𝐵(𝑎), 𝑢𝑝𝐵(𝑎) → 3 , 𝐻𝐿
3 , 𝐻𝑈

3 , 𝐻0
3 =

𝑂(𝑎), 𝐻𝐿
4 , 𝐻𝑈

4 , 𝐻0
4 = 𝑂(𝑎2), and 𝐸0(𝑎) = 𝑂(𝑎4). Together with Equations (7) and (35), these 

orders show that the lower and gap boundary constructions have the same Gaussian limit. 
The lower-boundary distributional mismatch, including the corresponding differences in 
realised moments and fixed-level quantiles and LCTE values, therefore vanishes in the 
Gaussian limit.

Equations (30)–(32) interpolate the coefficient sets prescribed at the two boundaries 
and at the calibrated centreline. The construction therefore recovers these three calibrations 
but does not impose an additional moment-matching condition at every intermediate value 
of 𝛼4. The continuation is not unique: alternative smooth interpolation functions satisfying 
the same boundary and centreline constraints could modify the interior coefficients and 
hence the corresponding quantiles. The quadratic choice 𝑏(𝑡) = 4𝑡(1 − 𝑡) was adopted 
as a symmetric bubble that satisfies these constraints without introducing an additional 
calibration parameter. Accordingly, the monotonicity and error bounds established in 
Sections 2.5 and 2.6 refer specifically to this calibrated continuation.

2.5. Gap-Bridged Density
Let

𝑦𝐺(𝑢) = 𝑘𝐺[ 𝑢 + ℎ𝐺
3 (𝑢2 − 1) + ℎ𝐺

4 (𝑢3 − 3𝑢) + 𝜂𝐺(𝑢5 − 10 𝑢3 + 15 𝑢)] (36)

denote the standardised bridge map. Its derivative is

𝑑𝑦𝐺
𝑑𝑢 = 𝑘𝐺[ 1 + 2 ℎ𝐺

3 𝑢 + 3 ℎ𝐺
4 (𝑢2 − 1) + 5 𝜂𝐺(𝑢4 − 6 𝑢2 + 3)]. (37)

For the explicit gap branch coefficients in Equations (22)–(24) and (30)–(32), interval 
bounds on the derivative in Equation (37) establish that 𝑦𝐺(𝑢) is strictly increasing for 
|𝑢| ≤ 4.74  throughout the operating region 0 < |𝛼3| ≤ 0.5, 0 ≤ 𝑡 ≤ 1. The lower collar 
retains the coefficients corresponding to 𝑡 = 0. For this lower-edge state, the nearest turning 
point is at |𝑢| ≈ 4.74827 for 𝑎 = 0.5, moves to |𝑢| ≈ 8.16 for 𝑎 = 0.3, and satisfies |𝑢| → ∞
as 𝑎 → 0 . With 𝑀 = 384 midpoint levels, the standard normal arguments used in the 
LCTE calculations at 𝑝 = 0.001 and 𝑝 = 0.0012 lie between −4.700 and −3.036, within this 
monotonic interval.

For a given response value of 𝑥 whose standardised value 𝑦 = (𝑥 − 𝜇)/𝜎  lies in the 
image of the monotone branch containing [−4.74, 4.74], let 𝑢 = 𝑢(𝑥) denote the unique 
preimage on that branch, satisfying

𝑦 = 𝑦𝐺(𝑢). (38)
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The density contribution from this monotone branch follows from the change-of-
variables rule,

𝑓𝐺(𝑥; 𝜇, 𝜎, 𝛼3, 𝛼4) =
φ(𝑢(𝑥))

𝜎( 𝑑𝑦𝐺
𝑑𝑢 )(𝑢(𝑥))

, (39)

where

𝜑(𝑢) =
exp(− 𝑢2

2 )

√2 𝜋
(40)

is the standard normal density. Equation (39) gives the density contribution from the 
monotone branch containing 𝑢 = 0. At regular response values, the full change-of-variables 
density of the gap mapping is.

𝑓 full
𝐺 (𝑥; 𝜇, 𝜎, 𝛼3, 𝛼4) = ∑

𝑢∈R∶𝑦G(𝑢)=(𝑥−𝜇)/𝜎

𝜑(𝑢)
𝜎 |𝑦G

′(𝑢)| . (41)

The sum extends over all distinct real solutions of Equation (38) for which 𝑦′
𝐺(𝑢) ≠ 0. 

Since 𝑦𝐺 is strictly increasing on |𝑢| ≤ 4.74, any additional preimages of response values 
attained on the gap branch lie outside that interval. Their total standard normal probability 
is bounded by

𝛿 = 2Φ(−4.74) ≈ 2.1372 × 10−6, (42)

where Φ denotes the standard normal distribution function. Accordingly, 𝛿 also bounds the 
absolute cumulative distribution function (CDF) discrepancy associated with omitting the 
remote preimages over the evaluated quantile range.

Equation (39) is implicit because 𝑢(𝑥) is defined by Equation (38). The inversion 
remains one-dimensional, and the derivative is explicit. In the implementation, 𝑢(𝑥) is 
obtained by safeguarded Newton iteration within a finite bracket.

Let 𝑓𝐻(𝑥; 𝜇, 𝜎, 𝛼3, 𝛼4) denote the two-branch Hermite density from [26]. The operational 
completed density retains the published two-branch expressions outside the completion 
region and uses the gap branch approximation from Equation (39) within it:

𝑓 ∗
𝐻(𝑥; 𝜇, 𝜎, 𝛼3, 𝛼4) = 𝑓𝐻(𝑥; 𝜇, 𝜎, 𝛼3, 𝛼4), 𝛼4 < 𝑙𝑜𝑤𝐵𝜀(𝑎) 𝑜𝑟 𝛼4 > 𝑢𝑝𝐵(𝑎), (43)

𝑓 ∗
𝐻(𝑥; 𝜇, 𝜎, 𝛼3, 𝛼4) = 𝑓𝐺(𝑥; 𝜇, 𝜎, 𝛼3, 𝛼4),

𝑙𝑜𝑤𝐵𝜀(𝑎) ≤ 𝛼4 ≤ 𝑢𝑝𝐵(𝑎), 0 < 𝑎 ≤ 0.5.
(44)

Within the completion region, Equation (44) uses the density contribution from the 
monotone branch containing 𝑢 = 0. The interval [−4.74, 4.74] is a verified subset of this 
branch and does not restrict its numerical evaluation. Taking 𝑓𝐺 = 0 outside the image of 
this branch, its integral satisfies

1 − 𝛿 ≤ ∫
∞

−∞
𝑓𝐺(𝑥; 𝜇, 𝜎, 𝛼3, 𝛼4) d𝑥 ≤ 1, (45)

where 𝛿 is given by Equation (42). Thus, the total probability mass omitted by the oper-
ational gap branch density approximation does not exceed 2.1372 × 10−6 throughout the 
stated operating region.

At 𝑎 = 0 and 𝛼4 = 3, the completed density is defined as the Gaussian density 
𝑓 ∗
𝐻(𝑥; 𝜇, 𝜎, 0, 3) = 𝜑((𝑥 − 𝜇)/𝜎)/𝜎 . The missing strip around 𝛼3 = 0 and representative 

gap-bridged Hermite densities inside it are shown in Figure 2.
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Figure 2. Hermite gap completion: (a) branch structure and transition in skewness–kurtosis plane; 
(b) representative gap-bridged Hermite densities compared with Gaussian density.

The bridge acts only in the region defined by Equation (16). Outside that region, both 
branches defined in [26] are retained unchanged.

2.6. Branch-Specific Completed Quantile
The translated-normal representation of the gap branch yields a direct formula for the 

quantile. Let
𝑧𝑝 = 𝛷−1(𝑝), 0 < 𝑝 < 1, (46)

where 𝛷−1 is the inverse standard normal distribution function. Substitution of 𝑈 = 𝑧𝑝
into Equation (33) gives the following approximation to the standardised p-quantile of the 
gap branch,

𝑞𝐺
𝑝 = 𝑘𝐺[ 𝑧𝑝 + ℎ𝐺

3 (𝑧2
𝑝 − 1) + ℎ𝐺

4 (𝑧3
𝑝 − 3 𝑧𝑝) + 𝜂𝐺(𝑧5

𝑝 − 10 𝑧3
𝑝 + 15 𝑧𝑝)]. (47)

The corresponding quantile on the physical scale is

𝑄𝐺
𝑝 (𝑋) = 𝜇 + 𝜎 𝑞𝐺

𝑝 . (48)

Equation (47) gives the exact quantile of the polynomially transformed normal variable 
when the mapping is globally increasing. Otherwise, it represents the gap branch approx-
imation to the quantile of the full polynomial transformation. For the operating region 
considered here, the CDF discrepancy due to remote branches is bounded by Equation (42). 
Applying the resulting quantile brackets and bounds on the derivative gives conservative 
absolute quantile error bounds of 0.00137𝜎  at 𝑝 = 0.001 and 0.00114𝜎  at 𝑝 = 0.0012, where 
𝜎  is the standard deviation of the distribution being approximated.

Hence, the bridge continuation preserves closed-form evaluation of the quantile within 
the Hermite framework. The same bridge coefficients used in the density enter the quantile 
formula directly.

For the upper branch, the quantile construction in [26] is retained. For 𝛼4 > 𝑢𝑝𝐵(𝑎), 
the forward cubic map is strictly increasing and the inverse used for density evaluation is 
exact. Direct substitution of 𝑈 = 𝑧𝑝 therefore gives

𝑄𝑈
𝑝 (𝑋) = 𝜇 + 𝜎𝑘𝑈[𝑧𝑝 + ℎ𝑈

3 (𝑧2
𝑝 − 1) + ℎ𝑈

4 (𝑧3
𝑝 − 3𝑧𝑝)]. (49)
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The lower branch requires a different quantile evaluation because its density in [26] is 
constructed from a first-order approximate inverse of the cubic map. Using the Winterstein-
calibrated coefficients ℎ𝐿

3 , ℎ𝐿
4 , and 𝑘𝐿 from Equations (6) and (7) [26,27], let 𝑦𝐿

𝑝  denote the 
admissible real solution, continuously connected to 𝑦𝐿

𝑝 = 𝑧𝑝 in the Gaussian limit, of

𝑧𝑝 = 𝑦𝐿
𝑝 − ℎ𝐿

3 [(𝑦𝐿
𝑝)

2
− 1] − ℎ𝐿

4 [(𝑦𝐿
𝑝)

3
− 3𝑦𝐿

𝑝]. (50)

Under the lower-branch admissibility condition in Equation (10), the approximate 
inverse in Equation (50) is monotone, so this real solution is unique. Since Equation (50) is 
cubic in 𝑦𝐿

𝑝 , its root is obtained algebraically. The corresponding lower-branch quantile on 
the physical scale is

𝑄𝐿
𝑝(𝑋) = 𝜇 + 𝜎𝑘𝐿𝑦𝐿

𝑝 . (51)

Equation (45) of [26] instead inserts 𝑧𝑝 directly into the forward cubic map also for 
the lower branch. In that branch, the resulting explicit expression provides a first-order 
approximation to the inversion in Equation (50) and may be adequate in a small-departure 
regime. The present calculations use Equations (50) and (51) because they retain consistency 
with the approximate lower-branch density adopted from [26].

The completed quantile used in the present study is therefore defined branch by
branch as

𝑄∗
𝑝(𝑋) =

{


𝑄𝐿
𝑝(𝑋), 𝛼4 < 𝑙𝑜𝑤𝐵𝜀(𝑎),

𝑄𝐺
𝑝 (𝑋), 𝑙𝑜𝑤𝐵𝜀(𝑎) ≤ 𝛼4 ≤ 𝑢𝑝𝐵(𝑎), 0 < 𝑎 ≤ 0.5,

𝑄𝑈
𝑝 (𝑋), 𝛼4 > 𝑢𝑝𝐵(𝑎),

𝜇 + 𝜎𝑧𝑝 𝑎 = 0, 𝛼4 = 3.

(52)

At the Gaussian point 𝑎 = 0 and 𝛼4 = 3, the last line of Equation (52) is the common 
limit of the lower- and upper-branch expressions.

The boundary anchoring of the gap branch is imposed at the coefficient level, as speci-
fied in Section 2.4. Because the lower branch adopted from [26] is based on an approximate 
inverse construction whereas the gap branch uses a forward polynomial map, exact equality 
of their quantiles at the lower boundary is not imposed.

In the numerical sections below, the same completed quantile is evaluated from esti-
mated four-moment parameters. When the four-moment parameters are written explicitly, 
the notation 𝑄∗

𝑟(𝜇, 𝜎, 𝛼3, 𝛼4) denotes the completed quantile defined by Equation (52), eval-
uated at probability level 𝑟 for a variable with mean 𝜇, standard deviation 𝜎 , skewness 𝛼3, 
and kurtosis 𝛼4.

3. Quantile-Oriented Sensitivity Indices and Their LCTE Form
Let Y denote the scalar model output and let 𝑝 ∈ (0, 1) be the target quantile level. 

The quantile function of 𝑌 is denoted by 𝑄𝑌(𝑟), where 𝑟 ∈ (0, 1). In the contrast-based 
framework introduced by Fort, Klein, and Rachdi [7], quantile-oriented sensitivity indices 
are derived from the quantile contrast. Maume-Deschamps and Niang later showed that the 
same indices can be rewritten in terms of conditional tail expectation [9]. In the notation of 
the present paper, the equivalent representation is expressed through the quantile deviation 
𝛥𝑝(𝑌), denoted by 𝑙 in [28].

3.1. Lower and Upper Conditional Tail Expectations
The lower conditional tail expectation and the upper conditional tail expectation of 𝑌

at level 𝑝 are defined as

𝐿𝐶𝑇𝐸𝑝(𝑌) = (
1
𝑝)∫

𝑝

0
𝑄𝑌(𝑟)𝑑𝑟, (53)
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𝑈𝐶𝑇𝐸𝑝(𝑌) = (
1

1 − 𝑝)∫
1

𝑝
𝑄𝑌(𝑟)𝑑𝑟. (54)

The quantile deviation 𝑙 was introduced as the distance between the two tail centroids 
in [19] and subsequently expressed as the difference between the superquantile and sub-
quantile in [28]. The superquantile is also known as conditional value-at-risk (CVaR) [29]. 
In the present paper, 𝛥𝑝(𝑌) denotes the same quantity as 𝑙 in [28], with 𝑝 replacing α to 
avoid confusion with 𝛼3 and 𝛼4 from Section 2.

𝛥𝑝(𝑌) = 𝑈𝐶𝑇𝐸𝑝(𝑌) − 𝐿𝐶𝑇𝐸𝑝(𝑌). (55)

For any integrable random variable 𝑌, the mean value can be decomposed into the 
weighted average of the two tail expectations:

𝐸(𝑌) = 𝑝 𝐿𝐶𝑇𝐸𝑝(𝑌) + (1 − 𝑝)𝑈𝐶𝑇𝐸𝑝(𝑌) (56)

Combining Equations (55) and (56) yields the identities

𝐸(𝑌) − 𝐿𝐶𝑇𝐸𝑝(𝑌) = (1 − 𝑝)𝛥𝑝(𝑌), (57)

𝑈𝐶𝑇𝐸𝑝(𝑌) − 𝐸(𝑌) = 𝑝 𝛥𝑝(𝑌). (58)

These equalities are the key to the equivalence between the LCTE-based represen-tation 
of Maume-Deschamps and Niang [9] and the quantile deviation representation adopted 
in [28].

3.2. First-Order and Total Contrast Indices
For an input random variable 𝑋𝑖, let 𝛥𝑝(𝑌|𝑋𝑖) denote the conditional quantile deviation. 

The first-order quantile-oriented sensitivity index can then be written as

𝑆𝑄
𝑖 (𝑝) = 1 −

𝐸(𝛥𝑝(𝑌|𝑋𝑖))
𝛥𝑝(𝑌) . (59)

Applying Equation (57) to 𝑌|𝑋𝑖  and using 𝐸(𝐸(𝑌|𝑋𝑖)) = 𝐸(𝑌) gives the
LCTE-based form

𝑆𝑄
𝑖 (𝑝) = 1 −

𝐸(𝑌) − 𝐸(𝐿𝐶𝑇𝐸𝑝(𝑌|𝑋𝑖))
𝐸(𝑌) − 𝐿𝐶𝑇𝐸𝑝(𝑌) . (60)

Therefore, the first-order contrast index in [28] and the first-order quantile-oriented 
index written through conditional tail expectation in [9] are numerically identical. They 
differ only in their analytical representation.

Let 𝑋∼𝑖 denote the set of all input random variables except 𝑋𝑖, and let 𝛥𝑝(𝑌|𝑋∼𝑖) denote 
the corresponding conditional quantile deviation. Then the total index is written as

𝑆𝑄
𝑇𝑖(𝑝) =

𝐸(𝛥𝑝(𝑌|𝑋∼𝑖))
𝛥𝑝(𝑌) . (61)

Again, using Equation (57), the total index can be rewritten as

𝑆𝑄
𝑇𝑖(𝑝) =

𝐸(𝑌) − 𝐸(𝐿𝐶𝑇𝐸𝑝(𝑌|𝑋∼𝑖))
𝐸(𝑌) − 𝐿𝐶𝑇𝐸𝑝(𝑌) . (62)

The first-order and total indices expressed through 𝛥𝑝(𝑌) in [28] coincide with the 
corresponding LCTE-based quantile-oriented contrast indices. The original contrast-based 
framework is due to Fort, Klein, and Rachdi [7], while the explicit reformulation through 
conditional tail expectation was first published by Maume-Deschamps and Niang [9]. 
Equations (60) and (62) are the two LCTE-based forms used in the present paper.
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4. Numerical Evaluation of the Hermite–LCTE Procedure
Several numerical strategies may be used to evaluate the LCTE-based representations 

in Equations (60) and (62). In the present work, these expectations are approximated 
by a nested Monte Carlo procedure combined with the completed Hermite quantile from 
Section 2. This combination is hereafter referred to as the Hermite–LCTE procedure and pro-
vides the computational framework for the numerical experiments reported in this paper.

4.1. Moment-Parameterised Hermite Approximation of Conditional Distributions
Let C denote the conditioning state. In the unconditional case, C is empty. For the 

first-order index, C corresponds to fixing one input value, 𝑋𝑖 = 𝑥𝑖. For the total index, 
C corresponds to fixing the complementary vector 𝑋∼𝑖 = 𝑥∼𝑖, where 𝑋∼𝑖 denotes the set 
of all input variables except 𝑋𝑖. For each conditioning state, a Monte Carlo sample of 𝑌𝐶
is generated and used to estimate the mean, standard deviation, skewness, and kurtosis 
according to the definitions in Section 2.1.

The corresponding Hermite-based approximation of the conditional quantile function 
is written as

𝑄̂𝑟(𝑌𝒞) = 𝑄∗
𝑟(𝜇̂𝒞 , 𝜎̂𝒞 , ˆ𝛼3,𝒞 , ˆ𝛼4,𝒞), 0 < 𝑟 < 1. (63)

Here, 𝑄∗
𝑟(𝜇, 𝜎, 𝛼3, 𝛼4) is the completed Hermite quantile from Section 2.6, parameterised 

by the four listed estimated moments. These parameters define the input moment state 
and do not generally imply exact matching of all four realised moments. The subscript C 
indicates that the moment parameters are estimated under the conditioning state C.

4.2. Numerical Evaluation of LCTE
The lower conditional tail expectation in Equation (53) is evaluated by a midpoint 

approximation of the quantile integral. For a target probability level 𝑝, the integral is 
approximated by the arithmetic mean of 𝑁𝑝 conditional quantiles evaluated at the midpoint 
probability levels 𝑟𝑗

ˆ𝐿𝐶𝑇𝐸𝑝(𝑌𝒞) =
1

𝑁𝑝

𝑁𝑝

∑
𝑗=1

𝑄̂𝑟𝑗
(𝑌𝒞). (64)

where the midpoint levels are

𝑟𝑗 = (𝑗 −
1
2)

𝑝
𝑁𝑝

, 𝑗 = 1, … , 𝑁𝑝. (65)

The integer 𝑁𝑝 is the number of midpoint levels on the interval (0, 𝑝).
An important computational feature of Equation (64) is that it requires only evaluations 

of the completed Hermite quantile in Equation (63). Since this quantile is available in closed 
form, the one-dimensional numerical inversion required for evaluation of the Hermite 
density is not invoked in the numerical evaluation of the indices in Equations (60) and (62).

For the upper and gap branches, the probability integral in Equation (53) can also be 
evaluated analytically. Substitution of the corresponding polynomial quantile and a change 
of variable 𝑟 = 𝛷(𝑧) give

ˆ𝐿𝐶𝑇𝐸𝑝(𝑌𝒞) = 𝜇̂𝐶 − 𝜎̂𝐶𝑘
𝜙(𝑧𝑝)

𝑝 [1 + ℎ3𝑧𝑝 + ℎ4(𝑧𝑝
2 − 1) + 𝜂(𝑧𝑝

4 − 6𝑧𝑝
2 + 3)]. (66)

Here, 𝑘, ℎ3, ℎ4, and 𝜂 are the coefficients of the active upper or gap branch, with 𝜂 = 0
for the upper branch. Although the analytical expression removes the probability-level 
quadrature in the applicable branches, its effect on the total runtime is limited because 
conditional-moment estimation remains dominant. For the lower branch, and uniformly 
for all Hermite–LCTE estimates reported in Section 5, Equation (64) is used.
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4.3. Nested Estimation of First-Order and Total Indices
The first-order index in Equation (60) is estimated by averaging conditional LCTE 

values over 𝑁𝑜 outer realisations of 𝑋𝑖. Let 𝑥𝑖,𝓁  be the ℓ-th outer realisation of 𝑋𝑖, and let
us define

𝐿(1)
𝑖,𝑝 =

1
𝑁𝑜

𝑁𝑜

∑
𝓁=1

ˆ𝐿𝐶𝑇𝐸𝑝(𝑌|𝑋𝑖 = 𝑥𝑖,𝓁). (67)

Similarly, for the total index, let 𝑥∼𝑖,𝓁  be the ℓ-th outer realisation of 𝑋∼𝑖, and let
us define

𝐿(𝑇)
𝑖,𝑝 =

1
𝑁𝑜

𝑁𝑜

∑
𝓁=1

ˆ𝐿𝐶𝑇𝐸𝑝(𝑌|𝑋∼𝑖 = 𝑥∼𝑖,𝓁). (68)

Using these averaged conditional LCTE values, the estimators corresponding to
Equations (60) and (62) are

ˆ𝑆𝑄
𝑖 (𝑝) = 1 −

𝐸̂(𝑌) − 𝐿(1)
𝑖,𝑝

𝐸̂(𝑌) − ˆ𝐿𝐶𝑇𝐸𝑝(𝑌)
. (69)

ˆ𝑆𝑄
𝑇𝑖(𝑝) =

𝐸̂(𝑌) − 𝐿(𝑇)
𝑖,𝑝

𝐸̂(𝑌) − ˆ𝐿𝐶𝑇𝐸𝑝(𝑌)
. (70)

For each outer realisation, the conditional four-moment parameters entering Equation (63) 
are estimated from 𝑁𝑖𝑛 inner Monte Carlo model runs. The corresponding unconditional 
moment parameters are estimated from 𝑁𝑏𝑎𝑠𝑒 Monte Carlo model runs. The numerical values 
of 𝑁𝑏𝑎𝑠𝑒, 𝑁𝑜, 𝑁𝑖𝑛, 𝑁𝑝 are specified with the benchmark calculations.

The propagation of approximation errors through the Hermite–LCTE procedure can 
be expressed explicitly. For a conditioning state 𝐶 defined in Section 4.1, let 𝑄𝑟(𝑌𝐶) denote 
the exact conditional quantile, while 𝑄̂𝑟(𝑌𝐶) denotes its Hermite approximation from
Equation (63). Applying the triangle inequality to the LCTE definition in Equation (53) 
and its numerical approximation in Equation (64) gives the following:

| ˆLCTE𝑝(𝑌𝐶) − LCTE𝑝(𝑌𝐶)| ≤
|



1
𝑁𝑝

𝑁𝑝

∑
𝑗=1

𝑄̂𝑟𝑗
(𝑌𝐶) −

1
𝑝∫

𝑝

0
𝑄̂𝑟(𝑌𝐶) d𝑟

|


+

1
𝑝∫

𝑝

0
|𝑄̂𝑟(𝑌𝐶) − 𝑄𝑟(𝑌𝐶)|d𝑟 (71)

The first term on the right-hand side represents midpoint-quadrature error within 
the fitted Hermite model. This error can be assessed without knowing the true response 
distribution, using the analytical expression in Equation (66) where applicable or a refined 
numerical quadrature. The second term represents the integrated absolute error of the 
Hermite quantile approximation, including the effect of estimated moments. This term 
generally requires independent information about the true conditional distribution and 
cannot be evaluated directly in applications where that distribution is unknown.

The propagation of these errors into the QOSA indices follows from Equations (60), 
(62), (69) and (70). Define 𝐿(1)

𝑖,𝑝 = E[LCTE𝑝(𝑌 ∣ 𝑋𝑖)] and 𝐿(𝑇)
𝑖,𝑝 = E[LCTE𝑝(𝑌 ∣ 𝑋∼𝑖)] as 

the exact counterparts of the numerical averages 𝐿(1)
𝑖,𝑝  and 𝐿(𝑇)

𝑖,𝑝  in Equations (67) and (68). 
Subtracting the exact and estimated index expressions and applying the triangle inequality 
yields the following:

| ˆ𝑆𝑄
𝑖 (𝑝) − 𝑆𝑄

𝑖 (𝑝)| ≤
|𝐿(1)

𝑖,𝑝 − 𝐿(1)
𝑖,𝑝 | + |𝑆𝑄

𝑖 (𝑝)||𝐸̂(𝑌) − 𝐸(𝑌)| + |1 − 𝑆𝑄
𝑖 (𝑝)|| ˆLCTE𝑝(𝑌) − LCTE𝑝(𝑌)|

𝐸̂(𝑌) − ˆLCTE𝑝(𝑌)
(72)

| ˆ𝑆𝑄
𝑇𝑖(𝑝) − 𝑆𝑄

𝑇𝑖(𝑝)| ≤
|𝐿(𝑇)

𝑖,𝑝 − 𝐿(𝑇)
𝑖,𝑝 | + |1 − 𝑆𝑄

𝑇𝑖(𝑝)||𝐸̂(𝑌) − 𝐸(𝑌)| + |𝑆𝑄
𝑇𝑖(𝑝)|| ˆLCTE𝑝(𝑌) − LCTE𝑝(𝑌)|

𝐸̂(𝑌) − ˆLCTE𝑝(𝑌)
(73)
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These bounds hold when the exact (without hats) and estimated (with hats) denomi-
nators are positive. They describe how errors in the unconditional mean, unconditional 
LCTE, and averaged conditional LCTE values propagate into the first-order and total QOSA 
indices. In engineering applications with unknown response distributions, the bounds are 
generally not directly computable because the exact reference quantities are unavailable. 
However, the quadrature error and Monte Carlo variability can be assessed numerically. The 
analytical benchmarks, repeated Monte Carlo computations, and distributional reference 
cases in Sections 5 and 6 and Appendix D provide complementary assessments of these 
error sources.

4.4. Tail-Hardness Screening Indicator
The estimates in Equations (69) and (70) inherit the accuracy of the four-moment 

Hermite approximation in the target tail. To obtain a compact a priori diagnostic, we use 
the heuristic tail-hardness indicator

𝐻𝑝 = |𝑧𝑝|√𝛼2
3 + |𝛼4 − 3|, 𝑧𝑝 = 𝛷−1(𝑝). (74)

In the computations, 𝐻̂𝑝 is evaluated from the estimated unconditional skewness ˆ𝛼3
and kurtosis ˆ𝛼4 into Equation (74). The factor |𝑧𝑝| measures the depth of the target tail, 
while 𝛼3 and 𝛼4 − 3 quantify the departure from the Gaussian shape through skewness and 
excess kurtosis. Smaller values of 𝐻𝑝 suggest a milder approximation regime. Larger values 
suggest potentially greater difficulty in target-tail approximation, for which an additional 
benchmark, direct Monte Carlo verification, or an alternative tail approximation may be 
advisable. The indicator should therefore be interpreted as a screening diagnostic rather 
than as a rigorous error bound.

5. Benchmark Validation and Engineering Comparison
This section evaluates the Hermite–LCTE procedure using two analytically tractable 

benchmarks and one engineering comparison. Sections 5.1 and 5.2 examine mild and hard 
tail approximation regimes at 𝑝 = 0.0012, respectively. Section 5.3 uses 𝑝 = 0.001 to enable 
direct comparison with the previously published quantile-oriented sensitivity analysis [28]. 
The Monte Carlo and quadrature settings shared by all three examples are summarised in 
Table 1.

Table 1. Monte Carlo and quadrature settings shared by all numerical examples.

Symbol Value Meaning

𝑁𝑑𝑖𝑎𝑔 200,000 independent sample for 𝜇̂, 𝜎̂ , ˆ𝛼3, ˆ𝛼4 and 𝐻̂𝑝
𝑁𝑏𝑎𝑠𝑒 1,200,000 unconditional sample size for moment estimation
𝑁𝑜 2000 outer conditioning states
𝑁𝑖𝑛 160,000 inner sample size for one conditioning state
𝑁𝑝 384 midpoint levels for LCTE integration

𝑁𝑑𝑖𝑎𝑔 is used only for the unconditional moment diagnostics.

The index estimates are obtained via the nested Monte Carlo procedure described in 
Section 4.

5.1. Shifted Sinh Benchmark
The first benchmark is a mildly nonlinear monotone transformation of a Gaussian 

linear combination,

𝑌1 = 5 +sinh(0.15 + 0.25 𝑋1 + 0.15 𝑋2 + 0.07 𝑋3 + 0.03 𝑋4). (75)
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The input variables are mutually independent and satisfy 𝑋𝑖 ∼ 𝑁(0, 1), 𝑖 = 1, … , 4. 
This benchmark provides a suitable validation case because the response is weakly non-
Gaussian and admits an analytical solution. The corresponding closed-form expressions 
are given in Appendix B.

The diagnostic quantities for the shifted sinh benchmark are reported in Table 2. 
The analytical values are obtained from Appendix B. The numerical estimates are com-
puted from the independent diagnostic sample specified in Table 1. The estimated value
𝐻̂𝑝 = 2.0508 indicates a mild tail-hardness regime.

Table 2. Unconditional diagnostics for the shifted sinh benchmark at 𝑝 = 0.0012.

Quantity Numerical Estimate Analytical Value Abs. Diff.

𝐸(𝑌1) 5.1570693915 5.1575562418 0.0004868503
𝜎(𝑌1) 0.3188262901 0.3192596744 0.0004333843
𝛼3(𝑌1) 0.1453150358 0.1473591562 0.0020441204
𝛼4(𝑌1) 3.4352643994 3.4475337369 0.0122693375

𝐻𝑝 2.0507778022 2.0794875490 0.0287097468

The empirical histogram was compared with the Hermite density and the Gaussian 
density fitted to the first two moments. The Hermite curve follows the histogram slightly 
more closely near the peak and in the adjacent tails, see Figure 3.

Figure 3. A histogram of the shifted sinh benchmark based on 2 × 105  Monte Carlo realisations, 
compared with the completed Hermite and Gaussian probability density functions.

A direct comparison with the exact shifted sinh distribution confirms the close fit 
visible in Figure 3. Using the numerical moment estimates in Table 2, the maximum 
absolute difference between the exact shifted sinh distribution function and the fitted 
Hermite distribution function is 0.00131. This value is used here as a direct descriptive 
measure of the CDF approximation error. Together with the small value of 𝐻𝑝, the result 
identifies the shifted sinh benchmark as a mild tail approximation case.

The numerical estimates of the first-order and total indices are compared with the 
analytical reference values in Table 3.

The input ranking is reproduced correctly for both the first-order and total indices. 
The dominant influence of 𝑋1 is captured very accurately. The agreement remains good for 
𝑋2 and 𝑋3, while the relative difference is naturally larger for 𝑆𝑄

4 , whose exact value is very 
small. The absolute differences remain small for all indices.

https://doi.org/10.3390/math14214045

https://doi.org/10.3390/math14214045


Mathematics 2026, 14, 4045 16 of 37

Table 3. Sensitivity indices for shifted sinh benchmark at p = 0.0012.

Input ^
S
Q

i
SQ
i Abs. Diff. ^

S
Q

Ti
SQ
Ti Abs. Diff.

𝑋1 0.4707404780 0.4707413749 0.0000008969 0.8100867083 0.8084743270 0.0016123813
𝑋2 0.1514333968 0.1504708164 0.0009625804 0.4736939293 0.4701530621 0.0035408672
𝑋3 0.0295386698 0.0318015136 0.0022628438 0.2148794568 0.2181289820 0.0032495252
𝑋4 0.0067183075 0.0058075181 0.0009107894 0.0956602938 0.0938228496 0.0018374442

ˆ𝑆𝑄
𝑖 , ˆ𝑆𝑄

𝑇𝑖 are computed numerically; 𝑆𝑄
𝑖 , 𝑆𝑄

𝑇𝑖 are computed analytically, see Appendix B.

The shifted sinh benchmark represents a mild regime for the completed four-moment 
Hermite approximation. The response is nonlinear and non-Gaussian, yet the skew-
ness and kurtosis remain moderate. In this regime, the nested Monte Carlo estima-
tors in Equations (69) and (70) agree well with the analytical solution. The results for 
Equation (75) therefore support the numerical accuracy of the Hermite–LCTE procedure 
in this mild regime.

5.2. Exponential Tail-Hardness Benchmark
The second benchmark is a monotone exponential transformation of a Gaussian 

linear combination,

𝑌2 = exp(0.40𝑋1 + 0.20𝑋2 + 0.10𝑋3 + 0.05𝑋4). (76)

The inputs are mutually independent and satisfy 𝑋𝑖 ∼ 𝑁(0, 1), 𝑖 = 1, … , 4. This 
benchmark is analytically tractable because the linear combination in Equation (76) is 
Gaussian and 𝑌2 is lognormally distributed. Compared with the shifted sinh benchmark, 
the response is substantially more skewed and has a heavier right tail. The benchmark 
is therefore used as a stress test of tail approximation performance. The corresponding 
closed-form expressions are given in Appendix C.

The unconditional diagnostics are reported in Table 4. The analytical value 𝐻𝑝 = 8.1413 
and the numerical estimate 𝐻̂𝑝 = 8.3354 are much larger than in the shifted sinh benchmark. 
This indicates a hard regime for the four-moment Hermite approximation at the target level 
𝑝 = 0.0012.

Table 4. Unconditional diagnostics for the exponential benchmark at 𝑝 = 0.0012.

Quantity Numerical Estimate Analytical Value Abs. Diff.

𝐸(𝑌2) 1.1115794561 1.1120998667 0.0005204106
𝜎(𝑌2) 0.5415819481 0.5411324294 0.0004495187
𝛼3(𝑌2) 1.6039037771 1.5749656687 0.0289381084
𝛼4(𝑌2) 7.9669493269 7.7119093083 0.2550400186

𝐻𝑝 8.3353707479 8.1412783494 0.1940923985

The histogram further confirms the tail-hard nature of this benchmark. The completed 
Hermite density shifts the approximation toward the observed skewness, but it does not re-
produce the modal region and the asymmetric right-tail decay sufficiently well, as shown in 
Figure 4. The mismatch is also structural, because 𝑌2 has strictly positive lognormal support, 
whereas the Hermite and Gaussian approximations are not constrained to positive values.

A direct comparison with the exact lognormal distribution confirms the lack of fit 
visible in Figure 4. Using the numerical moment estimates in Table 4, the maximum absolute 
difference between the exact lognormal distribution function and the fitted Hermite distri-
bution function is 0.0783. This direct CDF discrepancy, together with the large estimated 
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value 𝐻𝑝 and the visual mismatch in Figure 4, identifies the exponential benchmark as a 
hard tail approximation case.

Figure 4. A histogram of the exponential benchmark based on 2 × 105  Monte Carlo realisations, 
compared with the completed Hermite and Gaussian probability density functions.

The numerical estimates of the first-order and total indices are compared with the 
analytical reference values in Table 5.

Table 5. Sensitivity indices for exponential benchmark at p = 0.0012.

Input ^
S
Q

i
SQi Abs. Diff. ^

S
Q

Ti
SQTi Abs. Diff.

𝑋1 0.6552396083 0.3236467683 0.3315928400 0.7802568151 0.9378155590 0.1575587439
𝑋2 0.1797764516 0.0452940888 0.1344823628 0.2992308352 0.6150960958 0.3158652606
𝑋3 0.0524559316 0.0102452181 0.0422107135 0.1435392551 0.3553361681 0.2117969130
𝑋4 0.0188420863 0.0025018177 0.0163402686 0.0776110082 0.1913437622 0.1137327540

ˆ𝑆𝑄
𝑖 , ˆ𝑆𝑄

𝑇𝑖 are computed numerically; 𝑆𝑄
𝑖 , 𝑆𝑄

𝑇𝑖 are analytical reference values from Appendix C.

The quantitative agreement with the analytical reference values is substantially weaker 
than in the shifted sinh benchmark. The first-order indices are overestimated, while the 
total indices are underestimated. This behaviour is consistent with the poor Hermite fit in 
Figure 4 and with the large tail-hardness indicator in Table 4. Nevertheless, the ranking of 
the inputs is correctly reproduced for both the first-order and total indices,

𝑋1 > 𝑋2 > 𝑋3 > 𝑋4. (77)

The exponential benchmark therefore demonstrates both the limitation and the diag-
nostic value of the Hermite–LCTE procedure. In a hard regime, the completed four-moment 
Hermite approximation may no longer provide accurate numerical values of the quantile-
oriented indices. However, the large value of 𝐻𝑝, the visual mismatch in Figure 4, and the 
large direct CDF discrepancy provide an advance warning of reduced accuracy before the 
sensitivity indices are interpreted. The benchmark therefore supports the use of 𝐻𝑝 as an 
initial warning indicator for hard tail approximation regimes.

5.3. Resistance of a Compressed Steel Member
The engineering example considers the resistance of a compressed hot-rolled steel mem-

ber previously analysed by quantile-oriented sensitivity analysis in [28]. Those results pro-
vide an independent numerical comparison. The example tests whether the Hermite–LCTE 
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procedure reproduces the dominant sensitivity structure of a structural resistance model 
governed by material strength, elastic stability, initial geometrical imperfection, and cross-
sectional variability. The target level 𝑝 = 0.001 was retained from that comparison.

The initial out-of-straightness is represented by a single sine half-wave with signed 
midspan amplitude 𝑒0. Under the axial force 𝑅, the deflected axis is assumed to retain this 
mode, while its amplitude is increased by second-order amplification,

𝑤0(𝑥) = 𝑒0sin(
𝜋𝑥
𝐿 ), 𝑤(𝑥; 𝑅) =

𝑒0

1 − 𝑅
𝐹cr

sin(
𝜋𝑥
𝐿 ), (78)

where 𝐿 is the member length, 𝑒0 is the initial imperfection amplitude, and 𝐹𝑐𝑟 is Euler’s 
critical load. For 𝑅 < 𝐹cr, the resistance is defined by first attainment of the yield strength 𝑓𝑦
at the most compressed point of the midspan cross-section:

𝑅
𝐴 +

𝑅|𝑒0|

𝑊𝑧(1 − 𝑅
𝐹cr

)
= 𝑓𝑦, 𝑅 < 𝐹𝑐𝑟 (79)

For the doubly symmetric I section, the cross-sectional area and second moment of 
area are

𝐴 = 2𝑏𝑡2 + 𝑡1(ℎ − 2𝑡2), 𝐼𝑧 =
2𝑡2𝑏3 + (ℎ − 2𝑡2)𝑡3

1
12 . (80)

The corresponding section modulus and Euler load are

𝑊𝑧 =
2𝐼𝑧
𝑏 , 𝐹cr =

𝜋2𝐸𝑠𝐼𝑧
𝐿2 . (81)

The symbol 𝐸𝑠 denotes Young’s modulus and distinguishes it from the expectation 
operator 𝐸(⋅). To avoid subtractive cancellation in the direct evaluation of the smaller 
quadratic root, we introduce

Γ𝑅 = 𝐴𝑓𝑦𝑊𝑧 + 𝐹cr(𝑊𝑧 + 𝐴|𝑒0|). (82)

The smaller positive root of Equation (79) can then be evaluated as

𝑅 =
2𝐴𝑓𝑦𝐹cr𝑊𝑧

Γ𝑅 + √Γ2
𝑅 − 4𝐴𝑓𝑦𝐹cr𝑊2

𝑧

. (83)

Equation (83) is the rationalised form of the smaller root of Equation (79) and is 
algebraically identical to the resistance function used in [28]. Equation (78) displays the 
second-order amplification of the initial imperfection, while Equation (79) states the yield 
condition defining the resistance. Residual stresses are not included, which is a common 
simplification in idealised analytical models of elastic structural response (see, e.g., [28,30]).

The selected model is an HEA 180 member made of S235 steel, with 𝐿 = 4.244 m, 
ℎ = 171 mm, and 𝑡1 = 6 mm. The stochastic input vector is ordered as

(𝑋1, 𝑋2, 𝑋3, 𝑋4, 𝑋5) = (𝑓𝑦, 𝐸𝑠, 𝑒0, 𝑡2, 𝑏). (84)

The five inputs are mutually independent Gaussian random variables. The mean and 
standard deviation pairs, adopted unchanged from [28], are 297.3 MPa and 16.8 MPa for 𝑓𝑦, 
210 GPa and 10 GPa for 𝐸𝑠, 0 and 𝐿/1960 for 𝑒0, 9.5 mm and 0.436 mm for 𝑡2, and 180 mm 
and 1.776 mm for 𝑏. At these parameter values, the Gaussian models for 𝑓𝑦, 𝐸𝑠, 𝑡2, and 𝑏
assign negligible probability to non-positive realisations.

The estimators in Equations (69) and (70) were evaluated with the numerical settings 
in Table 1. Ten independent runs were performed to quantify the repeatability of the 
complete calculation. In each run, the unconditional diagnostics were evaluated from the 
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independent 𝑁diag sample specified in Table 1. Their means and sample standard deviations 
are reported in Table 6.

Table 6. Unconditional diagnostics for the compressed-member resistance at 𝑝 = 0.001.

Quantity Mean Numerical Estimate Sample Standard
Deviation

𝐸(𝑅) 914.3786906478 kN 0.1841439847 kN
𝜎(𝑅) 97.5096521435 kN 0.1516700103 kN
𝛼3(𝑅) 0.1572191330 0.0052329859
𝛼4(𝑅) 2.7961877707 0.0107093069

𝐻𝑝 1.4770493710 0.0319151008
Each row gives the mean and sample standard deviation from ten independent runs.

The mean tail-hardness estimate of 𝐻𝑝 = 1.4770 identifies the resistance response as a 
mild case. The small sample standard deviations in Table 6 show that the unconditional 
moment characteristics are estimated consistently across the ten runs.

The corresponding estimates of the first-order and total quantile-oriented indices are 
reported in Table 7.

Table 7. Quantile-oriented sensitivity indices for compressed-member resistance at p = 0.001.

Input
Mean of

^
S
Q

i

Sample Standard

Deviation of 
^
S
Q

i

Mean of
^
S
Q

Ti

Sample Standard

Deviation of 
^
S
Q

Ti

𝑓𝑦 0.0258478584 0.0023892716 0.2831883278 0.0090857128
𝐸𝑠 0.0511671560 0.0020853271 0.4016962476 0.0077264611
𝑒0 0.3483786862 0.0028634364 0.6008544303 0.0070400608
𝑡2 0.1071594102 0.0041651076 0.4712172664 0.0056980519
𝑏 0.0308555975 0.0022702591 0.2608587676 0.0076846303

Each row gives the mean and sample standard deviation from ten independent runs.

The mean first-order estimates give the ranking 𝑒0 > 𝑡2 > 𝐸𝑠 > 𝑏 > 𝑓𝑦. Their sum is 
0.5634087, leaving 1 − 0.5634087 = 0.4365913 as the unresolved aggregate higher-order 
contribution. The mean total index estimates give the ranking 𝑒0 > 𝑡2 > 𝐸𝑠 > 𝑓𝑦 > 𝑏, with 𝑒0
remaining dominant. The contrast between first-order and total effects is strongest for 𝐸𝑠
and 𝑡2. Their mean first-order estimates are 0.0512 and 0.1072, compared with mean total 
estimates of 0.4017 and 0.4712. The corresponding differences of 0.3505 and 0.3641 indicate 
substantial involvement of these inputs in higher-order effects.

Figure 5 displays the same estimates. The left panel shows the mean first-order indices 
and a single grey sector representing the unresolved aggregate higher-order contribution. 
This contribution is not decomposed into individual interaction terms because the present 
procedure evaluates first-order and total indices only. The right panel shows the mean total 
indices from the ten runs.

The reference calculation in [28] used randomised Latin hypercube sampling (LHS) 
with 2000 outer conditioning states and four million inner runs. At 𝐿 = 4.244 m, the 
corresponding first-order indices are 0.33 for 𝑒0 and 0.08 for 𝑡2, compared with 0.3484 and 
0.1072 in Table 7. Both calculations identify 𝑒0 and 𝑡2 as the two dominant first-order inputs 
and give comparable magnitudes.

The engineering comparison shows stable Hermite–LCTE estimates with mean
𝐻𝑝 ≈ 1.5, consistent with a mild tail-hardness regime, and reproduces the two dominant 
first-order effects reported by the earlier randomised Latin hypercube calculation in [28]. 

https://doi.org/10.3390/math14214045

https://doi.org/10.3390/math14214045


Mathematics 2026, 14, 4045 20 of 37

The differences between the total and first-order indices indicate higher-order involvement 
of all five inputs, most strongly for 𝑡2 and 𝐸𝑠.

  
(a) (b) 

Figure 5. Quantile-oriented sensitivity indices for compressed-member resistance at 𝑝 = 0.001 and 
𝐿 = 4.244 m: (a) mean first-order indices and unresolved aggregate higher-order contribution;
(b) mean total indices from ten independent runs.

6. Additional Numerical Assessment
6.1. Gap Branch Usage and Lower-Boundary Sensitivity

To assess how frequently the completed branch is used in the numerical examples, 
conditional moment states were classified into the lower, gap, and upper branches. Each 
conditioning state was counted once, independently of the number of quantile evaluations 
required for LCTE integration. Table 8 reports the branch frequencies obtained from one 
diagnostic run of each example.

Table 8. Distribution of conditional moment states among three Hermite branches in representative 
numerical runs.

Example Lower Branch Gap Branch Upper Branch

Shifted sinh 758 (4.738%) 23 (0.144%) 15,219 (95.119%)
Exponential 0 (0%) 12 (0.075%) 15,988 (99.925%)

Steel member 12,740 (63.700%) 231 (1.155%) 7029 (35.145%)

In the compressed-member example, 225 of the 231 gap branch states occurred in the 
gap itself and six in the narrow lower collar. The gap branch was invoked in 6.10% of the 
conditioning states for the first-order index 𝑆𝑄

3  and 4.55% for the total index 𝑆𝑄
𝑇2. Thus, the 

completion is used during the evaluation of non-negligible sensitivity effects, rather than 
only in exceptional states associated with negligible indices.

The influence of the lower-boundary discontinuity was examined in a separate, inde-
pendent paired diagnostic calculation for the compressed steel member at 𝑝 = 0.001. Among 
2000 conditioning states per index, five states associated with 𝑆𝑄

3  and seven associated with 
𝑆𝑄

𝑇2 were located within the narrow lower collar. For the conditioning states associated 
with 𝑆𝑄

3  and 𝑆𝑄
𝑇2, the maximum absolute quantile jumps at the operational lower-collar 

boundary were 0.01156𝜎  and 0.08070𝜎 , respectively. The corresponding LCTE jumps were 
0.01634𝜎  and 0.11786𝜎 , where 𝜎  denotes the conditional standard deviation. Replacing the 
discontinuous transition with a continuous linear interpolation confined to the lower collar, 
while retaining identical conditional moment estimates, changed the two sensitivity indices 
by only 3.50×10−6 and 1.16×10−5, respectively. These changes correspond to approximately 
0.00103% and 0.00285% of the original index estimates (0.34162 and 0.40750, respectively).
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6.2. Computational Efficiency Benchmark
The computational performance of the Hermite–LCTE estimator was compared with 

direct nested Monte Carlo estimation using the shifted sinh benchmark, for which an-
alytical values of the sensitivity indices are available. The comparison considered the 
first-order and total indices associated with 𝑋1 at 𝑝 = 0.0012. Using the notation of Table 1, 
the unconditional sample size and the number of outer conditioning states were fixed at
𝑁𝑏𝑎𝑠𝑒 = 1.2 × 106 and 𝑁𝑜 = 2000, respectively, while the inner sample size (𝑁𝑖𝑛) was varied 
from 2 × 104 to 1.6 × 105.

For the direct Monte Carlo estimator, the conditional p-quantile was estimated by the 
order statistic of rank 𝑁𝑡𝑎𝑖𝑙, where 𝑁𝑡𝑎𝑖𝑙 = 𝑝 𝑁𝑖𝑛, following [18], and the corresponding 
LCTE was evaluated as the arithmetic mean of the 𝑁𝑡𝑎𝑖𝑙 smallest response values. The order 
statistic was obtained by an in-place implementation of Quickselect [31] rather than by a 
complete sort. Five independent paired runs were performed at each inner sample size. 
Within each pair, both estimators used identical random-number streams and therefore 
exactly the same simulated response samples.

Table 9 compares the computational time and accuracy of the two estimators. The 
root-mean-square error (RMSE) values [32] were evaluated against the analytical values 
𝑆𝑄

1 = 0.4707413749 and 𝑆𝑄
𝑇1 = 0.8084743270 in Table 3. For each estimator and inner sample 

size, RMSE was calculated over the five independent runs as the square root of the mean 
squared deviation of the estimated index from its analytical value.

Table 9. Paired computational comparison of Hermite–LCTE and direct nested Monte Carlo for the 
shifted sinh benchmark. Runtime values are means over five independent paired runs at each inner 
sample size. The RMSE values are calculated from the same five runs.

Nin Ntail
Model Evaluations for SQ1

+ SQT1

Mean Runtime,
Hermite/MC [s]

RMSE SQ1 ,
Hermite/MC

RMSE SQT1,
Hermite/MC

20,000 24 82.4 × 106 35.28/34.71 0.00611/0.00802 0.00418/0.00524
40,000 48 162.4 × 106 68.97/67.85 0.00320/0.00395 0.00224/0.00429
80,000 96 322.4 × 106 136.03/134.36 0.00279/0.00404 0.00578/0.00511
160,000 192 642.4 × 106 261.08/259.78 0.00217/0.00240 0.00262/0.00273

MC denotes direct nested Monte Carlo. For each estimator, the model evaluation count for the pair 
𝑆𝑄

1 + 𝑆𝑄
𝑇1 is 2𝑁𝑏𝑎𝑠𝑒 + 2𝑁𝑜𝑁𝑖𝑛. The direct Monte Carlo LCTE estimator used 𝑁𝑡𝑎𝑖𝑙 = 𝑝 𝑁𝑖𝑛 lower-tail 

observations in each conditional sample.

At a fixed inner sample size, the runtimes of the two estimators are very similar. This 
reflects the fact that both procedures use the same number of model evaluations and that 
the common model evaluation workload dominates the computational cost in the present 
benchmark. However, for computationally demanding models, the main potential of the 
four moment-based formulation lies in its integration with PCE [11], which enables the 
efficient estimation of the four required conditional moments, thereby reducing the number 
of direct evaluations of the original model.

Differences emerge when accuracy is considered together with sample size. At
𝑁𝑖𝑛 = 20,000 and 40,000, the Hermite–LCTE estimator gives lower RMSE values for both 𝑆𝑄

1
and 𝑆𝑄

𝑇1. At 𝑁𝑖𝑛 = 80,000, the Hermite estimator gives the lower RMSE for 𝑆𝑄
1 , whereas direct 

Monte Carlo gives the lower RMSE for 𝑆𝑄
𝑇1. At 𝑁𝑖𝑛 = 160,000, the differences are small and 

the Hermite estimator gives slightly lower RMSE values for both indices. Thus, the present 
benchmark indicates that the moment-based approximation can be more sample-efficient, 
achieving comparable accuracy with smaller inner samples and potentially benefiting fur-
ther from variance-reduction sampling schemes such as LHS or quasi-Monte Carlo sampling 
with Sobol’ sequences [1,18].
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For example, with 𝑁𝑖𝑛 = 40,000, the Hermite estimator required approximately 69 s for 
the two indices and produced RMSE values of 0.00320 and 0.00224. Direct Monte Carlo with 
𝑁𝑖𝑛 = 160,000 required approximately 260 s and produced corresponding RMSE values of 
0.00240 and 0.00273. The comparison therefore shows that a substantially smaller Hermite 
inner sample can provide errors of the same order as a much larger direct Monte Carlo 
sample in this mild non-Gaussian benchmark. This behaviour relies on an adequate Hermite 
approximation of the target tail and should not be extrapolated to hard approximation 
regimes such as the exponential benchmark.

The two implementations also differ in estimator-specific storage. The Hermite calcu-
lation accumulates the four response moments without retaining the simulated response 
sample, requiring approximately 200 bytes of estimator-specific state in the present im-
plementation. The direct Monte Carlo implementation retains the response sample for 
order-statistic evaluation and required 11.44 MiB (mebibytes) at the fixed unconditional 
sample size. These figures describe estimator-specific storage only and exclude executable, 
graphical user interface, random number generator, and general process overhead.

To expand the computational comparison, the first index 𝑆𝑄
1  was also evaluated by two 

non-parametric methods. The kernel estimator employed a Gaussian kernel for the condi-
tional distribution function according to [9], with bandwidth ℎ𝐾 = 𝑁−0.2

𝐾 , two independent 
global samples of size 𝑁𝐾, 2000 conditioning states, and 384 midpoint quantile levels for 
LCTE evaluation. Random forest (RF) QOSA was evaluated using the reference imple-
mentation of [22], utilising the direct contrast-minimisation estimator with leaf size-based 
weighting. A forest of 100 trees was used, along with three-fold cross-validation to select the 
leaf size from 20 logarithmically spaced candidates ranging from 5 to approximately 5000. 
The original sample was used for contrast evaluation (used_bootstrap_samples = False). 
RF used a single global sample of size 𝑁, which was reused during cross-validation. For 
both methods, five independent runs were performed with sample sizes of 20,000, 40,000, 
80,000, and 160,000.

Table 10 presents the smallest tested configuration for each estimator at which the 
RMSE of 𝑆𝑄

1  fell below 0.01. This common criterion allows the computational costs to 
be compared at a specified accuracy level. For Hermite–LCTE and direct MC, model 
evaluation counts and runtimes are listed for 𝑆𝑄

1  only, namely 𝑁𝑏𝑎𝑠𝑒 + 𝑁𝑜𝑁𝑖𝑛. The kernel 
estimator uses 2𝑁𝐾 model evaluations, whereas RF uses 𝑁, because cross-validation reuses 
the evaluated global sample. The memory values for the first three methods describe
estimator-specific storage.

Table 10. Computational comparison of four 𝑆𝑄
1  estimators for the shifted sinh benchmark. For each 

method, the smallest tested configuration with RMSE below 0.01 is reported. The results are based on 
five independent runs.

Method Configuration Model Evaluations Mean Runtime [s] RMSE SQ
1 Memory

Hermite–LCTE 𝑁𝑖𝑛 = 20,000 41.2 × 106 24.49 0.00611 ≈200 B
Direct nested MC 𝑁𝑖𝑛 = 20,000 41.2 × 106 24.42 0.00802 11.44 MiB
Kernel QOSA [9] 𝑁𝐾 = 80,000 160, 000 8.72 0.00645 2.29 MiB

RF QOSA [22] 𝑁 = 160,000 160, 000 1970.59 0.00494 373.21 MiB 1 
1  The RF value is the mean increase in peak resident-set memory during the RF computation and is 
therefore not a directly equivalent memory metric.

Table 10 illustrates the different computational characteristics of the methods. The 
kernel and RF estimators achieved RMSE below 0.01 with 160,000 model evaluations, 
whereas both nested implementations required 41.2 million evaluations for 𝑆𝑄

1  in the smallest 
configuration tested. The nonparametric estimators reuse global samples, while the nested 
methods generate separate conditional samples. However, actual runtimes also reflect 
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estimator overhead. The kernel estimator was the fastest in the given configuration, whereas 
RF required repeated forest fitting during cross-validation. At 𝑁 = 160,000, the median 
RF runtime was 1539 s, with a range of approximately 1217 to 4027 s. The reference RF 
implementation utilised parallel processing, so the measured runtimes depend on the 
specific implementations and computing environment.

In contrast, Hermite–LCTE requires only four moment characteristics with very low 
storage requirements. As discussed further in Section 7, the main potential of this formula-
tion for computationally demanding models lies in coupling it with PCE [11], which can 
provide conditional moments without repeated direct inner-loop evaluations of the original 
model. This coupling was not evaluated in the current benchmark. The results thus identify 
complementary advantages of the estimators and the potential for further computational 
gains from the moment-based approach.

6.3. Convergence with Respect to Outer Sampling and LCTE Quadrature
The convergence of the Hermite–LCTE estimator was examined for the shifted sinh 

benchmark at 𝑝 = 0.0012, varying the outer sample size 𝑁𝑜 and midpoint quadrature reso-
lution 𝑀. A total of 40 runs were performed, divided into eight independently launched 
computations, each comprising five repetitions. The unconditional and inner sample 
sizes were fixed at 𝑁𝑏𝑎𝑠𝑒 = 1.2 × 106 and 𝑁𝑖𝑛 = 160, 000, respectively. Within each run,
𝑁𝑜 =  250, 500, 1000, 2000 were nested prefixes of the same outer sample. For this com-
parison, 𝑀 = 384 and the analytical QOSA indices in Table 3 (derived in Appendix B) 
were used.

Table 11 presents the resulting RMSEs. To assess quadrature accuracy, 𝑀 = 48, 96, 
192, 384 was varied while retaining identical estimated moments. The resulting index 
estimates were compared with those obtained using the analytical Hermite–LCTE. For 
each 𝑀, the quadrature RMSE includes 160 paired index differences (40 runs and four 
outer-sample sizes).

Table 11. Convergence of the Hermite–LCTE estimates for the shifted sinh benchmark with 40 runs.

Parameter Value RMSE of SQ1 RMSE of SQT1

𝑁𝑜 250 0.015099 0.011897
500 0.010895 0.009938
1000 0.006681 0.007295
2000 0.005424 0.006150

𝑀 48 0.00010510 0.00006556
96 0.00005526 0.00003447

192 0.00002894 0.00001805
384 0.00001510 0.00000942

For the 𝑁𝑜 rows, 𝑀 = 384 and analytical QOSA indices were used. For the 𝑀 rows, the reference was 
the analytically integrated Hermite–LCTE index with four nested outer-sample sizes per run.

The two parts of Table 11 have distinct references. The outer-sample study uses analyti-
cal QOSA values, whereas the quadrature study isolates numerical integration error within 
the Hermite approximation. Figure 6 shows a monotonic reduction in both RMSEs over the 
examined ranges. At 𝑀 = 384, the quadrature RMSE was 1.51 × 10−5 for 𝑆𝑄

1  and 9.42 × 10−6

for 𝑆𝑄
𝑇1, much smaller than the corresponding errors relative to the analytical QOSA indices. 

The 160 quadrature differences are not independent because the four outer-sample sizes 
are nested.
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Figure 6. Numerical convergence of the Hermite–LCTE estimator for the shifted sinh benchmark at 
(p = 0.0012), based on 40 runs: (a) RMSE of the first-order and total QOSA indices relative to their 
analytical values as a function of the outer sample size; (b) RMSE of the index differences relative to 
analytically integrated Hermite LCTE values as a function of the midpoint quadrature resolution.

6.4. Expanded Distributional Validation and Empirical Assessment of the Tail-Hardness Indicator
The empirical relationship between the tail-hardness indicator 𝐻𝑝 in Equation (74) 

and Hermite quantile accuracy was examined using 29 reference distributions listed in 
Table A3 of Appendix D. The set comprises normal, Student’s t, gamma, beta, and lognormal 
distributions and the shifted sinh benchmark in Equation (75). These distributions cover 
different degrees of skewness and kurtosis and were selected according to their shape 
and moment characteristics, independently of their quantile errors. For each reference 
distribution, the exact population mean, standard deviation, skewness, and kurtosis were 
used directly as the prescribed parameters of the branch-specific Hermite approximation. At 
the target probability 𝑝 = 0.0012, the standardised absolute quantile error was evaluated as

𝐸𝑝 =
|𝑄∗

𝑝 − 𝑄𝑟𝑒𝑓
𝑝 |

𝜎 , (85)

where 𝑄∗
𝑝 is the completed Hermite quantile from Equation (52), 𝑄𝑟𝑒𝑓

𝑝  is the exact reference 
quantile, and 𝜎  is the standard deviation of the reference distribution. This reference set also 
provides a direct assessment of the Hermite target-quantile approximation across different 
combinations of skewness and kurtosis.

The agreement of the Hermite approximations with the reference distributions was 
assessed using the standard Anderson–Darling goodness-of-fit test for globally admissible 
branches. Three independent reference samples of 5000 observations were tested at the 5% 
significance level. Tables A3 and A4 in Appendix D present the complete results for the
29 principal reference distributions and 5 additional stress cases, respectively.

For the 29 principal reference distributions, the Pearson correlation coefficient between 
𝐻𝑝 and 𝐸𝑝 was 0.528, indicating a positive empirical relationship. Within the gamma and log-
normal families, increasing 𝐻𝑝 was consistently accompanied by increasing quantile errors. 
The results support the use of 𝐻𝑝 as a preliminary indicator of tail approximation difficulty, 
as proposed in Section 4.4. The additional stress cases provide a separate assessment beyond 
the principal reference set, including generalised Pareto distributions with decreasing den-
sities, whose shapes differ fundamentally from the approximately bell-shaped distributions 
for which the four-moment Hermite approximation is primarily intended.

7. Discussion
This study develops the Hermite–LCTE procedure, which uses unconditional and 

conditional estimates of the mean, standard deviation, skewness, and kurtosis to evaluate 
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the quantiles and LCTE quantities required for first-order and total QOSA indices. The 
shifted sinh benchmark yielded close agreement with the analytical sensitivity indices, 
while the compressed-member example produced stable estimates and reproduced the 
dominant first-order effects reported previously. In the exponential benchmark, however, 
the Hermite approximation was not sufficiently accurate in the target-tail region of the 
lognormal response, and the resulting sensitivity indices were inaccurate.

7.1. Mathematical Contribution and Practical Significance of Gap Completion
The mathematical novelty of gap completion lies in constructing a forward polynomial 

mapping across the missing admissibility strip using the boundary coefficient sets of the 
published two-branch Hermite model [26] and a separately calibrated centreline. This 
construction provides an explicit gap branch quantile approximation for moment states 
that cannot be evaluated by either original branch. An alternative approach would be 
to interpolate the probability densities at the two gap boundaries. Although such an 
interpolation would define an intermediate density, its quantile would generally require 
numerical inversion of the resulting CDF. The coefficient-anchored continuation instead 
retains the explicit quantile evaluation described in Section 2.6, which is particularly useful 
for repeated LCTE calculations.

In nested QOSA, conditional skewness and kurtosis vary with the conditioning state, 
and even an occasional entry into the original admissibility gap can interrupt the evaluation 
of conditional quantiles and LCTE. Because such evaluations are repeated many times, com-
pleting the gap is valuable even when the new branch may be used infrequently. Section 6.1 
and Table 8 quantify its use in three QOSA examples.

Experimental studies of steel material and geometrical properties show that most 
reported skewness and kurtosis pairs fall within the admissibility domains of the original 
Hermite branches, with only isolated cases in the gap [33,34]. Among the eight geomet-
rical characteristics of 371 IPE sections reported in [33], only the relative height has a 
skewness–kurtosis pair within the nominal gap (α3  = −0.4063, α4  = 3.015). For a subgroup 
of 65 hot-rolled I sections [34], the relative inner flange thickness had a skewness of −0.45 
and kurtosis of 3.02, placing this moment pair within the nominal gap. The statistics of 
these measured quantities demonstrate that the gap is experimentally relevant. Also, an 
analysis of very long wind-tunnel pressure records found that 9.9% of roof pressure taps 
had skewness–kurtosis pairs just outside the effective region of a moment-based Hermite 
model [35]. These findings indicate that the applicability limits of moment-based Her-
mite models can be encountered in measured engineering data. Table 8 independently 
documents the use of the gap branch for conditional response distributions in QOSA.

Other published engineering studies illustrate both moderate and more demanding 
non-Gaussian moment regimes. Critical load factors for a steel frame showed skewness 
between −0.21 and 0.07 and kurtosis between 2.91 and 3.90 [36], while wind-induced dis-
placements of a tower–line system had skewness of 0.02–0.35 and kurtosis of 2.83–3.58 [37]. 
For Kevlar/epoxy composite stress rupture times, the reported skewness and kurtosis 
coefficients were 1.979 and 8.160, respectively [38]. Other demanding cases include a 
reinforced-concrete aqueduct performance function with Monte Carlo estimates of skew-
ness around 0.93–0.95 and kurtosis around 4.58–4.66, for which the direct fourth-moment 
method showed larger reliability-index errors at high reliability levels [39]. Structural re-
sponses to non-Gaussian ground motions exhibited small skewness but kurtosis exceeding 
four, and their extreme-value distributions had longer tails than the Gaussian counter-
parts [40]. When assessed against the lower- and upper-branch admissibility conditions in 
Equations (10) and (12), these reported moment combinations fall within the admissible 
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domain of the lower or upper branch, so the non-iterative formulation in [26] would apply 
without invoking the bridge.

7.2. Computational Considerations and Future Directions
Monte Carlo estimation of response moments may require many evaluations of a 

computationally demanding model, such as a finite element model [41]. Repeating this 
estimation for many conditioning states further increases the computational cost. A pos-
sible extension would be to couple the Hermite–LCTE procedure with a sparse polyno-
mial chaos expansion (PCE), which provides an explicit surrogate and permits analytical 
post-processing of its coefficients [11,42]. For independent inputs and an orthonormal 
tensor product basis, regrouping the expansion after conditioning allows the conditional 
mean, standard deviation, skewness, and kurtosis of the PCE surrogate to be obtained 
algebraically [43]. These quantities could be supplied directly to the completed Hermite 
quantile and LCTE evaluation. This would replace the repeated inner-loop Monte Carlo 
model runs with a single surrogate construction followed by coefficient post-processing. 
Existing studies have demonstrated higher-moment evaluation and distribution reconstruc-
tion from PCE [44]. Distribution-based sensitivity analysis has also been developed using 
PCE [45]. Sparse PCE has been used for sensitivity analysis of extreme responses and struc-
tural limit states [46]. PCE has also been applied to assess the reliability of ground anchors 
using acceptance test data [47]. Sparse and physics-informed formulations may further 
reduce the size of the required experimental design or improve surrogate accuracy [42,48].

The outer loop would generally still require quadrature or inexpensive sampling. The 
sampling stability of the estimated conditional higher moments would need to be assessed 
because the variability of sample skewness and kurtosis depends on sample size and higher-
order moments of the parent distribution [49]. For asymmetric heavy-tailed samples, 
regression-based joint estimation from empirical quantiles could provide a more robust 
alternative to conventional sample-moment estimators [50]. Surrogate-based target-tail 
quantities would require separate validation because their accuracy depends on the quality 
of the approximation [51].

For the Hermite–LCTE procedure, 𝐻𝑝 is evaluated using the unconditional skewness 
and kurtosis and serves as an initial screening indicator. Equation (74) can also be evaluated 
using the corresponding conditional moments for individual conditioning states, although 
this extension is not examined here. A recent study introduced mirrored moments to 
characterise the lower and upper tails separately [52]. Such tail-specific moments could 
provide a basis for refining the diagnostic, but a corresponding extension of 𝐻𝑝 would 
require a new definition and calibration.

Moment-based quantile analysis could also complement recent data-driven reliability 
methods. An artificial neural network combined with a Tweedie exponential dispersion 
process has been used to predict lifetime and remaining useful life distributions [53]. Neural-
network surrogates have been employed to estimate the first four moments of nonlinear 
limit-state functions for reliability analysis [54]. Quantile functions and fourth-order mo-
ment approximations have been combined for time-dependent reliability assessment [55]. 
Conditional moments of predicted lifetime distributions could therefore be supplied to 
the completed Hermite quantile and LCTE-based QOSA estimators. This would allow the 
influence of uncertain degradation model parameters on lifetime quantiles to be assessed.

8. Conclusions
The two-branch four-moment Hermite density presented in [26] has a local admissi-

bility gap near the Gaussian kurtosis. To close this gap, the present study developed a new 
branch anchored to its lower and upper boundaries. The completion prevents a moment 
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state in the gap from interrupting the nested quantile-oriented sensitivity calculation or 
requiring manual intervention. The extension retains both branches outside the bridged 
strip, preserves the representation of the response as a transformation of a standard nor-
mal variable, and retains closed-form quantile evaluation. Consequently, the completed 
quantile can be used directly in the nested Monte Carlo estimation of the LCTE-based 
sensitivity indices [9], without invoking the one-dimensional numerical inversion required 
for density evaluation.

The numerical examples demonstrate that the availability of an admissible Hermite 
model does not, by itself, guarantee an accurate tail approximation. The shifted sinh 
benchmark confirms accurate numerical estimation in a mild non-Gaussian regime. The 
exponential benchmark identifies the limitation of the moment-parameterised Hermite 
approximation for a strongly skewed positive-support response. Although the sensitivity 
ranking was preserved, the numerical values of the indices were not accurately reproduced. 
Together, the two analytical examples indicate that reduced sensitivity index accuracy is 
associated with a larger 𝐻𝑝 and a poorer Hermite approximation of the response density. 
The engineering example of a compressed steel member shows low run-to-run variation 
and reproduces the two dominant first-order effects obtained by the earlier randomised 
Latin hypercube calculation. The differences between its total and first-order indices also 
indicate substantial involvement in higher-order effects.

The Hermite–LCTE procedure is most suitable when the Hermite approximation is 
sufficiently accurate in the target-tail region of the response distribution, its support is 
compatible with that of the response, and 𝐻𝑝 and the goodness-of-fit diagnostics indicate a 
mild regime. The indicator 𝐻𝑝 should be regarded as a screening diagnostic rather than an 
error bound. A large 𝐻𝑝, incompatible support, a visible lack of fit, or conflicting diagnostics 
warrant direct Monte Carlo verification, an analytical benchmark, or a more suitable tail 
approximation before quantitative interpretation.
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Appendix A 
In Section 2, Equations (22)–(24) were introduced as explicit approximations of the 

centreline bridge functions used in the gap construction. This appendix summarises the 
numerical calibration from which those approximations were obtained.

For 𝑎 = |𝛼3| in the range 0 < 𝑎 ≤ 0.5, the centreline parameters were calibrated in the 
section 𝛼4 = 3 with a fixed monotonicity reserve 𝑞0 = 0.05. The bridge construction of 
Section 2 requires three centreline functions,

𝐻0
3(𝑎), 𝐻0

4(𝑎), 𝐸0(𝑎), (A1)

which enter the interior correction of the gap branch. These quantities were first introduced 
as numerically calibrated functions,

ℎ3(𝑎), ℎ4(𝑎), 𝜂(𝑎), (A2)

and only later replaced by explicit polynomial approximations. The calibration is performed 
with the quintic Hermite map,

𝐺(𝑢) = 𝑢 + ℎ3(𝑢2 − 1) + ℎ4(𝑢3 − 3𝑢) + 𝜂 (𝑢5 − 10𝑢3 + 15𝑢), (A3)

whose first and second derivatives are

𝐺′(𝑢) = 5𝜂𝑢4 + (3ℎ4 − 30𝜂)𝑢2 + 2ℎ3𝑢 + (1 − 3ℎ4 + 15𝜂), (A4)

𝐺″(𝑢) = 20𝜂𝑢3 + 2(3ℎ4 − 30𝜂)𝑢 + 2ℎ3. (A5)

To enforce strict monotonicity with a prescribed positive reserve, a global safety pa-
rameter 𝑞0 > 0 is introduced. Let 𝑟 be the point where 𝐺′(𝑢) attains its minimum. The 
calibration imposes

𝐺′(𝑟) = 𝑞0, (A6)

𝐺″(𝑟) = 0. (A7)

In the calibration reported below, the constant value

𝑞0 = 0.05 (A8)

was used for all points with 𝑎 = 0.1, 0.2, 0.3, 0.4, 0.5.
The exact realised skewness and kurtosis of the quintic map are obtained from the 

third and fourth moments of 𝐺(𝑈) for 𝑈 ∼ 𝑁(0, 1), standardised by the variance factor 
𝑉(ℎ3, ℎ4, 𝜂).

𝑆(ℎ3, ℎ4, 𝜂) =
𝑀3(ℎ3, ℎ4, 𝜂)

𝑉(ℎ3, ℎ4, 𝜂)
3
2

, 𝐾(ℎ3, ℎ4, 𝜂) =
𝑀4(ℎ3, ℎ4, 𝜂)
𝑉(ℎ3, ℎ4, 𝜂)2 , (A9)

where 𝑀3(ℎ3, ℎ4, 𝜂) = 𝐸[𝐺(𝑈)3], 𝑀4(ℎ3, ℎ4, 𝜂) = 𝐸[𝐺(𝑈)4], and 𝑉(ℎ3, ℎ4, 𝜂) = 𝐸[𝐺(𝑈)2] is 
the variance of 𝐺(𝑈).

𝑉(ℎ3, ℎ4, 𝜂) = 1 + 2ℎ2
3 + 6ℎ2

4 + 120𝜂2. (A10)

Direct Gaussian averaging gives

𝑀3(ℎ3, ℎ4, 𝜂) = 6ℎ3 + 36ℎ3ℎ4 + 108ℎ3ℎ2
4 + 8ℎ3

3 + 720𝜂ℎ3ℎ4 + 3600𝜂2ℎ3, (A11)

𝑀4(ℎ3, ℎ4, 𝜂) = 3 + 24ℎ4 + 60ℎ2
3 + 252ℎ2

4 + 1296ℎ3
4 + 3348ℎ4

4 + 1440𝜂ℎ4 + 21600𝜂ℎ2
4 + 103680𝜂ℎ3

4
+1440𝜂ℎ2

3 + 23040𝜂ℎ2
3ℎ4 + 576ℎ2

3ℎ4 + 2232ℎ2
3ℎ2

4 + 60ℎ4
3 + 7920𝜂2 + 216000𝜂2ℎ4

+1775520𝜂2ℎ2
4 + 116640𝜂2ℎ2

3 + 864000𝜂3 + 16416000𝜂3ℎ4 + 67003200𝜂4.
(A12)
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The centreline calibration in the section 𝛼4 = 3 then requires

𝑆(ℎ3, ℎ4, 𝜂) = 𝑎, 𝐾(ℎ3, ℎ4, 𝜂) = 3. (A13)

The conditions (A6) and (A7) can be solved algebraically for ℎ3 and ℎ4 in terms of 
(𝑟, 𝜂). This gives

ℎ3(𝑟, 𝜂; 𝑞0) = 𝑟
𝑞0 + 5𝜂𝑟4 − 10𝜂𝑟2 + 15𝜂 − 1

1 + 𝑟2 , (A14)

ℎ4(𝑟, 𝜂; 𝑞0) =
−𝑞0 − 15𝜂𝑟4 + 30𝜂𝑟2 + 15𝜂 + 1

3(1 + 𝑟2)
. (A15)

After substituting Equations (A14) and (A15) into Equation (A13), we define
∼
𝑆(𝑟, 𝜂; 𝑞0) = 𝑆(ℎ3(𝑟, 𝜂; 𝑞0), ℎ4(𝑟, 𝜂; 𝑞0), 𝜂), (A16)
∼
𝐾(𝑟, 𝜂; 𝑞0) = 𝐾(ℎ3(𝑟, 𝜂; 𝑞0), ℎ4(𝑟, 𝜂; 𝑞0), 𝜂). (A17)

The calibration then reduces to
∼
𝑆(𝑟, 𝜂; 𝑞0) = 𝑎,

∼
𝐾(𝑟, 𝜂; 𝑞0) = 3. (A18)

For each prescribed 𝑎, the numerically computed solution (𝑟∗(𝑎), 𝜂∗(𝑎)) defines

𝜂(𝑎) = 𝜂∗(𝑎), (A19)

ℎ3(𝑎) = ℎ3(𝑟∗(𝑎), 𝜂∗(𝑎); 𝑞0), (A20)

ℎ4(𝑎) = ℎ4(𝑟∗(𝑎), 𝜂∗(𝑎); 𝑞0). (A21)

The admissible branch was selected by requiring 𝜂∗(𝑎) ≥ 0, global monotonicity of 
𝐺(𝑢) on 𝑅, and continuity with the Gaussian limit as 𝑎 → 0+ .

The calibration grid was chosen as

𝑎𝑗 ∈ {0.1, 0.2, 0.3, 0.4, 0.5}. (A22)

The point 𝑎 = 0.6 was not included in the fit, because the same reserve 𝑞0 = 0.05 no 
longer produced a globally monotone solution on the same smooth branch. At a = 0.6, a 
smaller reserve 𝑞0 = 0.001 was needed, so that point belongs to a different calibration regime 
and was deliberately excluded from the present approximation.

Table A1. Numerical centreline calibration in section 𝛼4  = 3 for q0  = 0.05.

aj
-
h3(aj)

-
h4(aj)

-𝜼(aj)

0.1 0.01673049 −0.000559022 5.15496 × 10−7

0.2 0.03385767 −0.002278691 8.86109 × 10−6

0.3 0.05185339 −0.005294797 5.10358 × 10−5

0.4 0.07137741 −0.009865074 1.98356 × 10−4

0.5 0.09353647 −0.01646736 6.82114 × 10−4

The polynomial basis was selected to respect the symmetry of the model.
For ℎ3(𝑎), the sign of the final coefficient must change with 𝛼3, while the amplitude 

depends on 𝑎 = |𝛼3|. This motivates an odd polynomial in 𝑎,

ℎ3(𝑎) ≈ 𝑐1𝑎 + 𝑐3𝑎3 + 𝑐5𝑎5. (A23)

For ℎ4(𝑎), no sign reversal occurs when the sign of 𝛼3 changes. This motivates
an even polynomial,

ℎ4(𝑎) ≈ 𝑑2𝑎2 + 𝑑4𝑎4 + 𝑑6𝑎6. (A24)
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For 𝜂 − (𝑎), the same symmetry argument applies. In addition, the calibrated values 
of 𝜂 were very small near 𝑎 = 0, and the numerically most stable approximation on the 
selected grid was obtained with

𝜂(𝑎) ≈ 𝑒4𝑎4 + 𝑒6𝑎6 + 𝑒8𝑎8. (A25)

The coefficients in (A23)–(A25) were determined by standard least-squares fits on the 
calibration set {𝑎𝑗}. The fitted centreline functions are

ℎ3(𝑎) ≈ 0.16682222 𝑎 + 0.05819647 𝑎3 + 0.09115971 𝑎5, (A26)

ℎ4(𝑎) ≈ −0.05569010 𝑎2 − 0.03128865 𝑎4 − 0.03770650 𝑎6, (A27)

𝜂(𝑎) ≈ 0.00566722 𝑎4 − 0.00115327 𝑎6 + 0.08855784 𝑎8. (A28)

These fitted functions are used in Section 2 as the polynomial approximations reported 
in Equations (22)–(24), namely

𝐻0
3(𝑎) ≈ ℎ3(𝑎), 𝐻0

4(𝑎) ≈ ℎ4(𝑎), 𝐸0(𝑎) ≈ 𝜂(𝑎). (A29)

Equations (A26)–(A29), together with the boundary expressions in Equations (18)–(21), 
give the Gaussian-limit orders

𝐻𝐿
3 , 𝐻𝑈

3 , 𝐻0
3 = 𝑂(𝑎), 𝐻𝐿

4 , 𝐻𝑈
4 , 𝐻0

4 = 𝑂(𝑎2), 𝐸0(𝑎) = 𝑂(𝑎4), 𝑎 → 0. (A30)

Hence, for every fixed 𝑡 ∈ [0, 1], the gap coefficients satisfy ℎ𝐺
3 = 𝑂(𝑎), ℎ𝐺

4 = 𝑂(𝑎2), and 
𝜂𝐺 = 𝑂(𝑎4), while 𝑘𝐺 → 1 . The gap map therefore converges to the standard Gaussian map. 
The approximate-inverse lower branch has the same Gaussian limit, so the lower-boundary 
mismatch in the resulting distributions, realised moments, and fixed-level quantiles and 
LCTE values vanishes as 𝑎 → 0 .

Table A2 compares the numerical calibration values and their polynomial approximations.

Table A2. Numerical values and fitted values on calibration set.

aj Quantity Numerical Fit Absolute Error

0.1 ℎ3 0.01673049 0.01674133 1.084 × 10−5

0.1 ℎ4 −0.000559022 −0.000560068 1.046 × 10−6

0.1 𝜂 5.15496 × 10−7 5.66454 × 10−7 5.096 × 10−8

0.2 ℎ3 0.03385767 0.03385919 1.520 × 10−6

0.2 ℎ4 −0.002278691 −0.002280079 1.388 × 10−6

0.2 𝜂 8.86109 × 10−6 9.22045 × 10−6 3.594 × 10−7

0.3 ℎ3 0.05185339 0.05183949 1.390 × 10−5

0.3 ℎ4 −0.005294797 −0.005293035 1.762 × 10−6

0.3 𝜂 5.10358 × 10−5 5.08740 × 10−5 1.618 × 10−7

0.4 ℎ3 0.07137741 0.07138694 9.530 × 10−6

0.4 ℎ4 −0.009865074 −0.009865852 7.780 × 10−7

0.4 𝜂 1.98356 × 10−4 1.98394 × 10−4 3.800 × 10−8

0.5 ℎ3 0.09353647 0.09353441 2.060 × 10−6

0.5 ℎ4 −0.01646736 −0.01646723 1.300 × 10−7

0.5 𝜂 6.82114 × 10−4 6.82110 × 10−4 4.000 × 10−9

Relative errors for 𝜂 are largest at the smallest value 𝑎 = 0.1, because 𝜂 itself is then 
extremely small. In absolute terms, the errors remain negligible on the calibration set.

The calibration parameters serve distinct purposes. The fixed reserve 𝑞0 = 0.05
specifies a positive derivative margin for the centreline calibration and is retained across 
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all five calibration points defined in Equation (A22). The restriction 𝑎 ≤ 0.5 preserves 
this calibration regime. The separate parameter 𝜀 = 0.05 sets the lower-collar width to 
5% of the nominal gap width, with the lower-edge coefficients retained throughout the 
collar. The factor 𝑏(𝑡) in Equation (27) vanishes at both boundaries and equals unity at the 
calibrated centreline. The coefficient fit discrepancies in Table A2 and the derivative bounds 
in Section 2.5 provide complementary checks of the resulting explicit continuation within 
its stated operating region.

Appendix B 
Let 𝑋1, … , 𝑋4 be mutually independent standard Gaussian random variables and define

𝑌1 = 5 + sinh(𝜃 + 𝑍), 𝑍 =
4

∑
𝑗=1

𝑐𝑗𝑋𝑗, (𝜃, 𝑐1, 𝑐2, 𝑐3, 𝑐4) = (0.15, 0.25, 0.15, 0.07, 0.03). (A31)

The standard deviation of 𝑍 and the standard deviation of the Gaussian remainder 
obtained after fixing 𝑋 are

𝜎2
𝑍 =

4
∑
𝑗=1

𝑐2
𝑗 , 𝜎2

−𝑖 = 𝜎2
𝑍 − 𝑐2

𝑖 . (A32)

Since the function sinh(·) is strictly increasing, the quantile function of 𝑌1 is

𝑄𝑟(𝑌1) = 5 + sinh(𝜃 + 𝜎𝑍𝑧𝑟), 𝑧𝑟 = 𝛷−1(𝑟), 0 < 𝑟 < 1, (A33)

where 𝛷 is the standard normal distribution function.
For the unconditional diagnostic moments, let 𝑊 = 𝜃 + 𝑍 and denote

𝑚𝑘 = 𝐸[(sinh𝑊)𝑘]. The first four raw moments are

𝑚1 = exp(
𝜎2

𝑍
2 )sinh𝜃, (A34)

𝑚2 =
exp(2𝜎2

𝑍)cosh(2𝜃) − 1
2 , (A35)

𝑚3 =
exp( 9𝜎2

𝑍
2 )sinh(3𝜃) − 3exp( 𝜎2

𝑍
2 )sinh𝜃

4 , (A36)

𝑚4 =
exp(8𝜎2

𝑍)cosh(4𝜃) − 4exp(2𝜎2
𝑍)cosh(2𝜃) + 3

8 . (A37)

The mean of 𝑌1, the variance of 𝑌1, and the third and fourth central moments
are therefore

𝜇𝑌1
= 5 + 𝑚1, 𝜎2

𝑌1
= 𝑚2 − 𝑚2

1, (A38)

𝜇3,𝑌1
= 𝑚3 − 3𝑚2𝑚1 + 2𝑚3

1, (A39)

𝜇4,𝑌1
= 𝑚4 − 4𝑚3𝑚1 + 6𝑚2𝑚2

1 − 3𝑚4
1. (A40)

The corresponding skewness and kurtosis are

𝛼3(𝑌1) =
𝜇3,𝑌1

𝜎3
𝑌1

, 𝛼4(𝑌1) =
𝜇4,𝑌1

𝜎4
𝑌1

. (A41)

The analytical sensitivity indices are obtained from the lower-tail deviation
𝐸(𝑌1) − LCTE𝑝(𝑌1). Substituting Equation (A33) into Equation (53) and then using the 
change of variable 𝑡 = 𝛷−1(𝑟) gives

LCTE𝑝(𝑌1) = 5 +
1
𝑝∫

𝑝

0
sinh(𝜃 + 𝜎𝑍𝛷−1(𝑟)) 𝑑𝑟 = 5 +

1
𝑝∫

𝑧𝑝

−∞
sinh(𝜃 + 𝜎𝑍𝑡)𝜑(𝑡) 𝑑𝑡. (A42)
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where 𝑧𝑝 = 𝛷−1(𝑝) and 𝜑 is the standard normal density. The expectation of 𝑌1 is

𝐸(𝑌1) = 5 + exp(
𝜎2

𝑍
2 )sinh𝜃. (A43)

Using the exponential representation of sinh(·), direct integration in
Equation (A42) gives

𝐸(𝑌1) − LCTE𝑝(𝑌1) =
exp( 𝜎2

𝑍
2 )

2𝑝 {exp(𝜃)[𝑝 − 𝛷(𝑧𝑝 − 𝜎𝑍)] + exp(−𝜃)[𝛷(𝑧𝑝 + 𝜎𝑍) − 𝑝]}. (A44)

The expression in braces is the part that remains after the common factor cancels in 
the sensitivity index ratios. We therefore define the compact tail deviation function

𝛹𝜃(𝑢) = exp(𝜃)[𝑝 − 𝛷(𝑧𝑝 − 𝑢)] + exp(−𝜃)[𝛷(𝑧𝑝 + 𝑢) − 𝑝], 𝑢 ≥ 0. (A45)

For the first-order index, conditioning on 𝑋𝑖 leaves the Gaussian remainder with stan-
dard deviation 𝜎−𝑖. For the total index, conditioning on 𝑋∼𝑖 (all variables except 𝑋𝑖) leaves 
the Gaussian component 𝑐𝑖𝑋𝑖. After averaging over the variables fixed in the respective 
conditional distributions, the corresponding lower-tail deviations are

𝐸𝑋𝑖
[𝐸(𝑌1|𝑋𝑖) − LCTE𝑝(𝑌1|𝑋𝑖)] =

exp( 𝜎2
𝑍

2 )

2𝑝 𝛹𝜃(𝜎−𝑖), (A46)

𝐸𝑋∼𝑖
[𝐸(𝑌1|𝑋∼𝑖) − LCTE𝑝(𝑌1|𝑋∼𝑖)] =

exp( 𝜎2
𝑍

2 )

2𝑝 𝛹𝜃(𝑐𝑖). (A47)

The same common factor also appears in the unconditional lower-tail deviation in 
Equation (A44). It cancels in the ratios defining the LCTE-based indices. Since all 𝑐𝑖 are 
positive in the present benchmark, the exact first-order and total indices are

𝑆𝑄
𝑖 (𝑝) = 1 −

𝛹𝜃(𝜎−𝑖)
𝛹𝜃(𝜎𝑍) , 𝑆𝑄

𝑇𝑖(𝑝) =
𝛹𝜃(𝑐𝑖)
𝛹𝜃(𝜎𝑍) . (A48)

For 𝑝 = 0.0012,

𝑧𝑝 = −3.0356723666, 𝜎𝑍 = 0.3013303835, (A49)

(𝜎−1, 𝜎−2, 𝜎−3, 𝜎−4) = (0.1682260384, 0.2613426869, 0.2930870178, 0.2998332870). (A50)

Equations (A34)–(A41) give the analytical diagnostic values

(𝜇𝑌1
, 𝜎𝑌1

, 𝛼3(𝑌1), 𝛼4(𝑌1), 𝐻𝑝) = (5.1575562418, 0.3192596744, 0.1473591562, 3.4475337369, 2.079487549). (A51)

Equations (A45) and (A48) give the analytical first-order indices

(𝑆𝑄
1 , 𝑆𝑄

2 , 𝑆𝑄
3 , 𝑆𝑄

4 ) = (0.4707413749, 0.1504708164, 0.0318015136, 0.0058075181), (A52)

and the analytical total indices

(𝑆𝑄
𝑇1, 𝑆𝑄

𝑇2, 𝑆𝑄
𝑇3, 𝑆𝑄

𝑇4) = (0.8084743270, 0.4701530621, 0.2181289820, 0.0938228496). (A53)
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Appendix C 
The exponential benchmark in Equation (76) can be written as

𝑌2 = exp(𝜉), 𝜉 =
4

∑
𝑗=1

𝜆𝑗𝑋𝑗, (𝜆1, 𝜆2, 𝜆3, 𝜆4) = (0.40, 0.20, 0.10, 0.05). (A54)

where 𝑋1, … , 𝑋4 are mutually independent standard Gaussian random variables. The 
standard deviation of 𝜉  and the standard deviation of the Gaussian remainder obtained 
after fixing 𝑋𝑖 are

𝜎2
𝜉 =

4
∑
𝑗=1

𝜆2
𝑗 , 𝜎2

𝜉,−𝑖 = 𝜎2
𝜉 − 𝜆2

𝑖 . (A55)

Since the exponential function is strictly increasing, the quantile function of 𝑌2 is

𝑄𝑟(𝑌2) = exp(𝜎𝜉 𝑧𝑟), 𝑧𝑟 = 𝛷−1(𝑟), 0 < 𝑟 < 1, (A56)

where 𝛷 is the standard normal distribution function. Thus, 𝑌2 is lognormally distributed 
with log-mean zero and log-variance 𝜎2

𝜉 . Its mean and variance are

𝜇𝑌2
= exp(



𝜎2
𝜉

2
)


, 𝜎2
𝑌2

= exp(𝜎2
𝜉 )[exp(𝜎2

𝜉 ) − 1]. (A57)

𝛼3(𝑌2) = [exp(𝜎2
𝜉 ) + 2]√exp(𝜎2

𝜉 ) − 1, (A58)

𝛼4(𝑌2) = exp(4𝜎2
𝜉 ) + 2exp(3𝜎2

𝜉 ) + 3exp(2𝜎2
𝜉 ) − 3. (A59)

The LCTE is obtained directly from Equation (53). Substituting Equation (A56) and 
using the change of variable 𝑡 = 𝛷−1(𝑟) gives

LCTE𝑝(𝑌2) =
1
𝑝∫

𝑝

0
exp(𝜎𝜉 𝛷−1(𝑟)) 𝑑𝑟 =

1
𝑝∫

𝑧𝑝

−∞
exp(𝜎𝜉 𝑡)𝜑(𝑡) 𝑑𝑡, (A60)

where 𝑧𝑝 = 𝛷−1(𝑝) and 𝜑 is the standard normal density. Completing the square in the 
Gaussian integral gives

𝐸(𝑌2) = exp(


𝜎2
𝜉

2
)


, LCTE𝑝(𝑌2) =
exp(

𝜎2
𝜉

2 )

𝑝 𝛷(𝑧𝑝 − 𝜎𝜉 ). (A61)

Therefore,

𝐸(𝑌2) − LCTE𝑝(𝑌2) =
exp(

𝜎2
𝜉

2 )

𝑝 [𝑝 − 𝛷(𝑧𝑝 − 𝜎𝜉 )]. (A62)

The bracketed term is the part that remains after the common factor cancels in the 
sensitivity index ratios. Accordingly, we define

𝛺(𝑢) = 𝑝 − 𝛷(𝑧𝑝 − 𝑢), 𝑢 ≥ 0. (A63)

For the first-order index, conditioning on 𝑋𝑖 leaves the Gaussian remainder with 
standard deviation 𝜎𝜉,−𝑖. For the total index, conditioning on 𝑋∼𝑖 leaves the Gaussian 
component 𝜆𝑖𝑋𝑖. Since all 𝜆𝑖 are positive, averaging over the variables fixed in the respective 
conditional distributions gives

𝐸𝑋𝑖
[𝐸(𝑌2|𝑋𝑖) − LCTE𝑝(𝑌2|𝑋𝑖)] =

exp(
𝜎2

𝜉

2 )

𝑝 𝛺(𝜎𝜉,−𝑖), (A64)
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𝐸𝑋∼𝑖
[𝐸(𝑌2|𝑋∼𝑖) − LCTE𝑝(𝑌2|𝑋∼𝑖)] =

exp(
𝜎2

𝜉

2 )

𝑝 𝛺(𝜆𝑖). (A65)

The common factor in Equations (A62), (A64) and (A65) cancels in the LCTE-based 
index ratios. The exact first-order and total indices are therefore

𝑆𝑄
𝑖 (𝑝) = 1 −

𝛺(𝜎𝜉,−𝑖)
𝛺(𝜎𝜉 )

, 𝑆𝑄
𝑇𝑖(𝑝) =

𝛺(𝜆𝑖)
𝛺(𝜎𝜉 )

. (A66)

For 𝑝 = 0.0012,

𝑧𝑝 = −3.0356723666, 𝜎𝜉 = 0.4609772229, and (A67)

(𝜎𝜉,−1, 𝜎𝜉,−2, 𝜎𝜉,−3, 𝜎𝜉,−4) = (0.2291287847, 0.4153311931, 0.4500000000, 0.4582575695). (A68)

Equations (A57)–(A59), together with Equation (74), give the analytical values

(𝜇𝑌2
, 𝜎𝑌2

, 𝛼3(𝑌2), 𝛼4(𝑌2), 𝐻𝑝)
= (1.1120998667, 0.5411324294, 1.5749656687, 7.7119093083, 8.141278349).

(A69)

Equations (A63) and (A66) give the analytical first-order indices

(𝑆𝑄
1 , 𝑆𝑄

2 , 𝑆𝑄
3 , 𝑆𝑄

4 ) = (0.3236467683, 0.0452940888, 0.0102452181, 0.0025018177), (A70)

and the analytical total indices

(𝑆𝑄
𝑇1, 𝑆𝑄

𝑇2, 𝑆𝑄
𝑇3, 𝑆𝑄

𝑇4) = (0.9378155590, 0.6150960958, 0.3553361681, 0.1913437622). (A71)

Appendix D. 
Tables A3 and A4 report the population moments of the reference distributions, the 

heuristic tail-hardness indicator defined in Equation (74), standardised target-quantile 
errors in Equation (85) and Anderson–Darling (AD) goodness-of-fit test outcomes at
p = 0.0012. The principal reference distributions were selected according to their shape and 
moment characteristics, independently of their quantile errors.

Table A3. Principal bell-shaped reference distributions (29 cases).

Distribution 𝝁 𝝈 𝜶3 𝜶4 Hp Ep AD

Normal N (0,1) 0.00000 1.00000 0.00000 3.00000 0.0000 0.000000 0/3
Student t (16) 0.00000 1.06904 0.00000 3.50000 2.1465 0.003513 0/3
Student t (20) 0.00000 1.05409 0.00000 3.37500 1.8590 0.000950 1/3
Student t (30) 0.00000 1.03510 0.00000 3.23077 1.4583 0.000254 0/3
Student t (50) 0.00000 1.02062 0.00000 3.13043 1.0964 0.000263 1/3
Gamma (16,1) 16.00000 4.00000 0.50000 3.37500 2.3999 0.279137 2/3
Gamma (25,1) 25.00000 5.00000 0.40000 3.24000 1.9199 0.180765 0/3
Gamma (36,1) 36.00000 6.00000 0.33333 3.16667 1.5999 0.125818 0/3
Gamma (64,1) 64.00000 8.00000 0.25000 3.09375 1.2000 0.070453 0/3
Gamma (100,1) 100.00000 10.00000 0.20000 3.06000 0.9600 0.044770 0/3

Beta (5,5) 0.50000 0.15076 0.00000 2.53846 2.0623 0.041936 1/3
Beta (10,10) 0.50000 0.10911 0.00000 2.73913 1.5505 0.012434 0/3
Beta (20,20) 0.50000 0.07809 0.00000 2.86047 1.1340 0.002971 0/3
Beta (3,5) 0.37500 0.16137 0.30984 2.58545 2.1691 0.001328 3/3
Beta (5,3) 0.62500 0.16137 −0.30984 2.58545 2.1691 0.434761 3/3
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Table A3. Cont.

Distribution 𝝁 𝝈 𝜶3 𝜶4 Hp Ep AD

Beta (10,15) 0.40000 0.09608 0.15420 2.82011 1.3700 0.056015 0/3
Beta (15,10) 0.60000 0.09608 −0.15420 2.82011 1.3700 0.042354 0/3
Beta (5,13) 0.27778 0.10276 0.43252 2.98154 1.3763 0.021410 G
Beta (13,5) 0.72222 0.10276 −0.43252 2.98154 1.3763 0.073622 G
Beta (10,26) 0.27778 0.07363 0.31767 2.99365 0.9942 0.012327 G
Beta (26,10) 0.72222 0.07363 −0.31767 2.99365 0.9942 0.021015 G
Beta (20,53) 0.27397 0.05185 0.23251 3.00108 0.7128 0.006456 G
Beta (53,20) 0.72603 0.05185 −0.23251 3.00108 0.7128 0.004659 G

Lognormal (0,0.03) 1.00045 0.03002 0.09005 3.01442 0.4556 0.008856 0/3
Lognormal (0,0.05) 1.00125 0.05009 0.15022 3.04014 0.7602 0.025112 0/3
Lognormal (0,0.08) 1.00321 0.08038 0.24090 3.10335 1.2195 0.065611 0/3
Lognormal (0,0.10) 1.00501 0.10075 0.30176 3.16232 1.5281 0.103269 0/3
Lognormal (0,0.15) 1.01131 0.15255 0.45598 3.37192 2.3116 0.232498 0/3

Shifted sinh (75) 5.15756 0.31926 0.14736 3.44753 2.0795 0.025405 1/3
Student t(𝜈) has 𝜈 degrees of freedom, Gamma(k, 𝜃) uses shape k and scale 𝜃, Beta(a, b) uses standard 
shape parameters, and Lognormal(m, s) uses the mean m and standard deviation s of ln Y. Shifted sinh 
refers to Equation (75) and Appendix B. AD gives the number of rejections among three independent 
standard tests (n = 5000, 5% level). G indicates that no global AD test was applied to the operational 
gap branch. The rejection counts do not constitute a combined test.

Table A4. Stress tests outside the principal reference domain (five cases).

Distribution 𝝁 𝝈 𝜶3 𝜶4 Hp Ep AD

Student t (12) 0.00000 1.09545 0.00000 3.75000 2.6290 0.013307 1/3
GPD (−0.60) 0.62500 0.42137 0.42378 2.16303 3.0607 1.000936 3/3 S
GPD (−0.45) 0.68966 0.50033 0.64521 2.55980 2.8094 N/A I
GPD (−0.35) 0.74074 0.56812 0.82683 3.00091 2.5117 N/A I

Lognormal (76) 1.11210 0.54113 1.57497 7.71191 8.1413 1.835879 3/3 S
Generalised Pareto distribution GPD(ξ) uses shape 𝜉 , location 0 and scale 1. These GPD densities 
are decreasing from their boundary mode and are outside the bell-shaped reference domain. The 
lognormal stress test is defined by Equation (76) and Appendix C. I denotes a globally inadmissible 
Hermite branch, for which the quantile error is reported as N/A and the AD test is not applied. S 
marks an admissible Hermite branch whose target quantile lies outside the reference support; the 
error then quantifies the support mismatch. The same AD convention applies as in Table A3.
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