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Abstract

Mission reliability and system survivability are jointly shaped by how risk management 
policies respond to evolving degradation and uncertainty in health information. Exist-
ing studies, however, predominantly rely on fixed information-acquisition schedules and 
pre-specified degradation trajectories, which limits the ability to adapt risk decisions to 
operating environments and heterogeneous degradation. This paper develops a dynamic 
mission risk management framework that integrates adaptive information acquisition with 
online uncertainty calibration. Specifically, the framework dynamically determines when ad-
ditional degradation information should be acquired according to the current degradation 
state and mission progress, while sequentially updating uncertain degradation parameters 
through parameter learning. Under the specified random-effects Wiener model with exact 
observations, we establish that the latest degradation observation and its acquisition time 
are sufficient for Bayesian posterior updating. This property supports adaptive information 
acquisition, while intermediate observations remain valuable for timely risk assessment 
and intervention. A key insight is that the resulting optimal mission risk management 
policy admits a tractable threshold structure characterized by the system degradation level 
and mission progress. Exploiting these structural properties, an efficient solution algo-
rithm is developed to streamline policy computation. Comparative experiments based 
on shipborne radar-driver degradation data demonstrate that the proposed framework 
consistently reduces risk-related losses relative to benchmark policies, highlighting the value 
of jointly adapting information acquisition and uncertainty calibration for dynamic mission
risk management.

Keywords: mission reliability; risk control; mission abort; system survivability; uncer-
tainty calibration

MSC: 90BXX

1. Introduction
Mission-critical systems—extensively used in areas such as energy, aerospace, and 

rail transit—frequently confront the challenges of maintaining steady operations while 
preventing failures [1–3]. In recent decades, proactive measures tackling potentially severe 
risk-induced consequences of these systems have attracted increasing attention [4–8]. One 
of the most prevalent risk control measures undertaken in engineering practice is preventive 
maintenance. In particular, with the rapid advancement of sensor network technology and 
centralized data processing technologies, condition-based maintenance (CBM) empow-
ered by real-time condition monitoring has become increasingly feasible [9–14]. However, 
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there are numerous industrial systems whose successful mission executions necessitate 
continuous operation without intervention, posing unique challenges for maintenance 
implementation, as mid-operation maintenance is almost impractical [15–20]. Such limita-
tion has stimulated the adoption of mission abort strategies, an alternative methodology 
that evaluates mission completion risks against potential catastrophic system failures to 
minimize overall losses [21–24].

Since the seminal works initially presented by Myers, mission abort strategies have 
attracted increasing attention within the domains of operations research and risk manage-
ment, with a series of inspiring practical applications [25]. Previous research on mission 
abort policies substantially falls into two categories from the perspective of system structure: 
single-unit abort policy and multi-unit abort policies [26–30]. The former focused primarily 
on single-machine-level systems with a unified abort framework, while the latter needs 
to first specify abort actions of distinct components and then optimize them jointly [31].
An extensive application of single-unit abort policies is on binary-state systems encounter-
ing either sudden failures or random shocks. In these works, the accumulated age or the 
number of shocks is commonly used as the risk criterion that determines whether to trigger 
abort actions [32].

Recent years have witnessed the advancement of sensor/inspection technology in 
evaluating degradation-based mission risks and informing condition-based mission abort 
decisions [33]. A typical application is on discrete multi-state systems, among which the 
most prevalent instance is three-state systems leveraging hidden defect as the abort crite-
rion [34]. Similar studies have investigated mission abort policies utilizing early-warning 
signals under both constant and random mission durations [35]. For aging systems whose 
failure evolution can be averted through online interventions, the number of repairs guides 
condition-based abort decisions [36]. As for the risk control of continuously degrading 
systems, some researchers presented gamma processes to account for irreversible degra-
dation, employing the monitored degradation level as the indicator for mission abort [37]. 
Follow-up works have developed abort strategies that integrate both degradation control 
limits and system age thresholds for mission abort determination [38]. Other studies 
have acknowledged the implications of imperfect state observation on abort model per-
formance [39] and further developed computationally efficient algorithms to optimize 
mission abort models by balancing detection costs, mission costs, and failure costs under
incomplete information [40].

Apart from single-component risk control models, there is also a growing interest 
in developing abort strategies managing integrated hazards of complex mission-critical 
systems. An intuitive means applicable to this class of problem is to view the number of 
failed components as key variables for mission termination [10]. Building upon this policy,
a decision model oriented to multiple non-identical components was formulated to account 
for adaptive abort strategy [41]. Extended models have devised the joint optimization 
of routine planning and abort strategies for cooperative UAV systems [42], striving to 
balance mission reliability and system survivability by capturing the effects of failure 
propagation [43]. Other seminal works formulated the joint optimization problem of task 
assignment and selective abort among functional components [44]. Notably, most foregoing 
studies on mission abort utilized shock number or discrete states to describe the underlying 
system failure process [45,46], while risk control of continuous degradation processes pow-
ered by sensor technology is rarely reported, in particular for multi-component systems [47]. 
Stochastic processes such as Wiener, gamma, and inverse Gaussian are prevalent means to 
capture degradation dynamics in CBM models [48–51]. In contrast, only a handful of works 
have leveraged these processes to cope with degradation-centered mission termination 
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problems, while the implication of multiple uncertainties during degradation evolution is 
seldom reported [37].

Despite the rapid advancement of risk-aware mission abort methodologies, their ap-
plication to heterogeneous aging systems confronts two fundamental challenges. Firstly, 
most existing abort models hinge exclusively on invariant inspection/monitoring policies to 
identify degradation severities [52]. While a periodic scheme is capable of reducing compu-
tational complexity, its rigid structure often leads to delayed failure detection or excessive 
inspection costs for systems with stochastic elements. Secondly, prevailing risk decision 
models are established based on a fundamental assumption of deterministic degradation 
pathways [53], which is increasingly being challenged due to multi-source uncertainties 
arising from manufacturing issues, operating conditions, and varying environments. To 
our knowledge, there is no systematic means that integrates adjustable information ac-
quisition and parameter learning mechanisms to track the implications of heterogeneous 
degradation on mission risk control. Classical sequential analysis and optimal stopping 
theory have established fundamental principles for decision-making based on accumu-
lating stochastic information [54,55]. Building upon these theoretical foundations, the 
present study focuses on a finite-horizon reliability optimization problem that jointly deter-
mines information-acquisition times and mission-abort decisions while updating uncertain 
degradation parameters.

This paper develops a dynamic mission risk management framework that integrates 
adaptive information acquisition with online uncertainty calibration. Unlike conventional 
mission abort models with pre-specified monitoring schedules and fixed degradation pa-
rameters, the proposed framework encodes the information acquisition process itself as 
an action into the decision space, and sequentially updates the uncertain deteriorating 
parameters. At each decision epoch, the decision-maker determines whether to continue 
or terminate the mission; conditional on continuation, the next information-acquisition 
epoch is also optimized. We establish a posterior sufficiency property under the specified 
degradation and observation assumptions: the latest degradation observation and its ac-
quisition time are sufficient for updating the uncertain unit-specific drift. This property 
supports efficient Bayesian updating under irregular observations without implying that 
intermediate information acquisitions are unnecessary for timely risk intervention. We show 
that the optimal mission risk management policy admits a tractable dynamic control-limit 
structure. These structural properties are further exploited to reduce the decision space 
and enable efficient policy computation.

The main contributions and insights of this research can be summarized as follows:
(a) from a problem formulation perspective, we formulate a dynamic mission risk manage-
ment problem that jointly optimizes information acquisition and mission termination while 
continuously calibrating degradation uncertainty. We further establish a model-specific 
posterior sufficiency property that enables Bayesian updating from the latest exact obser-
vation and its acquisition time, while recognizing the role of intermediate observations in 
the timing of risk assessment and intervention; (b) from a structure analysis perspective, 
we characterize the optimal mission risk management policy through a dynamic control-
limit structure. In particular, the threshold evolves with mission progress and responds 
systematically to the relative consequences of mission abort and system failure; (c) from 
a management implication perspective, we show that information acquisition should be 
treated as an endogenous risk-management decision rather than a fixed monitoring rou-
tine. By jointly optimizing acquisition and abort, decision-makers can reduce unnecessary 
monitoring while retaining timely risk intervention. Comparative experiments show that, 
compared to the baseline policy, this approach can significantly reduce risk-related losses.
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The remainder of this research is structured as follows. Section 2 formulates the funda-
mental mission risk management problem bridging non-periodic information acquisition 
and parameter learning. Section 3 establishes the analytical properties of the optimal control 
policy. Section 4 demonstrates the model’s applicability by comparison. Section 5 concludes 
with remarks and suggests potential avenues for future research.

2. Problem Formulation
We formulate an auto-updating risk control problem for a mission-critical system over

a finite mission horizon. The key challenge is to balance mission reliability and system 
survivability under heterogeneous degradation while avoiding excessive information ac-
quisition cost. Existing approaches mainly rely on fixed inspection schedules and static 
degradation assumptions, making them inadequate for jointly addressing decision flexibil-
ity, monitoring cost, and uncertainty in dynamic mission environments. To overcome this 
limitation, we develop an integrated framework that combines adaptive information acqui-
sition with online uncertainty calibration. The framework enables operators to dynamically 
determine when to acquire health information according to the current degradation state 
and the remaining mission time. Under the specified random-effects Wiener model with 
exact observations, the framework supports efficient Bayesian updating from irregularly 
acquired degradation information using the latest observation and its acquisition time. 
Nevertheless, the timing of information acquisition remains important because it deter-
mines when updated degradation information becomes available for risk assessment and 
mission-abort decisions. As a result, it provides a unified means to achieve timely risk con-
trol, economical information acquisition, and robust uncertainty management throughout 
the mission.

2.1. Online Calibration of Degradation Uncertainty
Define {X(t),t ≥ 0} as a parametric stochastic process that describes the evolution of 

degradation during the mission. Without loss of generality, we characterize the degradation 
process by a generic transformed time scale term in conjunction with a Brownian error 
term. The transformed time scale Λ(𝑡; 𝜽) = ∫𝑡

0 𝜽(𝑢; 𝜽)du can take different forms, including 
but not limited to linear, exponential, or polynomial, which can flexibly adapt its trajectory 
pattern to endogenous system characteristics. Since 𝜽 is the set of invariant parameters 
controlled by endogenous system characteristics, Λ(t;𝜽) is abbreviated as Λ(t) afterwards. 
Consequently, the underlying degradation process is governed by X(t) = vΛ(t) + 𝜎B(Λ(t)), 
where uncertain parameter v captures unit-to-unit heterogeneity, which affects system 
degradation trajectories through the form of an acceleration factor; B(⋅) represents Brownian 
motion with mean 0, and 𝜎  is the drift parameter. Figure 1 illustrates how adaptively 
acquired degradation observations support sequential parameter learning and mission
risk decisions.

The uncertain unit-specific drift v can be sequentially updated through Bayesian in-
ference as new degradation observations become available, with the resulting posterior 
variance quantifying the remaining parameter uncertainty. To this end, the prior distribu-
tion of v is assumed to be Gaussian with expectation 𝜇 and standard deviation 𝜅. Then, 
parameter learning can be performed based on the joint set of information collection time
t = {t1 ,t2 ,…,tn } and collected degradation level set X = {X1 ,X2 ,…,Xn }. The updated hyper-
parameters are denoted as ⟨𝜇̃|X, t⟩ and ⟨ ˜𝜅|X, t⟩ and abbreviated as 𝜇̃ and ˜𝜅.

The following assumptions underpin the parameter-learning derivation. The initial 
degradation level is known and set to X(0) = 0. The time transformation Λ(t) is known, 
deterministic, and strictly increasing, with Λ(0) = 0, and the same transformation gov-
erns both the drift and Brownian terms. The diffusion coefficient 𝜎  is known and remains 
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constant during the mission. The unit-specific drift v is independent of the Brownian 
motion and remains unchanged throughout the mission; conditional on v, degradation 
increments over fixed, disjoint intervals are independent. The prior hyperparameters 
𝜇 and 𝜅 are treated as fixed inputs. Degradation observations are exact, without mea-
surement error, and each subsequent acquisition time is selected using only information
already acquired.

Figure 1. Schematic diagram of adaptive-observation-informed parameter learning and decision-making.

As previously stated, the prior density of drift v is 𝑓𝑉(𝑣|𝜇, 𝜅) = 1
√2𝜋𝜅2

exp[−(𝑣 − 𝜇)2/2𝜅2].
Also, the probability density of degradation severity with a known v is constructed as follows:

𝑝(X, t|𝑣) =
𝑛

∏
𝑖=1

1

𝜎√2𝜋(Λ(𝑡𝑖) − Λ(𝑡𝑖−1))
exp

{


−
(𝑋𝑖 − 𝑋𝑖−1 − 𝑣(Λ(𝑡𝑖) − Λ(𝑡𝑖−1)))2

2𝜎2(Λ(𝑡𝑖) − Λ(𝑡𝑖−1))
}


. (1)

Accordingly, the posterior distribution density of v provided X and t, yielding the 
following:

𝑓 (𝑣|X, t) ∝ 𝑓𝑉(𝑣)𝑝(X, t|𝑣)

∝ exp
{


−
1
2

[


(𝑣 − 𝜇)2

𝜅2 +
𝑛

∑
𝑖=1

(𝑋𝑖 − 𝑋𝑖−1 − 𝑣(Λ(𝑡𝑖) − Λ(𝑡𝑖−1)))2

𝜎2(Λ(𝑡𝑖) − Λ(𝑡𝑖−1))
]


}


∝ exp
{


𝑣2 − 2μv
𝜅2 +

𝑛
∑
𝑖=1

𝑣2(Λ(𝑡𝑖) − Λ(𝑡𝑖−1))2 − 2𝑣(Λ(𝑡𝑖) − Λ(𝑡𝑖−1))(𝑋𝑖 − 𝑋𝑖−1)
𝜎2(Λ(𝑡𝑖) − Λ(𝑡𝑖−1))

}


∝ exp{
𝑣2 − 2μv

𝜅2 +
𝑣2Λ(𝑡𝑛) − 2𝑣𝑋𝑛

𝜎2 } ∝ exp

{


𝑣2 − 2𝑣
𝜇𝜎2 + 𝜅2𝑋𝑛

𝜅2Λ(𝑡𝑛) + 𝜎2

𝜅2𝜎2

𝜅2Λ(𝑡𝑛) + 𝜎2

}


.

(2)

Since the conjugate distribution is also Gaussian, it follows that the posterior distribu-
tion of drift v admits a Gaussian distribution with hyperparameters 𝜇̃ and ˜𝜅, which can be 
formulated as follows:

𝜇̃ =
𝜅2𝑋𝑛 + 𝜇𝜎2

𝜅2Λ(𝑡𝑛) + 𝜎2 ; ˜𝜅2 =
𝜎2𝜅2

𝜅2Λ(𝑡𝑛) + 𝜎2 . (3)
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Under the assumptions stated above, Equation (3) shows that the posterior distribution 
of v depends on the observation history only through the latest observation Xn  and its 
acquisition time tn , together with the fixed prior and model parameters. This follows because 
the parameter-dependent terms in the increment likelihood involve ∑𝑛

𝑖=1[𝑋𝑖 − 𝑋𝑖−1] = 𝑋𝑛
and ∑𝑛

𝑖=1[Λ(𝑡𝑖) − Λ(𝑡𝑖−1)] = Λ(𝑡𝑛). Consequently, Xn  and tn  are sufficient for updating the 
posterior distribution of the unit-specific drift.

This sufficiency property implies that, when the final observation time and value are 
held fixed, omitting intermediate exact observations does not change the resulting posterior 
distribution of v. It therefore permits the observation history to be compressed into the 
current state and acquisition time for decision-making. However, this result does not imply 
that less frequent information acquisition preserves learning performance throughout the 
mission: intermediate observations provide earlier opportunities to update the posterior 
and intervene. Information-acquisition frequency thus remains important for the timing of 
risk assessment and mission-abort decisions.

Taken together, these results enable posterior updating and dynamic decision-making 
using a compact state representation under the stated model and observation assumptions. 
In particular, Equation (3) shows that the posterior variance of the unit-specific drift de-
creases as the transformed observation time increases, indicating a reduction in posterior 
uncertainty. However, this reduction does not guarantee a smaller estimation error for every 
realized degradation trajectory. Moreover, although intermediate exact observations can be 
omitted without changing the posterior distribution at a fixed final observation time and 
value, they remain valuable for providing earlier posterior updates and supporting timely 
mission-abort decisions.

Remark 1.  The sufficiency result is specific to the assumed degradation and observation models. With 
imperfect observations, for example Yi  = X(ti ) + 𝜀i , where the measurement errors are independent 
Gaussian variables with variance 𝜎2

𝑒  and are independent of the degradation process. The observed 
increments contain the terms 𝜀i − 𝜀i −1 , which introduce dependence between adjacent increments. 
The latest noisy observation and its acquisition time are therefore generally insufficient for recovering 
the posterior distribution of v. Intermediate observations can provide additional information by 
helping distinguish latent degradation from measurement error, and parameter learning would require 
filtering based on the observation history or an equivalent recursively updated belief state. Likewise, 
if the diffusion coefficient or time-transformation parameters are uncertain, or the unit-specific drift 
varies during the mission, the present history-compression result need not hold. These extensions 
would require a richer learning model and decision state, and the acquisition-frequency trade-off 
would need to be reassessed.

2.2. Auto-Updating Decision Model with Adaptive Information Acquisition
We focus on a safety-critical system that is responsible for continuously performing

a mission of duration 𝜏. During the entire mission process, the system experiences con-
tinuous degradation attributed to the combined effect of external environmental and en-
dogenous degradation of components. As specified in Section 2.1, the inference of the 
degradation rate is progressively updated upon acquiring the latest degradation observa-
tion. Accordingly, managers can refine abort decisions dynamically by selecting from the 
action set 𝒜 , which involves the following:
▪  Option A. Continue the mission and collect the subsequent degradation information 

at t′  (t < t′  < 𝜏);
▪  Option B. Abort the mission instantly to guarantee system survivability at the cost of 

mission failure.
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We adopt an inspection-epoch failure criterion. Following Liu et al. (2017) [56], 
a threshold crossing between inspections is not counted as a failure if the degradation 
indicator returns below L by the next inspection. The system is declared failed when 
its observed degradation level reaches or exceeds L at a scheduled inspection, including 
the mission endpoint. This criterion is appropriate for fluctuating condition indicators, 
such as vibration-based health measures, when a temporary threshold exceedance does 
not necessarily imply an irreversible loss of functionality. In this setting, L represents an 
unacceptable condition assessed at an inspection epoch, rather than a physical damage 
boundary whose first crossing necessarily causes permanent failure. Consequently, both the 
mission penalty loss cm  and system failure loss cf  are simultaneously incurred. If, however, 
the mission is decided to be terminated without failure involvement, only a penalty cost cm 
is incurred. The cost of each inspection is ci . To minimize the total risk-centered loss, we 
formulate the integrated problem of information acquisition and mission abort as a finite 
horizon Markov decision process.

Let V(n,x) represent the minimal anticipated cost after performing degradation in-
spection at n𝛿. For n = 1,2,…,N − 1 and x < L, the optimal value function can be expressed 
as follows:

V(n,x) = min{V(n,x,a),a ∈ 𝒜}, (4)

Here, V(n,x,0) ≡ cm  represents the expected cost of aborting the mission, and V(n,x,a),
a > n represents the expected cost of continuing the mission, which is formulated as follows:

𝑉(𝑛, 𝑥, 𝑎) = 𝑐𝑖 + (𝑐𝑚 + 𝑐𝑓 ) ⋅ [1 − 𝑅(𝑛, 𝑥, 𝑎)] + ∫
𝐿

−∞
𝑉(𝑎, 𝑥′)𝑓 (𝑥′|𝑛, 𝑥, 𝑎)𝑑𝑥′, (5)

Here, R(n,x,a) represents the conditional system reliability under state (n,x) and action a, 
(a,x′ ) is the next state, and f (x′ |n,x,a) is the transition probability density. Notably, V(n,x,a), 
1 ≤ a ≤ n is an irrelevant term that can be removed during model formulation, which yields 
V(n,x,a) → ∞, 1 ≤ a ≤ n. Then, the transition density f (x′ |n,x,a) is formulated as follows:

𝑓 (𝑥′|𝑛, 𝑥, 𝑎) =
exp[− [𝑥′−𝑥−𝜇(Λ(a𝛿)−Λ(n𝛿))]2

2[𝜅2(Λ(a𝛿)−Λ(n𝛿))2+𝜎2(Λ(a𝛿)−Λ(n𝛿))]
]

√2𝜋[ ˜𝜅2(Λ(a𝛿) − Λ(n𝛿))2 + 𝜎2(Λ(a𝛿) − Λ(n𝛿))]
. (6)

Likewise, the conditional reliability R(n,x,a) is given as follows:

𝑅(𝑛, 𝑥, 𝑎) = Pr{𝑥′ < 𝐿|𝑛, 𝑥, 𝑎} = Φ(


𝐿 − 𝑥 − 𝜇̃(Λ(a𝛿) − Λ(n𝛿))

√ ˜𝜅2(Λ(a𝛿) − Λ(n𝛿))2 + 𝜎2(Λ(a𝛿) − Λ(n𝛿))

)


. (7)

If the aging system survives through the catastrophic failure and no abort action is 
performed over the mission, then a reward cr  is obtained instantly. Then, the boundary 
equation at the N-th epoch is given as follows:

𝑉(𝑛, 𝑥|𝑛 = 𝑁) =
{


−𝑐𝑟, 𝑥 < 𝐿,
𝑐𝑚 + 𝑐𝑓 , 𝑥 ≥ 𝐿.

(8)

The above iterative equation allows the optimal action to be sequentially determined 
leveraging a dynamic programming approach, and thereby the optimal mission execution 
policy can be established dynamically.

Figure 2 shows the realization flowchart of the established strategy. However, the 
calculation of the above iterative equations often encounters the challenge of state explosion. 
In particular, the decision space of the model developed in this paper is much larger than 
that of the traditional dual-action mission abort decision model, and the efficiency of the 
traditional value iteration algorithm plummets. Therefore, it becomes imperative to delve 
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deeper into the inherent structural features of the mission termination model to streamline 
the computational requirements, as we will specify in Section 3.

Figure 2. Flowchart of the joint framework for irregular inspection and abort decision.

3. Structural Properties
This section investigates the structural properties of the optimal decision model, and 

accordingly proposes algorithmic improvements to reduce the computational complex-
ity. We theoretically establish the monotonicity of the value function, which serves as
a fundamental pillar for the verification of the existence of control limits for mission abort. 
These properties promote the understanding of dynamic risk control decisions, which 
facilitates robust decision-making and time-efficient analytical computation. To begin with, 
we introduce the fundamental definition of the following stochastic order.

Definition 1. A stochastic variable X is said to be stochastically smaller than a stochastic variable Y 
in the stochastic order, denoted by X≺Y, if  Pr{X ≤ z} ≥ Pr{Y ≤ z} ∀z.

The utilization of Definition 1 allows us to explore the statistical behaviors of degrada-
tion increment under heterogeneity, as will be shown in Proposition 1.

Proposition 1. For any pre-specified action a ∈ 𝒜  and Λ(t) with arbitrary concave–convex char-
acteristics, the variable ⟨Xa |Xn ⟩ is stochastically non-decreasing in Xn ; in other words, ⟨Xa |Xn  = 
x⟩≺⟨Xa |Xn  = x+ ⟩ provided x < x+ .

Proof.  The conditional distribution of v can be obtained as ⟨𝑣|X, t⟩ ∼ 𝑁(𝜇̃, ˜𝜅2). According 
to Equation (3), 𝜇̃ is an increasing function of Xn , and ˜𝜅2 is constant in Xn . For ∀x1 ≥ x2 
and ∀z ≥ 0, the following is established:

Pr{𝑣 ≤ 𝑧|𝑋𝑛 = 𝑥1} = Φ
(


𝑧 − 𝜅2𝑥1+𝜇𝜎2

𝜅2Λ(n𝛿)+𝜎2

√ 𝜎2𝜅2

𝜅2Λ(n𝛿)+𝜎2

)


≤ Φ
(


𝑧 − 𝜅2𝑥2+𝜇𝜎2

𝜅2Λ(n𝛿)+𝜎2

√ 𝜎2𝜅2

𝜅2Λ(n𝛿)+𝜎2

)


= Pr{𝑣 ≤ 𝑧|𝑋𝑛 = 𝑥2}. (9)
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It follows that ⟨v|Xn  = x+ ⟩≻⟨v|Xn  = x⟩. Then, for ∀v1 ≥ v2  and ∀z ≥ 0, the following
is established:

Pr{𝑋𝑎 − 𝑋𝑛 ≤ 𝑧|𝑣1} = Φ( 𝑧−𝑣1(Λ(a𝛿)−Λ(n𝛿))

𝜎√Λ(a𝛿)−Λ(n𝛿)
) ≤ Φ( 𝑧−𝑣2(Λ(a𝛿)−Λ(n𝛿))

𝜎√Λ(a𝛿)−Λ(n𝛿)
)

= Pr{𝑋𝑎 − 𝑋𝑛 ≤ 𝑧|𝑣2}.
(10)

It can be obtained that ⟨Xa − Xn |v1 ⟩≻⟨Xa − Xn |v2 ⟩. Thus, ⟨Xa − Xn |Xn  = x+ ⟩≻⟨Xa −
Xn |Xn  = x⟩, and, in turn, the following inequality is established:

⟨𝑋𝑎|𝑋𝑛 = 𝑥+⟩ = ⟨𝑋𝑎 − 𝑋𝑛|𝑋𝑛 = 𝑥+⟩ + 𝑥+

≻ ⟨𝑋𝑎 − 𝑋𝑛|𝑋𝑛 = 𝑥+⟩ + 𝑥
≻ ⟨𝑋𝑎 − 𝑋𝑛|𝑋𝑛 = 𝑥⟩ + 𝑥
= ⟨𝑋𝑎|𝑋𝑛 = 𝑥⟩.

(11)

This closes the proof process. □

Proposition 1 establishes stochastic monotonicity of the predictive next-state distribu-
tion with respect to the current degradation level for a fixed decision epoch and continuation 
action. Proposition 2 uses this ordering to establish state monotonicity of the continuation 
and optimal value functions. Proposition 3 characterizes their sensitivity to information-
acquisition cost. No general monotonicity with respect to the decision epoch is asserted.

Proposition 2. Under the nonnegative cost parameters ci ,cm ,cf ,cr , the continuation value V(n, x, a) 
is non-decreasing in x < L for every decision epoch n < N and feasible continuation action 𝑎 ∈ 𝐴+

𝑛 . 
The optimal value V (n, x) is also non-decreasing in x < L.

Proof.  For each subsequent epoch a, define the extended value function as follows:

𝑉𝑎(𝑦) =
{


𝑉(𝑎, 𝑦), 𝑦 < 𝐿,
𝑐𝑚 + 𝑐𝑓 , 𝑦 ≥ 𝐿.

(12)

At the terminal epoch, V(N, y) = −cr  for y < L. Since −cr ≤ cm  + cf , the extended 
terminal value function is non-decreasing.

Suppose that V(a, y) is non-decreasing on y < L for all a > n. Immediate abort is 
feasible at each nonterminal epoch, so V(a, y) ≤ cm ; the same bound holds at the terminal 
epoch because −cr ≤ cm . Consequently, extending the value to cm  + cf  on y ≥ L preserves 
monotonicity.

Let Yn ,x,a  denote the predictive degradation at epoch a. By Proposition 1, for x ≤ x′ < L, 
the following is established:

𝑌𝑛,𝑥,𝑎 ≤st 𝑌𝑛,𝑥′,𝑎 (13)

Since 𝑉𝑎 is non-decreasing, Equation (5) gives the following:

𝑉(𝑛, 𝑥, 𝑎) = 𝑐𝑖 + E[𝑉𝑎(𝑌𝑛,𝑥,𝑎)]
≤ 𝑐𝑖 + E[𝑉𝑎(𝑌𝑛,𝑥′,𝑎)]
= 𝑉(𝑛, 𝑥′, 𝑎).

(14)

Thus, each continuation value is non-decreasing in the current degradation level. The 
feasible continuation action set is independent of x, and the abort value cm  is constant. 
Therefore, the following applies:

𝑉(𝑛, 𝑥) = min{𝑐𝑚, min𝑎∈𝐴+
𝑛
𝑉(𝑛, 𝑥, 𝑎)} (15)

This is also non-decreasing in x. Backward induction completes the proof. □
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Proposition 2 establishes that, at a fixed decision epoch, both the continuation value 
for each feasible action and the optimal value are non-decreasing in the current degradation 
level. The optimal value is bounded above by the immediate-abort cost cm  and equals cm 
wherever abort is optimal. This state monotonicity supports the threshold characterization 
in Theorem 1 and permits higher degradation states to be assigned the abort action once 
abort is optimal at a lower state within the same epoch.

Proposition 3. Fix a nonfailed state (n, x), the degradation model, and all cost parameters except 
the information-acquisition cost. Write Vc (n, x) and Vc (n, x, a) for the optimal and continuation 
values when ci  = c.

(i)  Both Vc (n, x) and, for every fixed 𝑎 ∈ 𝐴+
𝑛 , Vc (n, x, a) are non-decreasing and concave in c ≥ 0.

(Ii)  For 0 ≤ c1  < c2 , let 𝜋1  and 𝜋2  be optimal policies at the corresponding acquisition costs. Their 
expected numbers of future acquisitions satisfy 𝐸𝜋2

[𝑁𝐼 |𝑛, 𝑥] ≤ 𝐸𝜋1
[𝑁𝐼 |𝑛, 𝑥] .

(iii)  At any interior value of cwhere Vc (n, x) is differentiable, 𝜕𝑉𝑐(𝑛,𝑥)
𝜕𝑐 = 𝐸𝜋𝑐

[𝑁𝐼 |𝑛, 𝑥] for any 
optimal policy 𝜋c .

Proof.  Let Πn  denote the set of admissible policies starting from (n, x). This set does not 
depend on the acquisition price. For a fixed policy 𝜋, define the following:

I𝜋 (n,x) = E𝜋 [NI |n,x]. (16)

and
𝐵𝜋(𝑛, 𝑥) = 𝑐𝑚Pr𝜋 (𝒜 ∣ 𝑛, 𝑥) + (𝑐𝑚 + 𝑐𝑓 )Pr𝜋 (ℱ ∣ 𝑛, 𝑥) − 𝑐𝑟Pr𝜋 (𝒮 ∣ 𝑛, 𝑥). (17)

Here, 𝒜 , ℱ , and 𝒮  denote mission abort, system failure, and mission success, respectively. 
The expected cost under this fixed policy is as follows:

J𝜋 (n,x;c) = cI𝜋 (n,x) + B𝜋 (n,x). (18)

Since 0 ≤ I𝜋 ≤ N − n, J𝜋 (c) is a non-decreasing affine function of c. Consequently, the 
following is established:

𝑉𝑐(𝑛, 𝑥) = inf
𝜋∈Π𝑛

{𝑐𝐼𝜋(𝑛, 𝑥) + 𝐵𝜋(𝑛, 𝑥)}. (19)

This is non-decreasing and concave. The same argument applies to Vc (n, x, a) by restricting 
attention to policies whose first continuation action is a.

For part (ii), optimality at the two acquisition prices gives the following:

𝑐1𝐼𝜋1
(𝑛, 𝑥) + 𝐵𝜋1

(𝑛, 𝑥) ≤ 𝑐1𝐼𝜋2
(𝑛, 𝑥) + 𝐵𝜋2

(𝑛, 𝑥)
𝑐2𝐼𝜋2

(𝑛, 𝑥) + 𝐵𝜋2
(𝑛, 𝑥) ≤ 𝑐2𝐼𝜋1

(𝑛, 𝑥) + 𝐵𝜋1
(𝑛, 𝑥)

(20)

Adding these inequalities yields the following:

(𝑐2 − 𝑐1)[𝐼𝜋2
(𝑛, 𝑥) − 𝐼𝜋1

(𝑛, 𝑥)] ≤ 0. (21)

This establishes the claimed ordering.
Finally, for an optimal policy 𝜋c , the following applies:

𝑉𝑐+ℎ(𝑛, 𝑥) ≤ 𝐽𝜋𝑐
(𝑐 + ℎ) = 𝑉𝑐(𝑛, 𝑥) + ℎ𝐼𝜋𝑐

. (22)

Using positive and negative h, and taking limits at a differentiability point, gives
the following:

𝜕𝑉𝑐(𝑛, 𝑥)
𝜕𝑐 = 𝐼𝜋𝑐

(𝑛, 𝑥). (23)

This completes the proof. □
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Proposition 3 characterizes the economic adjustment of information-acquisition effort. 
As acquisition becomes more expensive, the optimal policy uses a weakly smaller expected 
number of future acquisitions. The concavity of the value function further indicates that its 
marginal sensitivity to acquisition price decreases as the policy adjusts its acquisition and 
abort decisions. At differentiability points, this sensitivity is exactly the expected number 
of future acquisitions, providing a direct link between the cost function and monitoring 
effort. The result concerns expected acquisition counts over the remaining mission; it does 
not require every state-specific acquisition interval to increase. A reduction in acquisition 
counts may result from longer intervals, earlier mission abort, or both.

We next characterize the abort region and derive computable bounds using the poste-
rior predictive distribution. For 𝑎 ∈ 𝐴+

𝑛 , define Dn  = 𝜅2 Λ(n𝛿) + 𝜎2 , dn ,a  = Λ(a𝛿) − Λ(n𝛿) 

and 𝐴𝑛,𝑎 = 1 + 𝜅2𝑑𝑛,𝑎
𝐷𝑛

, 𝐵𝑛,𝑎 = 𝜇𝜎2𝑑𝑛,𝑎
𝐷𝑛

, 𝑠𝑛,𝑎 = √ 𝜎2𝜅2𝑑2
𝑛,𝑎

𝐷𝑛
+ 𝜎2𝑑𝑛,𝑎. The conditional next-state dis-

tribution is therefore 𝑋(a𝛿) ∣ (𝑛, 𝑥) ∼ 𝒩(𝐴𝑛,𝑎𝑥 + 𝐵𝑛,𝑎, 𝑠2
𝑛,𝑎) and 𝑅(𝑛, 𝑥, 𝑎) = Φ( 𝐿−𝐴𝑛,𝑎𝑥−𝐵𝑛,𝑎

𝑠𝑛,𝑎
).

For 0 < ci  + cf  and ci  < cm  + cr , let 𝑝∗ =
𝑐𝑖+𝑐𝑓

𝑐𝑚+𝑐𝑓 +𝑐𝑟
∈ (0, 1), 𝑏𝑛,𝑎 = 𝐿−𝐵𝑛,𝑎−𝑠𝑛,𝑎Φ−1(𝑝∗)

𝐴𝑛,𝑎
, and 

𝑏𝑛 = max𝑎∈{𝑛+1,…,𝑁}𝑏𝑛,𝑎.

Theorem 1. For every decision epoch n ∈ {0,…,N − 1}, the following statements hold.
(i)  The optimal abort region is an upper interval of the nonfailed state space x < L. Define 𝐶𝑛(𝑥) =

min𝑎∈𝐴+
𝑛
𝑉(𝑛, 𝑥, 𝑎), ℬ𝑛 = {𝑥 < 𝐿 ∶ 𝐶𝑛(𝑥) ≥ 𝑐𝑚}.

There exists a generalized threshold 𝜉(n) such that mission abort is optimal if and only if
x ≥ 𝜉(n), for x < L. We use 𝜉(n) = L when ℬn  is empty and 𝜉(n) = −∞ when all nonfailed states 
belong to the abort region.

(ii)  If  0 < ci  + cf  and ci  < cm  + cr , the threshold satisfies min{𝐿, 𝑏𝑛,𝑁} ≤ 𝜉𝑛 ≤ min{𝐿, 𝑏𝑛}.

In particular, continuation is strictly preferred whenever x < bnN , while abort is optimal 
whenever 𝑏𝑛 ≤ 𝑥 < 𝐿. If  𝑏𝑛 < 𝐿, a finite threshold strictly below L exists.

(iii)  If ci ≥ cm  + cr , immediate mission abort is optimal at every nonfailed state.
(iv)  Under the conditions of part (ii), if bn ,N ≥ L, continuation is strictly preferred to immediate 

abort at every nonfailed state, and 𝜉 n  = L. Furthermore, if ci  = cf  = 0 and cm  + cr  > 0, 
continuation is strictly preferred at every nonfailed state and every decision epoch.

Proof.  By Proposition 2, V(n, x, a) is non-decreasing in x for every feasible continuation 
action. Since the action set is independent of x, Cn (x) is also non-decreasing. Thus, if
x ∈ ℬn  and x ≤ y < L, then the following applies:

Cn (y) ≥ Cn (x) ≥ cm , (24)

Therefore, y ∈ ℬn .
For completeness, Cn (x) is continuous on x < L. The extended subsequent value 

functions are bounded, and their expectations under the Gaussian predictive distribution 
are continuous in its mean, which is affine in x. A minimum over the finite continuation 
action set preserves continuity. Hence, a finite boundary within the nonfailed state space 
belongs to the abort region under the stated tie-breaking rule. This proves part (i).

To establish part (ii), observe that every subsequent value at a nonfailed state is 
bounded below by −cr : future costs are nonnegative, and the mission-success reward is 
received at most once. Therefore, the following is established:

V(n,x,a) ≥ ci  + (cm  + cf )[1 − R(n,x,a)] − cr R(n,x,a) = ci  + cm  + cf − (cm  + cf  + cr )R(n,x,a). (25)
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If x ≥ bna , the predictive probability satisfies R(n, x, a) ≤ p* , and this lower bound is at 
least cm . Consequently, if 𝑥 ≥ 𝑏𝑛, every continuation action has a value at least cm , and abort 
is optimal.

For the action a = N, the subsequent nonfailed value is exactly −cr . Thus, the following 
applies:

V(n,x,N) = c_i + c_m + c_f  − (c_m + c_f  + c_r)R(n,x,N). (26)

When x < bnN , R(n, x, N) > p* , so V(n, x, N) < cm . Since this action is feasible, immediate 
abort cannot be optimal. These two certified regions establish the threshold bounds, with 
truncation at L representing the case of always continuing over the nonfailed state space.

If 𝑏𝑛 < 𝐿, both a nonempty continuation region and a nonempty abort region exist. 
Moreover, bnN  is finite, so the threshold is finite and strictly below L.

Finally, any policy that starts with continuation incurs at least one acquisition cost and 
has subsequent total cost bounded below by −cr . If ci ≥ cm  + cr , its expected cost is therefore 
at least as follows:

ci − cr ≥ cm . (27)

Immediate abort is optimal under the stated tie-breaking rule, proving part (iii).
To prove part (iv), suppose first that the conditions of part (ii) hold and bn ,N ≥ L. Every 

nonfailed state satisfies x < L ≤ bn ,N , and therefore R(n, x, N) > p* . Consequently, V(n, x, 
N) < cm , so immediate abort is strictly suboptimal throughout the nonfailed state space.

If ci  = cf  = 0 and cm  + cr  > 0, the value of continuing directly to mission completion 
becomes the following:

V(n,x,N) = cm − (cm  + cr )R(n,x,N) < cm , (28)

This is because the nondegenerate Gaussian predictive distribution gives R(n, x, N) > 0 
for every finite x < L. Since this action is feasible at every decision epoch before mission 
completion, continuation is strictly preferred to immediate abort at every nonfailed state. 
This proves part (iv). □

Theorem 1 provides a threshold characterization together with explicit bounds that 
incorporate the current posterior predictive distribution. The lower boundary bnN  is obtained 
by considering direct continuation to the mission endpoint. Below this boundary, this 
feasible action already has a lower expected cost than immediate abort. The upper boundary 
𝑏𝑛 identifies states where every continuation action remains unattractive even when its 
subsequent nonfailed value is replaced by the most favorable bound −cr . The condition 
𝑏𝑛 < 𝐿 therefore establishes a finite interior threshold without assuming that the next-
inspection failure probability approaches one as the current state approaches L. Figure 3 
illustrates the three possible mission outcomes under the threshold policy: mission success, 
mission abort, and system failure.

The bounds also support computational reduction. States satisfying 𝑏𝑛 ≤ 𝑥 < 𝐿
can be assigned the abort action without evaluating all continuation alternatives. For 
states below bnN , the immediate abort can be excluded, while the acquisition action is still 
optimized. Only the interval between the certified boundaries requires identification of the 
abort switching point. The bounds can be computed before backward induction using the 
posterior parameters and the feasible acquisition times. Their width indicates the remaining 
uncertainty about the switching location and may vary across decision epochs; no general 
temporal ordering of the optimal thresholds is imposed.
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Figure 3. Schematic diagram of system degradation and risk control. (a) Mission success: the degra-
dation trajectory remains within acceptable bounds and the mission is completed at the predetermined 
time. (b) Mission abort: the degradation level triggers an early abort decision before reaching the 
failure threshold. (c) System failure: the degradation trajectory exceeds the catastrophic failure limit 
L, resulting in system failure.

Remark 2. Theorem 1 distinguishes the threshold structure from the existence of a finite, nondegenerate 
threshold. Monotonicity of the continuation value establishes that the abort region is an upper interval, 
but does not alone ensure that this region is nonempty. Under the conditions of part (ii), the 
additional condition 𝑏𝑛 < 𝐿guarantees both a nonempty continuation region at sufficiently low 
degradation levels and a nonempty abort region near the failure threshold. This condition is sufficient 
rather than necessary; a finite threshold may still exist when it is not satisfied. Parts (iii) and 
(iv) explicitly identify parameter conditions producing the degenerate policies of always aborting 
and always continuing, respectively. Thus, the existence of an interior abort threshold is treated as
a conditional result rather than a universal feature of the model.

Corollary 1. The mission risk control limit 𝜉(n) exhibits a non-increasing relationship with system 
failure cost cf  and a non-decreasing relationship with mission failure cost cm .

Proof.  Set 𝜉 1 (n) and 𝜉 2 (n) as the control limits under system failure costs 𝑐1
𝑚 < 𝑐2

𝑚, respec-
tively. Then, for any value function V(n,x,a), ∀a > n, ∀x > 𝜉 1 (n), the following applies:

𝑉(𝑛, 𝑥, 𝑎|𝑐2
𝑓 ) = 𝑐𝑖 + (𝑐2

𝑓 + 𝑐𝑚) ⋅ [1 − 𝑅(𝑛, 𝑥, 𝑎)] + ∫𝐿
𝑥 𝑉(𝑎, 𝑥′|𝑐2

𝑓 )𝑓 (𝑥′|𝑛, 𝑥, 𝑎)𝑑𝑥′

> 𝑐𝑖 + (𝑐1
𝑓 + 𝑐𝑚) ⋅ [1 − 𝑅(𝑛, 𝑥, 𝑎)] + ∫𝐿

𝑥 𝑉(𝑎, 𝑥′|𝑐1
𝑓 )𝑓 (𝑥′|𝑛, 𝑥, 𝑎)𝑑𝑥′

= 𝑉(𝑛, 𝑥, 𝑎|𝑐1
𝑓 )

> 𝑐𝑚.

(29)

Therefore, for ∀x > 𝜉 1 (n), x > 𝜉 2 (n) and 𝜉 1 (n) ≥ 𝜉 2 (n) are yielded. Hence, 𝜉(n) is 
non-increasing in the failure cost cf . Using a similar approach, the non-decreasing property 
of 𝜉(n) with cm  is tractable. □

Corollary 1 discloses the monotonic nature of the risk control limit with respect to the 
economic parameters. In situations where system failure poses substantial costs, it becomes 
essential to maintain system survival. Consequently, the control limit should be set at
a relatively low level to minimize the risk of potential failures. Conversely, when the 
economic consequences of mission abort are significant, the primary objective is to en-
sure mission completion. To maximize the probability of mission success, it is preferable 
to allow abort at a higher degradation level, thus increasing the likelihood of achieving 
mission objectives.
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Based on the demonstrated structural properties, we present an improved backward 
induction algorithm to derive the optimal solution within a streamlined state space, which 
reduces computational resources substantially, as detailed in Algorithm 1.

Algorithm 1: Improved backward induction algorithm to find the optimal policy.
Input: Prior parameters 𝜇,𝜅; diffusion coefficient 𝜎 ; time transformation Λ; failure threshold L; costs cm ,cf ,ci ,cr ; decision 
interval Δ; terminal epoch N; grid boundary xmin  and spacing Δ.
Output: Approximate values 𝑉̂, grid actions O, and estimates or brackets for the abort thresholds.
Construct xj  = xmin  + jΔ, j = 0,…,M, with xM  = L
Interpret xM  as an auxiliary nonfailed left-limit node
Initialize 𝑉̂(𝑁, 𝑥𝑗) = −𝑐𝑟 for all j using Equation (8).
For n = N − 1,…,0:
Set 𝐴+

𝑛 = {𝑛 + 1, … , 𝑁}.
If ci ≥ cm  + cr :
Set 𝑉̂(𝑛, 𝑥𝑗) = 𝑐𝑚, O(n,xj ) = 0 for all j, and ˆ𝜉𝑛 = −∞. Proceed to the next epoch.
If ci  + cf  > 0 and ci  < cm  + cr , compute bn ,N  and 𝑏𝑛 using Theorem 1;
otherwise disable bound-based pruning.
For j = 0,…,M, in increasing state order:
If the bounds certify 𝑏𝑛 ≤ 𝑥𝑗
Set 𝑉̂(𝑛, 𝑥𝑘) = 𝑐𝑚 and O(n,xk ) = 0 for all k ≥ j. Exit the state loop
Compute posterior parameters ∼𝜇𝑛,𝑥𝑗

 and ∼𝜅2
𝑛 using Equation (3).

For every 𝑎 ∈ 𝐴+
𝑛 :

Obtain predictive mean m and standard deviation s from Equation (6)
Compute R(n,xj ,a) using Equation (7).
Evaluate ˆ𝐼𝑛,𝑥𝑗,𝑎 using Equation (A3), and calculate the Equation (5) approximation:

𝑄̂𝑎 = 𝑐𝑖 + (𝑐𝑚 + 𝑐𝑓 )[1 − 𝑅(𝑛, 𝑥𝑗, 𝑎)] + ˆ𝐼𝑛,𝑥𝑗,𝑎.
End the action loop
Set 𝐶 = min𝑎∈𝐴+

𝑛
𝑄̂𝑎 and 𝑎∗ = min{𝑎 ∈ 𝐴+

𝑛 ∶ 𝑄̂𝑎 = 𝐶}.
If C ≥ cm :
Set 𝑉̂(𝑛, 𝑥𝑘) = 𝑐𝑚 and O(n,xk ) = 0 for all k ≥ j. Exit the state loop.
Else
Set 𝑉̂(𝑛, 𝑥𝑗) = 𝐶 and O(n,xj ) = a* .
End the state loop.
Record the first abort grid node and its preceding node as the switching bracket, if present.
End the epoch loop and return 𝑉̂, O, and the threshold estimates or brackets.

Numerical implementation. The decision epochs are n = 0,…,N − 1, and the feasible 
continuation actions are A+

n = {n, +, 1 … N}. The action a = Nrepresents continuation 
directly to mission completion. Each continuation action incurs one information-acquisition 
cost, including acquisition at the mission endpoint, consistently with Equation (5).

The theoretical nonfailed state space is (−, ∞L). For computation, we introduce 
a lower boundary xmin  < 0 and a uniform grid xj  = xmin  + jΔ, j = 0, …, M, where
MΔ = L − xmin . The endpoint xM  = L is an auxiliary node storing the left-hand limit 
of the nonfailed value function, rather than the value of a failed state. Its value is obtained 
by evaluating the nonfailed recursion in the limit x ↑ L. At the terminal epoch, all nonfailed 
grid values, including this auxiliary left-limit value, are initialized to −cr . Actual states 
satisfying x ≥ L incur cm  + cf , as specified in Equation (8).
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For a subsequent epoch a, let va ,j  denote the stored nonfailed value at node xj . Between 
adjacent nodes, the value function is approximated by linear interpolation. Below xmin , it is 
approximated by the constant va ,0 . Thus, the following applies:

𝑉̂𝑎(𝑦) =
{


𝑣𝑎,0, 𝑦 < 𝑥min,
[2mm]𝑣𝑎,𝑗 +

𝑣𝑎,𝑗+1−𝑣𝑎,𝑗

Δ (𝑦 − 𝑥𝑗), 𝑥𝑗 ≤ 𝑦 < 𝑥𝑗+1, 𝑗 = 0, … , 𝑀 − 1.
(30)

The probability of a transition below xmin  is retained; the lower tail is neither discarded 
nor renormalized. The failure region y ≥ L is handled separately through its exact predictive 
probability, so interpolation does not smooth the failure boundary.

For a current state and continuation action, write the predictive distribution as Y∼𝒩(m, 
s2 ), with m and s obtained from the posterior parameters in Equation (3). The following
is defined:

𝑧𝑗 =
𝑥𝑗 − 𝑚

𝑠 , 𝑃𝑗 = Φ(𝑧𝑗+1) − Φ(𝑧𝑗), 𝐻𝑗 = (𝑚 − 𝑥𝑗)𝑃𝑗 + 𝑠[𝜙(𝑧𝑗) − 𝜙(𝑧𝑗+1)]. (31)

Here, Φ and 𝜙 are the standard normal cumulative distribution function and density. The 
integral of the interpolated value function is evaluated as follows:

ˆ𝐼𝑛,𝑥,𝑎 = 𝑣𝑎,0Φ(𝑧0) +
𝑀−1
∑
𝑗=0

[𝑣𝑎,𝑗𝑃𝑗 +
𝑣𝑎,𝑗+1 − 𝑣𝑎,𝑗

Δ 𝐻𝑗]. (32)

This expression integrates the piecewise linear approximation exactly under the 
Gaussian predictive distribution. The approximate continuation value is therefore 𝑐𝑖 +
(𝑐𝑚 + 𝑐𝑓 )[1 − 𝑅(𝑛|𝑥|𝑎)] + ˆ𝐼𝑛,𝑥,𝑎. For a = N, this reduces to the exact terminal action value
ci  + (cm  + cf )[1 − R(n, x, N)] − cr R(n, x, N).

At each epoch, states are processed in increasing order. Theorem 1 is used to assign 
analytically certified abort states without evaluating continuation actions. Otherwise, all 
feasible continuation actions are evaluated before applying the Bellman minimization. Once 
abort becomes optimal, higher grid states at the same epoch are assigned the abort action 
using state monotonicity. No assignments are propagated to other decision epochs. Ties 
between abort and continuation are resolved in favor of abort; ties between continuation 
actions are resolved by selecting the earliest acquisition epoch.

Backward induction terminates after epoch n = 0 has been processed. No iterative 
value-function convergence criterion is required for this finite-horizon recursion. Numerical 
accuracy is assessed separately by reducing Δ and extending the lower state boundary. 
The grid settings and the resulting changes in reported values and threshold locations are 
documented with the numerical experiments.

4. Numerical Experiment
To validate the efficacy of the proposed framework, we conduct numerical simulations 

targeting the driver of shipborne radar, which is an essential component responsible for the 
agile and precise orientation of the phased-array radar aboard maritime vessels. Operational 
integrity of the driver is fundamental to the radar’s ability to fulfill its detection and tracking 
objectives under dynamic oceanic conditions. Given its pivotal role in orchestrating the 
mechanical motion of the array, its failure can compromise mission performance, pose 
safety hazards, and result in substantial material and strategic losses. Thus, proactive 
assessment and mitigation of degradation within radar drivers are critical for sustaining 
operational resilience throughout extended ocean expeditions. The degradation of radar 
drivers is influenced by a combination of mechanical fatigue, salinity-induced corrosion, 
and prolonged thermal cycling due to continuous exposure to harsh marine environments. 
Recent developments in embedded monitoring technologies, such as torque fluctuation 
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sensors and acoustic diagnostics, offer new opportunities for tracking the early progression 
of hidden defects.

This study emphasizes the role of mechanical vibration data in reflecting the evolving 
condition of the radar driver system. By analyzing some field performance degradation data 
of the driver, we found that collecting the mechanical vibration signals of the driver during 
operation and extracting characteristic values such as root mean square values as health 
indicators is a commonly used health diagnosis method. Due to its inherent non-stationary 
characteristics observed in real mission datasets, a non-monotonic stochastic process—
specifically, a non-strictly monotonic stochastic process—is adopted to better represent 
the fluctuating nature of degradation over time. By analyzing mission-time vibration 
trajectories, the model captures the probabilistic evolution of damage, enabling prediction 
of failure likelihood with improved precision. Parameter estimation is grounded in actual 
degradation data sourced from long-term naval operations, and a series of simulation 
experiments are carried out to demonstrate the robustness and practical viability of the 
proposed prognostics-driven strategy.

4.1. Realization of the Optimal Policy
The numerical case is informed by vibration-monitoring records from ten radar drivers 

with recorded failures. The source records and platform-specific information are subject to 
confidentiality restrictions and are therefore not publicly released. The information used for 
modelling comprises observation times, vibration root-mean-square (RMS) indicators, and 
recorded failure status. The initial RMS level is subtracted from each trajectory to obtain
a baseline-adjusted degradation indicator.

The random-effects Wiener model in Section 2 is fitted by marginal maximum like-
lihood, with the unit-specific drift integrated out under its Gaussian distribution. The 
parameters 𝜇 and 𝜅 describe the mean and between-unit variability of the drift, while 𝜎  de-
scribes within-unit stochastic fluctuations. For numerical presentation, a common positive 
scaling factor is applied to the degradation indicators across all units. The failure threshold 
and degradation parameters are transformed consistently to the same scale. The scaled 
parameters used in the numerical analysis are 𝜇 = 0.714, 𝜅 = 0.341, and 𝜎  = 0.09. A mission 
with a duration of 20 days was selected for this case validation. During extended oceanic 
missions, in situ replacement or repair of the radar driver is not feasible without severely 
disrupting ongoing operations. Any attempt to intervene mid-mission would necessitate
a full system halt, rendering the radar inoperative and jeopardizing the continuation of the 
mission. Given these constraints, the assessment of the radar driver’s health status is limited 
to designated windows, typically scheduled at the end of each operational cycle—often 
once per 24-hour mission segment. Consequently, the minimum resolution for condition 
monitoring and fault detection is constrained to a daily interval. Thus, the unit time is set as 
𝛿 = 1. For ease of calculation, the costs of system failure and mission failure are quantified 
on an equal scale as cm  = 3000, cf  = 5000, cr  = 4000. Each time the driver is inspected and 
evaluated for its health condition, it will result in non-negligible time, equipment, and labor 
costs, which are denoted as ci  = 200.

Because the calibration sample contains only failed units, the fitted parameters may 
be affected by selection bias and should not be regarded as representative estimates for 
the entire operating population. The case therefore illustrates policy behavior under the 
specified degradation setting. A broader empirical calibration should incorporate surviving 
and right-censored units and account for the sampling mechanism.

Leveraging the above-mentioned data, we calculate the value function under the 
proposed policy and model. Figure 4 shows the overall trend of the value function across 
different decision epochs. This visual representation captures the relationship between the 
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system’s degradation level and the associated optimal costs. In this numerical example, the 
computed value function decreases as the decision epoch advances at a fixed degradation 
level. This temporal trend is an observation under the specified parameter settings and is 
not asserted as a general structural property of the model.

Figure 4. Optimal value function trend graph.

To observe the value function more clearly, we give a slice of the value function at
a fixed epoch. Figure 5 presents a slice of the value function, showcasing how the expected 
cost of the system at a given time changes with the degree of degradation. The slice is 
consistent with Proposition 2, which establishes that the value function is non-decreasing 
in the degradation level at a fixed decision epoch.

Figure 5. Trend slice of expected cost.

Figure 6 shows the change in the optimal inspection under different degradation levels. 
It shows that in the same epoch, the next optimal detection time is approaching with the 
increase in degradation level. That is, decision-makers are more inclined to arrange nearby 
detections to determine the degradation parameters and degradation level of the system 
in real time to ensure that correct decisions are made to avoid system failure. This also 
illustrates the validity of our model: non-periodic information acquisition is more conducive, 
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enabling decision-makers to rationally arrange detection and stop actions according to the 
level of system degradation.

Figure 6. Optimal inspection action.

Figure 7 presents the computed mission-abort thresholds under different cost settings. 
For the parameter settings considered, the thresholds increase as the mission progresses, 
indicating that higher degradation levels are tolerated at later decision epochs. This temporal 
trend is specific to the numerical settings considered. Theorem 1 establishes the threshold 
structure and posterior-based bounds without imposing a general temporal ordering. The 
differences between the curves illustrate the influence of the cost parameters on mission-
abort decisions.

Figure 7. Control limit of different costs.

4.2. Policy Comparison
For comparison purposes, we present a series of heuristic policies that are commonly 

employed in mission abort models. The value functions under these comparative policies are 
established, and the comparative results are presented in the Numerical Experiment section.

Policy 1: Fixed inspection interval policy. The policy under consideration eliminates 
the decision optimization of detection intervals and replaces them with a fixed rhythm of 
information collection. At the same time, the method of parameter updating through the 
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collected information will not be cancelled. To this end, the value function is established
as follows:

F(n,x) = min{F0 (n,x),F1 (n,x)}, (33)

Here, F0 (n,x) and F1 (n,x) represent the expected cost of aborting the mission and continuing 
the inspection at the next epoch, respectively.

Policy 2: Rigid policy without parameter learning. The policy considered still retains 
the characteristics of non-periodic information collection, but does not update the parame-
ters based on real-time information. Therefore, the optimal decision equation is the same as 
in Equations (5) and (6); however, the reliability function and the state transition function 
do not account for parameter uncertainty. The comparison between this policy and the 
proposed policy can reflect the important role of parameter updating.

Policy 3: Benchmark policy without inspection adjustment and parameter learning. 
This policy is the most classic mission abort policy: it uses fixed monitoring of system health 
status information to decide whether to execute an abort, without considering parameter 
updates or non-periodic inspection means in the model framework. The comparison is to 
reflect the effectiveness of our improvement of the mission abort framework. Its Bellman 
equation can be referenced to Equation (16), but the kernel is not driven by the parameter-
updating process.

To compare different policies, we selected the degradation trends of another 20 groups 
of radar drivers, conducted mission risk management for these simulations with the initial 
parameters and corresponding policies, and obtained the corresponding average costs 
shown in Tables 1 and 2. The economic superiority of the proposed strategy can be clearly 
seen from the results in the table. Among the three strategies, it is obvious that Policy 3 has 
the weakest performance. This is because it does not consider either parameter updates or 
irregular information acquisition, so it bears a higher failure risk and detection costs.

Table 1. Comparison of policies for different values of cm  with cf  = 5000$.

cm  = 1000 cm  = 3000 cm  = 5000

Cost Increase % Cost Increase % Cost Increase %

Optimal 
policy 897 - 2322 - 3656 -

Policy 1 910 1.44 2521 8.57 3936 7.66
Policy 2 933 4.01 2601 12.01 4201 14.90
Policy 3 964 7.47 2862 23.25 4824 31.96

Table 2. Comparison of policies for different values of cf  with cm  = 3000$.

cf  = 3000 cf  = 5000 cf  = 8000

Cost Increase % Cost Increase % Cost Increase %

Optimal 
policy 2193 - 2322 - 2693 -

Policy 1 2357 7.49 2521 8.57 2750 2.15
Policy 2 2524 15.12 2601 12.01 2809 4.31
Policy 3 2848 29.87 2862 23.25 2952 9.65

Tables 1 and 2 report the mean costs obtained for the limited set of radar-driver evalua-
tion trajectories under the originally investigated settings. They indicate lower average costs 
for the proposed policy in that sample, but do not by themselves establish population-level 
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superiority. The following separately specified synthetic-path experiment provides addi-
tional outcome measures and a reproducible comparison under explicit model assumptions.

For a fair comparison of information-acquisition schedules in the supplementary sim-
ulation, the fixed-period policies are optimized ex ante over all integer inspection intervals 
k = 1, ..., 20 days, with an assessment at mission completion. The comparison results are 
shown in Table 3. Policy 1 retains Bayesian learning, whereas Policy 3 assumes a fixed drift 
v = μ without parameter updating. Policy 2 uses the same fixed-drift approximation while 
allowing adaptive acquisition. Under the specified simulation setting, the optimal fixed 
interval for Policy 1 is six days.

Table 3. Supplementary policy comparisons using 30,000 synthetic degradation trajectories.

Policy Mean Cost Success (%) Failure (%) Abort (%) Mean Acquisitions

Proposed 1461.3 26.24 0.46 73.3 1.38
Policy 1 1570.5 26.2 0.66 73.14 1.86
Policy 2 2891.4 0 0 96.7 1.01
Policy 3 3000.0 0 0 100 0

The finite-horizon backward induction algorithm is implemented on a uniform 
degradation-state grid over [−12, 10], with grid spacing Δ = 0.1. The Gaussian expectation 
of the piecewise-linear continuation value is evaluated analytically, while the probability 
of entering the failure region is treated separately. The computed initial expected costs of 
the proposed and optimized fixed-period learning policies are 1450.4 and 1563.5, respec-
tively. Reducing Δ to 0.05 changes these values to 1450.2 and 1563.2. Extending the lower 
state boundary to −20 produces no change at the reported precision. Compared with the 
optimized fixed-period learning policy, the proposed policy reduces simulated mean cost 
by 109.1 units, corresponding to a reduction of 6.95%. The proposed policy also produces 
a lower inspection-epoch failure probability and requires fewer information acquisitions 
on average. These findings illustrate the potential benefits of joint acquisition and abort 
optimization under the stated assumptions.

5. Conclusions
This paper develops a mission risk management framework that jointly determines 

adaptive information-acquisition and mission-abort decisions while updating uncertainty in 
a unit-specific degradation drift. Under the specified model and observation assumptions, 
the latest observation and its acquisition time are sufficient for posterior updating. The struc-
tural analysis characterizes the abort region, provides posterior-based threshold bounds, 
and establishes the relationship between acquisition cost and optimal expected acquisition 
effort. These results support the development of an efficient backward induction algorithm. 
The numerical study illustrates the potential economic benefits of the framework under 
the investigated settings. These observations depend on the adopted inspection-epoch 
failure criterion, selected cost parameters, and limited set of evaluation trajectories. The 
costs are illustrative rather than empirically validated estimates of operational losses, and 
calibration based only on failed units may introduce selection bias. Accordingly, the results 
provide preliminary evidence of potential effectiveness. Broader practical applicability 
requires further validation using representative degradation data and application-specific 
cost estimates.

Future research can build upon the framework developed in this study by exploring 
several promising directions. First, extending the mission abort framework to consider 
multiple uncertainties, such as environmental factors and operational variations, could 
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provide a more robust decision-making model that accounts for the complexities of real-
world systems. Second, investigating the detection and maintenance (or abort) strategies 
for individual components in complex systems would enhance the framework’s adaptabil-
ity and effectiveness, particularly in multi-component systems where component-specific 
degradation and failure risks vary. Lastly, integrating constraints such as resource availabil-
ity, time limitations, and operational capacity into the mission abort decision framework 
would offer a more comprehensive approach to mission risk management, optimizing both 
mission outcomes and resource usage in scenarios with multiple operational constraints. 
These advancements would further improve the flexibility and applicability of mission 
abort strategies across diverse critical systems and environments.
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