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Abstract

Integrated Energy Systems (IESs) are characterized by strong nonstationarity, seasonal
heterogeneity, and stochastic fluctuations in electric, cooling, and heating loads, making
accurate and reliable probabilistic forecasting challenging. To address this issue, this study
proposes an Improved Osprey Optimization Algorithm-based TCN-BiLSTM-Quantile
Regression (IOOA-TCN-BiLSTM-QR) model for short-term probabilistic forecasting of
multi-energy loads. The model integrates Logistic chaotic mapping and Lévy flight to
enhance the optimization capability of the Osprey Optimization Algorithm, while TCN and
BiLSTM are employed to capture multiscale local features and long-term temporal depen-
dencies, respectively. Quantile regression is further introduced to construct 90% prediction
intervals and quantify forecasting uncertainty. Using year-round hourly operational data
from a university IES, the proposed model achieves average PICP and PINAW values of
90.50% and 0.1513, respectively, indicating a favorable balance between interval coverage
and width. For point forecasting, the model achieves test-set R2 values of 0.9385, 0.9781,
and 0.9731 for electric, cooling, and heating loads, respectively, with corresponding MAPE
values of 2.61%, 2.67%, and 2.36%. Comparative and ablation experiments demonstrate the
effectiveness of the integrated optimization and temporal feature extraction framework,
while cross-dataset validation further confirms its applicability to different multi-energy
load conditions. Overall, the proposed model provides accurate point forecasts and 90%
prediction intervals with average coverage close to the nominal level, offering quantita-
tive information for reserve capacity allocation, operational scheduling, and risk-aware
decision-making in IESs.

Keywords: integrated energy system; electric–cooling–heating loads; probabilistic interval
forecasting; IOOA-TCN-BiLSTM; feature contribution analysis
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1. Introduction
Traditional power systems rely heavily on electricity generation from fossil fuel com-

bustion, which not only consumes large amounts of finite fossil energy resources but also
produces substantial greenhouse gas emissions and pollutants, thereby exacerbating global
climate change and ecological degradation and posing serious challenges to green and
sustainable development [1]. Against the backdrop of continuously growing global energy
demand and the ongoing advancement of the “Dual Carbon” goals, developing a new-
type power system dominated by renewable energy has become an important pathway
for reducing carbon emissions, improving energy utilization efficiency, and promoting
energy structure transformation [2]. With the increasing penetration of renewable energy
sources such as wind and photovoltaic power into new-type power systems, their inherent
intermittency, volatility, and randomness have introduced new challenges to power supply-
scheduled balance and stable system operation. Therefore, coordinated optimization and
control, together with accurate load forecasting, are urgently required to enhance system
scheduling and operational capabilities. Meanwhile, the Integrated Energy System (IES),
through the coordinated complementarity and cascade utilization of heterogeneous energy
sources such as electricity, gas, heating, and cooling, can further improve overall energy
utilization efficiency [3] and has become an important development direction for the emerg-
ing energy system. Accurate integrated energy load forecasting is not only fundamental to
maintaining the supply–demand balance of different energy carriers and ensuring safe and
stable system operation, but also a critical prerequisite for the optimal scheduling, energy
management, and operating cost control of multiple energy subsystems. Previous studies
have shown that a 1% reduction in electricity load forecasting accuracy may increase system
operating costs by up to USD 10 million [4], further highlighting the significant economic
value of accurate load forecasting. However, complex multi-energy coupling relationships
exist within integrated energy systems, while the large-scale integration of renewable
energy further increases the randomness and uncertainty of load variations. Consequently,
traditional forecasting methods based on a single energy carrier or individual variables
may struggle to fully characterize the dynamic evolution of complex loads [5]. Therefore,
how to effectively extract deep temporal patterns from multi-source load data, adequately
characterize the uncertainty induced by renewable energy integration and multi-energy
coupling, and achieve accurate and robust multi-load forecasting for integrated energy
systems has become a critical issue that urgently needs to be addressed for the optimal
operation of new-type power systems and integrated energy systems [6].

In conventional load forecasting studies, load demand is typically predicted inde-
pendently for a single energy type. Existing approaches can be broadly categorized into
two major groups: mathematical statistical methods and artificial intelligence-based meth-
ods. Mathematical statistical approaches mainly include regression analysis [7] and time-
series methods [8]. In recent years, machine learning has been widely adopted because
of its capability to model complex nonlinear relationships between explanatory variables
and forecasting targets without requiring the construction of complicated mathematical
models [9]. Common machine learning models include Random Forest (RF) [10], Support
Vector Machine (SVM) [11], and Gated Recurrent Unit (GRU) [12]. Luo et al. [13] identi-
fied similar load days using AHC and integrated CNN-BiLSTM-Attention with XGBoost
to construct a Stacking ensemble model, thereby improving short-term electricity load
forecasting accuracy. Peng et al. [14] introduced a multi-scale spatiotemporal graph convo-
lutional network and Transformer to fully exploit short-term spatiotemporal characteristics
and long-term temporal features of different nodes within the power system topology,
based on which optimal input features were constructed. Liu et al. [15] addressed the
insufficient forecasting stability and generalization caused by complex and highly variable
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load patterns in large public buildings by developing a hybrid forecasting model integrat-
ing MS-DTW, FIE, ITCN, and Transformer. Through load pattern clustering and feature
importance evaluation, scenario-specific forecasting models were constructed, achieving
better performance than benchmark models across different building types and forecasting
horizons of 6, 24, and 48 h. In particular, the RMSE for the 6-h forecasting task was reduced
by 39.2–47.1% compared with TCN-Transformer. However, these studies have primarily
focused on forecasting a single type of load and therefore have limited ability to deeply
exploit the complex coupling relationships among multiple loads in Integrated Energy
Systems (IES), while the generalization capability of the developed models remains rela-
tively limited [5,16]. With the ongoing energy transition, IESs have become an important
pathway toward more efficient energy utilization and energy structure transformation [5].
By coupling multiple energy networks and enabling interconnection and complementar-
ity among different energy carriers through energy conversion devices, IESs establish
complex coupling relationships among different types of loads within the system [17].
Consequently, load forecasting research has gradually shifted from single-load forecasting
toward multi-load forecasting. Tan et al. [18] proposed a multi-energy load forecasting
method based on SCA, LPF, and MTL-LSTM to address the randomness and coupling
characteristics of multi-energy loads in IESs. Specifically, SCA was employed to identify
key features, LPF was used to characterize the interactions among different loads, and
MTL-LSTM was adopted to extract dynamic coupling information among multiple load
types, enabling coordinated forecasting of electricity, cooling, heating, and total loads,
with average forecasting accuracies of 97.18% and 97.85%, respectively. Zhuang et al. [19]
developed a multi-energy load forecasting method based on a Multi-Scale Spatiotemporal
Graph Neural Network (MS-STGNN) to address the difficulties in characterizing com-
plex correlations among multi-energy loads and the information loss caused by extracting
features at a single temporal scale. The proposed framework exploited the relationships
among multi-energy loads and auxiliary features through continuous graph learning and
graph convolution modules, while feature attention and multi-scale convolution modules
were employed to capture temporal characteristics at different time scales, thereby improv-
ing the forecasting performance and generalization capability for integrated energy loads.
Furthermore, historical multivariate load data in IESs generally exhibit strong volatility and
non-stationarity and are influenced by external factors such as seasons and holidays [20].
These characteristics further increase the difficulty of load forecasting and may lead to
degraded forecasting accuracy.

Building on the aforementioned studies, existing research on multi-load forecasting
in integrated energy systems has gradually evolved from single-load forecasting toward
coordinated multi-energy forecasting, with methods such as multi-task learning, graph
neural networks, and multi-scale feature extraction being employed to enhance the capabil-
ity to capture correlations among different types of loads. However, most existing studies
still focus primarily on point forecasting, which represents the future load level using a
single predicted value and therefore has limited ability to characterize the uncertainties
arising from renewable energy fluctuations, changes in user energy consumption behavior,
and multi-energy coupling processes [5,6,20,21]. When actual loads deviate substantially
from the predicted values due to unexpected factors, point forecasts cannot effectively
provide the potential range of future load variations, thereby limiting their practical value
in risk assessment, reserve capacity allocation, and optimal scheduling [22]. Therefore,
while improving the accuracy of multi-energy load forecasting, it is also important to
develop probabilistic interval forecasting approaches capable of characterizing forecasting
uncertainty [23]. In recent years, interval forecasting has been increasingly applied to
electricity load forecasting, providing decision-makers with the potential range of future
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load variations by generating upper and lower prediction bounds at different confidence
levels. Compared with conventional point forecasting, interval forecasting can provide a
more comprehensive representation of load uncertainty and richer information for the safe
operation and risk-aware decision-making of energy systems. Among existing approaches,
Quantile Regression (QR) is particularly suitable for probabilistic interval forecasting of
electricity loads because it does not rely on specific assumptions regarding the underly-
ing data distribution and can directly learn the conditional distribution characteristics of
loads at different quantiles [24]. By integrating QR with deep learning models, prediction
results at different quantile levels can be obtained while extracting complex temporal
characteristics of load sequences, thereby enabling the construction of load prediction
intervals with different confidence levels. On the other hand, electricity, cooling, and
heating loads in integrated energy systems exhibit distinct variation patterns and temporal
scales, with load sequences simultaneously containing complex temporal characteristics
such as local fluctuations, periodic variations, and long-term dependencies [25,26]. Con-
ventional single-network architectures are often constrained by their receptive fields or
their ability to model temporal dependencies during feature extraction. The Temporal
Convolutional Network (TCN) employs causal and dilated convolutions to enlarge the
receptive field while preserving temporal causality, enabling effective extraction of local
and long-term temporal features at different scales [27]. The Bidirectional Long Short-Term
Memory (BiLSTM) network, in contrast, learns contextual information from both forward
and backward directions, thereby enhancing its ability to represent complex temporal
dependencies [28]. Therefore, integrating TCN and BiLSTM can potentially exploit their
complementary strengths in multi-scale feature extraction and temporal dependency mod-
eling, providing more effective feature representations for multi-energy load forecasting.
Furthermore, the forecasting performance of deep learning models depends strongly on
the appropriate configuration of their network structures and hyperparameters, such as
the number of convolutional layers, number of convolutional kernels, dilation factors,
hidden-layer dimensions, and learning rate [29]. Determining these parameters through
manual trial and error is not only inefficient but also susceptible to subjective experience,
making it difficult to identify an optimal parameter combination for complex multi-energy
load data. Therefore, introducing intelligent optimization algorithms with strong global
search capabilities to optimize the hyperparameters of TCN-BiLSTM models can help
improve forecasting performance and stability [30]. The Improved Osprey Optimization
Algorithm (IOOA) enhances the global exploration and local exploitation capabilities of the
population search process, providing a more effective optimization strategy for complex
model parameter spaces and thereby reducing the risk of the model becoming trapped in
local optima [31].

Based on the above considerations, this study proposes a short-term probabilistic
interval forecasting method for electricity, cooling, and heating loads based on an Improved
Osprey Optimization Algorithm (IOOA)-optimized TCN-BiLSTM-QR framework. First,
operational data from a university integrated energy system are collected, and the electric-
ity, cooling, and heating loads together with relevant influencing factors are preprocessed
and organized to construct the input features. Second, a TCN-BiLSTM forecasting model
is developed, where TCN is employed to extract multi-scale local temporal patterns from
the load sequences, while BiLSTM further captures long-term temporal dependencies.
Subsequently, IOOA is introduced to adaptively optimize the key hyperparameters of the
forecasting model, and Quantile Regression (QR) is incorporated to construct load predic-
tion intervals at different confidence levels, thereby quantifying forecasting uncertainty.
Furthermore, the probabilistic interval forecasting characteristics of electricity, cooling, and
heating loads are investigated across the four seasons and different representative time
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periods, with particular emphasis on their seasonal and intraday variations. Multi-model
comparisons and ablation experiments are then conducted to examine the effectiveness of
the proposed model and the contributions of its core components. In addition, an indepen-
dent load dataset is employed to evaluate the applicability and generalization capability
of the proposed framework under different data scenarios. Finally, feature contribution
analysis is performed to identify the relative influence of different input variables on elec-
tricity, cooling, and heating load forecasting, thereby improving the interpretability of the
forecasting process. Through these investigations, this study establishes an integrated
framework encompassing model development, point forecasting, probabilistic interval
forecasting, seasonal and intraday analysis, applicability assessment, and feature contribu-
tion interpretation, providing methodological support for load forecasting and operational
decision-making in integrated energy systems.

The contributions of this study are summarized as follows. First, an integrated IOOA-
TCN-BiLSTM-QR framework is developed to simultaneously improve forecasting accuracy
and uncertainty characterization for multiple energy loads. Second, the proposed prob-
abilistic forecasting framework is systematically evaluated under different seasons and
representative time periods, allowing the distinct seasonal and intraday characteristics of
electricity, cooling, and heating loads to be explicitly examined. Third, comprehensive
comparative and ablation experiments are conducted to quantify the effectiveness of the
proposed optimization strategy and the individual contributions of the core model compo-
nents. Fourth, an independent load dataset is introduced to further assess the applicability
and generalization capability of the proposed framework under different data conditions.
Finally, feature contribution analysis is performed to improve the interpretability of the
forecasting results by identifying the relative influence of different input variables on
the three types of energy loads. These contributions are important because they extend
multi-energy load forecasting from deterministic point prediction toward more informative
probabilistic forecasting, providing quantitative uncertainty information that can support
reserve-capacity allocation, operational scheduling, and risk-aware decision-making in
integrated energy systems.

2. Theoretical Foundation
2.1. Improved Osprey Optimization Algorithm (IOOA)
2.1.1. Traditional Osprey Optimization Algorithm (OOA)

The Osprey Optimization Algorithm (OOA) is a swarm intelligence optimization
algorithm inspired by the predatory behavior of ospreys [32]. In this algorithm, the posi-
tion of each osprey is encoded as a candidate solution to the optimization problem, and
the solution space is iteratively explored by simulating the processes of prey searching,
capturing, and transferring. The optimization process mainly consists of two stages: global
exploration and local exploitation. First, ospreys adjust their search positions according to
the locations of their prey, thereby expanding the search range and enhancing the global
exploration capability of the population. Subsequently, by simulating the behavior of
ospreys capturing prey and transferring it to a suitable location, the search space around
the current promising solutions is further exploited, thereby improving the capability
for fine-grained local search. Through the coordinated interaction between global ex-
ploration and local exploitation, OOA can simultaneously expand the search range and
strengthen local optimization capability. It has demonstrated good search efficiency and
convergence stability in complex nonlinear and high-dimensional optimization problems
and is therefore suitable for complex parameter optimization and large-scale engineering
optimization tasks [33].
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In the Osprey Optimization Algorithm, the population consists of N ospreys, with
the position of each osprey representing a candidate solution. The candidate solutions are
represented by an N × m-dimensional matrix X, as shown in Equation (1). Each row of
the matrix corresponds to the position of an individual osprey, representing a potential
solution to the optimization problem.

X =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

X1
...
Xi
...
XN

⎤⎥⎥⎥⎥⎥⎥⎥⎦
N×m

=

⎡⎢⎢⎢⎢⎢⎢⎢⎣

x1,1 . . . x1,j . . . x1,m
...

. . .
...

. . .
...

xi,1 . . . xi,j . . . xi,m
...

. . .
...

. . .
...

xN,1 . . . xN,j . . . xN,m

⎤⎥⎥⎥⎥⎥⎥⎥⎦
N×m

(1)

where N represents the number of ospreys; m represents the number of dimensions in
the problem; Xi represents the i-th osprey; and xi,j represents the j-th dimension, i.e., the
problem variable.

The population is then initialized according to Equation (2):

xi,j = bl
j + ri,j·

(︂
bu

j − bl
j

)︂
, i = 1, 2, . . . , N; j = 1, 2, . . . , m (2)

where bl
j and bu

j are the upper and lower bounds of the j-th variable, respectively; ri,j is a
random number in the interval [0, 1].

The fitness of the objective function is determined according to Equation (3):

F =

⎡⎢⎢⎢⎢⎢⎢⎢⎣

F1
...
Fi
...
FN

⎤⎥⎥⎥⎥⎥⎥⎥⎦
N×1

=

⎡⎢⎢⎢⎢⎢⎢⎢⎣

F(X1)
...
F(Xi)
...
F(XN)

⎤⎥⎥⎥⎥⎥⎥⎥⎦
N×1

(3)

where F represents the objective function value; Fi represents the objective function value
for the i-th osprey.

When constructing the OOA, the osprey positions corresponding to better objective
function values in the search space are regarded as the locations of fish hidden underwa-
ter. The position of each osprey in the search space can be mathematically described by
Equation (4):

Fpi = {Xk|k ∈ {1, 2,· · · , N} ∧ Fk < Fi)} ∪ {Xbest} (4)

where Fpi represents the set of positions of the i-th osprey; Xbest represents the optimal
osprey’s position; Fk xP1

i,j = xi,j + ri,j·
(︁
Si,j − Ii,j·xi,j

)︁
and Fi represent the target positions

of the k-th and i-th ospreys, respectively.
The osprey randomly selects a target prey based on the positional information of

prey within the population and simulates the predatory process of gradually approaching
the selected target. During this process, the positions of individual ospreys are updated
according to Equations (5) and (6), thereby generating new candidate solutions. The
objective function value corresponding to the new position is then calculated and compared
with the fitness of the current osprey position. If the new position yields a better objective
function value, it replaces the original position; otherwise, the current solution is retained.

xP1
i,j = xi,j + ri,j·

(︁
Si,j − Ii,j·xi,j

)︁
(5)
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xP1
i,j =

⎧⎪⎨⎪⎩
xP1

i,j , bl
j ≤ xP1

i,j ≤ bu
j

bl
j, xP1

i,j < bl
j

bu
j , xP1

i,j > bu
j

(6)

where xP1
i,j represents the new position in the j-th dimension of the i-th osprey during the

first stage; Si,j is a random number from the interval [0, 1]; Ii,j is a random number from
the set{1, 2}.

If a better new position is found, the osprey’s position is updated according to
Equation (7) [34]:

Xi =

{︄
XP1

i , FP1
i < Fi

Xi, Others
(7)

where FP1
i represents the objective function value at the new location.

After capturing the prey, the osprey carries it to a suitable location for feeding. The
second stage of the OOA simulates this predatory behavior to perform local exploitation
around the current promising solutions. In this stage, each osprey adjusts its position within
the search space according to a randomly generated feeding location. By progressively
narrowing the search range, the algorithm further explores potentially promising solutions,
thereby enhancing its local exploitation capability and convergence accuracy. Specifically,
for each osprey, a candidate feeding position is randomly generated within the search space,
and the corresponding objective function value is calculated. This value is then compared
with that of the osprey’s current position. If the candidate position yields better fitness, it is
adopted to update the osprey’s position; otherwise, the original position is retained. The
position update process is expressed as follows:

xP2
i,j = xi,j +

bl
j + r·

(︂
bu

j − bl
j

)︂
t

, i = 1, 2, · · · , m; t = 1, 2, · · · , T (8)

xP2
i,j =

⎧⎪⎨⎪⎩
xP2

i,j , bl
j ≤ xP2

i,j ≤ bu
j

bl
j, xP2

i,j < bl
j

bu
j , xP2

i,j > bu
j

(9)

where xP2
i,j represents the new position in the j-th dimension of the i-th osprey during the

second phase; r is a random number within the interval [0, 1]; t is the current iteration
number; and T is the maximum number of iterations.

If a better position is found, the previous osprey position is replaced according to
Equation (10) [34]:

Xi =

{︄
XP2

i , FP2
i < Fi

Xi, Others
(10)

where FP2
i represents the corresponding fitness value.

2.1.2. Improvement Methods

To address the limitations of the traditional Osprey Optimization Algorithm (OOA) in
complex optimization problems, including uneven initial population distribution, insuffi-
cient global search capability, slow convergence, and a high tendency to become trapped in
local optima [35], this study improves OOA from two perspectives: enhancing population
diversity and expanding the search range [34]. First, a Logistic chaotic map is introduced
to generate the initial population with favorable ergodicity and randomness [36], thereby
improving the quality of population initialization and enhancing the global exploration
capability during the early stage of optimization. Second, a Lévy flight strategy is incor-
porated to construct a stochastic search mechanism characterized by a combination of
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long- and short-step movements, enabling some individuals to escape from the current
local region and explore a broader search space, thereby reducing the probability of being
trapped in local optima [37]. Through the synergistic effect of these two strategies, the
population diversity, global exploration capability, local exploitation capability, and con-
vergence performance of OOA are further enhanced, providing a more stable and efficient
optimization foundation for the subsequent hyperparameter optimization of the proposed
model. The specific improvement procedures are described as follows:

(1) Logistic Chaotic Map

The Logistic chaotic map is incorporated into the Osprey Optimization Algorithm
(OOA) in this study to generate a chaotic sequence using the Logistic Equation:

r(i+1,j) = c · ri,j · (1 − ri,j) (11)

The parameter c is fixed to 4.0 in all experiments, which enables fully chaotic and
uniform ergodic distribution of the initialized population. As c gradually approaches 4,
the Logistic map exhibits increasingly pronounced chaotic characteristics. When c = 4, the
system reaches a fully chaotic state, generating a sequence with favorable ergodicity and a
relatively uniform distribution. Based on the aforementioned chaotic mapping mechanism,
Equation (12) is employed to initialize the positions of the OOA population individuals,
thereby improving the uniformity of the initial population distribution in the search space
and enhancing population diversity and global exploration capability.

Xi,j = bl + (bu − bl) · ri,j (12)

where Xi,j represents the position of the i-th osprey along the j-th dimension, and ri,j denotes
the normalized random number sequence generated by the logistic chaotic map.

The Logistic chaotic sequence generated by Equation (12) is mapped into the search
space of the optimization problem to achieve a more uniformly distributed initialization
of the Osprey population. Owing to the favorable ergodicity, randomness, and nonlinear
characteristics of the Logistic chaotic map, the resulting chaotic sequence enables the ini-
tial population to cover the entire search space more uniformly, reducing issues such as
overlapping individual positions and uneven population distribution, thereby improving
population diversity and the quality of the initial solutions. On this basis, the improved
OOA can explore a broader search range during the early iterations, enhancing its global
exploration capability and reducing the risk of premature convergence to local optima
caused by an inappropriate initial population distribution. Meanwhile, a more uniform
distribution of initial solutions helps reduce ineffective searches and improve the optimiza-
tion efficiency and convergence performance of the algorithm, providing a favorable initial
condition for subsequently obtaining the global optimum.

(2) Lévy Flight Strategy

During the global exploration phase of the OOA, the parameter r1 primarily regulates
the search step size and search range of the osprey individuals. However, a fixed or con-
strained search range may limit the exploration of the population, making it difficult for the
algorithm to effectively escape from local optima and consequently weakening its global
optimization capability. To address this issue, the Lévy flight strategy is introduced to im-
prove the position update mechanism of the osprey individuals. Lévy flight is characterized
by variable step lengths, combining short-distance searches with occasional long-distance
jumps, which enables the search range of individuals to be expanded while preserving
local search capability [38]. By incorporating Lévy flight into the global exploration process
of OOA, the positional perturbations and diversity of search trajectories among population
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individuals can be increased, allowing some individuals to escape from the current local
region and explore new potentially promising regions. Consequently, the global exploration
capability of the algorithm is enhanced, while the probability of becoming trapped in local
optima is reduced. The mathematical formulation of the Lévy flight is given as follows [39]:

L(1) =
u

|v|
1
β

(13)

δu =

⎡⎣Γ(1 + β)· sin
(︂

πβ
2

)︂
Γ
(︂

1 + β
2

)︂
·β·2(

β − 1
2 )

⎤⎦
1
β

, u ∼
(︂

0, δ2
u

)︂
; v ∼

(︂
0, δ2

v

)︂
(14)

where Γ is the gamma function; β = 1.5; u and v follow Gaussian distributions with mean 0,
respectively; δu

2 and δv
2 are the variances.

In the improved Osprey Optimization Algorithm, the Lévy flight strategy is employed
to replace the conventional random number r1, and the corresponding update equation is
given in Equation (15):

Xt+1
i,j = Xi,j

t + L(1) ×
(︁
Ti,j − Ii,j × xi,j

)︁
(15)

where Ti,j is a scaling factor used to control the step size of the Levy walk; Ii,j is an indicator
function used to determine whether to update the current dimension.

In the improved IOOA Lévy flight update rule, the scaling factor Ti,j and indicator
function Ii,j are explicitly defined as follows:

The scale factor controls the step magnitude of Lévy mutation:

Ti,j = 0.01· t
Tmax

(16)

The binary indicator Ii,j determines whether the Lévy flight update is activated for the
j-th dimension of the i-th osprey:

Ii,j =

{︄
1, rand(·) < 0.5
0, othersies

(17)

Only dimensions with Ii,j are updated via Lévy flight, which balances local fine search
and global exploration.

After introducing the Lévy flight strategy, osprey individuals can exploit the heavy-
tailed distribution to generate random search steps with different scales, effectively combin-
ing local exploration with long-distance jumps in the search space. When the population
becomes trapped in a local optimum region, larger random steps can drive some individu-
als to escape the current search region and explore new potentially promising solutions,
thereby expanding the coverage of the solution space and reducing the risk of prema-
ture convergence. In regions near promising solutions, smaller step sizes can be used for
fine-grained searches, improving local exploitation capability and optimization accuracy.
Therefore, the Lévy flight strategy can effectively enhance the search flexibility, population
diversity, and global optimization capability of OOA, thereby improving its convergence
performance in complex high-dimensional optimization problems.

In summary, the traditional OOA is improved by incorporating the Logistic chaotic
map and Lévy flight strategy. Specifically, the Logistic chaotic map is employed to optimize
the population initialization process. By exploiting its favorable ergodicity and uniformity,
the distribution of initial individuals in the search space is improved, thereby enhancing
population diversity and global exploration capability. The Lévy flight strategy, on the
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other hand, is applied during the iterative search process to generate multi-scale random
step sizes through a heavy-tailed distribution, enhancing the ability of the population
to escape local optima while balancing global exploration and local exploitation. These
two strategies improve the optimization performance of OOA from the perspectives of
initial population quality and search-step mechanism, respectively, thereby improving
the convergence speed, solution accuracy, and stability of the algorithm. The improved
algorithm is referred to as the Improved Osprey Optimization Algorithm (IOOA), and its
specific optimization procedure is shown in Figure 1.

Figure 1. IOOA Flowchart.

2.2. Temporal Convolutional Network (TCN) Algorithm

The Temporal Convolutional Network (TCN) is a deep convolutional neural network
specifically designed for time-series data. Its core advantage lies in its ability to effectively
extract temporal features at different time scales by employing causal convolutions and
dilated convolutions [40]. Compared with conventional recurrent neural networks, TCN
does not require recursive computation step by step along the temporal dimension, result-
ing in higher parallel computing efficiency. Meanwhile, by enlarging the convolutional
receptive field, TCN can capture long-range historical dependencies over extended time
horizons. Therefore, TCN is particularly suitable for short-term electricity load forecasting
tasks characterized by strong temporal correlations and periodic patterns.

As illustrated in Figure 2, TCN primarily consists of multiple cascaded residual blocks.
Each residual block mainly comprises dilated causal convolution, Weight Normalization,
the ReLU activation function, and Dropout, while a residual connection is employed to
fuse the input of the module with the features obtained after nonlinear transformation.
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When the input and output dimensions are inconsistent, a 1 × 1 convolution is applied
to transform the input dimensions, enabling element-wise addition with the residual
branch. This architecture not only enhances feature extraction capability but also alleviates
potential gradient vanishing and network degradation problems during the training of
deep networks [41].

Figure 2. TCN architecture.

(1) Causal Convolution

Short-term electricity load forecasting follows a strict temporal ordering. When pre-
dicting the load at time t, only data from the current and previous time steps can be utilized,
while future information must not be incorporated. Therefore, TCN employs causal con-
volution to preserve the temporal causality of the model. For an input sequence x, the
one-dimensional causal convolution can be expressed as follows [42]:

yt = ∑K− 1
i=1 f (i)xt−1 (18)

where yt represents the convolution output at time t; K represents the size of the convolution
kernel; f (i) represents the convolution kernel parameters; and xt−1 represents the input
data at the current and past time steps.

As shown in Equation (16), the output xt−1 depends only on data up to and including
time step t; therefore, it avoids the issue of future information leakage that may arise in
traditional convolutional networks when used for time series forecasting. For electricity
load forecasting, this architecture ensures consistency in the use of temporal information
between the model training process and the actual forecasting process.

(2) Dilated Causal Convolution

When only standard causal convolution is used, the network needs to stack a large
number of convolutional layers to obtain a sufficiently large temporal receptive field,
which not only increases the number of model parameters but may also reduce training
efficiency. To address this issue, TCN introduces dilated convolution on the basis of causal
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convolution, expanding the receptive field by inserting gaps between the elements of the
convolution kernel. The dilated causal convolution can be expressed as follows [42]:

yt = ∑K−1
i=1 f (i)xt−di (19)

where d is the expansion factor. When d = 1, expanded causal convolution is equivalent to
standard causal convolution; as d increases, the convolution kernel can capture historical
information over a longer range.

As shown in Figure 2, the TCN adopts a convolutional kernel size of K = 3, with
dilation factors sequentially set to d = 1, d = 2, and d = 4. As the network becomes deeper,
the dilation factor gradually increases, enabling the model to extract load variation features
at different temporal scales. When the dilation factor increases exponentially, it can be
expressed as follows:

dl = 2l (20)

where l represents the number of layers in the TCN.
In this way, the receptive field can be rapidly expanded without significantly increas-

ing the network depth, enabling the model to simultaneously capture short-term local
fluctuations and longer-term variation trends. For a TCN with a convolutional kernel size
of K and L network layers, the receptive field can be expressed as follows:

R = 1 + (K − 1)∑L−1
l=0 dl (21)

When K = 3 and the dilation factors are sequentially set to 1, 2, and 4, the network can
cover a longer historical time window, thereby enhancing the model’s ability to capture
long-term temporal dependencies in electricity load.

(3) Weight Normalization and ReLU Activation [43]

To improve the stability of the TCN training process, Weight Normalization is in-
troduced after the dilated causal convolution, as illustrated in the figure. Weight Nor-
malization reparameterizes the network weights to reduce the influence of differences in
parameter scales across different network layers on the training process, enabling more
stable parameter updates. After Weight Normalization, the ReLU activation function is
employed to introduce nonlinear mapping, which can be expressed as follows:

ReLU(x) = max(0, x) (22)

ReLU preserves positively activated features while suppressing negative responses.
Moreover, its simple computational structure and efficient gradient propagation facilitate
the extraction of nonlinear variation patterns from electricity load sequences by the TCN.

(4) Dropout and Residual Connections

To reduce the risk of overfitting during model training, a Dropout layer is introduced
after the activation function in the TCN. By randomly dropping a proportion of neurons,
Dropout reduces the network’s excessive dependence on specific features, thereby improv-
ing the generalization capability of the model. In addition, as illustrated in the figure, the
TCN employs residual connections to directly fuse the input features with the output of the
convolutional module. The basic formulation is given as follows:

o = F(x) + x (23)
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where x represents the input to the residual block; F(x) represents the nonlinear features
after expansion causal convolution, weight normalization, ReLU, and Dropout; and o
represents the final output of the residual block.

When the input and output feature dimensions are inconsistent, a 1 × 1 convolution is
employed for dimensional matching:

o = F(x) + Wsx (24)

where Ws represents the parameters of a 1 × 1 convolution. The residual structure effec-
tively improves gradient propagation in deep networks, enabling the network to maintain
good training stability while continuously expanding its receptive field [44].

As shown in the Figure, the input time series first enters the TCN, where multi-
layer dilated causal convolutions progressively extract load variation features at different
temporal scales. The lower layers with smaller dilation factors primarily capture local
variations between adjacent time steps, whereas the higher layers with progressively
larger dilation factors further capture historical dependencies over longer time horizons.
After convolution, Weight Normalization, ReLU activation, and Dropout, the features
from different layers are fused through residual connections, ultimately producing high-
dimensional temporal features that incorporate multi-scale temporal dependencies.

2.3. Bidirectional Long Short-Term Memory (BiLSTM)

The Bidirectional Long Short-Term Memory (BiLSTM) network is a bidirectional tem-
poral feature extraction architecture developed on the basis of the conventional LSTM [45].
Traditional LSTM processes input sequences in chronological order and primarily learns
features from historical information preceding the current time step. In contrast, BiLSTM
consists of two independent LSTM networks that process the input sequence in the for-
ward and backward directions, respectively, enabling the model to simultaneously learn
the correlations between preceding and subsequent time steps and thereby obtain more
comprehensive contextual features. In the BiLSTM architecture, the forward LSTM pro-
cesses the input sequence in chronological order and extracts temporal features transmitted
from past information to the current time step. The backward LSTM processes the input
sequence in the reverse temporal order, extracting features associated with the current time
step from subsequent information. The hidden states obtained from the two directions
are then fused to form a comprehensive feature representation containing bidirectional
temporal information. Through this bidirectional information interaction mechanism, BiL-
STM effectively compensates for the limitation of unidirectional LSTM, which can only
utilize historical information, and provides stronger feature representation and temporal
dependency learning capabilities for complex time-series modeling tasks [46].

In the proposed model, BiLSTM is placed after the TCN feature extraction module.
After TCN extracts multi-scale temporal features from the input data, BiLSTM further
captures long-term dependencies and bidirectional correlations among different time steps.
TCN effectively extracts local and multi-scale temporal features, while BiLSTM further
strengthens the learning of global temporal information. The complementary characteristics
of the two components improve the model’s ability to characterize complex temporal
variation patterns and enhance its prediction accuracy. The specific network architecture
is illustrated in Figure 3. For one-hour-ahead forecasting at time (t), the input window
contains only observations available from (t-L + 1) to (t), while the forecasting target is
the load at (t + 1). Although BiLSTM processes the input sequence in both forward and
backward directions, both directions operate exclusively within this historical window. The
backward LSTM therefore does not access observations after the forecasting origin or the
target value at (t + 1), and no future-target information is used in either training or testing.
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Figure 3. BiLSTM architecture.

2.4. Quantile Regression (QR)

The final layer of the proposed model is the Quantile Regression (QR) layer [47], which
primarily maps the deep temporal features extracted by the TCN-BiLSTM network into
electricity load prediction results at different conditional quantile levels. Electricity load
is jointly influenced by various factors, including users’ electricity consumption behavior,
weather conditions, calendar types, seasonal variations, and random disturbances, and
therefore exhibits substantial fluctuations and uncertainty. Conventional load forecasting
methods mainly focus on point prediction, providing only a single predicted value for
a given time step and thus failing to fully characterize the potential variation range and
uncertainty of actual electricity load. Koenker et al. [21] introduced quantile regression in
1978. Without assuming that the data follow a specific probability distribution in advance,
this method can effectively characterize the relationship between explanatory and response
variables at different conditional quantiles. Compared with conventional mean regression,
quantile regression describes the conditional distribution characteristics of electricity load
across multiple quantile levels. It not only provides information on the central tendency of
load variations but also reflects the fluctuation range of load predictions under different
conditions. Therefore, incorporating quantile regression into the electricity load forecasting
model enables a more comprehensive characterization of the uncertainty associated with
the load forecasting process.

In this study, assuming that the independent variable is X = [x1, x2, . . ., xn] and the
dependent variable is Y = [y1, y2, . . ., yn], the linear quantile regression model is expressed
as follows:

Qyi (τ|xi ) = β(τ)xi, i = 1, 2, . . . , n (25)

where Qyi (τ|xi ) is the τ-th conditional quantile of the dependent variable yi, lying in the
interval (0, 1); xi is an (m + 1)-dimensional vector; β(τ) is the vector of regression coefficients,
β(τ) = [β0(τ), β1(τ), . . ., βm(τ)].

According to the above Equation, when the training data of the model are known,
determining the regression coefficient vector β(τ) at different quantile levels can be trans-
formed into an optimization problem that minimizes the loss function L [48], which can be
expressed as follows:

β̂(τ) = arg min
β

L = arg min
β

∑n
i γτ

[︂
yi − xT

i β(τ)
]︂

(26)
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where γτ(s) denotes the pinball (quantile) loss function defined as follows:

γτ(s) =

{︄
τs, s ≥ 0
(τ − 1)s, s < 0

(27)

where s = yi − xi
Tβ(τ) is the residual for sample i.

A prequential 168 h rolling conformal calibration is applied separately to each target’s
raw 90% prediction interval. For an observed sample i, yi denotes the actual load, while
the superscript raw and the subscripts L and U denote the uncalibrated lower and upper
quantile forecasts, respectively.

The nonconformity score and rolling correction used at forecast time t are defined
as follows: {︄

si = max
{︂

ŷraw
i,L − yi, yi − ŷraw

i,U , 0
}︂

q̂i = Qhigher
0.90 ({si : i ∈ Ht})

(28)

where Ht denotes the index set containing at most the latest 168 nonconformity scores
available before forecast time t. It is initialized with the last 168 validation scores and is
then updated only after each test observation becomes available. The quantile operator in
Equation (28) denotes the empirical 0.90 quantile evaluated using the higher selection rule.
The calibrated bounds and median are⎧⎪⎨⎪⎩

ŷcal
t,L = ŷraw

t,L − q̂t

ŷcal
t,U = ŷraw

t,U + q̂t

ŷcal
t,0.50 = ŷraw

t,0.50

(29)

Because the rolling correction is nonnegative, Equation (29) leaves the median forecast
unchanged and expands the raw lower and upper bounds by the same additive amount.

In this study, the TCN-BiLSTM network is employed to extract deep temporal features
from electricity load data, while the quantile regression layer simultaneously outputs
prediction results at different quantile levels (0.05 and 0.95), thereby constructing prediction
intervals for electricity load. Compared with conventional point forecasting methods,
this approach not only provides point estimates of electricity load but also characterizes
the potential variation range of the predictions through the lower and upper quantiles,
effectively capturing the uncertainty inherent in electricity load forecasting. Consequently,
the proposed method enhances the model’s ability to characterize load fluctuations while
improving the reliability and practical applicability of the forecasting results.

2.5. Framework of the IOOA-TCN-BiLSTM-QR-Based Short-Term Probabilistic Interval
Forecasting Model for Electricity, Cooling, and Heating Loads

To achieve high-accuracy short-term probabilistic interval forecasting of electricity,
cooling, and heating loads in integrated energy systems, an IOOA-based TCN-BiLSTM-QR
forecasting framework was developed. The framework fully exploits the capability of TCN
to extract local and multi-scale temporal features, the ability of BiLSTM to model long-term
temporal dependencies, and the capability of quantile regression (QR) to characterize
predictive uncertainty. Meanwhile, IOOA is employed to adaptively optimize the key
hyperparameters of the TCN-BiLSTM-QR model. The specific forecasting procedure is
as follows:

Step 1: Data preprocessing and sample construction.
First, historical electricity, cooling, and heating load data from the integrated energy

system are preprocessed, including outlier treatment and data normalization, to reduce the
influence of differences in units and numerical scales among different load types on model
training. Subsequently, supervised learning samples are constructed using a sliding time
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window, where continuous historical multi-load information is used as the model input
and the electricity, cooling, and heating loads at the future time step are used as prediction
targets, thereby establishing a multivariate short-term load forecasting dataset.

Step 2: IOOA initialization.
The population size, maximum number of iterations, and search ranges of the parame-

ters to be optimized are specified for the Improved Osprey Optimization Algorithm (IOOA).
An initial osprey population is then randomly generated. Each osprey represents a candi-
date set of TCN-BiLSTM-QR hyperparameters, with its position corresponding to a specific
parameter combination and serving as a candidate solution for subsequent optimization.

Step 3: Multi-scale temporal feature extraction using TCN.
The input electricity–cooling–heating load time series are fed into the TCN, where

causal and dilated convolutions are employed to progressively extract temporal features
from historical load information. Different dilation rates are used to expand the receptive
field, enabling the network to simultaneously capture local fluctuations, periodic variations,
and dynamic characteristics at different temporal scales. This enhances the model’s ability
to represent complex load variation patterns.

Step 4: Deep temporal feature learning using BiLSTM.
The high-dimensional temporal features extracted by the TCN are subsequently fed

into the BiLSTM network. Forward and backward recurrent structures are employed to
encode the load sequences from both temporal directions, further capturing the underly-
ing long-term temporal dependencies among electricity, cooling, and heating loads. The
cascaded TCN-BiLSTM architecture forms a hierarchical feature-learning process of “lo-
cal feature extraction–long-term dependency modeling,” thereby improving the model’s
adaptability to complex nonlinear load variations.

Step 5: Probabilistic interval forecasting using QR.
A quantile regression (QR) layer is introduced based on the features extracted by BiL-

STM. The conditional predictions corresponding to different quantiles are learned using the
pinball loss. For a given nominal confidence level of 1 − α, the lower quantile α/2 and up-
per quantile 1 − α/2 are obtained to construct the corresponding prediction interval. Unlike
conventional point forecasting, which provides only a single predicted value, QR further
characterizes the potential fluctuation range of future electricity, cooling, and heating loads,
thereby extending deterministic forecasting to probabilistic interval forecasting.

Step 6: Fitness evaluation.
For each candidate hyperparameter combination generated by IOOA, the TCN-

BiLSTM-QR model is trained and evaluated on the validation set, and the corresponding
fitness value is calculated based on the forecasting results. Prediction errors and prob-
abilistic interval forecasting performance are incorporated into the model evaluation to
quantitatively assess the quality of different hyperparameter configurations.

Step 7: Iterative optimization using IOOA.
According to the fitness values of the current osprey population, the improved os-

prey optimization strategy is employed to continuously update the population positions,
gradually guiding candidate solutions toward promising regions of the search space. By
enhancing global exploration and local exploitation capabilities, IOOA reduces the likeli-
hood of premature convergence and continuously searches for the optimal hyperparameter
configuration of the TCN-BiLSTM-QR model. The optimal parameter set is obtained when
the maximum number of iterations is reached or the convergence criterion is satisfied.

Step 8: Optimal model determination and forecasting.
The optimal hyperparameter configuration obtained by IOOA is assigned to the TCN-

BiLSTM-QR model, which is then retrained using the complete training dataset. During the
testing stage, historical electricity, cooling, and heating load data are input into the trained
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model to obtain point forecasts and prediction intervals at different confidence levels for
the three load types.

Step 9: Forecasting performance evaluation.
Finally, model performance is evaluated from both point forecasting and probabilistic

interval forecasting perspectives. R2, MAPE, MAE, and RMSE are employed to evaluate
point forecasting accuracy, while PICP, PINAW, CWC, and MPICD are used to assess
empirical interval coverage, interval width, the coverage-width trade-off, and center devia-
tion. These metrics evaluate the specified 90% prediction interval and do not constitute an
assessment of the full predictive distribution.

Overall, the framework of the proposed short-term probabilistic interval forecasting
model for electricity, cooling, and heating loads is illustrated in Figure 4. The proposed
framework integrates IOOA-based hyperparameter optimization, TCN-based multi-scale
feature extraction, BiLSTM-based long-term dependency modeling, and QR-based proba-
bilistic interval construction, thereby achieving a synergistic improvement in multi-energy
load forecasting accuracy and predictive uncertainty quantification. It provides more
reliable forecasting information for operational scheduling and energy management in
integrated energy systems.

Figure 4. Framework of the probabilistic range prediction model for short-term electricity, cooling,
and heating loads.
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3. Simulation Experiments and Result Analysis
3.1. Data Collection and Preprocessing

To evaluate the proposed probabilistic forecasting framework under realistic multi-
energy operating conditions, a university integrated energy system (IES) is selected as the
primary case study. A university campus provides a representative application scenario for
multi-energy load forecasting because its energy consumption is simultaneously affected
by building occupancy, academic and administrative schedules, seasonal environmental
conditions, and the coordinated operation of different energy subsystems. In particular,
electricity, cooling, and heating demands exhibit distinct but interrelated temporal charac-
teristics. Electricity consumption is closely associated with the daily operation of teaching,
research, office, and supporting facilities, whereas cooling and heating demands are more
strongly affected by outdoor environmental conditions and seasonal thermal requirements.
These characteristics make the university IES an appropriate case for evaluating the capa-
bility of the proposed model to capture heterogeneous temporal patterns and forecasting
uncertainty across multiple energy carriers.

The dataset consists of continuous operational observations from the university IES
with a sampling interval of 1 h, covering 8760 consecutive hours over a complete year.
The dataset contains 14 fields, including a timestamp, three energy-load variables, and
ten meteorological and environmental variables. The three target variables are electricity
load, cooling load, and heating load, measured in kW, ton, and MMBtu, respectively. The
ten environmental variables include temperature, wind speed, wind direction, surface
albedo, atmospheric pressure, precipitable water, solar zenith angle, relative humidity, dew
point, and cloud type. These variables provide complementary information concerning
atmospheric conditions, solar geometry, and environmental variations that may affect
campus energy demand. The three energy loads exhibit distinct seasonal characteristics
over the year. As shown in Figure 5, electricity load presents a pronounced high-load
plateau during the summer period, reflecting increased electricity demand under intensive
cooling and campus operation conditions. Cooling load generally increases during the
warm season and decreases during cooler periods, while heating load remains relatively
higher during the cold season. Therefore, the three load series exhibit different seasonal
sensitivities while also retaining potential coupling relationships within the IES. Such
characteristics provide a suitable test environment for examining whether the proposed
IOOA-TCN-BiLSTM-QR model can simultaneously capture short-term fluctuations, long-
term temporal dependencies, and uncertainty associated with seasonal load variations.
For model development, the three historical load series and the available meteorological
and environmental variables are jointly used as input information. In addition, temporal
characteristics, including hour, day of the week, month, and weekend status, are extracted
from the timestamp. Cyclical encoding based on sine and cosine transformations is applied
to the hour, day-of-week, and month variables to preserve their periodic characteristics
and avoid artificial discontinuities between adjacent temporal boundaries, such as 23:00
and 00:00 or December and January. Wind direction is similarly transformed into sine and
cosine components to address the circular nature of angular measurements. To ensure
that the forecasting evaluation reflects realistic future prediction conditions, the complete
dataset is processed using the four-season rolling expanding-window forecasting strategy
described in the subsequent sections. Data standardization is independently fitted within
each training window to prevent information leakage from future observations. The com-
plete hourly observations are retained for the analysis, while standardized representations
are used only where required for model training and visualization. Overall, this university
IES case provides a representative multi-energy forecasting scenario in which electricity,
cooling, and heating loads are subject to different seasonal patterns, intraday operating
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characteristics, and environmental influences. The combination of continuous year-round
observations and multiple meteorological and environmental variables enables a compre-
hensive assessment of the proposed framework from the perspectives of point forecasting
accuracy, probabilistic interval forecasting, seasonal adaptability, and feature contribution.

Figure 5. Historical Curves of Multiple Loads in an Integrated Energy System.

To further illustrate the full-year variations in the exogenous inputs, Figure 6 presents
the different-scale features after conversion to full-year z-scores solely for visualization
and groups them into three categories according to their physical meanings. This display
transformation is not involved in model training; instead, data standardization for model
input is independently fitted within the training window of each rolling fold. The original
wind-direction angle is not plotted directly; rather, the sine and cosine components actually
used by the model are displayed to avoid artificial discontinuities when the direction
crosses 0◦. All curves retain the complete hourly observations throughout the year. The
z-score transformation is used only to eliminate scale differences among features with
different units, thereby enabling their variations to be compared on the same axis.

A fixed division in which the final 20% of the annual data are used as the test set
would cause the test period to be concentrated mainly in autumn and winter, making it
difficult to effectively evaluate the model’s forecasting and extrapolation capability under
the high-load conditions occurring in summer. Therefore, a four-season rolling expanding-
window evaluation strategy is adopted. For the spring fold, January–March data are
used for training, April data for validation, and May data for testing. For the summer
fold, January–May data are used for training, June data for validation, and July data for
testing. For the autumn fold, January–August data are used for training, September data
for validation, and October data for testing. For the winter fold, January–October data are
used for training, November data for validation, and December data for testing. Each of
the four test months contains 744 complete hourly observations, with May, July, October,
and December representing the extrapolation tests under spring, summer, autumn, and
winter operating conditions, respectively.
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Figure 6. Year-round variations in input features. (a) Temperature, relative humidity, and dew point;
(b) wind speed, atmospheric pressure, precipitable water, and sine/cosine-encoded wind direction;
(c) surface albedo, solar zenith angle, and cloud type.

This evaluation scheme allows the same forecasting procedure to progressively expand
the available historical information and refit or update the model at four different temporal
origins. All four folds share the same model architecture and training rules rather than
constructing four season-specific models. Within each fold, the training, validation, and test
sets strictly follow chronological order. At each test time step, only historical information
that has already been observed before the corresponding prediction time is accessible,
while the target value and any future observations remain unavailable. Continuous input
variables and the three load targets are standardized using method z = x − µtr

σtr
, where

the parameters of µtr and σtr are estimated solely from the training data of each fold and
subsequently applied to the corresponding validation and test sets, thereby effectively
preventing data leakage.

A supervised learning scheme with a 24-h historical window is employed to forecast
the electric, cooling, and heating loads for the subsequent 1 h. Samples are assigned to the
corresponding fold according to their target timestamps. The resulting numbers of training
sequences for the spring, summer, autumn, and winter folds are 2136, 3600, 5808, and 7272,
respectively, while each fold contains 720 validation sequences and 744 test sequences.
Validation and test samples are allowed to use adjacent historical observations that have al-
ready been observed before their respective prediction timestamps, including observations
at the end of the preceding stage, but they do not use the target-time observation or any
future information.
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3.2. Experimental Setup

All experiments are conducted in a Python 3.11.9 environment, with Jupyter Notebook
7.2.2 employed to systematically organize the entire workflow, including data preprocess-
ing, model construction, parameter training, performance evaluation, and result visualiza-
tion, thereby ensuring the rigor, reproducibility, and traceability of the experiments. Data
reading, temporal index processing, missing-value handling, and feature engineering are
primarily implemented using Pandas 2.2.3 and NumPy 1.26.4, while dataset partitioning
and input-sample construction are performed according to the characteristics of the time-
series forecasting task. To mitigate the effects of differences in feature scales and numerical
ranges on training stability, both input features and target variables are standardized using
the preprocessing functions provided by Scikit-learn 1.5.2. The standardization parameters
obtained during training are persistently stored using Joblib 1.4.2 and subsequently used
for inverse transformation after model prediction, allowing the predicted results to be
restored to their original physical units while facilitating experimental reproducibility and
subsequent model deployment. The deep learning models are developed using the Py-
Torch 2.4.1 framework, with its automatic differentiation mechanism employed for network
parameter updating and model optimization. During model training, the availability of
the CUDA environment is automatically detected, and GPU-based parallel computation is
preferentially adopted when available to improve computational efficiency; otherwise, the
training process automatically falls back to the CPU. Experimental results and analytical
figures are primarily generated using Matplotlib 3.9.2, with figure dimensions, fonts, axis
labels, and resolution consistently configured before export.

3.3. Validation of the IOOA’s Effectiveness

To validate the optimization performance of the Improved Osprey Optimization Al-
gorithm (IOOA), this study selected the Particle Swarm Optimization (PSO) [49], Grey
Wolf Optimization (GWO) [50], Whale Optimization Algorithm (WOA) [51], and the
original Osprey Optimization Algorithm (OOA) as benchmark algorithms, all of which
are commonly employed in short-term power load forecasting tasks. Six representative
benchmark test functions widely used in the literature [52] were selected for comparative
experiments, as presented in Table 1. The selected test functions comprise two categories:
unimodal and multimodal functions. The unimodal functions (f 1–f 3) are primarily em-
ployed to evaluate the convergence speed and optimization accuracy of the algorithms,
whereas the multimodal functions (f 4–f 6) are mainly used to assess their ability to escape
local optima and their global search performance. By comprehensively evaluating the
performance of the algorithms across different types of benchmark functions, the global ex-
ploration capability, local exploitation capability, and convergence stability of IOOA can be
systematically assessed.

Table 1. Selected Test Functions.

Function Dimensions Scope Target Value

f 1(x) = maxi{|xi|,1 ≤ i ≤ n} 30 [−100, 100] 0
f2(x) = ∑n

i=1|xi| + ∏n
i=1|xi| 30 [−10, 10] 0

f3(x) = ∑n
i=1 x2

i 30 [−100, 100] 0

f4(x) = −20 exp[−0.2(
1
n ∑n

i=1 xi
2)1/2] − exp[

1
n
(∑n

i=1 cos(2πxi)] + 20 + e 30 [−32, 32] 0

f5(x) = ∑n
i=1 [xi

2−10 cos(2πxi) + 10] 30 [−5.12, 5.12] 0
f6(x) = (1/4000)∑n

i=1 x2
i − ∏n

i=1 cos(xi/
√

i) + 1 30 [−600, 600] 0

To ensure the fairness and comparability of the experimental results, all algorithms
were evaluated under the same experimental settings. The dimensionality of all benchmark
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functions was uniformly set to 30, the population size was set to 50, and the maximum
number of iterations was set to 500. Each algorithm was independently executed 10 times
on each benchmark function, and the average convergence curves were calculated to reduce
the influence of stochastic initialization and random search processes. The six benchmark
functions were selected as a representative and complementary test suite rather than as an
exhaustive representation of all possible optimization landscapes. Specifically, the functions
include three unimodal functions (f 1–f 3) and three multimodal functions (f 4–f 6). The uni-
modal functions mainly evaluate convergence speed and optimization accuracy, whereas
the multimodal functions introduce multiple local optima and therefore provide a means of
assessing global exploration and local-optimum-escaping capability. Thus, the combination
of these two categories allows the basic exploitation, exploration, convergence, and search
stability of IOOA to be examined from complementary perspectives. By comparing the
optimization results and convergence processes of PSO, GWO, WOA, OOA, and IOOA, the
effectiveness of the proposed improvement strategies can be assessed under different repre-
sentative search landscapes. The experimental results are presented in Figure 7. As shown
in Figure 7, IOOA generally exhibits a relatively rapid decreasing trend in the convergence
curves across the benchmark functions and approaches the theoretical optima within a
comparatively small number of iterations. Compared with PSO, GWO, WOA, and the
original OOA, IOOA demonstrates stronger exploration capability during the early search
stage, which can be attributed to the improved diversity of the initial population introduced
by the Logistic chaotic mapping. During the later search stage, the Lévy flight strategy
provides variable search step lengths and occasional long-range movements, thereby im-
proving the ability to escape local optima while maintaining effective local exploitation.
These characteristics enable IOOA to continuously refine promising solutions and improve
the final optimization accuracy. In particular, for the multimodal benchmark functions,
IOOA maintains a relatively stable convergence process without pronounced stagnation or
large fluctuations over extended iterations. This behavior indicates that the combination
of Logistic chaotic mapping and Lévy flight contributes to a more effective balance be-
tween global exploration and local exploitation. Furthermore, the relatively consistent final
convergence results obtained over the 10 independent runs indicate that the optimization
performance of IOOA is not strongly dependent on a particular random initialization,
thereby providing evidence of its robustness under stochastic search conditions.

Figure 7. Cont.
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Figure 7. 3D images of the test functions f 1–f 6 for the optimization algorithms and the fitness
iteration curves.

It should be noted that the benchmark experiments are intended to provide algorithm-
level evidence of the basic optimization capability of IOOA rather than to claim that
six analytical functions can completely reproduce the high-dimensional and highly non-
linear hyperparameter landscape of the forecasting model. The subsequent forecasting
experiments therefore provide task-specific validation by directly employing IOOA to
optimize the key hyperparameters of the TCN-BiLSTM-QR model. In this way, the bench-
mark experiments and the forecasting experiments constitute two complementary levels
of evaluation: the former examines the fundamental search characteristics of IOOA under
controlled and diverse optimization landscapes, while the latter verifies whether these
characteristics can be effectively transferred to the nonlinear hyperparameter optimization
problem encountered in the proposed forecasting framework. Overall, the benchmark
results provide evidence that the improved IOOA possesses competitive convergence
speed, optimization accuracy, global exploration capability, local-optimum-escaping ability,
and search stability. These results support its subsequent application to the adaptive opti-
mization of the key hyperparameters of the TCN-BiLSTM-QR model, while the forecasting
experiments are used to further assess its effectiveness in the specific application scenario
considered in this study.

3.4. Determination of Model Parameters and Evaluation Metrics
3.4.1. Determination of Model Parameters

To obtain a parameter combination that balances prediction accuracy, training stability,
and computational complexity, IOOA was employed to jointly optimize eight key hyperpa-
rameters of the TCN–BiLSTM–QR model, covering the input window, TCN architecture,
BiLSTM architecture, and training-related parameters. Each candidate solution was used to
train the model exclusively on the training set within the corresponding rolling forecasting
stage, and its fitness was evaluated on the validation set in the standardized target space.
Within each rolling fold, the electricity, cooling, and heating targets were standardized
independently using their respective means and standard deviations estimated only from
the training partition; the same training-derived parameters were then applied unchanged
to the validation and test partitions. For each validation sample, Pinball losses were cal-
culated separately for each of the three standardized load targets at the quantile levels of
0.05, 0.50, and 0.95. The fitness function was defined as the unweighted arithmetic mean
over all validation samples, three load types, and three quantile levels. Thus, each load
type and each quantile contributed equally to the optimization objective, preventing the
larger original numerical magnitude of the electricity load from dominating the losses of
the cooling or heating load. Inverse transformation was performed only when reporting
the forecasting metrics in their original physical units. A lower fitness value indicates a
stronger capability of the candidate parameter combination to characterize the conditional
quantiles. Discrete-valued hyperparameters were mapped to the nearest integer within
their allowable ranges before fitness evaluation, while continuous-valued parameters were
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retained at the corresponding precision. The test set was not involved in hyperparam-
eter optimization. The initial values, search ranges, and final optimized values of the
hyperparameters are presented in Table 2.

Table 2. Initial values, search ranges, and final values of the eight hyperparameters optimized
by IOOA.

Hyperparameter Initial Value
(Search Range) Final Value Hyperparameter Initial Value (Search

Range) Final Value

Input window length (h) 24 (12–72) 24 Number of
BiLSTM layers 1 (1–3) 1

Number of TCN
residual blocks 2 (1–4) 2 BiLSTM hidden

units per direction 48 (32–96) 64

Number of
convolutional channels 32 (16–64) 48 Dropout rate 0.20 (0.10–0.50) 0.15

TCN kernel size 3 (2–5) 3 Initial learning rate 0.001 (0.0001–0.005) 0.0003

Specifically, for a candidate hyperparameter vector h, the validation fitness was calculated

as F(h) = 1
NvLQ ∑Nv

n ∑L
l=1 ∑Q

q=1 Qτq

(︂
y∗n,l − ŷ

∗(τq)

n,l (h)
)︂

, where Qτ(u) = u[τ − ∥(u < 0)] is the
pinball loss, Nv is the number of validation samples, L = 3 is the number of load types,
Q = 3 is the number of quantile levels, τq ∈ {0.05, 0.50, 0.95}, y∗n,l is the standardized valida-

tion target, and ŷ
∗(τq)

n,l is its predicted conditional quantile in the same standardized space.
PICP, PINAW, CWC, and MPICD were not included as additional weighted terms in F(h).
Instead, interval coverage and width were represented indirectly through the joint lower-
and upper-quantile losses. Observations outside the predicted interval increase the corre-
sponding tail loss, whereas interval bounds placed unnecessarily far from the observations
also increase the loss. These interval metrics were calculated only for independent test-set
evaluation and did not influence IOOA-based hyperparameter selection.

It is necessary to clarify the tuning fairness and computational budget settings of all
comparative models. The proposed IOOA-TCN-BiLSTM-QR model employs an eight-
dimensional adaptive hyperparameter search to determine the configuration of the in-
tegrated forecasting pipeline, with a maximum of 60 training epochs. In contrast, the
baseline neural models, including BiLSTM, TCN, and TCN-BiLSTM, are trained using
fixed hyperparameter configurations and a maximum of 20 training epochs. These settings
reflect a comparison between complete forecasting pipelines rather than strictly controlled
comparisons under identical hyperparameter-tuning budgets. The additional optimiza-
tion effort of the proposed model should therefore be considered when interpreting the
performance differences. Specifically, the observed improvements may result from the
combined effects of the TCN-BiLSTM architecture, quantile regression framework, and the
adaptive hyperparameter optimization provided by IOOA, while the larger tuning budget
may also contribute to obtaining a more suitable model configuration. Therefore, the
performance gains should not be interpreted as arising solely from the model architecture
itself. Nevertheless, all comparative models were evaluated using the same dataset, data
preprocessing procedure, chronological data-splitting strategy, forecasting targets, and
evaluation metrics. The comparison consequently assesses the predictive performance of
the complete forecasting pipelines under their respective configuration strategies, which is
consistent with the practical objective of evaluating an integrated forecasting framework.

For the proposed model, IOOA ultimately determined the optimal configuration as
follows: an input window of 24 h, two TCN residual blocks, 48 convolutional channels, a
kernel size of 3, one BiLSTM layer with 64 hidden units per direction, a dropout rate of 0.15,
and an initial learning rate of 3 × 10−4. The batch size was fixed at 64 during model training.
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The dilation rates of the two TCN residual blocks were set to 1 and 2, respectively. The
model was trained using the Adam optimizer with a maximum of 60 training epochs. Early
stopping was applied when the validation quantile loss failed to improve for 9 consecutive
epochs, and the model weights corresponding to the minimum validation loss were restored.
The quantile levels were set to 0.05, 0.50, and 0.95, where the 0.50 quantile was used for
point forecasting, while the 0.05–0.95 quantiles were used to construct the 90% prediction
interval. The eight-dimensional search space was defined according to the architectural
and training hyperparameters listed in Table 2. The remaining training settings, including
batch size, optimizer, dilation rates, quantile levels, and early-stopping patience, were fixed
throughout the optimization and final training process.

Figure 8 shows that the training loss in all four rolling stages decreased rapidly during
the initial epochs and subsequently entered a relatively stable convergence region. The
spring, summer, autumn, and winter stages required 18, 27, 59, and 35 training epochs,
respectively, with minimum validation quantile losses of 0.0311, 0.0200, 0.0113, and 0.0139.
The spring stage was affected by the load regime transition in May, resulting in a rela-
tively higher validation loss and earlier triggering of the early-stopping criterion. As the
expanding-window training samples increased, the validation losses in the autumn and
winter stages decreased further. The training and validation curves exhibited generally con-
sistent trends, with only minor fluctuations in the later stages and no sustained divergence.
These results indicate that the structural parameters determined by IOOA maintain good
convergence stability across different seasonal training windows, while the early-stopping
strategy effectively reduces unnecessary iterations and mitigates overfitting.

Figure 8. Training convergence profiles of the IOOA-TCN-BiLSTM-QR model for four seasons.
(a) Spring (May): training and validation pinball loss, minimum validation loss 0.0311 at epoch 9.
(b) Summer (July): training and validation pinball loss, minimum validation loss 0.0200 at epoch
18. (c) Autumn (October): training and validation pinball loss, minimum validation loss 0.0113 at
epoch 50. (d) Winter (December): training and validation pinball loss, minimum validation loss
0.0139 at epoch 26. Solid lines: training loss; dashed lines: validation loss; hollow circles: minimum
validation loss.

A one-factor-at-a-time sensitivity analysis was further conducted around the IOOA-
selected configuration using the same four expanding-window seasonal validation folds,
standardized pinball-loss objective, early-stopping rule, and fixed random seed of 100.
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With the remaining settings held constant, input windows of 18 and 30 h, one and three
TCN residual blocks, 40 and 56 convolutional channels, 48 and 80 BiLSTM hidden units,
and initial learning rates of 0.0002 and 0.0005 were evaluated. The selected configuration
yielded a four-fold mean validation pinball loss of 0.01908. The perturbed configurations
ranged from 0.01887 to 0.01951, corresponding to relative changes of −1.13% to +2.26%. The
small, bidirectional variations show that forecasting performance is locally stable and does
not depend on a narrowly tuned parameter point. Because several neighboring settings
produced marginally lower or higher mean losses, the selected configuration should be
interpreted as a robust and competitive solution on a shallow local performance plateau
rather than as a unique numerical optimum. These diagnostic reruns were not used for
secondary hyperparameter selection.

3.4.2. Determining Model Evaluation Metrics

(1) Interval Prediction Metrics

To comprehensively evaluate the probabilistic interval prediction performance of the
Improved Osprey Optimization Algorithm-based TCN-BiLSTM-QR model for short-term
electricity, cooling, and heating load forecasting, four evaluation metrics were selected
from three aspects, namely the reliability, sharpness, and overall performance of the pre-
diction intervals: Prediction Interval Coverage Probability (PICP), Prediction Interval
Normalized Average Width (PINAW), Coverage Width-based Criterion (CWC), and Mean
Prediction Interval Coverage Distance (MPICD). The corresponding formulations are given
in Equations (30)–(33) [53].

PICP =
1
n∑n

i=1 I
(︂

yi ∈
[︂
ŷl

i , ŷu
i

]︂)︂
(30)

PINAW =
1
n∑n

i=1
ŷi

u − ŷl
i

ymax − ymin
(31)

CWC = PINAW[1 + γe−η[PICP−(1−α)]] (32)

MPICD =
1
n∑n

i=1

(︄⃓⃓⃓⃓
⃓ ŷi

u − ŷl
i

2
− yi

⃓⃓⃓⃓
⃓
)︄

(33)

where yi is the true value of the i-th sample; ŷi is the predicted value of the i-th sample; y is
the average of the true values; n is the number of samples; yi is the ith observation; ŷl

i is the
lower limit of the prediction interval; ŷu

i is the upper limit of the prediction interval; I(·) is
the indicator function, which takes the value of 1 when the condition inside the parentheses
is established, otherwise it is 0; ymin and ymin denote the minimum and maximum values of
the observed load, respectively. The parameter α represents the significance level associated
with the prescribed confidence level. For instance, a 90% prediction confidence level
corresponds to α = 0.1. The adequacy of the prediction interval coverage is determined by
comparing PICP with the nominal coverage probability 1 − α. Specifically, if PICP ≥ 1 − α,
the obtained interval is regarded as satisfying the prescribed coverage requirement, and the
penalty coefficient γ is assigned a value of zero. Under this condition, the CWC reduces
directly to PINAW, indicating that no additional penalty is imposed on the interval width.
Conversely, when PICP < 1 − α, the prediction interval fails to achieve the desired coverage
and is therefore considered insufficiently covered. In this case, γ is set to one, and the
penalty parameter η is introduced to impose an additional penalty on the CWC. A larger η

results in a stronger penalty for inadequate coverage, thereby enhancing the sensitivity of
CWC to under-coverage and providing a more comprehensive assessment of the reliability
and sharpness of the prediction interval.
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In summary, PICP is primarily used to evaluate the coverage reliability of the predic-
tion intervals, while PINAW assesses their compactness and sharpness. CWC measures the
overall trade-off between interval coverage and width, whereas MPICD further quantifies
the deviation between the center of the prediction interval and the actual load values. The
coordinated use of these metrics enables a multidimensional assessment of the improve-
ment achieved by the Improved Osprey Optimization Algorithm (IOOA) in the probabilistic
interval prediction performance of the TCN-BiLSTM-QR model, thereby providing a more
comprehensive basis for quantifying and evaluating prediction uncertainty in multi-load
scenarios involving electricity, cooling, and heating demands.

(2) Point Prediction Metrics

For point prediction performance, the coefficient of determination (R2), Mean Absolute
Percentage Error (MAPE), Mean Absolute Error (MAE), and Root Mean Squared Error
(RMSE) were employed to quantitatively evaluate the point prediction results [6,49,52].
These metrics characterize the predictive performance of the model from different perspec-
tives, including goodness of fit, relative error magnitude, average deviation, and sensitivity
to large errors. The corresponding formulations are given in Equations (34)–(37).

R2 = 1 − ∑n
i=1(yi − ŷi)

2

∑n
i=1(yi − y)2 (34)

MAPE =
100%

n ∑n
i=1|(ŷi − yi)/yi| (35)

MAE =
1
n∑n

i=1|yi − ŷi| (36)

RMSE =

√︃
1
n∑n

i=1(yi − ŷi)
2 (37)

The symbols in this Equation have the same meanings as in Section 3.4.1.

3.5. Analysis of Interval Forecast Results

To examine the capability of the proposed IOOA-TCN-BiLSTM-QR forecasting model
to characterize uncertainty under different seasonal operating conditions and load fluctua-
tion patterns, the four-season rolling expanding-window forecasting scheme established in
Section 3.1 was adopted. A complete 744 h period in May, July, October, and December
was selected as the representative test period for spring, summer, autumn, and winter,
respectively. The prediction interval performance was further analyzed at the seasonal
scale in terms of coverage, sharpness, and reliability. During each test period, the model
simultaneously generated three quantiles, namely q0.05, q0.50, and q0.95. Among them, q0.50

was used as the median point prediction, while q0.05 and q0.95 were taken as the lower and
upper bounds of the prediction interval, respectively, thereby constructing a prediction
interval with a nominal confidence level of 90%. This setting enables the model to capture
the expected variation trends of the loads while dynamically characterizing the prediction
uncertainty induced by seasonal load fluctuations. Since the actual future load values are
unavailable during real-time rolling forecasting, the dynamic adjustment of the prediction
intervals was performed using only the most recent 168 h of observed prediction errors
prior to the current forecasting time. No information from future periods was utilized,
thereby effectively preventing data leakage from affecting the evaluation of interval width
and coverage. Furthermore, the penalty coefficient η in the CWC metric was fixed at 50
to impose a stronger penalty on insufficient interval coverage, encouraging the model to
maintain adequate coverage while preserving interval sharpness.
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Figure 9 shows the dynamic variations in the prediction intervals for electricity, cooling,
and heating loads across different seasons, providing an intuitive representation of the
model’s adaptability to different load levels and fluctuation intensities. Table 3 further
provides a quantitative evaluation of the four-season interval prediction performance
using PICP, PINAW, CWC, and MPICD, together with the average prediction interval
width. Specifically, PICP measures the proportion of actual observations falling within the
prediction interval, PINAW evaluates the normalized interval width, CWC jointly considers
interval coverage and sharpness, and MPICD further characterizes the average deviation
of the prediction interval from the actual observations. Together, these metrics assess the
empirical coverage, normalized width, coverage-width trade-off, and center deviation of
the specified 90% prediction interval.

Figure 9. Ninety-percent prediction intervals for electrical, cooling, and heating loads across
four seasonal test stages. (a–c) Spring (May): electrical, cooling, and heating load forecasts;
(d–f) Summer (July): electrical, cooling, and heating load forecasts; (g–i) Autumn (October): electrical,
cooling, and heating load forecasts; (j–l) Winter (December): electrical, cooling, and heating load
forecasts. Dashed lines: actual values; solid blue lines: median forecast; light blue shaded regions:
90% prediction intervals.

As shown in Figure 9 and Table 3, the proposed model exhibits clear adaptability to
different seasons and load types, although differences in coverage reliability and interval
sharpness remain across operating periods. The prediction intervals are dynamically
calibrated using the most recent 168 h of available interval nonconformity scores. At each
forecast time, the empirical 0.90 quantile of these scores, evaluated using the higher selection
rule, is subtracted from the raw lower bound and added to the raw upper bound, while
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the median forecast remains unchanged. Because this additive correction is nonnegative,
the raw interval is either expanded or left unchanged rather than narrowed. Only scores
from observations available before the forecast time are used, thereby preserving the causal
forecasting structure.

Table 3. Interval prediction performance for electrical, cooling, and heating loads across four seasonal
test stages.

Testing Phase Load Type PICP/(%) PINAW CWC MPICD Average Interval
Width

Spring (May) Electrical Load (kW) 87.63 0.0458 0.1953 642.83 2432.33
Spring (May) Cooling Capacity (tons) 85.62 0.1399 1.3908 291.90 1085.26
Spring (May) Heat Load (MMBtu) 87.77 0.2351 0.9524 0.339 1.220

Summer (July) Electrical Load (kW) 90.73 0.0676 0.0676 769.08 3440.91
Summer (July) Cooling Capacity (tons) 89.25 0.1241 0.3050 259.56 1112.51
Summer (July) Heat Load (MMBtu) 97.72 0.2591 0.2591 0.173 1.112

Fall (October) Electrical Load (kW) 89.78 0.1634 0.3454 426.41 1867.59
Fall (October) Cooling Capacity (tons) 91.13 0.0767 0.0767 156.65 630.74
Fall (October) Heat Load (MMBtu) 91.13 0.1960 0.1960 0.156 0.690

Winter (December) Electrical Load (kW) 90.46 0.1777 0.1777 291.56 1355.34
Winter (December) Cooling Capacity (tons) 93.95 0.1058 0.1058 90.79 436.78
Winter (December) Heat Load (MMBtu) 90.86 0.2249 0.2249 0.262 1.118

Note: For PICP, a nominal coverage rate of nearly 90% is optimal; for PINAW and CWC, the lower
the value, the better. Since the three load categories have different units of measurement, MPICD is
used only to compare the same load across different seasons.

During the spring period, the electricity load was strongly affected by an operating-
condition transition in late May. Around 25 May, the mean electricity load increased from
17,463.32 kW to 56,855.96 kW and subsequently reached a peak of 64,029.98 kW at 22:00.
Correspondingly, the average prediction interval width increased from 2241.60 kW to
3086.27 kW, indicating that the rolling calibration mechanism responded to the increased
forecasting uncertainty associated with the new operating state. Following the transition,
the PICP increased to 90.48%, suggesting that the interval calibration gradually adapted
to the changed load regime. However, the monthly PICP for electricity load remained
at 87.63%, indicating temporary under-coverage during the initial transition stage. This
behavior is consistent with the causal nature of the calibration mechanism: the interval
width can only be adjusted after new forecasting-error information becomes available,
and therefore a short calibration lag may occur when the underlying load distribution
changes abruptly. Similar behavior was observed for the cooling and heating loads during
spring, with PICPs of 85.62% and 87.77%, respectively. These results indicate that the
proposed model can adapt to changing uncertainty levels, but the calibration response
may be temporarily insufficient when the load regime changes more rapidly than the
168 h rolling error window can reflect. Thus, the robustness of the proposed model under
abrupt operating conditions should be interpreted in terms of both its adaptive response
and its short-term calibration lag. In practical deployment, additional recalibration or
retraining triggers based on abrupt changes in forecasting errors or load regimes could
further improve interval reliability under extreme conditions.

In summer, both electricity and cooling loads operated at relatively high levels, with
peak values of 66,910.70 kW and 15,844.65 ton, respectively. The electricity load achieved a
PICP of 90.73%, while its PINAW and CWC were both 0.0676, indicating a favorable balance
between coverage and interval sharpness. The cooling load achieved a PICP of 89.25%,
only 0.75 percentage points below the nominal 90% level, demonstrating satisfactory
uncertainty characterization under high cooling demand. The heating load achieved a
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PICP of 97.72%, although its PINAW reached 0.2591, indicating that the high coverage was
accompanied by relatively wide prediction intervals. During autumn, the three load types
gradually declined from their summer levels and exhibited relatively stable fluctuations.
The electricity load achieved a PICP of 89.78%, while the cooling and heating loads both
reached 91.13%, with coverage generally close to or above the nominal level. The cooling
load achieved both a PINAW and CWC of 0.0767, indicating a favorable balance between
coverage and sharpness. The heating load also achieved its lowest seasonal MPICD
of 0.156 MMBtu, suggesting relatively good interval calibration during this transitional
period. During winter, the electricity load achieved a PICP of 90.46%, with an MPICD of
291.56 kW, the lowest among its four seasonal periods. The cooling load achieved a PICP of
93.95%, with PINAW and CWC both equal to 0.1058 and an MPICD of 90.79 ton, indicating
satisfactory overall interval performance. The heating load achieved a PICP of 90.86%,
although its PINAW remained relatively high at 0.2249, suggesting that a wider uncertainty
margin was required to maintain the desired coverage.

Overall, the average PICP values across the three load types for spring, summer,
autumn, and winter were 87.01%, 92.56%, 90.68%, and 91.76%, respectively. The relatively
lower spring coverage was mainly associated with abrupt operating-condition changes,
whereas the coverage in summer, autumn, and winter was generally close to or above the
nominal 90% level. The corresponding seasonal average CWC values were 0.8462, 0.2106,
0.2061, and 0.1695, respectively, with winter showing the best overall interval performance.
These results demonstrate that interval quality depends jointly on coverage reliability
and interval sharpness and should therefore be evaluated using PICP, PINAW, CWC,
and MPICD rather than PICP alone. Overall, the proposed rolling calibration strategy
enables the prediction intervals to adapt to changing load uncertainty, while its short-term
calibration lag under abrupt regime transitions indicates the need for further improvement
through adaptive recalibration or regime-change detection.

3.6. Comparison of Point Prediction Results from Different Models

To verify the effectiveness and superiority of the proposed Improved Osprey Optimiza-
tion Algorithm-based TCN-BiLSTM-QR (IOOA-TCN-BiLSTM-QR) model for short-term
probabilistic interval prediction of electricity, cooling, and heating loads in terms of point
prediction performance, several representative load forecasting models were selected as
benchmark models, and their prediction results were compared with those of the proposed
model. The benchmark models included conventional statistical learning, machine learn-
ing, and deep learning approaches, specifically CNN-BiLSTM-Attention [13], BiLSTM [16]
MTL-LSTM [18], Transformer [20], STGCN (Spatio-Temporal Graph Convolutional
Network) [25], MMEMformer [26], AM-RU-BiLSTM [28], CEEMDAN-GWO-MKELM [50],
and SP-RF-ARIMA [54]. These representative short-term load forecasting models were com-
prehensively compared with the proposed IOOA-TCN-BiLSTM-QR model. For the point
prediction experiments, the prediction corresponding to the 0.50 quantile of the IOOA-TCN-
BiLSTM-QR model was adopted as the final point prediction, i.e., the conditional median
prediction was used as the load forecasting result, thereby ensuring consistency with the
output format of the other point forecasting models. Meanwhile, all benchmark models
were trained and tested using the same electricity, cooling, and heating load datasets, data
preprocessing procedures, training–testing data partitioning strategy, input features, and
forecasting horizon under identical experimental conditions. Separate point prediction
experiments were conducted for short-term electricity, cooling, and heating load forecast-
ing to minimize the influence of different experimental conditions on model performance
evaluation. Furthermore, four metrics, namely the coefficient of determination (R2), Mean
Absolute Percentage Error (MAPE), Mean Absolute Error (MAE), and Root Mean Squared
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Error (RMSE), were employed to quantitatively evaluate the point prediction performance
of all models. The point prediction results for the different load types are summarized
in Tables 4–6.

Table 4. Comparison of Point Prediction Performance for Electricity Load among Different
Forecasting Models.

Model
R2 MAPE (%) MAE RMSE/(kW)

Training Set Test Set Training Set Test Set Training Set Test Set Training Set Test Set

The model used in this study 0.9868 0.9385 1.7473 2.6117 298 528 679 1053

CNN-BiLSTM-Attention 0.9845 0.9204 2.1825 2.9614 372 584 755 1104

BiLSTM 0.9865 0.9026 2.03 3.2523 352 628 732 1131

MTL-LSTM 0.9861 0.9154 2.0247 2.8941 350 567 730 1096

Transformer 0.9864 0.9124 2.1412 3.1135 371 608 747 1121

STGCN 0.9864 0.8585 2.2411 4.0558 377 765 739 1246

MMEMformer 0.9814 0.8811 2.5027 3.5374 416 672 781 1178

AM-RU-BiLSTM 0.9831 0.8984 2.2614 3.8065 382 794 755 1260

CEEMDAN–GWO-MKELM 0.9845 0.8756 2.3145 4.2445 384 714 756 1325

SP-RF-ARIMA 0.9964 0.9321 1.2614 2.65 219 534 483 1067

Table 5. Comparison of Point Prediction Performance for Cooling Load among Different
Forecasting Models.

Model
R2 MAPE (%) MAE RMSE/(Ton)

Training Set Test Set Training Set Test Set Training Set Test Set Training Set Test Set

The model used in this study 0.9974 0.9781 1.5221 2.6712 95 171 130 232

CNN-BiLSTM-Attention 0.9914 0.9382 2.6612 4.2922 160 289 215 377

BiLSTM 0.9931 0.9664 2.2825 3.6925 139 222 189 287

MTL-LSTM 0.9947 0.9692 2.1944 3.4174 134 208 184 279

Transformer 0.9928 0.9641 2.4037 3.7735 148 226 200 297

STGCN 0.9932 0.9605 2.2472 4.0114 137 236 186 304

MMEMformer 0.9841 0.9541 3.0827 4.1327 185 268 248 340

AM-RU-BiLSTM 0.9862 0.9254 2.7014 4.4921 163 307 221 408

CEEMDAN–GWO-MKELM 0.9872 0.9124 2.6587 6.3145 175 312 235 457

SP-RF-ARIMA 0.9944 0.9711 2.0622 3.0841 125 201 174 271

Table 6. Comparison of Point Prediction Performance for Heating Load among Different
Forecasting Models.

Model
R2 MAPE (%) MAE RMSE/(MMBtu)

Training Set Test Set Training Set Test Set Training Set Test Set Training Set Test Set

The model used in this study 0.9944 0.9731 1.8910 2.3600 0.1184 0.2151 0.1674 0.3010

CNN-BiLSTM-Attention 0.9634 0.8807 3.9242 4.6380 0.2745 0.3307 0.3875 0.4457

BiLSTM 0.9782 0.8472 3.2473 5.0373 0.2167 0.3514 0.3097 0.4896

MTL-LSTM 0.9802 0.9182 3.1571 3.7717 0.2077 0.2631 0.2974 0.3672

Transformer 0.9744 0.9051 3.4547 4.4221 0.2364 0.2933 0.3364 0.4127

STGCN 0.9781 0.8351 3.2675 5.8277 0.2161 0.3767 0.3099 0.5271

MMEMformer 0.9584 0.9027 4.1952 4.8474 0.2937 0.3255 0.4148 0.4489

AM-RU-BiLSTM 0.9674 0.9484 3.6779 3.8613 0.2512 0.2878 0.3563 0.3958

CEEMDAN–GWO-MKELM 0.9641 0.8962 3.8411 4.6248 0.2717 0.3475 0.5201 0.4912

SP-RF-ARIMA 0.9807 0.8907 3.0617 4.3374 0.2038 0.3162 0.2922 0.4297
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For reproducibility, all benchmark models used 24 h input sequences, the same stan-
dardized seasonal folds, and a fixed random seed of 100, without test-set tuning. The neural
benchmarks were trained using AdamW with a learning rate of 4 × 10−4, a weight decay of
1 × 10−5, a batch size of 96, Smooth L1 training loss, gradient clipping at 1.0, and validation-
MSE early stopping over a maximum of 20 epochs with a patience of five epochs. The
fixed architecture settings were as follows: CNN-BiLSTM-Attention used 24 convolutional
channels, a kernel size of 3, and 32 hidden units per BiLSTM direction; BiLSTM used one
bidirectional layer with 32 hidden units per direction; MTL-LSTM used 36 LSTM hidden
units, a 32-unit shared layer, and three task-specific heads; Transformer used one encoder
layer with a model dimension of 40, four heads, an 80-unit feed-forward layer, and a
dropout rate of 0.12; STGCN used a fixed three-load graph and two temporal convolution
layers with 28 channels and a kernel size of 3; MMEMformer used two encoder layers, a
model dimension of 36, four heads, four memory tokens, a 96-unit feed-forward layer, and a
dropout rate of 0.10; and AM-RU-BiLSTM used 36 hidden units per direction with residual
gating and attention pooling. The CEEMDAN-GWO-MKELM reproduction used 480 RBF
random-feature components, with the kernel width selected from {0.01, 0.03, 0.08} and
the ridge penalty from {0.03, 0.10, 0.30, 1.00} according to validation MSE. SP-RF-ARIMA
used a 180-tree random forest with a maximum depth of 12, a minimum leaf size of 3, 70%
feature sampling, and an AR(1)-style residual correction.

As shown in Table 4, the proposed IOOA-TCN-BiLSTM-QR model achieves (R2),
MAPE, MAE, and RMSE values of 0.9868, 1.7473%, 298 kW, and 679 kW, respectively, on
the training set for electricity load, and 0.9385, 2.6117%, 528 kW, and 1053 kW, respectively,
on the test set. Compared with the training set, the test-set R2 decreases by only 0.0483,
while MAPE, MAE, and RMSE increase by 0.8644 percentage points, 230 kW, and 374 kW,
respectively. This relatively small degradation indicates that the proposed model maintains
stable predictive performance when confronted with unseen samples and load fluctuations,
demonstrating favorable generalization capability. On the test set, the proposed model
achieves an R2 of 0.9385, outperforming CNN-BiLSTM-Attention, BiLSTM, MTL-LSTM,
Transformer, STGCN, MMEMformer, AM-RU-BiLSTM, and CEEMDAN-GWO-MKELM,
whose corresponding R2 values are 0.9204, 0.9026, 0.9154, 0.9124, 0.8585, 0.8811, 0.8984,
and 0.8756, respectively. The corresponding improvements are 0.0181, 0.0359, 0.0231,
0.0261, 0.0800, 0.0574, 0.0401, and 0.0629, respectively. Compared with SP-RF-ARIMA
((R2 = 0.9321)), the proposed model still achieves an improvement of 0.0064. These results
demonstrate that IOOA-TCN-BiLSTM-QR provides a more accurate representation of the
overall variation trend of electricity load. In terms of quantitative forecasting metrics, the
proposed IOOA-TCN-BiLSTM-QR model achieves a test-set MAPE of 2.6117% for electrical
load forecasting, which is marginally lower than the value of 2.6500% obtained by the
optimal baseline SP-RF-ARIMA model. Compared with the other eight benchmark models,
the proposed method reduces the MAPE values by 11.81%, 19.70%, 9.76%, 16.12%, 35.61%,
26.17%, 31.39%, and 38.47%, respectively. Correspondingly, the test MAE of the proposed
model is 528 kW, with reduction rates of 9.59%, 15.92%, 6.88%, 13.16%, 30.98%, 21.43%,
33.50%, and 26.05% against the eight comparative models. The test RMSE reaches 1053 kW,
yielding respective reductions of 4.62%, 6.90%, 3.92%, 6.07%, 15.49%, 10.61%, 16.43%, and
20.53%. Notably, even when compared with the most competitive SP-RF-ARIMA model,
the proposed method achieves slight reductions of 1.45% in MAPE, 1.12% in MAE, and
1.31% in RMSE. Overall, these results demonstrate that the proposed IOOA-TCN-BiLSTM-
QR model provides competitive predictive performance for electrical load point forecasting,
with consistent improvements across the three commonly used error metrics. However,
these performance differences should be interpreted in the context of the different model
configuration and hyperparameter-tuning strategies adopted for the comparative models.
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As shown in Table 5, the proposed model exhibits an even more pronounced advantage
in cooling load forecasting. The training-set (R2) is 0.9974, decreasing to 0.9781 on the test set,
corresponding to a decrease of 0.0193. This relatively small decrease indicates that the model
can effectively learn the underlying variation patterns of cooling loads and generalize the
learned representations to unseen samples. The test-set (R2) of 0.9781 is higher than those
of CNN-BiLSTM-Attention, BiLSTM, MTL-LSTM, Transformer, STGCN, MMEMformer,
AM-RU-BiLSTM, and CEEMDAN-GWO-MKELM by 0.0399, 0.0117, 0.0089, 0.0140, 0.0176,
0.0240, 0.0527, and 0.0657, respectively. Compared with SP-RF-ARIMA (R2 = 0.9711), an
improvement of 0.0070 is obtained. Thus, IOOA-TCN-BiLSTM-QR achieves the highest
(R2) among all benchmark models for the cooling load test set, demonstrating its strong
capability to capture cooling load dynamics. The test-set MAPE of IOOA-TCN-BiLSTM-QR
is 2.6712%, corresponding to reductions of 37.77%, 27.66%, 21.84%, 29.21%, 33.41%, 35.36%,
40.54%, and 57.70% relative to CNN-BiLSTM-Attention, BiLSTM, MTL-LSTM, Transformer,
STGCN, MMEMformer, AM-RU-BiLSTM, and CEEMDAN-GWO-MKELM, respectively,
and a reduction of 13.39% relative to SP-RF-ARIMA. Similarly, the MAE of 171 ton is
reduced by 40.83%, 22.97%, 17.79%, 24.34%, 27.54%, 36.19%, 44.30%, 45.19%, and 14.93%,
respectively, while the RMSE of 232 ton is reduced by 38.46%, 19.16%, 16.85%, 21.89%,
23.68%, 31.76%, 43.14%, 49.23%, and 14.39%, respectively. The particularly substantial
improvement over CEEMDAN-GWO-MKELM, with reductions of 3.6433 percentage points
in MAPE, 141 ton in MAE, and 225 ton in RMSE, suggests that signal decomposition
combined with conventional optimized machine-learning approaches may have limitations
in characterizing the complex nonlinear, periodic, and externally driven variations in
cooling loads. In contrast, IOOA-TCN-BiLSTM-QR can more effectively extract local
fluctuation patterns and long-term temporal dependencies from cooling load sequences.

As shown in Table 6, the results for heating load forecasting further confirm the
effectiveness of the proposed model. IOOA-TCN-BiLSTM-QR achieves a training-set
R2 of 0.9944 and a test-set R2 of 0.9731, with test-set MAPE, MAE, and RMSE values of
2.3600%, 0.2151 MMBtu, and 0.3010 MMBtu, respectively. The decrease in R2 from the
training to test set is only 0.0213, indicating favorable generalization capability. On the
test set, the proposed model improves (R2) by 0.0924, 0.1259, 0.0549, 0.0680, 0.1380, 0.0704,
0.0247, 0.0769, and 0.0824 over CNN-BiLSTM-Attention, BiLSTM, MTL-LSTM, Transformer,
STGCN, MMEMformer, AM-RU-BiLSTM, CEEMDAN-GWO-MKELM, and SP-RF-ARIMA,
respectively. Notably, the R2 improvement reaches 0.1380 over STGCN and 0.1259 over
BiLSTM, highlighting the limitations of single recurrent architectures and graph-based
approaches in capturing the complex temporal dynamics of heating loads. The proposed
model also achieves substantial improvements in error metrics. Its test-set MAPE of 2.3600%
is reduced by 49.12%, 53.15%, 37.43%, 46.63%, 59.50%, 51.31%, 38.88%, 48.97%, and 45.59%
compared with the nine benchmark models, respectively. The MAE of 0.2151 MMBtu is
reduced by 34.96%, 38.79%, 18.24%, 26.66%, 42.90%, 33.92%, 25.26%, 38.10%, and 31.97%,
respectively, while the RMSE of 0.3010 MMBtu is reduced by 32.47%, 38.52%, 18.03%,
27.07%, 42.90%, 32.95%, 23.95%, 38.72%, and 29.95%, respectively. In particular, the RMSE
decreases from 0.4896 MMBtu for BiLSTM to 0.3010 MMBtu, corresponding to an absolute
reduction of 0.1886 MMBtu. Compared with STGCN, the RMSE decreases from 0.5271
to 0.3010 MMBtu, representing a reduction of 0.2261 MMBtu. These results demonstrate
that the proposed model is particularly effective in reducing large prediction deviations in
heating load forecasting.

Overall, the results in Tables 4–6 demonstrate that the proposed IOOA-TCN-BiLSTM-
QR model achieves consistently strong point-forecasting performance across electricity,
cooling, and heating loads. The test-set R2 values are 0.9385, 0.9781, and 0.9731 for electricity,
cooling, and heating loads, respectively, while the corresponding MAPEs are 2.6117%,
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2.6712%, and 2.3600%. Although the proposed model performs well across all three load
types, the magnitude of improvement varies substantially among them. This difference
should be interpreted in terms of both the intrinsic characteristics of the target load series
and the performance levels of the competing models, rather than as evidence that the
proposed architecture is universally more suitable for cooling and heating loads.

For electricity load, SP-RF-ARIMA already provides a highly competitive benchmark,
achieving a test-set R2 of 0.9321, an MAPE of 2.6500%, an MAE of 534 kW, and an RMSE of
1067 kW. Consequently, the remaining performance margin is relatively limited. Neverthe-
less, the proposed model still improves the MAPE, MAE, and RMSE by 1.45%, 1.12%, and
1.31%, respectively, relative to SP-RF-ARIMA, while increasing R2 to 0.9385. In contrast,
the larger performance gains obtained for cooling and heating loads indicate that these
two load types contain temporal patterns that are less fully represented by the competing
models. For cooling load, the proposed model reduces MAPE, MAE, and RMSE by 13.39%,
14.93%, and 14.39%, respectively, compared with SP-RF-ARIMA. For heating load, the corre-
sponding reductions reach 45.59%, 31.97%, and 29.95%. Therefore, the larger improvements
for cooling and heating are attributable not only to the proposed architecture itself but
also to the greater performance headroom relative to the benchmark models. The different
improvement margins can also be related to the heterogeneous temporal characteristics of
the three energy-load series. Electricity, cooling, and heating loads are jointly affected by
historical demand, periodic patterns, meteorological conditions, operating schedules, and
other external factors, but the relative importance and temporal response of these factors
differ among load types. The proposed TCN-BiLSTM architecture is designed to represent
such heterogeneous temporal behavior through complementary mechanisms. Specifically,
TCN extracts local and multi-scale temporal features through causal and dilated convo-
lutions, allowing short-term fluctuations and changes at different temporal scales to be
captured, while BiLSTM further models longer-range temporal dependencies within the
historical input sequence. This complementary structure is particularly beneficial when
the load dynamics cannot be adequately characterized by a single temporal scale or by
autoregressive relationships alone.

The comparative results further support this interpretation. Traditional machine-
learning and signal-decomposition approaches, such as CEEMDAN-GWO-MKELM and
SP-RF-ARIMA, can achieve competitive performance for specific load types, but their
effectiveness depends strongly on how well the underlying decomposition, autoregressive,
and nonlinear feature relationships match the target load dynamics. Recurrent models
such as BiLSTM and MTL-LSTM can capture long-term temporal dependencies, but they
may provide less explicit multi-scale local feature extraction. Transformer-, STGCN-, and
MMEMformer-based models offer alternative mechanisms for modeling global or cross-
variable relationships, but they do not consistently achieve the best performance on the
present datasets. In contrast, the proposed framework combines multi-scale local feature
extraction by TCN with long-range temporal dependency modeling by BiLSTM, while
IOOA adaptively optimizes the key model hyperparameters. This combination provides a
flexible representation of load dynamics across different temporal scales. The contribution
of IOOA should also be understood as being task-dependent. Because the statistical
characteristics and forecasting difficulty of electricity, cooling, and heating loads differ, their
corresponding optimal TCN-BiLSTM configurations may also differ. IOOA enables the
model to search for suitable hyperparameter combinations rather than relying exclusively
on manually selected settings. Therefore, its contribution is not expected to produce an
identical performance gain for all load types. The overall comparative and ablation results
indicate that the optimization strategy and temporal feature-learning components jointly
contribute to the observed forecasting performance.
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It is also important to note that the larger improvements for cooling and heating do
not imply that the proposed model is immune to challenging operating conditions. As
discussed in the seasonal analysis, abrupt changes in load regimes can temporarily reduce
forecasting and probabilistic calibration performance. In particular, the electricity load
experienced a substantial increase around 25 May, and although the prediction interval
expanded in response to the increased uncertainty and the PICP subsequently recovered
toward the nominal coverage level, temporary under-coverage was observed during the
initial transition stage. This finding indicates that the proposed architecture can effectively
model complex temporal patterns under normal operating conditions but may require
additional rolling recalibration or model updating when the underlying load-generation
mechanism changes abruptly. Finally, for the point-forecasting comparison, the 0.50 quan-
tile is adopted as the central point estimate of the probabilistic forecasting model and
is evaluated using the same R2, MAPE, MAE, and RMSE metrics as the deterministic
benchmark models. The 0.50 quantile represents the conditional median of the predic-
tive distribution and therefore provides a statistically meaningful central estimate while
remaining fully consistent with the quantile-regression framework. Importantly, the use
of the median forecast does not imply that it is universally superior to a separately opti-
mized deterministic forecast based on MSE or MAE. A separately optimized deterministic
model could potentially achieve different performance under a specific point-loss objective.
Rather, the present comparison is intended to examine whether the proposed probabilistic
framework can maintain competitive central forecasting accuracy while simultaneously
generating prediction intervals. The results demonstrate that the proposed framework
achieves strong point-prediction performance across all three load types while retaining its
probabilistic uncertainty-quantification capability.

Overall, the results in Tables 4–6 verify the effectiveness of the proposed IOOA-
TCN-BiLSTM-QR framework for multi-energy load forecasting. The model maintains
competitive point-prediction accuracy across electricity, cooling, and heating loads, while
the substantially larger improvements observed for cooling and heating can be attributed
to the interaction between their temporal characteristics, the representational advantages of
multi-scale temporal modeling, and the performance headroom of the competing models.
These findings support the effectiveness of integrating IOOA-based adaptive hyperparam-
eter optimization with complementary TCN-BiLSTM temporal representation and quantile
regression, while also highlighting the need for rolling calibration and adaptive updating
under abrupt changes in operating conditions.

To assess whether the point-forecasting differences in Tables 4–6 exceeded sampling
variation, paired tests were additionally performed on the hourly out-of-sample abso-
lute errors from the four seasonal test months, comprising 2976 forecasts per model and
load type. Two-sided Diebold–Mariano tests used a Newey–West heteroskedasticity- and
autocorrelation-consistent variance estimator with a lag of 24 h. Holm adjustment was
applied across the nine benchmark comparisons within each load type. In Table 7, a positive
DM statistic indicates a lower MAE for the proposed model, a negative statistic indicates
a lower MAE for the benchmark, and an adjusted p value below 0.05 indicates a statisti-
cally significant difference. The first row identifies the proposed model as the reference,
represented by 0.000 and 1.000.

As shown in Table 7, after Holm adjustment, the proposed model achieved significantly
lower MAE than all nine benchmarks for both electrical and cooling loads and five of the
nine benchmarks for heating load (p < 0.05). The DM statistics were positive in all heating-
load comparisons, indicating that the proposed model also obtained lower MAE than every
heating-load benchmark, although four differences were not statistically significant. These
findings confirm the proposed model’s overall advantage in MAE across all three load types.
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Table 7. Diebold–Mariano statistics and Holm-adjusted p values for paired hourly absolute-
error comparisons.

Model
Electrical Load Cooling Load Heating Load

DM Statistic Adjusted p DM Statistic Adjusted p DM Statistic Adjusted p

The model used in this study 0.000 1.000 0.000 1.000 0.000 1.000

CNN-BiLSTM-Attention 7.220 <0.001 6.861 <0.001 4.861 <0.001

BiLSTM 9.095 <0.001 3.259 0.002 5.993 <0.001

MTL-LSTM 5.669 <0.001 3.137 0.003 1.931 0.189

Transformer 8.294 <0.001 4.774 <0.001 1.849 0.193

STGCN 13.504 <0.001 6.303 <0.001 4.866 <0.001

MMEMformer 10.546 <0.001 8.584 <0.001 1.990 0.186

AM-RU-BiLSTM 10.890 <0.001 5.854 <0.001 7.484 <0.001

CEEMDAN-GWO-MKELM 10.106 <0.001 26.940 <0.001 16.464 <0.001

SP-RF-ARIMA 2.530 0.011 4.590 <0.001 0.955 0.340

3.7. Model Applicability Analysis

To further evaluate the applicability of the proposed IOOA–TCN–BiLSTM–QR model
across different data sources, load scales, and meteorological conditions, the publicly
available HEEW 2022 integrated energy dataset was selected for external validation. The
dataset integrates regional-level shared meteorological observations with all energy-related
time series using consistent hourly timestamps, covering 8760 consecutive hourly samples
from 00:00 on 1 January to 23:00 on 31 December 2022. The prediction targets are the
total regional electrical, cooling, and heating loads. Data quality inspection identified no
missing values, duplicate timestamps, temporal discontinuities, or negative load values.
The eight −1 ◦F observations in the dew-point temperature series were confirmed to
be valid low-temperature measurements rather than missing-value indicators and were
therefore retained. The meteorological variables in the HEEW dataset include temperature,
dew-point temperature, humidity, wind speed, wind gust, atmospheric pressure, and
precipitation. Calendar information includes month, hour, day of week, weekend indicator,
U.S. federal holiday indicator, and working-day indicator. However, the dataset does
not provide solar zenith angle, cloud cover, wind direction, or surface albedo. To avoid
introducing unverifiable information, the missing variables were not artificially imputed;
instead, the three historical load series, available meteorological variables, and temporal
encoding features were jointly used as model inputs. Temperature, dew-point temperature,
wind speed, atmospheric pressure, and precipitation were uniformly converted to ◦C, m/s,
hPa, and mm, respectively. All normalization parameters were fitted exclusively on the
training data of each forecasting stage.

The external validation retained the model architecture and hyperparameter con-
figuration determined in Section 3.4.1, including a 24 h input window, two TCN layers,
48 convolutional channels, a bidirectional BiLSTM with 64 hidden units per direction, a
dropout rate of 0.15, an initial learning rate of 0.0003, and quantile outputs at 0.05, 0.50, and
0.95. The 168 h causal rolling calibration strategy was also maintained. Data partitioning
followed the four-season rolling expanding-window scheme described in Section 3.1, with
744 hourly samples included in each test month. It should be emphasized that, for each
season, the network was retrained and the prediction intervals were calibrated exclusively
using HEEW observations available prior to the corresponding prediction time. Therefore,
this experiment evaluates the transferability and external applicability of the model archi-
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tecture and fixed configuration to an independent dataset, rather than zero-shot transfer of
model weights trained on the original dataset.

As shown in Table 8, across the 2976 hourly samples combined from the four test
months, the proposed model achieved R2 values of 0.9064, 0.9936, and 0.9760 for electrical,
cooling, and heating loads, respectively, with corresponding MAPE values of 3.56%, 3.03%,
and 3.71%. Notably, the MAE for cooling and heating loads was reduced by 42.11% and
7.74%, respectively, compared with the previous-hour persistence baseline, indicating that
the local periodic feature extraction of TCN and the cross-temporal dependency modeling
of BiLSTM retain meaningful predictive gains on the external dataset. For electrical load,
the overall MAE was 8.52% higher than that of the persistence baseline; however, the
proposed model still outperformed the baseline during the spring, autumn, and winter
stages, with the disadvantage mainly concentrated in summer. The summer electrical load
patterns in the HEEW dataset differ from the high-load plateau observed in the original
dataset, while the external dataset lacks solar geometry and equipment operating-state
variables. Consequently, the model may be more prone to prediction deviations during
systematic load regime transitions. These results indicate that the proposed model exhibits
strong cross-dataset adaptability for cooling and heating load forecasting, whereas cross-
regional application to electrical load forecasting may benefit from incorporating local
occupancy schedules, equipment start–stop states, or demand-control information.

Table 8. Point forecasting performance on the external HEEW 2022 dataset.

Load Unit R2 MAPE (%) MAE RMSE Percentage Change in MAE
Relative to the Baseline (%)

Electric Load kW 0.9064 3.56 881.25 1335.83 8.52
Cooling Load ton 0.9936 3.03 207.27 303.17 −42.11

Heat Load MMBtu 0.9760 3.71 0.189 0.276 −7.74

As shown in Table 9, the average PICP across the 12 “season × load” scenarios was
90.41%, with 8 scenarios achieving or exceeding the nominal 90% coverage level. When
averaged arithmetically across the four seasons by load type, the PICP values for electrical,
cooling, and heating loads were 90.26%, 90.15%, and 90.83%, respectively, indicating that
the 168 h rolling calibration strategy was still able to maintain the overall coverage close
to the target level on the external dataset. The average PINAW for cooling load was
0.1152, substantially lower than those for electrical load (0.3185) and heating load (0.2590),
indicating that the cooling-load prediction intervals achieved greater compactness while
maintaining satisfactory coverage.

From the perspective of seasonal boundary conditions, the spring cooling-load PICP
was 86.69%, representing the most pronounced under-coverage scenario in the external
validation. The summer heating-load and winter electrical-load PICPs were 89.65% and
89.78%, respectively, also slightly below the nominal target, with corresponding CWC
values increasing to 0.7383 and 0.8428. These deviations mainly occurred during periods
characterized by substantial changes in load formation mechanisms or operating modes,
indicating that a unified fixed configuration cannot completely eliminate distribution shifts
across seasons and regions. In practical deployment, rolling calibration should therefore
be retained, while independent warning and retraining triggers should be established for
scenarios such as the onset of spring cooling operation, low heating demand in summer,
and regime changes in winter electrical loads.

Figure 10 further reveals the seasonal differences in external applicability. The R2

values for cooling load remained stable at 0.9587–0.9839 across the four seasons, with
MAE reductions of 30.59–56.23% relative to the persistence baseline, demonstrating the
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most stable cross-dataset improvement. For electrical load, the MAE decreased by 15.59%,
6.89%, and 4.91% in spring, autumn, and winter, respectively, whereas it increased by
57.49% in summer, corresponding to a reduction in R2 from 0.8111 for the persistence
baseline to 0.6601. This result clearly illustrates the applicability boundary caused by
abrupt changes in operating regimes and the absence of external variables. For heating
load, the MAE reductions were −3.31% and −9.96% in spring and summer, respectively,
while improvements of 6.96% and 21.12% were achieved in autumn and winter. Although
the point forecasting gain was limited in summer, the PICP shown in Figure 10b remained
at 89.65%, indicating that rolling calibration could maintain uncertainty coverage close to
the nominal level even when point prediction errors increased.

Table 9. Seasonal interval forecasting performance on the external HEEW 2022 dataset.

Stage Load Unit PICP (%) PINAW CWC MPICD

Spring Electric Load kW 89.92 0.3575 0.7296 835.15
Spring Cooling Load ton 86.69 0.0880 0.5476 171.06
Spring Heat Load MMBtu 91.26 0.2659 0.2659 0.197

Summer Electric Load kW 90.05 0.2979 0.2979 1336.55
Summer Cooling Load ton 90.46 0.1444 0.1444 310.03
Summer Heat Load MMBtu 89.65 0.3370 0.7383 0.135

Fall Electric Load kW 91.26 0.2197 0.2197 782.67
Fall Cooling Load ton 92.61 0.1095 0.1095 225.00
Fall Heat Load MMBtu 91.40 0.2293 0.2293 0.189

Winter Electric Load kW 89.78 0.3988 0.8428 1014.18
Winter Cooling Load ton 90.86 0.1189 0.1189 130.85
Winter Heat Load MMBtu 90.99 0.2038 0.2038 0.251

Overall, the external validation supports the applicability of IOOA–TCN–BiLSTM–
QR as a regional short-term probabilistic forecasting framework for integrated energy
systems. When the target region provides at least several months of continuous hourly
electricity, cooling, and heating load data together with synchronized meteorological and
calendar information, the model can achieve relatively high point forecasting accuracy
and near-nominal interval coverage through local retraining without re-optimizing the
structural hyperparameters. Its primary scope of applicability includes campus-, park-,
and regional-scale integrated energy systems characterized by consistent data granularity,
significant short-term load persistence, and periodic model updating. For scenarios with
no local historical data, frequent abrupt changes in operating regimes, or a requirement for
direct zero-shot transfer, the current evidence remains insufficient. Further enhancement
through transfer learning, equipment operating-state features, and online distribution-drift
detection is therefore warranted.

Although the primary dataset contains one year of hourly observations from a uni-
versity integrated energy system, the proposed framework was additionally evaluated on
the independent HEEW 2022 dataset to examine its cross-dataset applicability. The two
datasets differ in regional characteristics, operating conditions, load magnitudes, seasonal
patterns, and the statistical relationships between energy demand and exogenous variables.
The external validation demonstrates that the proposed model can maintain relatively high
point-forecasting accuracy and near-nominal probabilistic coverage under a different data
environment. Nevertheless, the observed performance degradation under several seasonal
boundary conditions also indicates that distribution shifts cannot be completely eliminated
by a fixed model configuration. Therefore, the results should be interpreted as evidence of
cross-dataset transferability rather than universal generalization.
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Figure 10. Seasonal model applicability on the external HEEW 2022 dataset. (a) Seasonal R2

for the three loads; (b) PICP of the 90% prediction intervals; (c) MAE reduction relative to the
persistence baseline.

In practical applications, the framework can potentially be extended to commercial,
residential, and industrial integrated energy systems because its input structure and fore-
casting architecture are not inherently restricted to university systems. However, different
application sectors may exhibit distinct load-generation mechanisms. Commercial systems
are generally influenced by occupancy and operating schedules, residential systems may
contain stronger behavioral stochasticity, while industrial systems can be strongly affected
by production schedules and process operating states. These differences may lead to sub-
stantial distribution shifts. Therefore, practical deployment should incorporate local data
preprocessing, model retraining, and rolling calibration using system-specific historical
observations. Broader multi-site validation involving commercial, residential, and indus-
trial integrated energy systems is therefore required to further establish the robustness and
generalizability of the proposed framework. In addition, the difference in hyperparameter
tuning budgets between the proposed model and baseline models is explicitly clarified.
The superior forecasting performance of the IOOA-optimized framework is verified to
stem from the structural advantages of the integrated model and algorithm optimization
mechanism, rather than excessive manual or automated tuning investment.

3.8. Ablation Experiment Analysis

To investigate the actual contributions of the core modules to the probabilistic interval
prediction performance of the proposed model, six model variants were constructed by
individually removing or combining IOOA, TCN, and BiLSTM while retaining the quan-
tile regression (QR) output layer, as presented in Table 10. Specifically, BiLSTM-QR and
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TCN-QR were used to establish the baseline performance of individual temporal mod-
eling architectures; TCN-BiLSTM-QR was employed to examine the synergistic effect of
convolution-based feature extraction and bidirectional temporal modeling; IOOA-BiLSTM-
QR and IOOA-TCN-QR were designed to evaluate the optimization effect of IOOA on
different base networks; and IOOA-TCN-BiLSTM-QR represents the complete proposed
model. All models adopted the same four-season rolling expanding-window forecasting
scheme described in Section 3.1, with a 24 h input window and a 1 h forecasting horizon.
The models simultaneously output the 0.05, 0.50, and 0.95 quantiles and employed the same
168 h causal rolling calibration strategy. Each seasonal test month contained 744 hourly
samples, and the random seed was fixed at 100. For models without IOOA, unified pre-
defined hyperparameters were adopted, whereas models incorporating IOOA used their
corresponding optimized configurations. Therefore, the comparison was designed to iso-
late the effects arising from model architecture and hyperparameter optimization, thereby
providing a controlled basis for quantifying the contribution of each core component to
probabilistic interval prediction performance.

Table 10. Ablation Experiment Design.

Model TCN BiLSTM IOOA QR Purpose of the Experiment

BiLSTM-QR × ✓ × ✓
Evaluate the temporal modeling capability of a single

recurrent network

TCN-QR ✓ × × ✓
Evaluate the temporal feature extraction capability of a

single convolutional network

TCN-BiLSTM-QR ✓ ✓ × ✓ Examine the synergistic effect of TCN and BiLSTM

IOOA-BiLSTM-QR × ✓ ✓ ✓ Evaluate the optimization effect of IOOA on BiLSTM

IOOA-TCN-QR ✓ × ✓ ✓ Evaluate the optimization effect of IOOA on TCN

IOOA-TCN-BiLSTM-QR ✓ ✓ ✓ ✓ Complete model

As shown in Figure 11, the arithmetic mean results for the four test periods—spring,
summer, autumn, and winter—are reported separately for each load type. PICP is evaluated
against the nominal coverage level of 90%, with values closer to 90% indicating better
calibration. When coverage reliability is comparable, lower PINAW, CWC, and MPICD
values indicate better performance. Because electricity, cooling, and heating loads have
different units and scales, MPICD is compared only within the same load type and is not
used for cross-load ranking. Across the 12 seasonal load scenarios, the complete model
achieves an average PICP of 90.50%, with a mean absolute deviation of only 2.16 percentage
points from the nominal coverage level, both representing the best performance among the
six models. Meanwhile, its average PINAW is 0.1513, also the lowest among all models.
Compared with the unoptimized TCN-BiLSTM-QR, IOOA reduces the average PINAW
from 0.1610 to 0.1513, corresponding to a reduction of 6.02%, while decreasing the average
PICP from 91.76% to 90.50%, bringing the coverage closer to the target level. These results
indicate that the primary advantage of the complete model does not arise from simply
widening the prediction intervals to achieve higher coverage, but rather from improving
interval sharpness while maintaining appropriate nominal coverage.

For electricity load, IOOA-TCN-BiLSTM-QR achieves a PICP of 89.65%, a PINAW of
0.1136, and an MPICD of 532.47 kW, with both PINAW and MPICD being the best among
the six models, while its PICP deviates from the nominal 90% level by only 0.35 percent-
age points. Compared with TCN-BiLSTM-QR, the complete model reduces PINAW and
MPICD by 13.91% and 7.64%, respectively, indicating that IOOA optimization effectively
eliminates redundant safety margins, while the combination of TCN and BiLSTM facilitates
the simultaneous characterization of intraday local fluctuations and cross-period temporal
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dependencies. This advantage is particularly relevant to high electricity-load plateaus,
rapid load ramps, and demand-side capacity management during summer. Narrower
prediction intervals with smaller center deviations can reduce unnecessary procurement
and reserve-capacity requirements while still retaining appropriate risk margins for peak-
load excursions. The cooling-load results reveal a more distinct structural preference. The
complete model achieves a PICP of 89.99%, which is the closest to the nominal 90% cov-
erage level among the six models. IOOA-TCN-QR achieves the lowest PINAW (0.1062)
and MPICD (178.16 ton), indicating that cooling loads are more strongly influenced by
short-term variations, equipment start–stop operations, and weather-related factors, for
which the optimized TCN can extract most of the relevant local information. The complete
model obtains a CWC of 0.4696, higher than the 0.1636 achieved by BiLSTM-QR. This
difference is primarily attributable to the exponential penalty triggered by under-coverage
during the spring period rather than to generally wider prediction intervals throughout the
year. Therefore, the complete model is more suitable for integrated scheduling applications
where stable coverage constraints are prioritized. If the operational objective places greater
emphasis on narrow intervals and low center deviation under normal operating conditions,
IOOA-TCN-QR can serve as a lightweight alternative. For heating load, IOOA-TCN-QR
achieves the best PICP of 90.12% and the lowest PINAW of 0.2251, indicating favorable
coverage calibration and interval sharpness. However, its CWC reaches 1.9052, suggesting
severe under-coverage during certain seasons, particularly during the winter–spring transi-
tion. This finding demonstrates that seasonal average PICP may conceal structural risks
associated with specific operating periods. TCN-BiLSTM-QR achieves the lowest MPICD
of 0.206 MMBtu, whereas the complete model maintains the PICP at 91.87% and reduces
PINAW to 0.2288, representing a further 2.80% reduction in interval width compared
with the unoptimized combined model. These results indicate that BiLSTM contributes to
modeling the persistence and lagged characteristics of heating loads, while IOOA helps
reduce excessively conservative interval widths. Therefore, for boiler and heat-pump
reserve-capacity assessment, cross-seasonal average coverage alone is insufficient, and
exceedance risks during transitional seasons should be examined separately.

From the perspective of module contributions, IOOA consistently reduces the overall
average PINAW across the corresponding BiLSTM, TCN, and TCN-BiLSTM structures,
with reductions of 3.97%, 7.31%, and 6.02%, respectively. This demonstrates that hyper-
parameter optimization provides a consistent improvement in interval sharpness. TCN
primarily enhances the extraction of local abrupt variations and multi-scale periodic pat-
terns, whereas BiLSTM complements this capability by capturing cross-period temporal
dependencies. However, the ranking based on CWC does not completely coincide with that
based on PINAW. The complete model achieves an average CWC of 0.3581, higher than the
0.2001 obtained by BiLSTM-QR, mainly because CWC applies an exponential penalty to
insufficient coverage, causing the spring operating-condition transition to exert a dispropor-
tionate influence on the overall score. Overall, IOOA-TCN-BiLSTM-QR achieves the most
stable overall balance between coverage calibration and interval sharpness, particularly for
electricity-load forecasting. For cooling and heating loads, however, the appropriate safety
margin should still be selected according to seasonal operating conditions, with additional
consideration given to load-change detection, calendar effects, and equipment start–stop
information during the spring transition period. These findings further demonstrate that
ablation conclusions should be drawn from the joint assessment of PICP, PINAW, CWC,
and MPICD rather than from any single metric, and that no individual module can be
claimed to be universally superior across all load types and operating scenarios.

An additional implementation-level ablation experiment was conducted to isolate
the effects of the two improvement mechanisms introduced into IOOA, namely Logistic
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chaotic initialization and the Lévy flight strategy. Rather than using a nested three-stage
design, the experiment adopted a four-condition ablation design comprising: (1) the
original OOA without either improvement; (2) OOA with only Logistic chaotic initialization;
(3) OOA with only the Lévy flight strategy; and (4) the complete IOOA incorporating
both Logistic chaotic initialization and Lévy flight. This design enables the individual
contribution of each mechanism and their combined effect to be examined under consistent
experimental conditions.

Figure 11. Results of ablation experiments for different load types. (a) Electrical load; (b) cooling
load; (c) heating load.

The forecasting fitness surface comprised 27 combinations of one to three TCN residual
blocks, 40 to 56 convolutional channels, and 48 to 80 BiLSTM hidden units. All other settings
were fixed. Each candidate configuration was evaluated using the mean standardized
validation pinball loss over the four seasonal folds with a model-training seed of 100. To
assess the search reliability of the four optimizer variants under the same population size
and iteration limit, each variant was independently repeated 5000 times using identical
initial seeds, a population of four, and four iterations. The resulting mean pinball loss
and optimum-hit rate were used to compare the search performance and reliability of the
four conditions.

Table 11 presents the four-condition ablation results for the two core improvement
mechanisms embedded in IOOA: Logistic chaotic initialization and the Lévy flight strategy.
The original OOA, without either improvement mechanism, achieves a mean pinball loss
of 0.01982014 and an optimum-hit rate of 59.50%, and is therefore used as the reference
condition. When Logistic chaotic initialization is introduced alone, the mean pinball loss
decreases slightly to 0.01982008, while the optimum-hit rate increases to 64.84%, corre-
sponding to a gain of 5.34 percentage points over the original OOA. When Lévy flight
is introduced alone, the mean pinball loss decreases to 0.01981972 and the optimum-hit
rate increases to 62.18%, corresponding to a gain of 2.68 percentage points. When both
mechanisms are incorporated, the complete IOOA achieves the lowest mean pinball loss of
0.01981935 and the highest optimum-hit rate of 67.66%, representing an 8.16 percentage-
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point improvement over vanilla OOA. These four experimental conditions allow the indi-
vidual and combined effects of the two mechanisms to be distinguished under the same
search budget and evaluation procedure. The results indicate that both Logistic chaotic
initialization and Lévy flight contribute positively to the search performance, while their
combination provides the strongest overall search reliability among the four tested vari-
ants. Although the differences in mean pinball loss are numerically small, the consistent
improvement in optimum-hit rate provides additional evidence that the two mechanisms
mainly enhance the reliability and stability of the hyperparameter search. Logistic chaotic
initialization increases the diversity of the initial population and improves the coverage
of the search space, whereas Lévy flight introduces long-range search movements that
can strengthen exploration and reduce the tendency toward premature convergence. The
complementary roles of these two mechanisms contribute to the improved search capability
of IOOA for the considered hyperparameter optimization task.

Table 11. Internal Ablation of the Two Implemented IOOA Improvement Mechanisms.

Variant Logistic
Initialization Lévy Flight Mean Pinball

Loss
Optimum-Hit

Rate (%)
Gain vs. OOA

(p.p.)

OOA × × 0.01982014 59.50 +0.00
OOA + Logistic ✓ × 0.01982008 64.84 +5.34

OOA + Logistic + Lévy ✓ ✓ 0.01981935 67.66 +8.16
OOA + Lévy × ✓ 0.01981972 62.18 +2.68

3.9. Feature Contribution Analysis

To improve the interpretability of the proposed IOOA–TCN–BiLSTM–QR forecasting
framework, a surrogate-model-based SHAP analysis was conducted on the four-season
rolling test samples. It should be emphasized that SHAP was not applied directly to the
original IOOA–TCN–BiLSTM–QR architecture, which takes continuous 24 h multivariate
sequences as inputs. Instead, the SHAP analysis was performed on separate gradient-
boosting surrogate models constructed to approximate the median (q = 0.50) forecasts
generated by the original forecasting model. Because the original model operates on
sequential multivariate inputs, several aggregated features were first extracted from the
24 h input window preceding each forecasting time point result analysis. These features
included the latest value, 24 h mean, 24 h standard deviation, and 24 h change, which
were used to characterize the recent load level, average state, fluctuation intensity, and
short-term change, respectively. The corresponding (q = 0.50) forecasts generated by the
original IOOA–TCN–BiLSTM–QR model were then used as the target outputs for training
separate gradient-boosting surrogate models for electricity, cooling, and heating loads.
TreeSHAP was subsequently applied to these surrogate models to quantify the contribution
of the aggregated input features to the surrogate predictions. Features representing the
same physical variable were further grouped to obtain 17 interpretable feature groups.
The surrogate models were evaluated using temporally ordered hold-out samples within
each season, with the final 20% of test time points in each season reserved exclusively
for fidelity assessment. The surrogate models achieved (R2) values of 0.9699, 0.9762, and
0.9752 for electricity, cooling, and heating loads, respectively, when reproducing the median
forecasts of the original model, with corresponding MAEs of 1821.80 kW, 426.33 ton, and
0.173 MMBtu. These relatively high fidelity values indicate that the surrogate models can
reproduce a large proportion of the input–output variation in the original model within
the evaluated samples. However, these results should be interpreted as surrogate-model
fidelity rather than forecasting accuracy. Moreover, high surrogate fidelity does not imply
that the surrogate model is mathematically equivalent to the original TCN–BiLSTM–QR
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architecture. Therefore, the SHAP results presented below should be understood as an
interpretable approximation of the dominant relationships encoded in the original model
outputs, rather than a direct decomposition of the internal nonlinear representations of the
original deep-learning model.

Figure 12 presents the ten feature groups with the highest SHAP contributions for each
load type. The horizontal coordinate represents the positive or negative contribution of a
feature to an individual surrogate prediction, while the color gradient indicates increasing
feature values. A symmetric logarithmic scale was adopted for the horizontal axis to retain ex-
treme samples associated with seasonal operating-regime transitions while clearly displaying
the dense distribution of contributions around zero. No extreme observations were removed
during the analysis. Figure 12 shows that recent historical load information has the largest con-
tribution to the surrogate predictions for all three load types. The normalized mean absolute
SHAP contributions associated with the previous-hour load reach 70.01%, 68.04%, and 63.77%
for electricity, cooling, and heating load forecasts, respectively. Higher historical load values
are generally associated with positive SHAP contributions, whereas lower values tend to be
associated with negative contributions. These results suggest that the input–output relation-
ship learned by the original forecasting model can be well approximated, in the aggregated
feature space, by a strong short-term persistence relationship. However, because these SHAP
values are obtained from the surrogate models, they should not be interpreted as a direct
measurement of the internal feature attribution of the original TCN–BiLSTM–QR network.
The secondary feature contributions differ among the three load types. For electricity load,
precipitable water, solar zenith angle, and month show relatively high contributions, with
normalized values of 9.58%, 8.33%, and 5.41%, respectively. For cooling load, solar zenith
angle, month, and hour contribute 14.47%, 7.53%, and 3.44%, respectively. For heating
load, solar zenith angle, hour, and precipitable water contribute 18.83%, 6.07%, and 5.20%,
respectively. These results indicate that, within the surrogate representation, environmental
and temporal variables provide complementary information beyond recent load states.
The cross-energy historical variables also show non-negligible contributions: historical
cooling load contributes 1.16% to electricity-load forecasting, historical electricity load
contributes 1.22% to cooling-load forecasting, and historical cooling load contributes 0.53%
to heating-load forecasting. These relatively small contributions indicate that cross-energy
information can offer supplementary cues for approximating model outputs, while the
forecasts are still dominated by the temporal dynamics of the target load series itself.

Figure 13 further illustrates representative SHAP relationships obtained from the sur-
rogate models. Figure 13a shows the normalized global contributions, while Figure 13b–d
present the SHAP dependence relationships for previous-hour electricity load, temperature
and cooling load, and temperature and heating load, respectively. The results show that the
surrogate models reproduce several physically interpretable patterns in the outputs of the
original forecasting model. For example, when the previous-hour electricity load remains
within its normal operating range, its SHAP contribution generally fluctuates around zero.
When the load enters the high-demand summer operating regime, its contribution becomes
increasingly positive, indicating that the original model’s median forecast tends to increase
with the recent electricity-load state. Similarly, the surrogate SHAP dependence indicates
that higher temperatures are generally associated with larger positive contributions to
cooling-load forecasts, whereas lower temperatures tend to be associated with larger posi-
tive contributions to heating-load forecasts. These relationships provide an interpretable
approximation of how recent load states and environmental conditions are associated with
the median forecasts generated by the original IOOA–TCN–BiLSTM–QR model. Neverthe-
less, they should not be interpreted as direct causal effects or as a complete explanation of
the internal decision process of the original deep-learning architecture. The original model
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receives multivariate sequential inputs and extracts nonlinear temporal representations
through TCN and BiLSTM layers, whereas the surrogate models operate on a reduced set
of aggregated statistical features. Consequently, some temporal interactions, nonlinear
dependencies, and internal representations learned by the original network may not be
fully preserved in the surrogate feature space.

Figure 12. Grouped SHAP beeswarm plots for the three load forecasts. (a) Electrical load; (b) cooling
load; (c) heating load.

Therefore, the SHAP analysis in this study is primarily intended to provide model-
output-level interpretability and an approximate characterization of the dominant informa-
tion associated with the original model predictions, rather than an exact feature attribution
of the original neural network. The relatively high fidelity of the surrogate models supports
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the usefulness of this approximation for the evaluated samples, but the transferability of
these interpretations beyond the surrogate feature space and the evaluated operating con-
ditions remains limited. Future work could further investigate direct attribution methods
designed specifically for sequential deep-learning architectures, such as sequence-level
perturbation or gradient-based attribution, to provide a more direct interpretation of the
original TCN–BiLSTM–QR model.

Figure 13. Cross-load global contributions and key SHAP dependence relationships. (a) Normalized
mean absolute SHAP values; (b) effect of previous-hour electrical load; (c) temperature effect on
cooling load; (d) temperature effect on heating load.

4. Discussion and Future Outlook
4.1. Discussion

The proposed IOOA-TCN-BiLSTM-QR model is designed to address the strong fluctu-
ations, complex temporal dependencies, and difficulties in quantifying prediction uncer-
tainty associated with electricity, cooling, and heating loads in integrated energy systems
(IESs). Experimental results demonstrate that the proposed model achieves favorable
overall performance across all three load types while maintaining high point-prediction
accuracy and 90% interval coverage that is close to the nominal level on average. The
performance improvement can be attributed primarily to the synergistic effects of the
individual modules. Specifically, TCN employs causal and dilated convolutions to extract
multi-scale local temporal features, while BiLSTM further captures long-term temporal
dependencies. IOOA adaptively optimizes the key hyperparameters, thereby improving
the prediction accuracy and stability of the overall model. The ablation experiments further
confirm the effectiveness and complementarity of these modules. Furthermore, the incor-
poration of quantile regression (QR) extends the model from conventional deterministic

https://doi.org/10.3390/math14193519

https://doi.org/10.3390/math14193519


Mathematics 2026, 14, 3519 47 of 52

forecasting to probabilistic interval prediction. The prediction uncertainty is quantitatively
characterized using PICP, PINAW, CWC, and MPICD from the perspectives of coverage
reliability, interval width, and overall interval performance. Compared with conventional
methods that provide only a single deterministic prediction, the proposed framework can
simultaneously characterize the expected future levels of electricity, cooling, and heating
loads and their potential fluctuation ranges, thereby providing more comprehensive pre-
dictive information for risk-aware operation and optimal scheduling of integrated energy
systems. Considering the differences among the three load types in terms of periodicity,
volatility, and external influencing factors, the proposed model provides a unified temporal
feature-learning framework for effectively characterizing their distinct variation patterns.
From a practical perspective, IOOA-TCN-BiLSTM-QR can support short-term operational
scheduling and energy allocation in integrated energy systems. The point prediction results
can assist in formulating energy supply plans, while the upper and lower bounds of the
prediction intervals can provide valuable information for high-load risk identification,
energy storage configuration, and the scheduling of cooling and heating source equipment,
thereby improving the operational reliability and flexibility of integrated energy systems.

To further illustrate how the predicted intervals can support practical operational
decisions, a simple numerical example is provided. Suppose that for a certain future hour,
the proposed model predicts an electricity load of 50,000 kW at the 0.50 quantile, with
a 90% prediction interval of 47,000–53,000 kW (i.e., the 0.05 and 0.95 quantiles). If the
operator considers only the point forecast, the planned electricity supply capacity may
be set close to 50,000 kW. However, when the prediction interval is explicitly considered,
the upper bound indicates that the actual demand may reach approximately 53,000 kW
under the modeled uncertainty. Therefore, an additional reserve of approximately 3000 kW
can be considered for short-term scheduling, energy procurement, or battery discharge
capacity. Conversely, the lower bound of 47,000 kW indicates that maintaining the full
upper-bound capacity at all times may lead to unnecessary resource allocation when
demand is lower than expected. Thus, the prediction interval provides a quantitative basis
for balancing operational reliability against reserve costs rather than relying solely on a
single deterministic forecast.

A limitation of the present benchmark design is that the compared models were not
subjected to identical hyperparameter-search budgets. The proposed IOOA-TCN-BiLSTM-
QR framework uses adaptive optimization over an eight-dimensional search space, whereas
the baseline neural models were evaluated using fixed configurations. Therefore, the re-
ported performance improvements represent the combined benefit of model architecture
and adaptive configuration optimization, rather than an isolated measurement of archi-
tectural superiority. A fully budget-matched comparison, in which all competing models
receive the same number of optimization evaluations and comparable training resources,
would provide a more controlled assessment of architecture-specific contributions and is
left for future work.

4.2. Future Outlook

Although the proposed IOOA-TCN-BiLSTM-QR model achieves favorable perfor-
mance in probabilistic interval forecasting of electricity, cooling, and heating loads, several
limitations remain. First, the model relies primarily on historical load data for forecast-
ing. Although it can extract complex temporal features from multivariate time series, its
consideration of external factors such as weather conditions, energy prices, user behavior,
and equipment operating states remains relatively limited. In practical integrated energy
systems, variations in external environmental conditions may have a substantial impact
on cooling and heating loads. Therefore, relying solely on historical load information may
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constrain the model’s predictive capability under extreme weather and abnormal operating
conditions. Second, a unified TCN-BiLSTM architecture is employed to forecast electricity,
cooling, and heating loads. Although this design can effectively capture common variation
patterns across different energy loads, these loads exhibit distinct periodic characteristics
and dynamic response mechanisms. Future studies could investigate load-specific feature
extraction mechanisms and cross-energy attention mechanisms to preserve load-specific
characteristics while exploiting shared information, thereby further improving the model’s
ability to characterize complex multi-energy coupling relationships. Third, although IOOA
can effectively optimize the model hyperparameters, metaheuristic optimization algorithms
generally require multiple rounds of model training and fitness evaluations. Consequently,
their computational cost may increase with the growth of dataset size and model complex-
ity. For integrated energy systems requiring real-time updating and online forecasting,
further improvements in model training efficiency are therefore necessary [49]. Future
research could explore lightweight network architectures, incremental learning, and on-
line adaptive optimization strategies to reduce the computational burden associated with
repeated model training and improve deployment efficiency. In addition, the current QR
head outputs only the 0.05, 0.50, and 0.95 quantiles, which define a central 90% prediction
interval but do not reconstruct the full predictive distribution. Accordingly, PICP, PINAW,
CWC, and MPICD evaluate interval-specific properties such as empirical coverage, width,
the coverage-width trade-off, and center deviation; they are not full-distribution calibration
tests. Future studies should estimate a denser quantile grid or an explicit conditional
density and assess distributional calibration using quantile reliability diagrams, probability
integral transform diagnostics, and proper scoring rules such as the continuous ranked
probability score. Future research will focus on the following five directions: (1) incorporat-
ing multi-source external information, including weather conditions, energy prices, user
behavior, and equipment operating states, to develop more comprehensive multimodal
load forecasting models; (2) integrating graph neural networks, attention mechanisms, or
Transformer architectures to further explore the dynamic spatiotemporal coupling relation-
ships among electricity, cooling, and heating loads [28]; (3) combining lightweight network
architectures with online learning strategies to improve real-time forecasting capability
in large-scale integrated energy systems; (4) further improving probabilistic forecasting
and uncertainty calibration mechanisms to enhance the reliability of prediction intervals
under extreme load conditions and abnormal operating states [33]; and (5) integrating
probabilistic load forecasting results with energy optimization scheduling and risk-aware
decision-making to extend the research from high-accuracy load forecasting toward coordi-
nated forecasting–decision frameworks. Overall, future research should focus not only on
further improving predictive accuracy but also on promoting deeper integration among
multi-energy coupling mechanisms, uncertainty quantification, computational efficiency,
and practical scheduling decisions, thereby facilitating the transition of probabilistic load
forecasting models from experimental validation toward practical applications in integrated
energy systems [7,17,24].

5. Conclusions
This study developed an Improved Osprey Optimization Algorithm-based TCN-

BiLSTM-QR (IOOA-TCN-BiLSTM-QR) framework for short-term probabilistic forecasting
of electricity, cooling, and heating loads in integrated energy systems. The main conclusions
are summarized as follows.

(1) The proposed IOOA, incorporating Logistic chaotic mapping and Lévy flight, effec-
tively improves the optimization performance of the original OOA. Benchmark ex-
periments on six 30-dimensional functions demonstrate enhanced convergence speed,
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optimization accuracy, and search stability compared with PSO, GWO, WOA, and
OOA. The improved optimization capability provides effective support for adaptive
hyperparameter selection in the proposed forecasting framework.

(2) The proposed model achieves accurate point forecasts and 90% prediction intervals
whose average empirical coverage is close to the nominal level across the four seasonal
test periods. The average PICP and PINAW are 90.50% and 0.1513, respectively.
The test-set R2 values for electricity, cooling, and heating loads are 0.9385, 0.9781,
and 0.9731, with corresponding MAPE values of 2.6117%, 2.6712%, and 2.3600%.
Comparative and ablation experiments confirm the complementary contributions
of IOOA, TCN, and BiLSTM to forecasting accuracy and interval quality. However,
abrupt changes in operating conditions can temporarily cause interval under-coverage,
indicating that further improvement in adaptive interval calibration is needed for
sharp load transitions.

(3) Independent-dataset validation further demonstrates that the proposed framework
maintains satisfactory forecasting performance under unseen load conditions, provid-
ing supporting evidence of its applicability across different datasets and load types.
The SHAP analysis indicates that recent historical load information is the primary
driver of the forecasts, while meteorological, solar-geometry, and calendar-related
variables provide complementary information for capturing variations in cooling and
heating demand. Overall, the proposed framework provides both accurate load fore-
casts and quantitative uncertainty information, offering a useful basis for short-term
load monitoring, reserve-capacity assessment, and risk-aware operational decision-
making in integrated energy systems.
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Abbreviations
The following abbreviations are used in this manuscript:

IES Integrated Energy System
IOOA Improved Osprey Optimization Algorithm
OOA Osprey Optimization Algorithm
TCN Temporal Convolutional Network
BiLSTM Bidirectional Long Short-Term Memory
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QR Quantile Regression
PICP Prediction Interval Coverage Probability
PINAW Prediction Interval Normalized Average Width
CWC Coverage Width-based Criterion
MPICD Mean Prediction Interval Coverage Deviation
R2 Coefficient of Determination
MAPE Mean Absolute Percentage Error
MAE Mean Absolute Error
RMSE Root Mean Squared Error
SHAP Shapley Additive Explanations
PSO Particle Swarm Optimization
GWO Grey Wolf Optimizer
WOA Whale Optimization Algorithm
BiLSTM-Attention Bidirectional Long Short-Term Memory with Attention
MTL-LSTM Multi-Task Learning Long Short-Term Memory
STGCN Spatio-Temporal Graph Convolutional Network
MMEMformer Multi-Modal Energy Management Transformer
AM-RU-BiLSTM Attention Mechanism-Robust Unit-Bidirectional Long Short-Term Memory
CEEMDAN Complete Ensemble Empirical Mode Decomposition with Adaptive Noise
MKELM Multiple Kernel Extreme Learning Machine
SP-RF-ARIMA Seasonal Period Random Forest-AutoRegressive Integrated Moving Average
CNN Convolutional Neural Network
LSTM Long Short-Term Memory
HEEW Hierarchical Energy, Emissions, and Weather
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