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Abstract


The release of datasets containing sensitive user information requires a careful balance between data utility and privacy preservation. To address this challenge, numerous privacy preservation models have been proposed, including k-Anonymity, l-Diversity, t-Closeness, and Differential privacy. However, these models are largely designed for simple datasets in which each attribute is represented by a single (atomic) value, limiting their effectiveness in more complex data environments. Specifically, k-Anonymity and its variants have been widely adopted to mitigate privacy risks arising from quasi-identifier-based inference attacks. While l-Diversity and t-Closeness are extended from k-Anonymity to address the disclosure of sensitive attributes. However, they are primarily effective when sensitive attributes are singular and well defined, which restricts their applicability in scenarios involving complex or content-based data. Another prominent approach is Differential privacy and its variants, which rely on probabilistic mechanisms and the introduction of random noise into query outputs. It provides strong theoretical guarantees and is well suited for numerical data and computation-driven applications. However, it is also less effective for content-based datasets, where semantic meaning and contextual integrity are essential and cannot be preserved through randomization. To overcome these limitations, this study proposes a new privacy preservation model,   ( d , c , l )  -Privacy, specifically designed for content-based datasets. The proposed model ensures that released datasets satisfy the constraints defined by parameters d, c, and l, thereby mitigating potential privacy violations. To enforce these constraints, three algorithms are introduced, i.e., FCFS, greedy, and optimal   ( d , c , l )  -privacy algorithms. The FCFS algorithm prioritizes computational efficiency while maintaining acceptable privacy guarantees. The greedy algorithm balances execution time and data utility. While the optimal algorithm focuses on maximizing semantic preservation and overall data usefulness, albeit at a higher computational cost. Experimental results show that the proposed algorithms effectively mitigate privacy risks in released datasets under   ( d , c , l )  -privacy constraints. Among the evaluated algorithms, FCFS achieves the highest computational efficiency, while the greedy algorithm provides a favorable trade-off between efficiency and data utility. The optimal algorithm consistently delivers the highest level of data quality, despite increased computational overhead. These findings indicate that the proposed model and algorithms provide an effective and practical solution for privacy preservation data publishing in real-world, content-based data environments.
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1. Introduction


The online assessment is a tool that is available in real-life applications. Generally, they are used to survey and collect information on the satisfaction of customers or users with services, products, and applications that are provided. The information is collected from the online assessment, which often consists of two types of questions, i.e., multiple-choice questions (MCQ) and open-ended questions (OEQ). Moreover, the questions of online assessments are generally divided into three groups, i.e., demographic questions, behavioral and satisfaction questions, and source questions. Generally, this information is used to improve customer services, organizational policies, or marketing policies. For this reason, they are often released to the data analyst. Thus, they could lead to concerns about privacy violations. To address these concerns, in [1] and its extended versions [2,3,4,5,6,7], the authors recommend that all users’ explicit identifier values (e.g., citizen, SSN, and student code) are removed, and all unique quasi-identifier values are suppressed or generalized by their less specific values to be indistinguishable.



An illustrative example of privacy preservation using k-Anonymity [1] is presented for the case where the anonymity parameter k is set to 2. Let Table 1 denote the original dataset. In this dataset, SSN and Name serve as explicit identifiers, while Gender, Education, and Position are quasi-identifier attributes. Salary is treated as a sensitive attribute. To achieve privacy preservation, all values corresponding to the explicit identifiers (SSN and Name) are removed. In addition, the values of the quasi-identifier attributes—Gender, Education, and Position—are generalized such that each combination appears in at least two indistinguishable tuples. Under these transformations, the released version of Table 1 satisfies the requirements of 2-Anonymity, as shown in Table 2. From Table 2, it can be observed that for any query based on quasi-identifier attributes, at least two tuples satisfy the query conditions, thereby preventing unique tuple re-identification. As a result, the released dataset in Table 2 provides stronger privacy protection against re-identification attacks compared with the original dataset shown in Table 1. Unfortunately, they continue to exhibit notable limitations, including degradation of data utility and vulnerability to emerging privacy attack techniques introduced after their deployment.



In addition to datasets in which each attribute is designed to collect atomic values (e.g., Table 1), certain datasets are constructed to capture information in the form of user-generated textual contents, such as feedback, opinions, or discussion statements. Such datasets are referred to as content-based datasets. An example of content-based datasets is presented in Table 3. In this dataset, Student Code serves as the explicit identifier, while Datetime, Education, and Gender are treated as quasi-identifier attributes. The Opinion attribute contains sensitive information that must be protected when Table 3 is released beyond the scope of the data-collecting organization. Notably, beyond explicitly sensitive content, the Opinion attribute itself could also facilitate re-identification of the data owner. This is because user-generated textual content often embeds distinctive linguistic styles, personal viewpoints, and affective expressions that can uniquely characterize its author. As a result, even after removing the Student Code and generalizing the quasi-identifier attributes (Datetime, Education, and Gender), privacy concerns may persist. Therefore, merely applying k-Anonymity and its well-known extensions, including l-Diversity and t-Closeness [1,2,3,4,5,6,7], to such datasets is insufficient to fully mitigate privacy violation concerns in content-based datasets. While these models protect against identity disclosure based on structured attributes, they fail to address privacy leakage arising from the semantic and stylistic characteristics inherent in textual content.



An illustrative case highlighting privacy violation concerns in content-based datasets is presented using Table 3 as the specified original dataset. This table is assumed to collect students’ comments directed toward Bob. To preserve privacy using k-Anonymity, the anonymity parameter is set to k = 2. Accordingly, a released version of Table 3 that satisfies the 2-Anonymity constraint is shown in Table 4. As observed from Table 4, each tuple is indistinguishable from at least k − 1 other tuples with respect to the quasi-identifier attributes. Under this condition, the dataset appears to provide adequate privacy protection and to satisfy the requirements of 2-Anonymity. However, despite conforming to the 2-Anonymity constraint, the released dataset still exhibits privacy violation concerns arising from its content-based attributes. These residual privacy concerns are demonstrated in Example 1, indicating that k-Anonymity alone is insufficient for guaranteeing privacy protection in content-based datasets.



Example 1 (Privacy violation issues in content-based datasets).

Consider Table 4, which represents the 2-Anonymous release of the original content-based dataset shown in Table 3. Suppose Bob is a lecturer, and Alice and John are two of his students. One tuple in Table 4 corresponds to Alice’s opinion about Bob, and Alice is the target individual whose opinion Bob attempts to infer from the released dataset. Assume that Alice and John are involved in a conflict, and Bob has determined that Alice initiated the dispute. Furthermore, assume that Bob does not have conflicts with any other students. Under these circumstances, Bob can leverage this background knowledge to infer that the tuple   t 1   in Table 4 is Alice’s opinion. This inference is possible because the content of the tuple   t 1   is highly consistent with the known conflict among Alice, John, and Bob.





This example demonstrates that, even though Table 4 satisfies the 2-Anonymity constraint, privacy violations could still occur due to semantic inference enabled by external background knowledge. Consequently, k-Anonymity alone is insufficient to prevent privacy breaches in content-based datasets.



To address the limitations of k-Anonymity and its extended variants, numerous privacy preservation models have been proposed to mitigate privacy violation concerns in content-based datasets, particularly within the domains of Natural Language Processing (NLP)  [8,9,10,11] and Information Retrieval (IR) [12,13,14,15]. Representative examples of such privacy preservation models for content-based datasets are summarized in Table 5. These models have evolved from early privacy-aware query frameworks [16,17,18] and traditional data anonymization techniques [19,20,21,22], as well as TFIDF-based text clustering approaches [23,24,25,26,27], to more advanced mechanisms such as homomorphic encryption [28,29,30,31], differential privacy [32,33,34,35], and federated learning frameworks [36,37,38]. These approaches enhance sensitivity detection by incorporating semantic relevance and contextual rarity within textual content.



In addition, several paradigms have been pursued to address the privacy concerns described above, each adopting a different strategy for how the data are ultimately released. The first is anonymization-based publishing, which, as discussed above, includes k-Anonymity, l-Diversity, and t-Closeness; this paradigm releases a single sanitized table by generalizing or suppressing the original tuples, but the constraints are primarily defined over atomic quasi-identifier values and become difficult to enforce when sensitive information is expressed within free-form textual content. A second paradigm is the anatomy method [39,40,41], which releases the quasi-identifier and sensitive values as two separate tables linked by a group identifier so that individual-level correlations are obscured while aggregate-level analysis remains accurate; however, the split-table format breaks tuple-level readability and is therefore unsuited to downstream natural language processing or information retrieval analysis. A third paradigm operates through aggregate and query-answering frameworks, in which the data owner exposes only aggregated statistics, encrypted indices, or controlled query interfaces over the underlying tuples rather than releasing the dataset itself [16,17,18,28,29]; while this protects the raw tuples, it prevents third parties from inspecting or auditing the content of individual documents. A fourth paradigm is differential privacy and its variants [32,33,34,35], which inject calibrated random noise into query outputs or learned statistics; this provides rigorous probabilistic guarantees but tends to distort the semantic meaning and contextual integrity of textual content, making it less effective for content-based settings.





 





Table 5. Related work on privacy preservation for content-based datasets, organized by approach, key idea, and reference.






Table 5. Related work on privacy preservation for content-based datasets, organized by approach, key idea, and reference.





	Model
	Approach
	Key Idea
	Ref.





	Using TF-IDF to hide sensitive itemsets
	SIF-IDF Algorithm and Greedy Approach
	Sanitizes sensitive items while maintaining data utility using text mining concepts.
	[42]



	TF-IDF and KDC-based Privacy Search
	KDC and TF-IDF over Encrypted Data
	Enables secure, ranked multi-keyword search on cloud-stored encrypted data.
	[43]



	Differential privacy protection via SVD
	SVD-based Disturbance and Differential Privacy
	Protects high-dimensional network data by disturbing singular values and spectral vectors.
	[44]



	Privacy-Preserving Collaborative Clustering
	Privacy-Preserving Distributed Clustering
	Multi-party document clustering without revealing raw sensitive text to the server.
	[45]



	Automatic Anonymization of Textual Documents
	Word Embedding-based Semantic Detection
	Detects sensitive information using semantic similarity in word embeddings.
	[46]








In parallel with these data-centric models, a substantial body of recent work has emerged around AI-based privacy preservation, in which deep learning, large language models (LLMs), and federated architectures are used either as the protection mechanism itself or as the adversary that motivates new defenses. Representative directions include differentially private deep learning and fine-tuning of pre-trained language models, language model-based text anonymization, deep generative models for privacy-preserving synthetic data, and federated learning frameworks with differential privacy or homomorphic encryption. These directions, together with their representative models and references, are summarized in Table 6. Collectively, AI-based methods extend the privacy landscape from data-centric anonymization toward model-centric and learning-centric protections; however, their output is typically a privatized model or a synthetic dataset rather than a human-readable release of the original tuples, and they therefore do not address the problem of publishing real content-based datasets in a form that remains directly readable and analyzable by downstream users.



To address these limitations, this work proposes (  ( d , c , l )  -Privacy: Privacy Preservation Models for Content-Based Datasets Using Information Retrieval Techniques. The proposed model directly releases a sanitized version of the original content-based tuples under explicit structural constraints on equivalence-class size (d), re-identification confidence (c), and sensitive-term occurrence (l), and is supported by three algorithms—FCFS, greedy, and optimal—that trade off computational efficiency and data utility.



The organization of this work is as follows. This section provides an introduction to this work. Section 2 introduces the proposed privacy preservation model, including the formal problem definition, term document measurement approaches, i.e., expert-based and mechanism-based measurements, data distortion techniques, and the   ( d , c , l )  -Privacy model. Section 3 presents the experimental evaluation of the proposed approach under various settings. Finally, Section 4 and Section 5 summarize the conclusions and outline directions for future work, respectively.




2. The Proposed Model


Before presenting the proposed privacy preservation model, we first introduce the fundamental problem definitions addressed in this work.



2.1. The Basic Problem Definitions


Definition 1 (Content-based dataset).

Let   I D e n t = { i d e n  t 1  , … , i d e n  t z  }   denote the set of explicit identifier attributes and let   Q I = { q  i 1  , … , q  i n  }   denote the set of quasi-identifier attributes, where z and n represent their respective cardinalities. Let S denote the sensitive attribute, which is assumed to collect user-generated textual content. Furthermore, let   U = {  u 1  , … ,  u m  }   be the set of m users, and let   D = {  d 1  , … ,  d m  }   be the original dataset consisting of m user profile tuples. Each tuple    d x  ∈ D  , for   1 ≤ x ≤ m  , corresponds to the profile of user    u x  ∈ U   and is constructed from the explicit identifiers, quasi-identifiers, and the sensitive attribute of the corresponding user, i.e.,    d x  =  ( i d e n  t 1  , … , i d e n  t z  , q  i 1  , … , q  i n  , S )   . Let   D [ I D e n t ]  ,   D [ Q I ]  , and   D [ S ]   denote the projections of dataset D onto the explicit identifier attributes, quasi-identifier attributes, and the sensitive attribute, respectively. Moreover, let   D [  d x  ]   denote the projection of D onto the tuple   d x  , and let   D [  d x   [ Q I ]  ]   and   D [  d x   [ S ]  ]   denote the projections of tuple   d x   onto its quasi-identifier attributes   Q I   and its sensitive attribute S, respectively.





For example, let Student Code be the explicit identifier attribute. Let Datetime, Education, and Gender be the quasi-identifier attributes. Let Opinion be the sensitive attribute. Thus, a dataset is satisfied by Definition 1, as shown in Table 3. This table collects four user profile tuples, i.e.,    d 1  ,  d 2  ,  d 3  ,   and   d 4  . Therefore, the projected data version of   I D e n t   of Table 3 (i.e., Table 3  [ I D e n t ]  ) is shown in Table 7. The projected data version of   Q I   of Table 3 (i.e., Table 3  [ Q I ]  ) is shown in Table 8. The projected data version of S of Table 3 (i.e., Table 3  [ S ]  ) is shown in Table 9. The projected data version of   D [  d 1  ]   of Table 3 (i.e., Table 3  [  d 1  ]  ) is shown in Table 10. The projected data version of   D [  d 1   [ Q I ]  ]   of Table 3 (i.e., Table 3  [  d 1   [ Q I ]  ]  ) is shown in Table 11. Another projected data version of Table 3 is the sensitive data projection (i.e.,   D [  d 1   [ S ]  ]  ), as shown in Table 12.



Definition 2 (Inference attacks based on quasi-identifier attributes).

Let   u x   denote the target user of an adversary, and let   A B K   represent the adversary’s background knowledge about user   u x   in the dataset D. If   A B K   is unique (i.e.,   A B K   only matches   D [  d x   [ Q I ]  ]  ), the sensitive value of   u x   in   D [  d x   [ S ]  ]   is inferred by the adversary.





For example, suppose that Bob is a teacher. Table 3 without the Student Code attribute represents a released dataset in which all students taught by Bob are asked to provide comments about him. Let Alice be one of Bob’s students. Assume that Bob obtains this table and attempts to identify Alice’s comment. Furthermore, Bob knows that Alice submitted her comment on 2023-07-03. Under these assumptions, Bob can infer that the tuple   d 1   corresponds to Alice’s profile, since it is the only tuple consistent with Bob’s background knowledge about Alice. Consequently, Bob can infer that Alice’s comment is a negative comment to Bob, i.e.,




“You are a worst lecturer that I’ve ever met because you never listen to my efforts to explain the reasons behind the problems I’ve encountered, fuck you, bad lecturer, bad lecturer, …, and very bad lecturer."





With this example, we can conclude that even after the removal of explicit identifier attributes, a user’s personal and sensitive information could still be disclosed through inference based on considering quasi-identifier attributes.



Definition 3 (Inference attacks based on sensitive attributes).

Let the user   u x   be the target user of the adversary in D. Let   M E A N I N G ( A B  K  u x   )   and   M E A N I N G ( D  [  d x   [ S ]  ]  )   be the functions for getting the meaning or the characteristic of   A B  K  u x     and   D [  d x   [ S ]  ]  , respectively. If   M E A N I N G ( A B  K  u x   )   matches to   M E A N I N G ( D  [  d x   [ S ]  ]  )   and   D [  d x   [ S ]  ]   is unique, the privacy data of the user   u x   in   D [  d x   [ S ]    is violated by the adversary.





An example of privacy violation in content-based datasets arises from considering the semantic meaning or characteristics of sensitive attributes. It is illustrated in Example 1.




2.2. Term Document Measurements


In this section, we present techniques commonly used in Natural Language Processing (NLP) [8,9,10,11] and Information Retrieval (IR) [12,13,14,15] to define numerical statistics that capture the importance of a term within an individual document as well as across a collection of documents.



2.2.1. Expert Term Document Measurement


This section introduces techniques for defining the importance level (i.e., numerical statistics) of each term within an individual document as well as across a collection of documents, based on the expertise of a data holder or domain expert. These techniques are referred to as Expert Term Frequency (ETF) and Expert Inverse Document Frequency (EIDF), respectively.



Definition 4 (Expert Term Frequencies (ETF)).

Let   D [  d x   [ S ]  ]   denote the specified data. Let T be the set of the interested terms t for   D [ S ]   such that it is defined by a data holder or a data expert. Let    D ′   [  d x   [ S ]  ]    denote the filtered version of   D [  d x   [ S ]  ]   obtained by removing uninteresting terms. Let   E T F ( t , D  [  d x   [ S ]  ]  )   denote the function that measures the frequency of term t in   D [  d x   [ S ]  ]  , as defined in Equation (1).







  E T F  ( t , D  [  d x   [ S ]  ]  )  =    F R E  Q  d x    ( t , D  [  d x   [ S ]  ]  )    | D [  d x   [ S ]  ] |     



(1)




where,



	
  F R E  Q  d x    ( t , D  [  d x   [ S ]  ]  )    represents the number of occurrences for each term t in   D [  d x   [ S ]  ]  .



	
  | D [  d x   [ S ]  ] |   represents the total number of terms t in   D [  d x   [ S ]  ]  .






An example of Expert Term Frequencies (ETF) is illustrated using the document    d 1   [ O p i n i o n ]    from Table 3, whose content is as follows:




“You are the worst lecturer that I’ve ever met because you never listen to my efforts to explain the reasons behind the problems I’ve encountered, fuck you, bad lecturer, bad lecturer, …, and very bad lecturer.”





This document contains a total of 37 term occurrences. Let   T = {  Worst, Bad, Effort, Explain, Reason, Problem, Encountered, Fuck, Lecturer, Goodness, Badness} denote the set of interesting terms for the Opinion attribute of Table 3, as defined by a data holder or domain expert. After removing all uninteresting terms, the resulting representation of    d 1   [ O p i n i o n ]    becomes “Worst, Bad, Bad, Bad, Effort, Explain, Reason, Problem, Encountered, Fuck, Lecturer, Lecturer, Lecturer”. Accordingly, the ETF score of each term that appears once is     1 37   ≈ 0.027  , while the terms “Bad” and “Lecturer,” each appearing three and four times, respectively. Thus, they have an ETF score of     3 37   ≈ 0.081   and     4 37   ≈ 0.108  , respectively. This example demonstrates that the ETF score reflects the relative frequency of a term within a document, with lower ETF values indicating infrequent occurrences. In addition, although ETF generally sets a word as a term t, the data holder or the domain expert can also define multi-word (e.g., “Bad lecturer” or “Never listen”) as an ETF term when such phrases convey domain-specific meaning.



To satisfy Definition 4 for each document, an Expert Term Frequency (ETF) algorithm is proposed, as shown in Algorithm 1. The algorithm removes all uninteresting terms t from the specified document and computes the ETF score for each remaining term t. In Algorithm 1, the function   F R E  Q  d x    ( t , D  [  d x   [ S ]  ]  )    determines the frequency of the term t in   D [  d x   [ S ]  ]  . The computational complexity of this function is    ∑  ∀ t ∈ D [  d x   [ S ]  ]    | D  [  d x   [ S ]  ]  |  − t  . Consequently, the overall complexity of removing uninteresting terms and computing the ETF score for each term in a document is given in Equation (2).  






	Algorithm 1   A L G _ E T F ( T , D  [  d x   [ S ]  ]  )  



	Require:   T , D [  d x   [ S ]  ]  

Ensure:    D ′   [  d x   [ S ]  ]   

	  1:

	
   D ′   [  d x   [ S ]  ]  : = ∅  ,   E T F _ S C O R E : = 0  




	  2:

	
while   t ∈ D [  d x   [ S ]  ]   do




	  3:

	
      E T F _ S C O R E : = F R E  Q  d x    ( t , D  [  d x   [ S ]  ]  )  /  | D  [  d x   [ S ]  ]  |   , i.e.,   E T F ( t , D  [  d x   [ S ]  ]  )  




	  4:

	
    for   α : = 1  t o  | T |   do




	  5:

	
        if   t  t α  = t  , where   t  t α  ∈ T   then




	  6:

	
              D ′   [  d x   [ S ]  ]  : =  D ′   [  d x   [ S ]  ]  ∪  ( t ∪ E T F _ S C O R E )   




	  7:

	
        end if




	  8:

	
    end for




	  9:

	
      D  [  d x   [ S ]  ]  : = D  [  d x   [ S ]  ]  − t  




	10:

	
end while




	11:

	
Return    D ′   [  d x   [ S ]  ]   















   O  ( A L G _ E T F  ( T , D  [  d x   [ S ]  ]  )  )   = | D   [  d x   [ S ]  ]   | · ( | T | + (   ∑  ∀ t ∈ D [  d x   [ S ]  ]    | D   [  d x   [ S ]  ]   | − t ) )    



(2)





Definition 5 (Expert Inverse Document Frequency (EIDF)).

Let T denote the set of interesting terms t for S of D (i.e.,   D [ S ]  ). The function    f  R W    ( T , D  [ S ]  )  : D  [ S ]   → T   D ′   [ S ]    is defined to transform   D [ S ]   to become    D ′   [ S ]   , where    D ′   [ S ]    represents the processed version of   D [ S ]   with all uninteresting terms removed. Furthermore, for each term t in   D [ S ]   satisfying   E T F ( t , D  [  d x   [ S ]  ]  ) > 0   and   1 ≤ x ≤ m  , the function   E I D F ( t , D [ S ] )   is used to adjust term weights by reducing the influence of terms that occur frequently across multiple documents while increasing the importance of relatively rare terms, as formally defined in Equation (3).







  E I D F  ( t , D  [ S ]  )  = l o g  (    | D [ S ] |   A P P E ( t )    )   



(3)




where,



	
  | D [ S ] |   represents the total number of documents.



	
  A P P E ( t )   represents the number of documents in which the term t appears.






To satisfy Definition 5 for a collection of documents, an Expert Inverse Document Frequency (EIDF) algorithm is proposed, as shown in Algorithm 2. The algorithm iterates over all interesting terms and all documents in the collection. For each term-document pair, the EIDF score is computed only if the corresponding ETF score of the term in that document is greater than zero. The computational complexity of calculating the EIDF scores for all documents is formally derived and shown in Equation (4).


  O  ( A L G _ E I D F  ( T , D  [ S ]  )  )  = | D  [ S ]  | · (  ∑  ∀ t ∈ D [  d x   [ S ]  ]   | D  [  d x   [ S ]  ]  | − t ) · | T |  



(4)




where,



	
  | T |   represents the total number of the interesting terms t in   D [ S ]  .



	
  | D [ S ] |   represents the total number of the documents in D.



	
  | D [  d x   [ S ]  ] |   represents the total number of the terms t in   D [  d x   [ S ]  ]  






Using expert term document measurements, document utilization is largely influenced by the experience and subjective judgment of data analysts or domain experts. Consequently, this approach may introduce difficulties in consistently defining interesting terms and removing uninteresting terms when applying data management mechanisms. To address these limitations of ETF and EIDF, a data holder may instead adopt statistical approaches such as Term Frequency (TF) and Inverse Document Frequency (IDF) to quantify the importance of each term t within a given document and across a document collection. Furthermore, the significance of terms in both individual documents and the overall collection can be determined by considering their TFIDF scores, which provide a more objective measure of term importance. These approaches are discussed in detail in Section 2.2.2.








	Algorithm 2   A L G _ E I D F ( T , D [ S ] )  



	Require:   T , D [ S ]  

Ensure:    D ′   [ S ]   

	  1:

	
  E I D F _ S C O R E : = 0  ,   Ξ : = 0  




	  2:

	
for   x : = 1  t o  | D [ S ] |   do




	  3:

	
    while   t ∈ D [  d x   [ S ]  ]   do




	  4:

	
        for   α : = 1  t o  | T |   do




	  5:

	
           if   t  t α  = t  , where   t  t α  ∈ T   then




	  6:

	
               if   E T F ( t , D  [  d x   [ S ]  ]  ) ≤ 0   then




	  7:

	
                     B r e a k  




	  8:

	
               else




	  9:

	
                     I D F _ S C O R E : = l o g ( | D [ S ] | / A P P E ( t ) )  




	10:

	
                      D ′   [ S ]  : =  D ′    [ S ]  ∪ ( D   [  d x   [ S ]  ∪ I D F _ S C O R E )   




	11:

	
               end if




	12:

	
           end if




	13:

	
        end for




	14:

	
          D  [  d x   [ S ]  ]  : = D  [  d x   [ S ]  ]  − t  




	15:

	
    end while




	16:

	
end for




	17:

	
Return    D ′   [ S ]   













2.2.2. Mechanism Term Document Measurement


This section presents data-driven mechanisms for determining the importance of each term t in a specified document as well as across a specified collection of documents. Unlike expert-based approaches, which rely on the subjective judgment and experience of data holders or domain experts, data-driven mechanisms provide an objective and systematic way to measure term importance using statistical properties of the data. Specifically, Term Frequency (TF) is used to quantify how frequently a term t occurs within a given document, thereby capturing its local importance. A higher TF value indicates that the term is more prominent in the document. However, TF alone may assign high importance to terms that appear frequently across many documents and thus lack discriminative power. To address this limitation, Inverse Document Frequency (IDF) is employed to measure the rarity of a term across the entire document collection. IDF assigns lower weights to common terms and higher weights to rare terms, enabling better differentiation among documents. By combining TF and IDF, the TFIDF weighting scheme effectively balances local relevance and global rarity, resulting in a more informative assessment of term importance. Through these mechanisms, the importance or unimportance of each term t can be determined consistently for individual documents and the document collection as a whole. The formal definitions, computational procedures, and complexity analysis of TF, IDF, and TFIDF are presented in this section.



Definition 6 (Term Frequency (TF)).

Let   D [  d x   [ S ]  ]   denote a specified document in the document collection D. Each term t represents a word occurring in   D [  d x   [ S ]  ]  . Let   F R E  Q  d x    ( t , D  [  d x   [ S ]  ]  )    denote the number of occurrences of term t in   D [  d x   [ S ]  ]  , and let   | D [  d x   [ S ]  ] |   denote the total number of terms in the document. Accordingly, the Term Frequency score (TF score) of each term t in   D [  d x   [ S ]  ]   can be defined by Equation (1). For simplicity and consistency throughout this section, this measurement is referred to as TF. A higher TF score indicates that the term t occurs frequently in   D [  d x   [ S ]  ]  , whereas a lower TF score indicates that the term t occurs infrequently.





An example of Term Frequency (TF) is illustrated using the document    d 1   [ O p i n i o n ]    from Table 3, whose content is as follows:




“You are a worst lecturer that I’ve ever met because you never listen to my efforts to explain the reasons behind the problems I’ve encountered, fuck you, bad lecturer, bad lecturer, …, and very bad lecturer.”





The total number of terms t in this document is 37. Terms that occur once in the document include “Are, Worst, That, Ever, Met, Because, Never, Listen, My, Efforts, Explain, Reasons, Behind, Problems, Encountered, Fuck, Very,” so, each of these terms has the TF score of     1 37   ≈ 0.027  . The terms “I, Have, To” occur twice and therefore have the TF score of     2 37   ≈ 0.054  . Furthermore, the terms “The, You, Bad” occur three times, yielding the TF score of     3 37   ≈ 0.081  , while the term “Lecturer” occurs four times, so it has a TF score of     4 37   ≈ 0.108  . This example demonstrates that the TF score of a term t reflects its relative frequency within a document, where higher TF values indicate more frequent occurrences and lower TF values indicate less frequent occurrences.



To satisfy Definition 6 for each term t of documents, a Term Frequency (TF) algorithm is proposed, as shown in Algorithm 3. The algorithm is proposed to compute the TF score for each term t occurring in the document   D [  d x   [ S ]  ]  . This algorithm uses the function   F R E  Q  d x    ( t , D  [  d x   [ S ]  ]  )    to determine the frequency of each term t within   D [  d x   [ S ]  ]  . Using these frequency values, the TF score for each term t is subsequently calculated. Consequently, the overall computational complexity of computing the TF scores for all terms t in   D [  d x   [ S ]  ]   is formally derived and presented in Equation (5).  






	Algorithm 3   A L G _ T F ( D  [  d x   [ S ]  ]  )  



	Require:   D [  d x   [ S ]  ]  

Ensure:    D ′   [  d x   [ S ]  ]   

	1:

	
   D ′   [  d x   [ S ]  ]  : = ∅  ,   T F _ S C O R E : = 0  




	2:

	
while   t ∈ D [  d x   [ S ]  ]   do




	3:

	
      T F _ S C O R E : = F R E  Q  d x    ( t , D  [  d x   [ S ]  ]  )  /  | D  [  d x   [ S ]  ]  |   




	4:

	
       D ′   [  d x   [ S ]  ]  : =  D ′   [  d x   [ S ]  ]  ∪  ( t ∪ T F _ S C O R E )   




	5:

	
      D  [  d x   [ S ]  ]  : = D  [  d x   [ S ]  ]  − t  




	6:

	
end while




	7:

	
Return    D ′   [  d x   [ S ]  ]   















   O  ( A L G _ T F  ( D  [  d x   [ S ]  ]  )  )  =  ∑  ∀ t ∈ D [  d x   [ S ]  ]    | D  [  d x   [ S ]  ]  |  − t   



(5)





Definition 7 (Inverse Document Frequency (IDF)).

Let   D [ S ]   denote the set of all documents in the document collection D. Each term t represents a word occurring in   D [ S ]  . Let   A P P E ( t )   denote the number of documents in which the term t appears, and let   | D [ S ] |   represent the total number of documents in the collection. Accordingly, the Inverse Document Frequency (IDF) score of each term t in   D [ S ]   can also be defined by Equation (3). A higher IDF score indicates that the term t occurs infrequently across the document collection, whereas a lower IDF score indicates that the term t appears frequently in   D [ S ]  .





To satisfy Definition 7 for documents, an Inverse Document Frequency (IDF) algorithm is proposed, as shown in Algorithm 4. To compute the IDF score for each term t, the algorithm iterates over all documents in the collection   D [ S ]  . For each term t, all documents   D [  d x   [ S ]  ] ∈ D  [ S ]    are traversed to determine how many documents contain the term t. Based on this document frequency, the corresponding IDF score of each term t is then computed. Consequently, the overall computational complexity of computing the IDF scores for all terms t in the document collection   D [ S ]   is formally derived and presented in Equation (6).  






	Algorithm 4   A L G _ I D F ( D [ S ] )  



	Require:   D [ S ]  

Ensure:    D ′   [ S ]   

	  1:

	
  I D F _ S C O R E : = 0  




	  2:

	
for   x : = 1  t o  | D [ S ] |   do




	  3:

	
    while   t ∈ D [  d x   [ S ]  ]   do




	  4:

	
        if   T F ( t , D  [  d x   [ S ]  ]  ) ≤ 0   then




	  5:

	
             D  [  d x   [ S ]  ]  : = D  [  d x   [ S ]  ]  − t  




	  6:

	
             B r e a k  




	  7:

	
        else




	  8:

	
             I D F _ S C O R E : = l o g ( | D [ S ] | / A P P E ( t ) )  




	  9:

	
              D ′   [ S ]  : =  D ′    [ S ]  ∪ ( D   [  d x   [ S ]  ∪ I D F _ S C O R E )   




	10:

	
             D  [  d x   [ S ]  ]  : = D  [  d x   [ S ]  ]  − t  




	11:

	
        end if




	12:

	
    end while




	13:

	
end for




	14:

	
Return    D ′   [ S ]   















   O  ( A L G _ I D F  ( t , D  [ S ]  )  )  =  | D  [ S ]  |  ·  ∑  ∀ t ∈ D [  d x   [ S ]  ]    | D  [  d x   [ S ]  ]  |  − t   



(6)





Definition 8 (Term Frequency and Inverse Document Frequency (TFIDF)).

The TFIDF score of each term t in   D [ S ]   reflects both the frequency of the term within a specific document, represented by   T F ( t , D  [  d x   [ S ]  ]  )  , and its rarity across the document collection, represented by   I D F ( t , D [ S ] )  . Accordingly, the TFIDF score is formally defined in Equation (7).


   T F I D F  ( t , D  [ S ]  )  = T F  ( t , D  [  d x   [ S ]  ]  )  · I D F  ( t , D  [ S ]  )  ,  w h e r e  D  [  d x   [ S ]  ]  ∈ D  [ S ]    



(7)









Definition 9

(Stopwords). Let   I D F ( t , D [ S ] )   denote the IDF score of a term t in the document collection   D [ S ]  . Let   S W S   be a positive real-valued threshold used to identify stopwords. A term t is considered a stopword if   I D F ( t , D [ S ] ) < S W S  . Such terms typically occur frequently across documents but carry little semantic importance for data analysis tasks, including information retrieval and text classification.





An example illustrating the computation of TF, IDF, and TFIDF scores considers the Opinion attribute of Table 3, denoted as Table 3 [Opinion], as the document collection under analysis. The resulting TF, IDF, and TFIDF scores for each term t in each document are reported in Table 13. From these results, it can be observed that terms occurring more frequently within a document yield higher TF scores than less frequent terms. Similarly, terms that appear more frequently across the document collection exert greater influence on their IDF values. Conversely, distinctive terms—those appearing in relatively few documents—tend to achieve higher TFIDF scores, highlighting their importance in distinguishing the semantic content of individual documents. In contrast, terms with TFIDF scores equal to or close to zero are generally regarded as unimportant and are commonly classified as stopwords. Terms with higher TFIDF scores, however, are considered more significant within the documents.



To satisfy Definition 8 for documents, a TFIDF algorithm is proposed, as shown in Algorithm 5. The algorithm first computes the Term Frequency (TF) score for each term t in the document collection   D [ S ]   using the procedure   A L G _ T F ( D  [  d x   [ S ]  ]  )  . The computational complexity of this step corresponds to that of the TF algorithm. Then, the Inverse Document Frequency (IDF) score for each term t in   D [ S ]   is computed using the procedure   A L G _ I D F ( D [ S ] )  , whose computational cost is determined by the complexity of the IDF algorithm. Finally, the algorithm iterates over all terms t in   D [ S ]  . For each term, all documents   D [  d x   [ S ]  ]   are traversed to combine the corresponding TF and IDF values, thereby computing the TFIDF score for each term t. Consequently, the overall computational complexity of computing the TFIDF scores for all terms in the document collection   D [ S ]   is formally derived and presented in Equation (8).  






	Algorithm 5   A L G _ T F I D F ( D [ S ] )  



	Require:   D [ S ]  

Ensure:    D ′   [ S ]   

	  1:

	
  T P 1 : = ∅  ,   T P 2 : = ∅  ,   T P 3 : = ∅  ,   T F _ S C O R E : = 0  ,   I D F _ S C O R E : = 0  ,   T F I D F _ S C O R E : = 0  




	  2:

	
for   x : = 1  t o  | D [ S ] |   do




	  3:

	
      T P 1 : = T P 1 ∪ A L G _ T F ( D  [  d x   [ S ]  ]  )  




	  4:

	
end for




	  5:

	
  T P 2 : = A L G _ I D F ( D [ S ] )  




	  6:

	
for   x : = 1  t o  | D [ S ] |   do




	  7:

	
    while   t ∈ D [  d x   [ S ]  ]   do




	  8:

	
          T F _ S C O R E : = T P 1 [ t [ T F ] ]  




	  9:

	
          I D F _ S C O R E : = T P 2 [ t [ I D F ] ]  




	10:

	
          T F I D F _ S C O R E : = T P 1 · T P 2  




	11:

	
          T P 3 : = t ∪ T F _ S C O R E ∪ I D F _ S C O R E ∪ T F I D F _ S C O R E  




	12:

	
           D ′   [ S ]  : =  D ′   [ S ]  ∪ T P 3  




	13:

	
          D  [  d x   [ S ]  ]  : = D  [  d x   [ S ]  ]  − t  




	14:

	
    end while




	15:

	
end for




	16:

	
Return    D ′   [ S ]   















      O ( A L G _ T F I D F ( D [ S ] ) )     =  ( | D  [ S ]  |  · O  ( A L G _ T F  ( D  [  d x   [ S ]  ]  )  )   ) + O   ( A L G _ I D F  ( t , D  [ S ]  )  )          + ( | D  [ S ]  | · (   ∑  ∀ t ∈ D [  d x   [ S ]  ]    | D   [  d x   [ S ]  ]   | − t ) )       



(8)







2.3. Data Distortion


This section presents the data distortion techniques—Domain Generalization Hierarchy (DGH), d-Duplication, c-Confidence, and l-Occurrence—employed in the proposed privacy preservation model, referred to as   ( d , c , l )  -Privacy.



Definition 10

(Domain Generalization Hierarchy). Let   D G  H  D [ q  i a  ]    , where   1 ≤ a ≤ n  , denote a tree-structured Domain Generalization Hierarchy (DGH) that represents the generalized values of the quasi-identifier attribute   D [ q  i a  ]  . The hierarchy has height h, with levels indexed from 0 to   h − 1  . The values at lower levels of the hierarchy are more specific, whereas values at higher levels are more generalized. Consequently, all values at level 0 are the most specific, while all values at level   h − 1   are the least specific in the hierarchy.





For illustration, consider the Gender, Datetime, and Education attributes of Table 3 as quasi-identifier attributes. A Domain Generalization Hierarchy (DGH) for the Gender attribute, denoted by   D G  H  G e n d e r    , is shown in Figure 1a, which consists of two levels (levels 0 and 1). For the Datetime attribute, a corresponding DGH, denoted by   D G  H  D a t e t i m e    , is illustrated in Figure 1b and contains four levels (levels 0, 1, 2, and 3). Similarly, the DGH for the Education attribute, denoted by   D G  H  E d u c a t i o n    , is shown in Figure 1c, which also consists of four levels. These DGHs demonstrate that values at lower levels are more specific, whereas values at higher levels are more generalized.



Definition 11

(d-Duplication). Let d be a positive integer, and let    D ′   [ Q I ]  ⊆ D  [ Q I ]   , where    |   D ′    [ Q I ]  | ≥ d   , denote a specified subset of quasi-identifier tuples in the dataset D. The property of d-Duplication holds if all unique quasi-identifier values of each attribute   q  i a   , where   1 ≤ a ≤ n  , within    D ′   [ Q I ]    are either suppressed or generalized using the corresponding values in the Domain Generalization Hierarchy   D G  H  D [ q  i a  ]    , such that they become indistinguishable tuples.





Definition 12

(c-Confidence). Let c be a positive real number. Let   D [ S ]   denote a specified dataset of D, and let    D ′   [ S ]    be a transformed version of   D [ S ]   that satisfies either Definition 5 or Definition 7. The confidence of data re-identification is bounded by the logarithmic measure as   l o g (     |   D ′    [ S ]  |    A P P E ( t )    )  , where   A P P E ( t )   denotes the number of documents in which the specified term t appears. A larger value of this measure indicates a higher potential risk of re-identification. The dataset    D ′   [ S ]    is said to satisfy the property of c-Confidence if all terms t in    D ′   [ S ]    are suppressed when they satisfy   c > l o g (     |   D ′    [ S ]  |    A P P E ( t )    )  . This constraint ensures that the confidence of re-identification is bounded by the threshold c, thereby limiting disclosure risk in the released dataset.





Definition 13

(l-Occurence). Let l be a positive integer. Let    D ′   [ S ]  ⊆ D  [ S ]    denote a specified subset of documents in the dataset D.    D ′   [ S ]    can be said to satisfy the property of l-Occurrence when every term t in    D ′   [ S ]    occurs in at least l distinct documents.






2.4. (d, c, l)-Privacy


This section presents three algorithms designed to transform a dataset D so that it satisfies the proposed   ( d , c , l )  -Privacy constraints, namely the FCFS, greedy, and optimal   ( d , c , l )  -Privacy algorithms. The FCFS   ( d , c , l )  -Privacy algorithm primarily focuses on minimizing computational overhead by rapidly transforming D into a sanitized dataset   D ′   that conforms to the prescribed privacy constraints. The greedy   ( d , c , l )  -Privacy algorithm aims to strike a balance between execution efficiency and data utility preservation in   D ′  . In contrast, the optimal   ( d , c , l )  -Privacy algorithm is designed to maximize the data utility of   D ′   while strictly satisfying all privacy requirements. To enforce the   ( d , c , l )  -Privacy constraints, let   P = {  p 1  , … ,  p z  }   denote a partition of D such that    p 1  ∪ … ∪  p z  = D   and    p i  ∩ , ⋯ , ∩  p j  = ∅  . Each partition    p g  ∈ P   must contain at least d tuples. For each partition   p g  , every term t in    p g   [ S ]    must satisfy the c-Confidence constraint and occur in at least l distinct documents. In addition, under the term–document measurement mechanism, each term t must have an IDF score within the range   [ S W S , c ]  . Furthermore, all unique quasi-identifier values in each partition    p g   [ q  i a  ]   , where   1 ≤ g ≤ z   and   1 ≤ a ≤ n  , are either suppressed or generalized to less specific values according to the corresponding Domain Generalization Hierarchy   D G  H  D [ q  i a  ]    , ensuring indistinguishability among tuples within each partition. Data generalization serves as the primary data distortion mechanism in the proposed algorithms, while data suppression is employed as an auxiliary mechanism to eliminate unique tuples and sensitive terms whose IDF scores fall outside the thresholds defined by   S W S   and c. Accordingly, the penalty cost incurred by generalizing quasi-identifier values across all partitions in P is formalized by Equation (9). A higher value of   G E N ( P  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )   indicates greater information loss and, consequently, lower data utility.


  G E N  ( P  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  =   ∑  g = 1  z     ∑  a = 1  n      G E N _ L E V E L (  p g   [ q  i a  ]  )    | D G   H  D [ q  i a  ]    |      



(9)




where,



	
n represents the total number of quasi-identifier attributes that are available in   P [ Q I ]  .



	
z represents the total number of partitions that are available in   | P |  .



	
  G E N _ L E V E L (  p g   [ q  i a  ]  )   represents the level of the generalized value in   q  i a    of   d x  .



	
   | D G   H  D [ q  i a  ]    |    represents the height of the data generalization hierarchy of   D G  H  D [ q  i a  ]    .






In addition to data generalization, P can incur penalty costs associated with suppressing unique tuples and removing unique or uninteresting terms from   D [ S ]  . Consequently, two distinct suppression penalty costs are considered. The penalty cost resulting from the suppression of unique tuples is formally defined in Equation (10). The penalty cost associated with suppressing unique or uninteresting terms can be defined in Equation (11). These penalty metrics quantify the loss of data utility introduced by suppression, where higher penalty values indicate greater information loss and, therefore, lower data utility.


  S U  P 1   ( D , P )  = 1 −     | D |  −  ∑  g = 1  z   | P  [  p g  ]  |    | D |    ,  w h e r e    ∑  g = 1  z    | P   [  p g  ]   | = |   D ′   |   



(10)






  S U  P 2   ( D , P )  = 1 −     ∑  x = 1  m   | D   [  d x   [ S ]  ]   | −   ∑  g = 1  z   | P  [  p g   [  d x   [ S ]  ]  ]  |     ∑  x = 1  m   | D  [  d x   [ S ]  ]  |      



(11)




where,



	
  | D [  d x   [ S ]  ] |   is the total number of the terms t in   D [  d x   [ S ]  ]  .



	
  | P [  p g   [  d x   [ S ]  ]  ] |   is the total number of the terms t in   P [  p g   [  d x   [ S ]  ]  ]  .






Accordingly, the total penalty cost of the partition set P can be defined by Equation (12). Specifically, this total penalty cost is determined by the combined effects of the penalty incurred from generalizing quasi-identifier values and the penalty incurred from suppressing unique tuples and terms.


     P E N ( D , P )     = G E N  ( P  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  + S U  P 1   ( D , P )  + S U  P 2   ( D , P )      



(12)






      O 1   ( D A T A _ P R E P  ( D , T , S W S , c )  )      = ( | D  [ S ]  | · O  ( A L G _ E T F  ( T , D  [  d x   [ S ]  ]  )  )  )        + ( 2 · O ( A L G _ E I D F ( T , D [ S ] ) ) )     



(13)






      O 2   ( D A T A _ P R E P  ( D , T , S W S , c )  )  = 2 · O  ( A L G _ T F I D F  ( T , D  [ S ]  )  )      



(14)







2.4.1. FCFS (d, c, l)-Privacy Algorithm


This section introduces a heuristic algorithm that is designed to transform the dataset D into a sanitized version   D ′   that satisfies the proposed   ( d , c , l )  -Privacy constraints. The algorithm follows a First-Come-First-Served (FCFS) strategy and is referred to as the FCFS   ( d , c , l )  -Privacy algorithm. In addition to ensuring compliance with the   ( d , c , l )  -Privacy requirements, this algorithm primarily emphasizes minimizing execution time, thereby enabling an efficient data transformation process. The data preparation steps are described in Algorithm 6, which prepares the dataset before it is processed by the FCFS heuristic algorithm presented in Algorithm 7.



Algorithm 7 takes as input the dataset D, the Domain Generalization Hierarchies   D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]    , the expert term set T, the stopword threshold   S W S  , and the privacy parameters d, c, and l. The output of the algorithm is a sanitized dataset   D ′   that satisfies the specified   ( d , c , l )  -Privacy constraints.



To transform D into   D ′  , the algorithm first executes a set of data preparation processes that are described in Algorithm 6. Under the expert term document measurement, any term t whose EIDF score is greater than c is to be suppressed. In contrast, under the mechanism term document measurement, a term t is suppressed if its IDF score is greater than c or lower than   S W S  . Algorithm 6 first checks whether the expert term set T is non-empty. When   T ≠ ∅  , the expert-based preparation process is activated. Specifically, ETF and EIDF scores are computed for each term t in D (lines 2–12). The computational complexity of this process is formally expressed in Equation (13). When   T = ∅  , the mechanism-based preparation process is executed (lines 14–20). In this case, the tuples of D, together with their TF, IDF, and TFIDF scores, are stored in a temporary dataset   T P 2 : = D [ Q I ] ∪ T P 1 [ S ] ∪ T P 1 [ T F ] ∪ T P 1 [ I D F ] ∪ T P 1 [ T F I D F ]  . The dataset   T P 2   is then iterated, and any term t with an IDF score greater than c and an IDF score lower than   S W S   is suppressed. The computational complexity of this process is shown in Equation (14).






	Algorithm 6 DATA_PREP(D, T, SWS, c)



	Require:   D , T , S W S , c  

Ensure:   D ′  

	  1:

	
   D ′  : = ∅ , T P 1 : = ∅ , T P 2 : = ∅ , T P 3 : = ∅  




	  2:

	
if   T ≠ ∅   then




	  3:

	
    for   x : = 1  t o  | D [ S ] |   do




	  4:

	
          T P 1 : = T P 1 ∪ A L G _ E T F ( T , D  [  d x   [ S ]  ]  ) )  




	  5:

	
    end for




	  6:

	
      T P 2 : = A L G _ E I D F ( T , D [ S ] )  




	  7:

	
      T P 3 : = D [ Q I ] ∪ ( T P 1 [ S ] ∨ T P 2 [ S ] ) ∪ T P 1 [ E T F ] ∪ T P 2 [ E I D F ]  




	  8:

	
    for   x : = 1  t o  | T P 3 |   do




	  9:

	
        if   T P 3 [ E I D F ] ≤ c   then




	10:

	
              D ′  : =  D ′  ∪ T P 3  [  d x  ]   




	11:

	
        end if




	12:

	
    end for




	13:

	
else




	14:

	
      T P 1 : = A L G _ T F I D F ( T , D [ S ] )  




	15:

	
      T P 2 : = D [ Q I ] ∪ T P 1 [ S ] ∪ T P 1 [ T F ] ∪ T P 1 [ I D F ] ∪ T P 1 [ T F I D F ]  




	16:

	
    for   x : = 1  t o  | T P 2 |   do




	17:

	
        if   T P 2 [ I D F ] ≥ S W S  a n d  T P 2 [ I D F ] ≤ c   then




	18:

	
              D ′  : =  D ′  ∪ T P 2  [  d x  ]   




	19:

	
        end if




	20:

	
    end for




	21:

	
end if




	22:

	
Return   D ′  















      O  ( F C F S )  = 2 · O  ( D A T A _ P R E P  ( D , T , S W S , c )  )  + ( m · n · | D G  H  D [ q  i a  ]   | )      



(15)





After the data preparation processes are completed, Algorithm 7 proceeds to partition the remaining tuples. The algorithm first checks whether   T P 1   can satisfy the values of d and l. If not, the algorithm terminates and returns   F a i l u r e  . Otherwise, tuples are iteratively assigned to temporary partitions following a First-Come-First-Served (FCFS) strategy. If the size of   T P 1   is less than   2 · d   or the number of distinct terms in   Λ [ S ]   is less than   2 cot l  , the remaining tuples are merged into a single partition. The quasi-identifier values   T P 1 [ Q I ]   are then suppressed or generalized using the corresponding hierarchies   D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]     to ensure indistinguishability. Otherwise, tuples are incrementally selected from   T P 1   and inserted into a temporary partition until the d-Duplication and l-Occurrence constraints are satisfied. Once these conditions hold, the temporary partition is finalized as a partition of   D ′  , and the process repeats until all tuples are allocated. Under the expert term document measurement, the ETF and EIDF scores are stored within each partition. Under the mechanism-based measurement, TF and IDF scores are stored instead, and further collect the TFIDF score of each term t. Due to its FCFS strategy, the order of tuples determines the resulting partitions, enabling efficient execution while enforcing all   ( d , c , l )  -Privacy constraints. Finally, the algorithm returns   D ′   that is satisfied by   ( d , c , l )  -Privacy constraints.



The overall computational complexity of the FCFS heuristic algorithm is formally derived in Equation (15).  






	Algorithm 7 FCFS   ( d , c , l )  -Privacy algorithm



	Require:   D , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   , T , S W S , d , c , l  

Ensure:   D ′  

	  1:

	
   D ′  : = ∅ , T P 1 : = ∅ , T P 2 : = ∅ , p : = ∅  




	  2:

	
  T P 1 : = D A T A _ P R E P ( D , T , S W S , c )  




	  3:

	
if   | T P 1 | < d  o r  D I S T I N C T _ C O U N T ( T P 1 [ S ] ) < l   then




	  4:

	
    Return   F a i l u r e  




	  5:

	
else




	  6:

	
    while   T P 1   do




	  7:

	
        if   ( | T P 1 | < 2 · d  o r  D I S T I N C T _ C O U N T ( T P 1 [ S ] ) < 2 · l )  a n d  p = ∅   then




	  8:

	
             T P 2 : = D I S T O R T (  ( T P 1  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )   




	  9:

	
           if   T ≠ ∅   then




	10:

	
                  D ′  : =  D ′  ∪  ( T P 2 ∪ T P 1  [ t ]  ∪ T P 1  [ T F ]  ∪ T P 1  [ I D F ]  )   




	11:

	
           else




	12:

	
                  D ′  : =  D ′  ∪  ( T P 2 ∪ T P 1  [ t ]  ∪ T P 1  [ T F ]  ∪ T P 1  [ I D F ]  ∪ T P 1  [ T F I D F ]  )   




	13:

	
           end if




	14:

	
             T P 1 : = ∅  




	15:

	
        else




	16:

	
             p : = p ∪ T P 1 [  d x  ]  




	17:

	
           if   | p | ≥ d  o r  D I S T I N C T _ C O U N T ( p [ S ] ) ≥ l   then




	18:

	
                 T P 2 : = D I S T O R T ( p  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  




	19:

	
               if   T ≠ ∅   then




	20:

	
                      D ′  : =  D ′   ∪ ( T P 2 ∪ p  [ t ]  ∪ p  [ T F ]  ∪ p  [ I D F ]    




	21:

	
               else




	22:

	
                      D ′  : =  D ′  ∪  ( T P 2 ∪ p  [ t ]  ∪ p  [ T F ]  ∪ p  [ I D F ]  ∪ p  [ T F I D F ]  )   




	23:

	
               end if




	24:

	
                 p : = ∅  




	25:

	
           else




	26:

	
                 T P 1 : = T P 1 − T P 1 [  d x  ]  




	27:

	
           end if




	28:

	
        end if




	29:

	
    end while




	30:

	
end if




	31:

	
Return   D ′  














Theorem 1.

If   D ′   satisfies the   ( d , c , l )  -Privacy constraints, then it ensures that: (i) the data utilization for each term   t ∈  D ′   [ S ]    includes at least d satisfied tuples; (ii) the confidence of data re-identification for each term   t ∈  D ′   [ S ]    is at most c; and (iii) the number of distinct terms   t ∈  D ′   [ S ]    is at least l.





Proof. 

Assume that   D ′   satisfies   ( d , c , l )  -Privacy. We prove each claim by contradiction.








	(i)

	
The data utilization for each term   t ∈  D ′   [ S ]    includes at least d satisfied tuples.









Assume, for contradiction, that there exists a term   t ∈  D ′   [ S ]    whose data utilization contains fewer than d satisfied tuples, i.e.,   | { τ ∈  D ′  ∣ τ  [ S ]  = t } | < d  . However, by the definition of   ( d , c , l )  -Privacy, every released term must be supported by at least d tuples. This contradicts the assumption that   D ′   satisfies the d-constraint. Therefore, the data utilization of each term   t ∈  D ′   [ S ]    contains at least d satisfied tuples.








	(ii)

	
The confidence of data re-identification for each term   t ∈  D ′   [ S ]    is at most c.









Assume, for contradiction, that there exists a term   t ∈  D ′   [ S ]    whose confidence of data re-identification is greater than c. The   ( d , c , l )  -Privacy model enforces an upper bound c on the maximum re-identification confidence for any sensitive term. Hence, such a term violates the c-constraint, contradicting the assumption that   D ′   satisfies   ( d , c , l )  -Privacy. Therefore, the confidence of data re-identification for each term   t ∈  D ′   [ S ]    does not exceed c.








	(iii)

	
The number of distinct terms   t ∈  D ′   [ S ]    is at least l.









Assume, for contradiction, that the number of distinct terms in    D ′   [ S ]    exceeds l, i.e.,    |   D ′    [ S ]  | > l   . The definition of   ( d , c , l )  -Privacy restricts the number of distinct sensitive terms to at most l. This assumption contradicts the l-constraint. Hence, the number of distinct terms   t ∈  D ′   [ S ]    does not exceed l.



Since each contradiction violates the definition of   ( d , c , l )  -Privacy, all three properties must hold.    □






2.4.2. Greedy (d, c, l)-Privacy


In this section, a greedy   ( d , c , l )  -Privacy model based on a local optimization strategy is proposed. The objective of this algorithm is to transform datasets to satisfy the   ( d , c , l )  -Privacy constraints. The transformation process and the characteristics of the resulting datasets differ from those of the algorithms presented in Section 2.4.1 and Section 2.4.3.



The proposed algorithm is designed to address privacy violations in datasets while preserving data utility and minimizing the execution time of the data transformation. The complete procedure of the algorithm is presented in Algorithm 8. The inputs to the algorithm include the original dataset D, the domain generalization hierarchies   D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]    , T,   S W S  , and the privacy parameters d, c, and l.


     O ( G r e e d y )     = O  ( D A T A _ P R E P  ( D , T , S W S , c )  )  + (  m 2  · n · | D G  H  D [ q  i a  ]   | +        ( g ·  ( d − 1 )  · | D G  H  D [ q  i a  ]   |     



(16)







With Algorithm 8, before the tuples of the temporary dataset   T P 1   are partitioned, they are first validated to ensure compliance with the given value of d and l. This data validation process is implemented in the lines between 3 and 5 of the algorithm. If it is not satisfied by the given value of d and l, the algorithm terminates and returns   F a i l u r e  . Otherwise, the tuples of the temporary dataset are assigned to their appropriate partition. To achieve the algorithm’s objective of assigning tuples to their appropriate partitions, the size of   T P 1   is first investigated if the size of   T P 1   does not exceed   d · 2   and the number of distinct terms t in   T P 1 [ S ]   does not exceed   l · 2   then the tuples of   T P 1   can only be constructed to be one partition of   D ′  . Thus, the unique values in each quasi-identifier attribute of   T P 1   are suppressed or generalized by their less specific values, and they are inserted into   D ′  . This data process is implemented in the lines between 6 and 12 of the algorithm. If not, all tuples are available in   T P 1   to be iterated. During the iteration, an arbitrary tuple    d x  ∈ T P 1   (i.e.,   T P 1 [  d x  ]  ) is selected to the initial tuple of the specifically constructed partition, i.e.,   T P 2 : = T P 1 [  d x  ]  . The remaining tuples are stored in   T P 3  , i.e.,   T P 3 : = T P 1 − T P 2  . Subsequently, a tuple    d x  ∈ T P 3   (i.e.,   T P 3 [  d x  ]  ) is the closeness tuple of   T P 3 [  d x  ]   is selected until the constraints specified in d and l are satisfied. In addition, the closeness tuple   T P 3 [  d x  ]   of   T P 1 [  d x  ]   is an arbitrary tuple in   T P 3   such that the combined result of them is the lowest penalty cost of data generalization. The procedure for selecting the closeness tuple is implemented in the lines between 17 and 20 of the algorithm. If the tuples of   T P 2   satisfy the given values of d and l, they are constructed into a partition of   D ′  . The process of constructing partitions is implemented in the lines between 21 and 33. That is, the unique quasi-identifier values of   T P 2   (i.e.,   T P 2 [ Q I ]  ) are suppressed or generalized by their less specific values that are available in   D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]     to be indistinguishable; this data processing is implemented in the line 26, i.e.,   T P : = D I S T O R T ( T P 2  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  . Moreover, an arbitrary tuple is selected to be the initial tuple for constructing the next partition of   D ′  , i.e.,   T P 2 : = T P 1 [  d x  ]  . In addition, in each iteration, the considered tuple is removed from the temporary dataset, i.e.,   T P 3 : = T P 3 − T P 3 [  d x  ]  . The construction of partitions in   D ′   proceeds until either the size of the temporary dataset falls below d or the number of distinct values in the temporary dataset falls below l. Once either condition is met, the process of constructing new partitions of   D ′   is terminated. All remaining tuples in the temporary dataset are then inserted into an arbitrarily chosen appropriate partition of   D ′  . This procedure is repeated until the temporary dataset becomes empty. The implementation of this process is implemented in the lines between 36 and 52 of the algorithm. Finally, the algorithm returns   D ′   that is satisfied by   ( d , c , l )  -Privacy constraints. Consequently, the computational complexity of Algorithm 8 can be presented by in Equation (16).



Theorem 2.

Let   S T ⊆ D   be a set of tuples that are the most similar to a given tuple   d x   under the distance measure   D I S T ( · , · )  . Then, the partition   S T ∪  d x    incurs the minimum possible penalty cost of data generalization among all partitions of the same size containing   d x  .





Proof. 

Assume that the penalty cost of data generalization is defined as the sum of the heights of the least common ancestors (LCAs) in the corresponding domain generalization hierarchies   D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]     over all quasi-identifier attributes. Let    p x  = S T ∪  d x    be the partition formed by the tuples that are most similar to   d x  . By construction, for every tuple    d y  ∈ S T   and for every quasi-identifier attribute   q  i a   , we have   D I S  T a   (  d y  ,  d x  )  ≤ D I S  T a   (  d z  ,  d x  )   , for any tuple    d z  ∈ D ∖ S T  . Suppose, for the sake of contradiction, that there exists another partition    p x ′  = S  T ′  ∪ D  [  d x  ]   , where    | S   T ′   | = | S T |   , such that the penalty cost of data generalization of   p x ′   is strictly smaller than that of   p x  . Then,   S  T ′    must contain at least one tuple    d z  ∉ S T  . Since   S T   consists of the most similar tuples to   d x  , there exists at least one attribute   q  i a    for which   D I S  T a   (  d z  ,  d x  )  >  max   d y  ∈ S T   D I S  T a   (  d y  ,  d x  )   . Consequently, the least common ancestor induced by the set   {  d z  ,  d x  }   in the hierarchy   D G  H  D [ q  i a  ]     must be located at the same level or higher than the LCA induced by   {  d y  ,  d x  }   for any    d y  ∈ S T  . Therefore, the LCA height for attribute   q  i a    in   p x ′   is greater than or equal to that in   p x  . Since the total penalty cost is a nonnegative sum of LCA heights across all quasi-identifier attributes, a weak increase in at least one attribute implies that the overall penalty cost of   p x ′   cannot be smaller than that of   p x  . This contradicts the assumption that   p x ′   has a strictly lower penalty cost than   p x  . Hence, no such partition   p x ′   exists, and the partition   S T ∪  d x    achieves the minimum possible penalty cost of data generalization.    □






2.4.3. Optimal (d, c, l)-Privacy


In this section, another algorithm is proposed to transform the original dataset D into   D ′   such that   D ′   satisfies   ( d , c , l )  -Privacy constraints. The primary objective of this algorithm is not only to ensure compliance with the   ( d , c , l )  -Privacy requirements but also to preserve the data utility of   D ′   as much as possible. This algorithm is referred to be optimal   ( d , c , l )  -Privacy algorithm, and its detailed procedure is presented in Algorithm 9. The input parameters of the algorithm include the original dataset D, the domain generalization hierarchies   D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]    , T,   S W S  , and the privacy parameters d, c, and l. Furthermore, before the transformation process is applied to enforce the   ( d , c , l )  -Privacy constraints, the dataset must undergo a preprocessing step using Algorithm 6.



With Algorithm 9, the first step is to validate the temporary dataset   T P 1   to ensure that it can be transformed in accordance with the specified values of d and l. If   T P 1   fails to satisfy either the d-constraint or the l-constraint, the algorithm terminates and returns Failure. Otherwise, subsequent processing steps are enabled, during which each tuple in   T P 1   is assigned to an appropriate partition. To achieve the objective of partitioning tuples effectively, both the size of   T P 1   and the number of distinct terms t in   T P 1 [ S ]   are examined. Specifically, if the cardinality of   T P 1   does not exceed   2 d   or the number of distinct terms in   T P 1 [ S ]   does not exceed   2 l  , then all tuples in   T P 1   are constructed as a single partition of   D ′  . In this case, the distinct quasi-identifier values in   T P 1   are suppressed or generalized to less specific values to ensure indistinguishability. If neither condition is satisfied, all possible partitions of   D ′   that meet the given d- and l-constraints are constructed using a nested-loop procedure. Furthermore, the candidate data versions   D ′   are generated from sets of partitions   {  p  g 1   , … ,  p  g  | P | − 1    }   that satisfy    p  g 1   ∩ ⋯ ∩  p  g  | P | − 1    = ∅   and    p  g 1   ∪ … ∪  p  g  | P | − 1    = D  , ensuring that the partitions are both disjoint and collectively exhaustive with respect to the original dataset D. Among all valid candidate versions, the final released dataset   D ′   is selected as the one with the lowest penalty cost associated with data suppression and generalization. Finally, the algorithm returns   D ′   that is satisfied by   ( d , c , l )  -Privacy constraints. Consequently, the computational complexity of Algorithm 9 is presented in Equation (17).


     O  ( O p t i m a l )  =   ∑  P _ S I Z E : = m − d  m    P _ S I Z E · C  ( m , P _ S I Z E )  + (   2  | P |    · ( n · | D G   H  D [ q  i a  ]    | ) )      



(17)




where,



	
  P _ S I Z E   is the size of the constructed partitions.



	
  C ( m , P _ S I Z E )   is the total number of   P _ S I Z E   partitions that are constructed from m tuples of D.



	
  | P |   is the total number of the constructed partitions.






Theorem 3.

If   D ′   is a suppressed and generalized version of D that achieves the highest possible data utility under the   ( d , c , l )  -Privacy constraints, then every partition (equivalence class) of   D ′   incurs the minimum possible penalty cost associated with data suppression and generalization.





Proof. 

Assume that data utility is inversely related to the penalty cost of data suppression and generalization, such that lower penalty costs correspond to higher data utility. Furthermore, assume that the total penalty cost of   D ′   is computed as the sum of the penalty costs incurred by all its partitions. Suppose, for the sake of contradiction, that   D ′   achieves the highest possible data utility, but there exists at least one partition    p x  ⊆  D ′    whose penalty cost is not minimal. Then there must exist an alternative partition   p x ′   defined over the same set of original tuples that satisfies the   ( d , c , l )  -Privacy constraints and incurs a strictly lower penalty cost than p. By replacing   p x   with   p x ′  , the overall penalty cost of   D ′   would be strictly reduced while preserving compliance with the privacy constraints. Since a lower penalty cost implies higher data utility, the resulting dataset would have strictly greater data utility than   D ′  . This contradicts the assumption that   D ′   already achieves the highest possible data utility. Therefore, no such partition   p x   can exist, and it follows that every partition of   D ′   must incur the minimum possible penalty cost of data suppression and generalization.    □










	Algorithm 8 Greedy   ( d , c , l )  -Privacy algorithm



	Require:   D , T , S T W , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   , d , c , l  

Ensure:   D ′  

	  1:

	
  T P 1 : = ∅ , T P 2 : = ∅ , T P 3 : = ∅ , T P 4 : = ∅ , T P 5 = ∅ , P : = ∅ , S T : ∅ , S S ← 0 , G S ← ∞  




	  2:

	
  T P 1 : = D A T A _ P R E P ( D , T , S W S , c )  




	  3:

	
if   | T P 1 | < d  o r  D I S T I N C T _ C O U N T ( T P 1 [ S ] ) < l   then




	  4:

	
    Return   F a i l u r e  




	  5:

	
else




	  6:

	
    if   | T P 1 | < d · 2  o r  D I S T I N C T _ C O U N T ( T P 1 [ S ] ) < l · 2   then




	  7:

	
          T P 3 : = D I S T O R T ( T P 1 ,  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  




	  8:

	
        if   T ≠ ∅   then




	  9:

	
              D ′  : = T P 3 ∪  | T P 1 |  ∪ T P 1  [ t ]  ∪ T P 1  [ T F ]  ∪ T P 1  [ I D F ]   




	10:

	
        else




	11:

	
              D ′  : = T P 3 ∪  | T P 1 |  ∪ T P 1  [ t ]  ∪ T P 1  [ T F ]  ∪ T P 1  [ I D F ]  ∪ T P 1  [ T F I D F ]   




	12:

	
        end if




	13:

	
    else




	14:

	
          T P 2 : = T P 1 [  d x  ]  ,   T P 3 : = T P 1 − T P 2  ,   T P 1 : = T P 1 − T P 2  ,   T P 4 : = ∅  ,   S T : = ∅  ,   S S : = 0  ,   G S : = ∞  




	15:

	
        while   T P 3   do




	16:

	
             S S : = D I S T O R T ( T P 2  [ Q I ]  ∪ T P 3  [  d x   [ Q I ]  ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  




	17:

	
           if   G S > S S   then




	18:

	
                 S T : = T P 3 [  d x  ]  




	19:

	
                 G S : = S S  




	20:

	
           end if




	21:

	
             T P 3 : = T P 3 − T P 3 [  d x  ]  




	22:

	
           if   | T P 3 | = 0   then, i.e.,   T P 3 : = ∅  




	23:

	
                 T P 2 : = T P 2 ∪ S T  




	24:

	
                 T P 3 : = T P 1 − S T  




	25:

	
               if   | T P 2 | > = d  a n d  D I S T I N C T _ C O U N T ( T P 2 [ S ] ) > = l   then




	26:

	
                     T P 4 : = D I S T O R T ( T P 2  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  




	27:

	
                   if   T ≠ ∅   then




	28:

	
                         P : = P ∪ ( T P 4 ∪ T P 2 [ t ] ∪ T P 2 [ T F ] ∪ T P 2 [ I D F ]  




	29:

	
                   else




	30:

	
                         P : = P ∪ ( T P 4 ∪ T P 2 [ t ] ∪ T P 2 [ T F ] ∪ T P 2 [ I D F ] ∪ T P 2 [ T F I D F ] )  




	31:

	
                   end if




	32:

	
                     T P 2 : = T P 1 [  d x  ]  ,   S S : = 0  ,   G S : = ∞  ,   S T : = ∅  ,   T P 3 : = T P 1 − T P 1 [  d x  ]  




	33:

	
               end if




	34:

	
                 T P 1 : = T P 3  




	35:

	
           end if




	36:

	
           if   ( | T P 1 | < d  a n d  | T P 1 | > 0 )  o r  D I S T I N C T _ C O U N T ( T P 1 [ S ] ) < l   then




	37:

	
               for   g : = 1  t o  | P |   do




	38:

	
                     S S : = D I S T O R T (  p g   [ Q I ]  ∪ T P 1  [  d x   [ Q I ]  ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  




	39:

	
                   if   G S > S S   then




	40:

	
                         S T : =  p g   




	41:

	
                         G S : = S S  




	42:

	
                   end if




	43:

	
               end for




	44:

	
                 Υ : = S T ∪ T P 1 [  d x  ]  




	45:

	
                 P : = P − S T  




	46:

	
                 T P 4 : = D I S T O R T ( T P 5  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  




	47:

	
               if   T ≠ ∅   then




	48:

	
                     P : = P ∪ ( T P 4 ∪ T P 5 [ t ] ∪ T P 5 [ T F ] ∪ T P 5 [ I D F ]  




	49:

	
               else




	50:

	
                     P : = P ∪ ( T P 4 ∪ T P 5 [ t ] ∪ T P 5 [ T F ] ∪ T P 5 [ I D F ] ∪ T P 5 [ T F I D F ] )  




	51:

	
               end if




	52:

	
                 T P 1 : = T P 1 − T P 1 [  d x  ]  ,   S S : = 0  ,   G S : = ∞  




	53:

	
           end if




	54:

	
        end while




	55:

	
    end if




	56:

	
       D ′  = P  




	57:

	
end if




	58:

	
Return   D ′  

















	Algorithm 9 Optimal   ( d , c , l )  -Privacy algorithm



	Require:   D , T , S T W , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   , d , c , l  

	  1:

	
  T P 1 : = ∅ , T P 2 : = ∅ , T P 3 : = ∅ , P : = ∅ , V : = ∅ , S P : = 0 , G P : = ∞  




	  2:

	
  T P 1 : = D A T A _ P R E P ( D , T , S W S , c )  




	  3:

	
if   | T P 1 | < d  o r  | T P 1 [ S ] | < c  o r  D I S T I N C T _ C O U N T ( T P 1 [ S ] ) < l   then




	  4:

	
    Return   F a i l u r e  




	  5:

	
else




	  6:

	
    if   | T P 1 | < d · 2  o r  D I S T I N C T _ C O U N T ( T P 1 [ S ] ) < l · 2   then




	  7:

	
          T P 2 : = D I S T O R T ( T P 1  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  




	  8:

	
        if   T ≠ ∅   then




	  9:

	
              D ′  : = T P 2 ∪  | T P 1 |  ∪ T P 1  [ t ]  ∪ T P 1  [ T F ]  ∪ T P 1  [ I D F ]   




	10:

	
        else




	11:

	
              D ′  : = T P 2 ∪  | T P 1 |  ∪ T P 1  [ t ]  ∪ T P 1  [ T F ]  ∪ T P 1  [ I D F ]  ∪ T P 1  [ T F I D F ]   




	12:

	
        end if




	13:

	
    else




	14:

	
        for   P _ S I Z E : = d  t o | T P 1 |   do




	15:

	
           for    x  m − P _ S I Z E + 1   : = 1  t o  m − P _ S I Z E + 1   do




	16:

	
               .




	17:

	
               .




	18:

	
               .




	19:

	
               for    x  m − 1   : =  x  m − 2   + 1  t o  m − 1   do




	20:

	
                   for    x  m − 0   : =  x  m − 1   + 1  t o  m − 0   do




	21:

	
                         P : = P ∪ (  d  x  m − P _ S I Z E + 1    ∪ … c u p  d  x  m − 1    ∪  d  x  m − 0    )  




	22:

	
                   end for




	23:

	
               end for




	24:

	
           end for




	25:

	
        end for




	26:

	
        for    g 1  : = 1  t o  | P |    do




	27:

	
           .




	28:

	
           .




	29:

	
           .




	30:

	
           for    g  | P | − 2   : =  | P |  −  2  t o  | P |    do




	31:

	
               for    g  | P | − 1   : =  | P |  −  1  t o  | P |    do




	32:

	
                   if    p  g 1   ∩ ⋯ ∩  p  g  | P | − 2    ∩  p  g  | P | − 1    = ∅  a n d   p  g 1   ∪ … ∪  p  g  | P | − 2    ∪  p  g  | P | − 1    = D   then




	33:

	
                         T P 3 : =  p  g 1   ∪ … ∪  p  g  | P | − 2    ∪  p  g  | P | − 1     




	34:

	
                         S P : = D I S T O R T ( T P 3  [ Q I ]  , D G  H  D [ q  i 1  ]   , … , D G  H  D [ q  i n  ]   )  




	35:

	
                       if   G P > S P   then




	36:

	
                            T P 2 : = S P  




	37:

	
                          if   T ≠ ∅   then




	38:

	
                                 D ′  : =  D ′   ∪ ( T P 2 ∪ T P 1  [ t ]  ∪ T P 1  [ T F ]  ∪ T P 1  [ I D F ]    




	39:

	
                          else




	40:

	
                                 D ′  : =  D ′  ∪  ( T P 2 ∪ T P 1  [ t ]  ∪ T P 1  [ T F ]  ∪ T P 1  [ I D F ]  ∪ T P 1  [ T F I D F ]  )   




	41:

	
                          end if




	42:

	
                            G P : = S P  




	43:

	
                       end if




	44:

	
                   end if




	45:

	
               end for




	46:

	
           end for




	47:

	
        end for




	48:

	
    end if




	49:

	
end if




	50:

	
Return   D ′  













2.4.4. Hardness


In this section, we illustrate that the optimal   ( d , c , l )  -Privacy algorithm is NP-hard [57] by providing a reduction from the Exact Cover by 3-Sets problem (X3C) [58]. At first, we formally introduce the X3C problem as follows.



Exact Cover by 3-Sets problem (  X 3 C  ): Let U be a universal set with cardinality   | U | = 3 q  , where   q ∈  Z +   . Define   S = {  s ⊆ U ∣ | s | = 3 }   as the collection of all 3-element subsets of U. The Exact Cover by 3-Sets (  X 3 C  ) problem asks whether there exists a subcollection    S ′  ⊆ S   such that:




	
Every element    u i  ∈ U   appears in exactly one subset of   S ′  .



	
The union of all subsets in S’ covers the entire universe, i.e.,    ∪   s ′  ∈  S ′     s ′  = U  .



	
The subsets in S’ are pairwise disjoint, i.e.,    ∩   s ′  ∈  S ′     s ′  = ∅  .








The   X 3 C   problem can be naturally represented using graph-theoretic notation. Let V be the set of vertices corresponding to the elements of U. Let E be the set of edges, where each edge represents the relationship between any pair of elements contained in a subset   s ∈ S  . Thus, the graph   G = ( V , E )   serves as a representation of the   X 3 C   instance. By construction, G is a simple undirected graph, meaning that loops and multiple edges are disallowed. Furthermore, each subset   s ∈ S   can be represented as a complete graph on three vertices,   K 3  , as illustrated in Figure 2. For example, consider the instance where   U = {  u 1  ,     u 2  ,     u 3  ,     u 4  ,     u 5  ,     u 6   }    and   S =  { {   u 1  ,     u 2  ,     u 3   } ,     {  u 1  ,     u 2  ,     u 4   } ,     {  u 3  ,     u 5  ,     u 6   } ,     {  u 4  ,     u 5  ,     u 6   } }   . The corresponding   X 3 C   graph constructed from this instance is shown in Figure 3.



To solve the   X 3 C   problem, the subcollection   S ′   can be constructed directly from the   X 3 C   graph. Specifically,   S ′   corresponds to a set of arbitrary 3-vertex subgraphs that are complete, pairwise disjoint, and collectively cover all elements of U. From the input instance illustrated in Figure 3, there exist two valid solutions   S ′   that satisfy the   X 3 C   constraints:




	
  S 1 ′  =   { {   u 1  ,     u 2  ,     u 3   } ,     {  u 4  ,     u 5  ,     u 6   } }   



	
  S 2 ′  =   { {   u 1  ,     u 2  ,     u 4   } ,     {  u 3  ,     u 5  ,     u 6   } }   








These solutions are depicted in Figure 4 and Figure 5, respectively.



We now illustrate that optimal   ( d , c , l )  -Privacy algorithm is NP-hard by constructing a reduction from the   X 3 C   problem. For clarity, we restrict our consideration to quasi-identifier attributes in both datasets, i.e., D and   D ′  . The dataset D is constructed from the universe U and the collection S. Suppose the size of D is   3 q · 3 q  , and the parameter d (d-Duplication) is set to 3. For each arbitrary edge   (  u i  ,  u j  ) ∈ E  , we associate the cells   D  [  d i   [ q  i i  ]  ]  , D  [  d j   [ q  i j  ]  ]  , D  [  d i   [ q  i j  ]  ]  ,   and   D [  d j   [ q  i i  ]  ]   of D with the value 1, while all other cells are assigned the value 0. As an example, consider the   X 3 C   graph with   q = 2   shown in Figure 3. This graph can be represented as an instance of the specified dataset, as illustrated in Table 14. Subsequently, the dataset   D ′   of D can be constructed from the solution graphs   S ′   of the   X 3 C   problem. Specifically, Table 15 and Table 16 correspond to   D 1 ′   and   D 2 ′  , which are derived from the solution graphs   S 1 ′   in Figure 4 and   S 2 ′   in Figure 5, respectively.



Theorem 4.

The privacy preservation for datasets which is based on the optimal   ( d , c , l )  -Privacy algorithm is NP-Hard problem when   d ≥ 3  .





We now generalize the   X 3 C   problem to a new problem, which we call the Exact Cover by d-Sets, so called    X d  C   graph. Let   d ∈  Z +    be a positive integer with   d ≥ 3  . Define the universal set as   U = {  u 1  ,  u 2  , … ,  u  d · q   }  , so that   | U | = d · q  . Let   S = { s  |  s ⊆ U ∧ | s | = d }   be the collection of all d-element subsets of U. The    X d  C   problem asks whether there exists a subcollection    S ′  ⊆ S   such that:




	
Each element    u i  ∈ U  , where   1 ≤ i ≤ d · q  , appears in exactly one subset of   S ′  .



	
The union of all subsets in   S ′   covers the entire universe, i.e.,    ∪   s ′   ∈   S ′     s ′  = U  .



	
The subsets in S’ are pairwise disjoint, i.e.,    ∩   s ′   ∈   S ′     s ′  = ∅  .








Proof. 

The reduction is from    X d  C  , as the    X d  C   problem is represented by the simple graph   G ( V , E )  , so called    X d  C   graph. Let V be a set of vertices which is represented by U in the    X d  C   problem. Let E be a set of edges which represents the relationships of elements in s of S. Is there   S ′  ,    S ′  ⊆ S  , such that each element   u i   of U occurs exactly once in   S ′  ?



Let each element s of S be a representative of the completed graph of d-vertices. For solving the    X d  C   problem, we can construct   S ′   from the    X d  C   graph, i.e., it can be constructed from the arbitrary d-vertices subgraphs which are completed, disjointed, and covered all elements of U. Also, we can construct the dataset D of our problem from the    X d  C   graph such that the size of D is   ( d · q ) · ( d · q )  . Values of each cell in D can be assigned as follows.


  D  [  d i   [ q  i i  ]  ]  , D  [  d j   [ q  i j  ]  ]  , D  [  d i   [ q  i j  ]  ]  , D  [  d j   [ q  i i  ]  ]  =      1 ,     if   u i  ,  u j  ∈ s ,       0 ,     otherwise .       



(18)







Let the value of k equals the cardinality of s, where   s  ∈  S  . The generalized database   T ′   of our problem is constructed by   S ′   of    X d  C   problem i.e., values of each cell in   T ′   can be assigned as follows.


   D ′   [  d i   [ q  i i  ]  ]  ,  D ′   [  d j   [ q  i j  ]  ]  ,  D ′   [  d i   [ q  i j  ]  ]  ,  D ′   [  d j   [ q  i i  ]  ]  =      1 ,     if   u i ′  ,  u j ′  ∈  s ′  ,       0 ,     otherwise .       



(19)







Therefore, the dataset   D ′   that solves an instance of our problem is equivalent to the subcollection   S ′   that solves the corresponding instance of the   X 3 C   problem. □








3. Experiment


In this section, the effectiveness of the proposed   ( d , c , l )  -Privacy algorithms are evaluated through comparisons with k-Anonymity [1] and l-Diversity [59]. In addition, Differential privacy [32] and its variants are excluded from this comparison, as they are primarily designed for numerical data and domains where mathematical computations are feasible. Although differential privacy provides strong theoretical guarantees, it is less suitable for handling content-based sensitive attributes, where semantic meaning and contextual integrity play a crucial role and cannot be adequately preserved through randomization.



3.1. Experimental Setup


Experiments were conducted on a system equipped with an Intel® Xeon® Silver 4110 processor (2.10 GHz), 16 GB of memory, and a 1 TB HDD, running Microsoft Windows 10 (64-bit) Professional Edition. The implementation was developed and executed using Microsoft Visual Studio 2017 Community Edition and SQL Server 2017 RTM. Furthermore, the experimental evaluation was performed on three real-world opinion datasets, namely the Student Feedback Dataset (SFD) [60], the Student Course Quality Evaluation Dataset (SCQED) [61], and the Online Teaching Feedback Analytics Dataset (OTFAD) [62].



The Student Feedback Dataset (SFD) [60] is an opinion-oriented educational dataset composed of qualitative and quantitative feedback collected from students of a prominent university in North India. It is organized around six distinct institutional dimensions—teaching, course content, examination, lab work, library facilities, and extracurricular activities—each reflecting a critical aspect of academic and campus life. This dataset has 185 tuples. For every category, the student responses are recorded as free-text feedback accompanied by a ternary sentiment label encoded as −1 (negative), 0 (neutral), and 1 (positive), enabling both textual analysis and sentiment aggregation. The dataset exhibits a multi-category, low-cardinality structure with repeated sentiment values across categories, making it suitable for institutional-level analytics while also posing potential privacy risks due to small or homogeneous feedback groups. Its combination of subjective textual opinions, categorical context, and ordinal sentiment labels characterizes it as a semi-structured, sentiment-annotated dataset designed to support comprehensive institutional assessment and quality evaluation across multiple academic and non-academic services. To conduct the experiments effectively and maintain a controlled anonymization setting, only Feedback Category and Sentiment Polarity are designated as quasi-identifier attributes. The Examination attribute, which captures students’ opinions regarding examinations, is treated as the sensitive attribute. Although this setup restricts the sensitive attribute to a single opinion dimension, it remains sufficient to reveal clear and consistent trends in both effectiveness (data utility preservation) and efficiency (computational performance) of the proposed privacy-preserving mechanisms.



The Student Course Quality Evaluation Dataset (SCQED) [61] is a structured educational feedback dataset comprising approximately 1900 tuples, each representing a student’s evaluation of course quality across multiple instructional and experiential dimensions. Each entry corresponds to an individual learner’s perception of a specific course and captures both quantitative ratings and qualitative feedback, enabling comprehensive analysis of teaching effectiveness and learning outcomes. The dataset includes the detailed attributes that are related to instructional delivery (e.g., instructor clarity, teaching engagement, and responsiveness), course design (e.g., content quality, material usefulness, course pacing, and assignment quality), and learning experience (e.g., practical application, learning improvement, peer interaction, and class participation). In addition, contextual variables such as instruction mode (online, offline, or hybrid), study hours per week, attendance rate, prior knowledge level, and platform usability provide insight into environmental and learner-specific factors influencing course perception. Each record also contains a free-text feedback field, allowing for qualitative sentiment or thematic analysis, alongside a categorical Course_Quality_Label (Excellent, Good, Average, and Poor) that summarizes the student’s overall evaluation. This combination of fine-grained numerical ratings, behavioral indicators, and subjective textual feedback characterizes the dataset as a high-dimensional, mixed-type educational evaluation dataset, well suited for course quality assessment, learning analytics, and student satisfaction studies. For this dataset, to conduct the experiments effectively and maintain a controlled anonymization environment, the attributes Department, Course_ID, and Faculty_Experience are selected as the quasi-identifier attributes. The Student_Feedback attribute, which contains unstructured student opinions, is treated as the sensitive attribute. Although this configuration limits sensitivity to a single opinion-based dimension, it is sufficient to reveal clear and consistent trends in both effectiveness, measured in terms of data utility preservation, and efficiency, reflected in the computational performance of the proposed privacy-preserving mechanisms.



The Online Teaching Feedback Analytics Dataset (OTFAD) [62] is a mixed-type educational dataset comprising approximately 1400 student records collected from university-level online courses. It is designed to capture both subjective learner perceptions and objective academic indicators, enabling comprehensive analysis of online teaching effectiveness. Each record includes a free-text evaluation_text field that reflects students’ qualitative feedback and is suitable for sentiment or opinion mining, alongside a categorical sentiment_label (Positive, Neutral, or Negative) that summarizes the expressed attitude. In addition to textual feedback, the dataset incorporates multiple quantitative performance and engagement measures, such as satisfaction_score and engagement_score (rated on a 1–10 scale), platform_access_count reflecting system usage behavior, and academic outcomes including assignment_score and final_grade. The coexistence of behavioral, perceptual, and performance-based attributes characterizes the dataset as a multidimensional learning analytics resource, well suited for studying relationships between student engagement, satisfaction, online participation patterns, and learning outcomes in digital education environments. For this dataset, to conduct the experiments effectively and maintain a controlled anonymization environment, only the course_id, instructor_id, and timestamp attributes are designated as quasi-identifier attributes. The evaluation_text attribute, which contains unstructured student opinions, is treated as the sensitive attribute. Although this configuration restricts sensitivity to a single opinion-based dimension, it is sufficient to reveal clear and consistent trends in both effectiveness, measured in terms of data utility preservation, and efficiency, reflected in the computational performance of the proposed privacy-preserving mechanisms.



In addition, all experiments conducted in this study are based on the random selection of 185 tuples from each experimental dataset.




3.2. Experimental Results


3.2.1. Effect of d


In this section, we evaluate the impact of the parameter d on data utility under three anonymization strategies: data generalization, data suppression, and a hybrid approach combining generalization and suppression. All experimental settings are compared with k-Anonymity. For the experiments, with the proposed model, the parameters c and l are not considered (i.e., they do not influence the experimental results). The value of d in the proposed model and the value of k in k-Anonymity are varied from 2 to 8 to examine their effects on data utility.



From the experimental results presented in Figure 6a, it is evident that the proposed model exhibits behavior comparable to that of k-Anonymity when the parameters c and l are not taken into consideration. Under this condition, the proposed model effectively reduces to k-Anonymity. However, when all privacy parameters are incorporated, the proposed model provides enhanced privacy guarantees, thereby offering stronger preservation against potential disclosure risks. In addition, the proposed model demonstrates applicability in addressing privacy violation issues in content-based datasets. The results in Figure 6a further illustrate the impact of the parameter d under the data generalization strategy. In this strategy, unique quasi-identifier values are systematically replaced with more generalized representations, ensuring that each equivalence class contains at least d tuples. As d increases, deeper levels of generalization are required, resulting in a gradual and predictable increase in information loss while preserving all data tuples. The observed results reveal a smooth degradation in data utility and consistent trends across all evaluated datasets, indicating that generalization remains well suited for analytical applications. Nevertheless, for larger values of d, excessive generalization leads to diminished semantic granularity, thereby limiting the effectiveness of fine-grained data analysis. In contrast, the results shown in Figure 6b highlight the effects of the data suppression strategy. In this strategy, equivalence classes that fail to satisfy the specified threshold of d are removed entirely, thereby preserving the original precision of the remaining data. However, this strategy leads to a rapid reduction in the number of retained tuples. Consequently, data utility declines sharply and non-linearly as d increases, particularly in datasets characterized by sparse quasi-identifier distributions. This behavior renders suppression-only approaches impractical for larger values of d, due to substantial data loss and decreased representativeness.



The hybrid strategy, combining data generalization and suppression, is illustrated in Figure 6c. This method first applies generalization to mitigate the majority of privacy violations by aggregating quasi-identifier values into larger equivalence classes. Subsequently, selective suppression is employed to address any residual violations that cannot be resolved through acceptable levels of generalization. This two-stage process enhances overall effectiveness by minimizing unnecessary information loss while delaying tuple removal. As a result, the hybrid strategy achieves superior data utility across a broader range of d values. Empirical findings indicate that it consistently retains more usable data than suppression-only methods, while preserving greater semantic detail than pure generalization at higher levels of d. Therefore, the hybrid approach provides a well-balanced trade-off between privacy preservation and data utility, and demonstrates robust performance across all evaluated datasets.




3.2.2. Effect of c


This section is devoted to evaluating the impact of c on data utility. For the experiments, the value of d is fixed as 5, and the value of l is fixed as 0. The value of c is varied from 1.36 to 1.97 to examine how changes in the confidence constraint affect data utility. From the experimental results that are shown in Figure 7b, the experimental results consistently show a smooth and monotonic privacy–utility trade-off across all experimental datasets. Smaller values of c impose stricter upper bounds on the re-identification confidence of sensitive terms within each equivalence class, leading to more aggressive suppression of unique terms, consequently, lower retained data utility. Conversely, larger values of c relax the confidence constraint, allowing more sensitive terms to be preserved and substantially improving utility. Importantly, unlike tuple level suppression, confidence-based term suppression degrades utility in a gradual and controlled manner, preserving the structural integrity of the datasets. The experimental results also reveal that dataset characteristics play a crucial role, that the datasets with richer vocabularies and more diverse sensitive content (such as SCQED) are more resilient to strict confidence constraints, whereas datasets with repetitive or platform-specific terminology (such as OTFAD) experience lower utility degradation for low c. Overall, the results confirm that c is a powerful parameter for fine-grained regulation of attribute inference risk, with moderate values offering the best balance between strong privacy protection and meaningful analytical usability.




3.2.3. Effect of l


This section evaluates the impact of the parameter l on data utility. For the experiments, the value of d is fixed at 5, while the parameter c is not considered. All experiments in this section are compared with the l-diversity model. The value of l is varied from 2 to 8 in order to examine how changes in the diversity constraint affect data utility.



From the experimental results that are shown in Figure 7a, we can observe that, across all experimental datasets, the data utility achieved by l-Diversity is consistently higher than that of the proposed model. This observation can be attributed to the sensitive attribute, which primarily consists of comments and opinions characterized by highly diverse and nearly unique values. Consequently, each equivalence class formed under l-Diversity typically contains approximately l tuples. Despite this advantage in data utility, the proposed model provides stronger privacy preservation guarantees than l-Diversity. In particular, it is more effective in mitigating privacy violations in content-based datasets, where l-Diversity alone is often insufficient to prevent inference risks. Furthermore, the parameter l serves as a critical mechanism for controlling re-identification risks arising from rare or infrequently occurring sensitive terms within each equivalence class. Since the method suppresses sensitive terms that appear in at most l tuples, increasing l leads to more aggressive removal of rare and potentially identifying terms, resulting in a noticeable reduction in the utility of the semantic data. Nevertheless, this reduction in utility remains gradual and well controlled, as suppression is applied at the term level rather than the tuple level. This design preserves both the structural integrity of the dataset and the availability of tuples. As l increases, fewer terms are classified as uniquely identifying, allowing a greater proportion of sensitive content to be retained and thereby improving overall data utility. The results also demonstrate that dataset characteristics significantly influence robustness to l. Datasets with richer and more diverse vocabularies exhibit greater resilience to stricter l values, whereas datasets containing shorter or more repetitive content experience more rapid semantic degradation. Overall, these findings confirm that l provides an effective mechanism for controlling inference risks associated with rare terms, and that moderate values of l achieve a practical balance between strong privacy protection and meaningful analytical utility.




3.2.4. Effect of the Combined Privacy Preservation Parameters on Data Utility


In this section, the experimental evaluation of the combined privacy parameters as d, c, and l (i.e., d, d and c, d and l, and all privacy preservation such that d, c, and l) highlights that privacy protection in practice is governed by interactions between structural anonymity and term-level inference controls, rather than isolated parameter effects. For the experiments, the value of d, c, and l is fixed as 5. From the experimental results that are shown in Figure 7c, the enlargement of equivalence classes imposed by d substantially reduces the dominance of individual sensitive terms, thereby lowering the re-identification confidence that c is designed to constrain. As a result, the confidence-based suppression triggered by c becomes less frequent and more targeted, leading to smoother utility degradation than when c is applied alone. This interaction makes d and c especially effective against dominance-based inference attacks while retaining much of the semantic integrity of the sensitive attributes. With d and l, the structural grouping enforced by d increases the frequency of sensitive terms within each equivalence class, effectively transforming many rare or near-unique terms into common ones. Consequently, fewer sensitive terms violate the occurrence threshold specified by l, and term-level suppression is delayed or reduced. This explains why d and l consistently preserve more semantic content than applying l in isolation, particularly in datasets with sparse quasi-identifiers. The experiments show that d and l are especially effective for mitigating uniqueness-based inference risks without causing abrupt utility loss, as suppression is applied only to truly rare identifiers that remain after equivalence-class formation. The full privacy preservation consideration parameters (i.e., all privacy preservation parameters as d, c, and l are considered) show the strongest and most stable performance across all datasets because it simultaneously addresses both extremes of inference risk. That is, overly frequent (dominant) terms controlled by c and infrequent (unique) terms controlled by l, with d providing the structural foundation that stabilizes both mechanisms. In this configuration, generalization through d absorbs most privacy pressure, c suppresses residual high-confidence terms, and l removes remaining rare identifiers. This layered enforcement leads to selective, minimal suppression and avoids the over-generalization seen in single-parameter approaches. Empirically, d, c, and l consistently yield the highest remaining data utility and the most gradual degradation curves, demonstrating superior robustness to dataset sparsity and variability. Overall, the results confirm that the combined use of d, c, and l produces a synergistic effect, delivering stronger privacy guarantees with better preserved analytical usefulness than any pairwise combination or single parameter.




3.2.5. Effect of Dataset Sizes


In this section, we investigate the impact of data generalization and dataset size on data utility. In the experimental setup, the parameters d and l are fixed at 5 to isolate the effects of generalization and dataset scale, while the parameter c is set to 1.49. The dataset size is varied from 10% to 100% to systematically assess its influence on data utility.



From the experimental results that are shown in Figure 8a–c, the impact of dataset size is analyzed under three privacy mechanisms: data generalization, data suppression, and a hybrid approach that combines generalization and suppression, respectively. The results clearly demonstrate that data utility improves steadily and consistently as the dataset size increases, confirming that larger datasets are inherently better able to satisfy strict privacy constraints while preserving analytical value. At smaller dataset sizes (approximately 10–30%), data utility remains relatively low across all datasets. This behavior can be attributed to two primary factors. First, the limited data volume restricts the formation of equivalence classes, necessitating aggressive quasi-identifier generalization and suppression to satisfy the requirement that each equivalence class contains at least five tuples. Second, with fewer tuples per class, sensitive terms tend to exhibit higher dominance or rarity, increasing the likelihood of violating the confidence constraint c and the rarity constraint l, thereby triggering more frequent term suppression. Consequently, both structural abstraction and semantic information loss are amplified in data-scarce scenarios. As the dataset size increases to a moderate range (40–70%), the effects of the privacy constraints become more balanced. Larger datasets enable more natural formation of equivalence classes, reducing the extent of generalization and suppression required to satisfy the d constraint. In addition, sensitive terms appear more frequently within equivalence classes, lowering their re-identification risk and reducing suppression imposed by the c and l constraints. This phase represents a stabilization region, in which increasing data volume leads to substantial improvements in utility while maintaining a consistent level of privacy protection. For larger dataset sizes (80–100%), data utility approaches its maximum, with only marginal improvements observed beyond this range. In this regime, equivalence classes are well populated, generalization remains shallow, and most sensitive terms satisfy both confidence-based and occurrence-based constraints. As a result, term-level suppression becomes infrequent, and the retained data preserves a high degree of semantic richness. These findings indicate that generalization-based   ( d , c , l )  -privacy scales effectively with increasing dataset size, provided that sufficient data is available. Differences among datasets further highlight the influence of data characteristics. The SCQED dataset consistently achieves the highest utility due to its structured and dense quasi-identifier distribution, which supports stable equivalence class formation, as well as its rich vocabulary, which mitigates dominance and rarity risks. The SFD dataset exhibits moderate sensitivity, reflecting its relatively constrained quasi-identifier domain. In contrast, the OTFAD dataset remains the most sensitive due to its sparse and high-dimensional quasi-identifier combinations. Nevertheless, all datasets, including OTFAD, benefit significantly from increased data volume, underscoring the universal importance of dataset size in privacy preservation data analysis. Overall, these results confirm that dataset size is a critical factor in determining data utility under fixed   ( d , c , l )  -Privacy constraints. Adequate data volume not only stabilizes equivalence class formation but also reduces confidence-based and rarity-based inference risks at the term level. Therefore, in practical applications of generalization-based privacy mechanisms, ensuring sufficient dataset size is essential for achieving strong privacy protection while maintaining meaningful analytical utility.




3.2.6. Effect of the Proposed Privacy Preservation Algorithms


In this section, we evaluate the impact of the proposed privacy preservation algorithms (i.e., FCFS, greedy, and optimal algorithms) on data utility. In the experimental setup, the parameters d and l are fixed at 5 to isolate their effects, while the parameter c is set to 1.49 to maintain a consistent level of confidence constraint across all experiments.



From the experimental results shown in Figure 9, a clear and consistent hierarchy emerges among the evaluated algorithms. When only data generalization is applied, the optimal algorithm consistently achieves the highest data utility across all experimental datasets, followed by the greedy algorithm, while the FCFS algorithm yields the lowest utility. This pattern reflects the effectiveness of optimization-aware equivalence class construction in minimizing unnecessary generalization, particularly for datasets with well-structured quasi-identifiers such as SCQED. When data suppression alone is applied, data utility declines noticeably for all algorithms, indicating that suppression introduces greater information loss than generalization. This effect is especially pronounced for the OTFAD dataset, where temporal and textual attributes are highly sensitive to record removal. Despite this overall reduction, the relative ranking of the algorithms remains unchanged, demonstrating that the equivalence class construction strategy is the dominant factor influencing data utility. In the hybrid scenario, where data generalization is combined with data suppression, data utility improves compared with the suppression-only approach but remains lower than that achieved through generalization alone. This suggests that generalization mitigates part of the information loss introduced by suppression while still satisfying privacy constraints. Across all scenarios, the optimal algorithm consistently preserves the highest level of data utility, while the greedy algorithm offers a strong and stable intermediate performance. In contrast, the FCFS algorithm exhibits the greatest level of data distortion due to its rigid, order-based equivalence class construction. Overall, these findings highlight that the strategy used to construct equivalence classes has a more substantial impact on data utility than the choice of distortion mechanism. Consequently, globally or locally optimized approaches are essential for maintaining high data utility while satisfying privacy requirements.






4. Conclusions


This paper investigates   ( d , c , l )  -Privacy as an effective privacy preservation model for releasing datasets containing sensitive information, particularly in content-based and text-rich domains. By jointly enforcing constraints on equivalence class size d, re-identification confidence c, and sensitive value diversity l, the   ( d , c , l )  -Privacy model provides stronger protection against both identity disclosure and attribute inference compared with traditional privacy models. To evaluate its practical applicability, three equivalence-class construction algorithms—First Come First Serve (FCFS), Greedy, and Optimal—are developed using a combination of data generalization and data suppression. Experimental results demonstrate that all three algorithms successfully satisfy the   ( d , c , l )  -Privacy constraints, thereby preventing privacy breaches in released datasets. However, the findings clearly indicate that the choice of equivalence-class construction strategy has a significant impact on data utility. The FCFS algorithm achieves the highest computational efficiency due to its order-based and low-complexity design, making it suitable for scenarios requiring rapid anonymization. However, its strict reliance on tuple order often leads to substantial information loss. The Greedy algorithm offers a more balanced approach, preserving data semantics while maintaining acceptable computational costs, and consistently achieves higher data utility than FCFS. In contrast, the Optimal algorithm maximizes data utility by globally minimizing information loss, thereby establishing an upper bound on achievable utility, albeit at the expense of increased computational complexity. Overall, the experimental results confirm that   ( d , c , l )  -Privacy is a robust and practical framework for privacy-preserving data publishing, capable of effectively balancing privacy protection and data utility in real-world data-sharing scenarios. While the FCFS algorithm is well suited for time-critical applications, the Greedy and Optimal algorithms are more appropriate for contexts where preserving data utility is paramount. These findings underscore the importance of optimization-aware equivalence-class construction and demonstrate that   ( d , c , l )  -Privacy can be effectively applied across diverse datasets to support secure and meaningful data release.




5. Future Work


Although the proposed model effectively addresses privacy violations in content-based datasets, adversaries may develop increasingly sophisticated techniques capable of compromising privacy. Therefore, there is a need for more advanced privacy preservation models that can proactively identify and mitigate emerging privacy threats in content-based data environments.



A promising direction is to combine the proposed model with AI-based privacy preservation mechanisms. The proposed model can be applied first to produce a sanitized dataset for release, while techniques such as differentially private fine-tuning, federated learning, or homomorphic encryption can be applied afterward to protect any models trained on top of it. Another important direction is to strengthen the model against inference attacks driven by large language models, which can recover personal attributes from anonymized text by exploiting subtle contextual cues that traditional de-identification tools overlook. Finally, the proposed model can be extended to multilingual and streaming content-based datasets, where vocabulary, semantic structure, and the rate of incoming records differ substantially from the datasets considered in this study.
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Figure 1. Domain Generalization Hierarchies (DGHs) for the quasi-identifier attributes of Table 3: (a) Gender; (b) Datetime; (c) Education, where higher levels correspond to more generalized values. 
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Figure 2. A completed graph of 3-vertices. 
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Figure 3. An example graph of   X 3 C   problem. 






Figure 3. An example graph of   X 3 C   problem.



[image: Mathematics 14 01896 g003]







[image: Mathematics 14 01896 g004] 





Figure 4. The solution graph   S 1 ′  , representing one feasible solution to the   X 3 C   instance, where bold solid edges denote the selected exact-cover subsets and dashed edges denote the remaining non-solution edges. 






Figure 4. The solution graph   S 1 ′  , representing one feasible solution to the   X 3 C   instance, where bold solid edges denote the selected exact-cover subsets and dashed edges denote the remaining non-solution edges.



[image: Mathematics 14 01896 g004]







[image: Mathematics 14 01896 g005] 





Figure 5. The solution graph   S 2 ′  , representing one feasible solution to the   X 3 C   instance, where bold solid edges denote the selected exact-cover subsets and dashed edges denote the remaining non-solution edges. 
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Figure 6. Effect of d on retained data utility, comparing   ( d , c , l )  -Privacy with k-Anonymity: (a) generalization; (b) suppression; (c) combined generalization and suppression. 
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Figure 7. Effect of c, l, and their combinations on retained data utility: (a) comparison with l-Diversity for varying l; (b) effect of c; (c) effect of combined privacy parameters. 
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Figure 8. Effect of dataset size on retained data utility under fixed   ( d , c , l )  -Privacy parameters: (a) generalization; (b) suppression; (c) combined generalization and suppression. 
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Figure 9. Effect of the proposed FCFS, Greedy, and Optimal algorithms on retained data utility under data generalization, data suppression, and their combination. 
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Table 1. An example of an original dataset with explicit identifiers, quasi-identifiers, and a sensitive attribute.
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Tuple

	
Explicit Identifier

	
Quasi-Identifiers

	
Sensitive




	
SSN

	
Name

	
Gender

	
Education

	
Position

	
Salary






	
   d 1   

	
010-034-2589

	
Emma

	
Female

	
Master’s degree

	
Accounting

	
$9500.00




	
   d 2   

	
010-034-4561

	
Jennifer

	
Female

	
Bachelor’s degree

	
Accounting

	
$7000.00




	
   d 3   

	
223-231-3210

	
Bob

	
Male

	
Master’s degree

	
Programmer

	
$7000.00




	
   d 4   

	
237-246-7412

	
Alice

	
Female

	
Master’s degree

	
Programmer

	
$12,000.00











 





Table 2. A 2-Anonymity version of Table 1 after removing explicit identifiers and generalizing quasi-identifier values.
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Tuple

	
Quasi-Identifiers

	
Sensitive




	
Gender

	
Education

	
Position

	
Salary






	
   d 1   

	
Female

	
*

	
Accounting

	
$9500.00




	
   d 2   

	
Female

	
*

	
Accounting

	
$7000.00




	
   d 3   

	
*

	
Master’s degree

	
Programmer

	
$7000.00




	
   d 4   

	
*

	
Master’s degree

	
Programmer

	
$12,000.00








* denotes a quasi-identifier value that has been generalized.













 





Table 3. An example of a content-based dataset collecting student opinions, where Student Code is an explicit identifier, Datetime, Education, and Gender are quasi-identifiers, and Opinion is the sensitive content-based attribute.
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Tuple

	
Explicit Identifier

	
Sensitive

	
Quasi-Identifier




	
Student Code

	
Opinion

	
Datetime

	
Education

	
Gender






	
   d 1   

	
STU123

	
You are a worst lecturer that I’ve ever met because you never listen to my efforts to explain the reasons behind the problems I’ve encountered, fuck you, bad lecturer, bad lecturer, …, and very bad lecturer.

	
2023-07-03

	
Bachelor’s degree

	
Female




	
   d 2   

	
STU456

	
You are a good lecturer. I love and respect you. Moreover, I would like to study with you again. However, I heard that you are a bad lecturer with someone.

	
2023-06-15

	
Master’s degree

	
Male




	
   d 3   

	
STU789

	
A good lecturer.

	
2023-06-15

	
Master’s degree

	
Male




	
   d 4   

	
STU246

	
He is a good lecturer and a nice man.

	
2023-06-15

	
Bachelor’s degree

	
Male











 





Table 4. A data version of Table 3 is satisfied by 2-Anonymity.
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Tuple

	
Sensitive

	
Quasi-Identifier




	
Opinion

	
Datetime

	
Education

	
Gender






	
   d 1   

	
You are a worst lecturer that I’ve ever met because you never listen to my efforts to explain the reasons behind the problems I’ve encountered, fuck you, bad lecturer, bad lecturer, …, and very bad lecturer.

	
2023

	
Bachelor’s degree

	
*




	
   d 2   

	
You are a good lecturer. I love and respect you. Moreover, I would like to study with you again. However, I heard that you are a bad lecturer with someone.

	
2023-06-15

	
Master’s degree

	
Male




	
   d 3   

	
A good lecturer.

	
2023-06-15

	
Master’s degree

	
Male




	
   d 4   

	
He is a good lecturer and a nice man.

	
2023

	
Bachelor’s degree

	
*








* denotes a quasi-identifier value that has been generalized.













 





Table 6. Recent AI-based privacy preservation models, organized by model, approach, key idea, and reference.
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	Model
	Approach
	Key Idea
	Ref.





	DP-SGD/DP Deep Learning
	Gradient clipping with Gaussian noise injection; parameter-efficient differentially private fine-tuning
	Trains or fine-tunes deep neural networks (including large pre-trained language models) under   ( ε , δ )  -differential privacy to prevent leakage of training data through the released model.
	[35,47,48]



	Language model-based anonymization
	Fine-tuned language models for named-entity recognition and de-identification
	Detects direct and quasi-identifiers in textual documents using pre-trained language models and replaces them with placeholders, producing redacted but human-readable text.
	[49,50,51]



	Generative synthetic data
	Deep generative models such as diffusion and language model-based generators for tabular data
	Trains generative models on real datasets to produce synthetic tuples that approximate the underlying distribution, allowing dataset sharing without releasing original tuples.
	[52,53,54]



	Federated learning with differential privacy or homomorphic encryption
	Local client training with secure aggregation of model updates
	Enables multiple organizations to jointly train a model without sharing raw data, while protecting model updates through noise injection or cryptographic aggregation.
	[55,56]










 





Table 7. Projection of the explicit identifier attribute from Table 3, denoted Table 3 [  I D e n t  ].
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	Student Code





	STU123



	STU456



	STU789



	STU246










 





Table 8. Projection of the quasi-identifier attributes from Table 3, denoted Table 3 [  Q I  ].
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	Datetime
	Education
	Gender





	2023-07-03
	Bachelor’s degree
	Female



	2023-06-15
	Master’s degree
	Male



	2023-06-15
	Master’s degree
	Male



	2023-06-15
	Bachelor’s degree
	Male










 





Table 9. Projection of the sensitive content-based attribute from Table 3, denoted Table 3 [S].
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	Opinion





	You are a worst lecturer that I’ve ever met because you never listen to my efforts to explain the reasons behind the problems I’ve encountered, fuck you, bad lecturer, bad lecturer, …, and very bad lecturer.



	You are a good lecturer. I love and respect you. Moreover, I would like to study with you again. However, I heard that you are a bad lecturer with someone.



	A good lecturer.



	He is a good lecturer and a nice man.










 





Table 10. Projection of tuple   d 1   from Table 3, showing all attribute values of the user   d 1  .






Table 10. Projection of tuple   d 1   from Table 3, showing all attribute values of the user   d 1  .





	
Tuple

	
Explicit Identifier

	
Sensitive

	
Quasi-Identifiers




	
Student Code

	
Opinion

	
Datetime

	
Education

	
Gender






	
   d 1   

	
STU123

	
You are a worst lecturer that I’ve ever met because you never listen to my efforts to explain the reasons behind the problems I’ve encountered, fuck you, bad lecturer, bad lecturer, …, and very bad lecturer.

	
2023-07-03

	
Bachelor’s degree

	
Female











 





Table 11. Projection of the quasi-identifier attributes for tuple   d 1   from Table 3, denoted Table 3 [   d 1   [ Q I ]   ].
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	Datetime
	Education
	Gender





	2023-07-03
	Bachelor’s degree
	Female










 





Table 12. Projection of the sensitive attribute for tuple   d 1   from Table 3, denoted Table 3 [   d 1   [ S ]   ].
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	Opinion





	You are a worst lecturer that I’ve ever met because you never listen to my efforts to explain the reasons behind the problems I’ve encountered, fuck you, bad lecturer, bad lecturer, …, and very bad lecturer.










 





Table 13. The TF, IDF, and TFIDF scores for each term t of Table 3  [ O p i n i o n ]  .
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Tuple

	
t

	
Frequentcy

	
Scores




	
Document

	
Across Document

	
TF

	
IDF

	
TFIDF






	
   d 1   

	
You

	
3

	
2

	
0.081

	
0.301

	
0.024




	
Is/Are

	
1

	
3

	
0.027

	
0.125

	
0.003




	
The

	
2

	
1

	
0.054

	
0.602

	
0.033




	
An/A

	
1

	
4

	
0.027

	
0

	
0




	
Worst

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Lecturer

	
4

	
4

	
0.108

	
0

	
0




	
That

	
1

	
2

	
0.027

	
0.301

	
0.008




	
I

	
2

	
2

	
0.054

	
0.301

	
0.016




	
Have

	
2

	
1

	
0.054

	
0.602

	
0.051




	
Ever

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Met

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Because

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Listen

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Never

	
1

	
1

	
0.027

	
0.602

	
0.016




	
To

	
2

	
2

	
0.054

	
0.301

	
0.016




	
My

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Efforts

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Explain

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Reasons

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Behind

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Problems

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Encountered

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Fuck

	
1

	
1

	
0.027

	
0.602

	
0.016




	
Bad

	
3

	
2

	
0.081

	
0.301

	
0.024




	
And

	
1

	
3

	
0.027

	
0.125

	
0.003




	
Very

	
1

	
1

	
0.027

	
0.602

	
0.016




	
   d 2   

	
You

	
4

	
2

	
0.138

	
0.301

	
0.042




	
Is/Are

	
2

	
3

	
0.069

	
0.125

	
0.009




	
An/A

	
2

	
4

	
0.069

	
0

	
0




	
Good

	
1

	
3

	
0.034

	
0.125

	
0.004




	
Lecturer

	
1

	
4

	
0.034

	
0

	
0




	
I

	
3

	
2

	
0.103

	
0.301

	
0.031




	
Love

	
1

	
1

	
0.034

	
0.602

	
0.020




	
And

	
1

	
3

	
0.034

	
0.125

	
0.004




	
Respect

	
1

	
1

	
0.034

	
0.602

	
0.020




	
Moreover

	
1

	
1

	
0.034

	
0.602

	
0.020




	
Would

	
1

	
1

	
0.034

	
0.602

	
0.020




	
Like

	
1

	
1

	
0.034

	
0.602

	
0.020




	
To

	
1

	
2

	
0.034

	
0.301

	
0.010




	
Study

	
1

	
1

	
0.034

	
0.602

	
0.020




	
With

	
2

	
1

	
0.069

	
0.602

	
0.042




	
Again

	
1

	
1

	
0.034

	
0.602

	
0.020




	
However

	
1

	
1

	
0.034

	
0.602

	
0.020




	
Heard

	
1

	
1

	
0.034

	
0.602

	
0.020




	
That

	
1

	
2

	
0.034

	
0.301

	
0.010




	
Bad

	
1

	
2

	
0.034

	
0.301

	
0.010




	
Someone

	
1

	
1

	
0.034

	
0.602

	
0.020




	
   d 3   

	
An/A

	
1

	
4

	
0.333

	
0

	
0




	
Good

	
1

	
3

	
0.333

	
0.125

	
0.042




	
Lecturer

	
1

	
4

	
0.333

	
0

	
0




	
   d 4   

	
He

	
1

	
1

	
0.111

	
0.602

	
0.067




	
Is/Are

	
1

	
3

	
0.111

	
0.125

	
0.014




	
An/A

	
2

	
4

	
0.222

	
0

	
0




	
Good

	
1

	
3

	
0.111

	
0.125

	
0.014




	
Lecturer

	
1

	
4

	
0.111

	
0

	
0




	
And

	
1

	
3

	
0.111

	
0.125

	
0.014




	
Nice

	
1

	
1

	
0.111

	
0.602

	
0.067




	
Man

	
1

	
1

	
0.111

	
0.602

	
0.067











 





Table 14. The dataset D, which it is constructed from the graph in Figure 3.






Table 14. The dataset D, which it is constructed from the graph in Figure 3.














	
	    u 1    
	    u 2    
	    u 3    
	    u 4    
	    u 5    
	    u 6    





	   u 1   
	1
	1
	1
	1
	0
	0



	   u 2   
	1
	1
	1
	1
	0
	0



	   u 3   
	1
	1
	1
	0
	1
	1



	   u 4   
	1
	1
	0
	1
	1
	1



	   u 5   
	0
	0
	1
	1
	1
	1



	   u 6   
	0
	0
	1
	1
	1
	1










 





Table 15. The dataset   D 1 ′   satisfied by d-Duplication with   d = 3  , constructed from the graph in Figure 4.






Table 15. The dataset   D 1 ′   satisfied by d-Duplication with   d = 3  , constructed from the graph in Figure 4.














	
	    u 1    
	    u 2    
	    u 3    
	    u 4    
	    u 5    
	    u 6    





	   u 1   
	1
	1
	1
	0
	0
	0



	   u 2   
	1
	1
	1
	0
	0
	0



	   u 3   
	1
	1
	1
	0
	0
	0



	   u 4   
	0
	0
	0
	1
	1
	1



	   u 5   
	0
	0
	0
	1
	1
	1



	   u 6   
	0
	0
	0
	1
	1
	1










 





Table 16. The dataset   D 2 ′   satisfied by d-Duplication with   d = 3  , constructed from the graph in Figure 5.






Table 16. The dataset   D 2 ′   satisfied by d-Duplication with   d = 3  , constructed from the graph in Figure 5.














	
	    u 1    
	    u 2    
	    u 3    
	    u 4    
	    u 5    
	    u 6    





	   u 1   
	1
	1
	0
	1
	0
	0



	   u 2   
	1
	1
	0
	1
	0
	0



	   u 3   
	0
	0
	1
	0
	1
	1



	   u 4   
	1
	1
	0
	1
	0
	0



	   u 5   
	0
	0
	1
	0
	1
	1



	   u 6   
	0
	0
	1
	0
	1
	1
















	
	
Disclaimer/Publisher’s Note: The statements, opinions and data contained in all publications are solely those of the individual author(s) and contributor(s) and not of MDPI and/or the editor(s). MDPI and/or the editor(s) disclaim responsibility for any injury to people or property resulting from any ideas, methods, instructions or products referred to in the content.











© 2026 by the authors. Licensee MDPI, Basel, Switzerland. This article is an open access article distributed under the terms and conditions of the Creative Commons Attribution (CC BY) license.



























nav.xhtml


  mathematics-14-01896


  
    		
      mathematics-14-01896
    


  




  





media/file8.jpg





media/file11.png





media/file6.jpg





media/file1.png





media/file13.png
0.20

00

I

0.00

0.00

m(d, c, 1)-Privacy wlth SFD  m(d, ¢, I)-Privacy with SCQED

u(d, c, I)-Privacy ity with SFD
® k-Anonymity with SCQED ®k-Anonymity with OTFAD

2 3 4 5 6 7 8

dork

m(d, ¢, 1)-Privacy with SFD  m(d, ¢, I)-Privacy with SCQED
1 (d, ¢, I)-Privacy witt k-A with SFD
m k-Anonymity with SCQED mk-Anonymity with OTFAD

(b)

2 3 4 6 7 8

dork
m (d, c, 1)-Privacy wlth SFD  m(d, ¢, I)-Privacy with SCQED
m (d, ¢, 1)-Privacy witl k-A i i
m k-Anonymity with SCQED mk-Anonymity with OTFAD

2 3 4 6 7 8

5
dork





media/file10.jpg





media/file7.png





media/file12.jpg
1.00

0.80

2

0.40

0.20

0.00

®(d, ¢, I)-Privacy with SFD  m(d, ¢, I)-Privacy with SCQED
= (d, ¢, I)-Privacy with OTFAD ® k-Anonymity with SFD
= k-Anonymity with SCQED ® k-Anonymity with OTFAD

2 3 4 s 6 7 8

dork

(d ¢, |)-Privacy with SFD  m(d, c, I)-Privacy with SCQED
= (d, ¢, I)-Privacy with OTFAD ® k-Anonymity with SFD
= k-Anonymity with SCQED @ k-Anonymity with OTFAD

2 3 4 s 6 7 8

dork

= (d, ¢, )-Privacy with SED W (d, c, I)-Privacy with SCQED
= (d, ¢, I)-Privacy with OTFAD m k-Anonymity with SFD
= k-Anonymity with SCQED @ k-Anonymity with OTFAD

2 3 4 5 6 7 8

dork





media/file18.jpg
®=SFD ®SCQED ®=OTFAD

100

080
2060
Zow
020
000

FCFS Greedy Optimal FCFS Greedy Optimal FCFS Greedy Optimal

Data generalization Data suppression  Data gencralization and

suppression

Algorithms and distortion mechanisms





media/file9.png





media/file14.jpg
®(d. ¢, I)-Privacy with SFD W (d, ¢, I)-Privacy with SCQED

(d, ¢, 1-Privacy with OTFAD m1-Diversity with SFD.
I-Diversity with SCQED  mI-Diversity with OTFAD

10
m

WWWMMMM

=SFD WSCQED =OTFAD

1.00
m [ ]

|| 2040
0 ol il
LTI I

197 179 167 1S7T 149 142 136 Onlyd dande dandl dc,and]
¢ Parameters

=SFD WSCQED ®OTFAD






media/file16.jpg
~-SFD - SCQED ~+OTFAD ~+-SFD -=-SCQED ~+-OTFAD

1o 1o
m o]

o "
200

ST W i

- e

10% 20% 305 40% S0% 0% 0% 804 9094 100%6

10% 20% 30 40% S0% 0% 0% 804 90% 0%
The e of dtsts

The e ofdtsets

“+SID -+ SCQED +-OTFAD.

o
[ ]

-

doe &
o =
o

0% 2000 3000 404 S04 60 0% 804 0% 10050
Ve s ot





media/file5.png





media/file15.png
1.00

0.00

97

m(d, c, 1)-Privacy with SFD  m(d, ¢, )-Privacy with SCQED
u(d, ¢, I)-Privacy with OTFAD M I-Diversity with SFD
u1-Diversity with SCQED ~ mI-Diversity with OTFAD

(a)

““‘h“lll“‘ ” |
LA AOA ||II| |.I||I i

uSFD ®SCQED mOTFAD mSFD mSCQED mOTFAD
1.00

0.80

Data thlllty

Z0.60

1.79 1.67 157 149 142
c

Onlyd dandc dandl d,c,andl
Parameters





media/file3.png
@

re-higher education

‘ Higher education

Early childhood
education

Primary education

Infant school
Primary school

Secondary education

Middle school

Associate degree

Master’s degree

Bachelor’s degree |

Doctoral degree

Post-doctoral research






media/file17.png
~-SFD -#SCQED -+ OTFAD ~-SFD = SCQED -+ OTFAD

10% 20% 30% 40% 50% 60% 70% 80% 90% 100%

10% 20% 30% 40% 50% 60% 70% 80% 90% 100%
ets e size of datasets

e size of datas

~e-SFD -#SCQED -+ OTFAD

Data utility
° S
5 3

e
¥
S

10% 20% 30% 40% 50% 60% 70% 80% 90% 100%
e size of datasets





media/file19.png
Data utility
S o o o =
[3%3 B (=) 0 (=
(=] (=] (=] (=] (=]

o
=)
S

uSFD mSCQED m=OTFAD

FCFS Greedy Optimal FCFS Greedy Optimal FCFS Greedy Optimal
Data generalization Data suppression Data generalization and
suppression

Aloarith d di






media/file4.jpg





media/file2.jpg
oy s

[—

[

e ——

[v— s ]

E e ] it | i ] | e
Wimpner | ot ] orviepee ] o] [iman]

e
|
{Seortigh ot ]





