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Abstract: This paper presents a comprehensive time-series analysis framework leveraging
the Temporal Fusion Transformer (TFT) architecture to address the challenge of multi-
horizon forecasting in complex ecological systems, specifically focusing on global fishery
resources. Using global fishery data spanning 70 years (1950-2020), enhanced with key
climate indicators, we develop a methodology for predicting time-dependent patterns
across three-year, five-year, and extended seven-year horizons. Our approach integrates
static metadata with temporal features, including historical catch and climate data, through
a specialized architecture incorporating variable selection networks, multi-head attention
mechanisms, and bidirectional encoding layers. A comparative analysis demonstrates the
TFT model’s robust performance against traditional methods (ARIMA), standard deep
learning models (MLP, LSTM), and contemporary architectures (TCN, XGBoost). While
competitive across different horizons, TFT excels in the 7-year forecast, achieving a mean
absolute percentage error (MAPE) of 13.7%, outperforming the next best model (LSTM,
15.1%). Through a sensitivity analysis, we identify the optimal temporal granularity
and historical context length for maximizing prediction accuracy. The variable selection
component reveals differential weighting, with recent market observations (past 1-year
catch: 31%) and climate signals (ONI index: 15%, SST anomaly: 10%) playing significant
roles. A species-specific analysis uncovers variations in predictability patterns. Ablation
experiments quantify the contributions of the architectural components. The proposed
methodology offers practical applications for resource management and theoretical insights
into modeling temporal dependencies in complex ecological data.

Keywords: time-series analysis; multi-horizon forecasting; Temporal Fusion Transformer;
feature importance; sequential data; network interpretability

MSC: 68T07

1. Introduction

The accurate forecasting of global fish catch is a critical challenge for ensuring food
security, maintaining marine ecological balance, and informing economic policies on fish-
eries [1-3]. With the increasing threats of overfishing and climate change, sustainable
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fisheries management has become an urgent priority [4]. Effective resource allocation,
policy planning, and catch quota adjustments rely on robust forecasting models that can
predict fishery trends over various time scales, including short-term (e.g., three years),
medium-term (e.g., five years), and longer-term (e.g., seven years) horizons [5]. However,
achieving high-precision predictions remains complex due to the dynamic nature of ma-
rine ecosystems, market fluctuations, policy interventions, and the significant influence of
external environmental drivers like climate variability [6].

Traditional time-series forecasting methods, such as AutoRegressive Integrated Mov-
ing Average (ARIMA) and Seasonal ARIMA, have been used for fish catch prediction [7].
While useful for linear trends, they struggle to integrate multiple external factors (like cli-
mate data) and capture complex non-linear dependencies [8]. Moreover, they often require
extensive manual feature engineering and assumptions, limiting their adaptability [9].

Deep learning models, particularly Long Short-Term Memory (LSTM) and Gated
Recurrent Unit (GRU) networks, have shown promise [10,11]. However, their effectiveness
can be limited in multi-horizon forecasting: they may struggle with very long sequences,
and often lack inherent interpretability, hindering expert insights into the domain [12].
Other advanced techniques like Temporal Convolutional Networks (TCNs) [13] and gra-
dient boosting machines like XGBoost offer alternative powerful approaches but may
face challenges in seamlessly integrating diverse input types (static, dynamic observed,
dynamic known) or providing built-in temporal interpretation mechanisms suited for
complex time-series interactions.

Recently, Temporal Fusion Transformer (TFT) has emerged as a state-of-the-art deep
learning framework specifically designed for multi-step forecasting with high interpretabil-
ity [14-16]. TFT combines recurrent layers with self-attention, enabling it to capture both
local and long-range temporal dependencies. Crucially, it incorporates mechanisms to
handle various input types (static metadata, past time series, known future inputs) and
provides built-in variable selection and attention-based interpretability [17,18]. Despite its
potential, systematic application and rigorous evaluation of TFT, especially integrating key
climate drivers and assessing performance over extended forecast horizons, for global fish
catch forecasting remain limited.

This study aims to bridge this gap by developing and evaluating a TFI-based fore-
casting model using historical fish catch data (1950-2020) from the Sea Around Usdataset
augmented with climate indicators (annual ONI index and global SST anomalies). Specifi-
cally, we seek to achieve the following: First, construct a TFT model capable of predicting
global fish catch trends over three-year, five-year, and seven-year horizons, leveraging
historical catch, static attributes, and climate data. Next, comprehensively compare TFT’s
performance against a wide range of benchmarks, including ARIMA, Multi-layer Percep-
tron (MLP), LSTM, TCN, and XGBoost, evaluating predictive accuracy across all horizons.
Then, utilize TFT’s built-in interpretability tools to analyze key factors influencing fish catch
fluctuations, including the relative importance of historical catch versus climate signals.

The primary contributions of this work are as follows:

*  Wepropose and validate a TFT-based approach for short-to-long-term (3, 5, and 7 years)
global fish catch forecasting, demonstrating its ability to effectively integrate histor-
ical trends, static identifiers, and crucial climate variability data while maintaining
explainability.

*  We fine-tune the TFT architecture for the specific characteristics of the Sea Around Us
dataset enriched with climate information.

*  We systematically benchmark TFT against five diverse established models (ARIMA,
MLP, LSTM, TCN, XGBoost), showcasing its advantages, particularly in its robustness
for longer forecasting horizons and its capacity to leverage external climate drivers.



Mathematics 2025, 13, 1339

30f19

By leveraging state-of-the-art deep learning techniques and incorporating essential
environmental context, this study provides an interpretable and high-accuracy forecasting
framework, offering valuable insights for sustainable fisheries management, especially for
medium-to-longer-term planning horizons.

2. Related Work

The prediction of fishery catch volume is a critical area of research that intersects
with marine resource management, economic planning, and environmental sustainability.
Over the years, various modeling approaches have been employed to forecast fishery yields,
ranging from traditional statistical methods to advanced deep learning architectures [19,20].
Each class of models offers unique advantages and limitations, particularly in handling
non-linearity, incorporating external variables, and enabling multi-step forecasting. This
section provides an overview of the primary methodologies employed in fishery catch
forecasting, including traditional statistical approaches, biologically and economically
driven models, and recent advancements in deep learning-based time-series forecasting.

2.1. Traditional Statistical Models for Fishery Forecasting

Historically, statistical models have played a dominant role in time-series forecasting
due to their mathematical rigor, interpretability, and relatively low computational cost.
Some of the most widely used statistical approaches for fishery forecasting include AutoRe-
gressive Integrated Moving Average (ARIMA), Seasonal ARIMA (SARIMA), and Vector
AutoRegression (VAR) [21,22]. These models primarily focus on capturing trends, seasonal-
ity, and autocorrelation in historical catch data as shown in Table 1.

However, their effectiveness is constrained by several limitations. First, these mod-
els rely on strong stationarity assumptions, requiring pre-processing techniques such as
differencing and detrending to stabilize time series. Second, they struggle to integrate
multiple exogenous variables, which are crucial in fisheries forecasting due to the influence
of environmental and economic factors such as sea surface temperature, El Niflo-Southern
Oscillation (ENSO) events, and fishing regulations [23]. Finally, traditional statistical mod-
els generally underperform in long-horizon forecasting because they rely on extrapolating
patterns from historical data without the ability to model complex temporal dependencies
dynamically [24].

Table 1. Comparison of traditional statistical models for fishery forecasting.

Model Strengths Limitations Typical Use Cases
Effective for short-term As.sgmes stationarity; limited Monthly or annual fish catch
ARIMA [25] . . ability to model exogenous . .
univariate forecasting trends based on historical data
factors
. Requires manual parameter Forecasting seasonal fishery
SARIMA [26] Captures seasonality better tuning; computationally yields, e.g., quarterly catch
than ARIMA . .
expensive for large datasets predictions
Models interdependencies Requires large datasets; less Analyzing interactions between
VAR [27] between multiple time effective for non-linear fish stock levels and
series dependencies environmental variables

2.2. Biological and Economic Models for Fishery Forecasting

In addition to statistical methods, fisheries forecasting has been approached through
biologically and economically driven models. Biomass-based models, such as the Schaefer
surplus production model and age-structured models, are commonly used to estimate stock
dynamics based on recruitment, growth, and mortality rates [28]. Economic models, on the
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other hand, incorporate market demand, price elasticity, and trade policies to project future
fishery yields [29].

Despite their theoretical rigor, these models exhibit significant shortcomings when
applied to large-scale historical datasets. Many biological models assume equilibrium
conditions and fail to account for abrupt changes caused by environmental fluctuations or
regulatory interventions. Economic models, while useful for price and demand forecasting,
are often inadequate for predicting actual fish catch volumes due to the unpredictable
nature of ecological variables [30].

2.3. Deep Learning Approaches for Time-Series Forecasting in Fisheries

Recent advances in deep learning have introduced powerful alternatives to traditional
time-series forecasting methods, particularly for handling complex temporal dependencies
and multi-source data integration.

Recurrent neural network (RNN)-based architectures, such as LSTM and GRU net-
works, have demonstrated promising results in short-term and mid-term fishery fore-
casting [31,32]. These models excel at capturing sequential dependencies and non-linear
patterns in fishery datasets. However, they suffer from issues such as vanishing gradients
over long sequences and limited interpretability, making them less ideal for multi-horizon
forecasting where explainability is crucial.

Transformer-based models, which leverage attention mechanisms, have recently
gained traction for time-series forecasting [33-35]. Models such as the Informer and Auto-
former architectures have proven effective in large-scale, long-sequence forecasting due
to their ability to dynamically focus on relevant historical patterns while handling sparse
data efficiently [36]. TFT, in particular, has emerged as a state-of-the-art deep learning
model for multi-horizon forecasting [37]. Unlike traditional transformers, TFT incorporates
additional interpretability features such as variable selection networks and self-attention
mechanisms, enabling it to identify key drivers of fishery fluctuations while maintaining
high predictive accuracy.

2.4. Application of the Sea Around Us Dataset in Fisheries Management

The Sea Around Us dataset [38] is one of the most comprehensive sources of historical
fish catch data, covering global, national, and species-specific records from 1950 onwards.
The dataset includes detailed information on exclusive economic zones (EEZs), large marine
ecosystems (LMEs), taxonomic classifications, and fishing gear types, making it a valuable
resource for both retrospective analysis and forecasting applications [39].

Previous studies utilizing this dataset have predominantly focused on historical trend
analysis and time-series retrospection rather than predictive modeling. Most research
efforts have aimed at reconstructing total global catch estimates, assessing the impact of
illegal and unreported fishing, and analyzing long-term sustainability trends [40]. However,
the application of deep learning models, particularly TFT, for multi-horizon forecasting
using this dataset remains relatively unexplored. This study aims to fill this gap by lever-
aging the Sea Around Us data to develop a scalable, interpretable forecasting framework
for short-term fisheries prediction. By integrating state-of-the-art deep learning method-
ologies with high-quality fishery datasets, this research contributes to the growing field of
fisheries management, providing insights that can support sustainable fishing practices,
quota regulations, and economic policy decisions.
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3. Data and Task Definition
3.1. Data Source

The primary dataset used in this study is obtained from the Sea Around Us plat-
form [38], providing reconstructed fish catch estimates from 1950 to 2020. It covers various
regions, exclusive economic zones, and species groups. For this study, we have selectively
chosen data from the top 10 fishing nations based on their total reported catch volume
over the past two decades (Table 2). Additionally, we focus on 10 major commercially
significant species groups, ensuring the dataset remains representative yet computationally
manageable. An example subset of the data for Norway is shown in Figure 1.

The selected dataset consists of approximately 3.2 million records, with annual fish
catch values reported in metric tons. Each record includes attributes like country of origin,
species group classification, fishing gear type, and commercial sector classification, as
shown in Table 3. To enhance the predictive power by incorporating crucial environmental
context, we augmented this dataset with two key annual climate indicators:

*  Annual Oceanic Nifio Index (ONI): Derived from the monthly ONI data provided
by the NOAA Climate Prediction Center (CPC) [41], the ONI, based on a 3-month
running mean of SST anomalies in the Nifio 3.4 region (5° N-5° S, 120°-170° W), is
a primary indicator for monitoring El Nifio and La Nifia events. We calculated the
annual average ONI for each year from 1950 to 2020.

*  Annual global mean sea surface temperature (SST) anomaly: This is calculated from
the monthly NOAA Extended Reconstructed Sea Surface Temperature (ERSST) v5
dataset [42]. This dataset provides global gridded SST data back to 1854. We computed
the global average SST anomaly for each month relative to a 1971-2000 baseline and
then averaged these monthly anomalies to obtain an annual value for 1950-2020.

These climate indicators were integrated into the dataset, aligning them by year with the
corresponding fish catch records.

Table 2. Statistical summary of selected fishing nations.

Total Catch EEZ
Country (Million Tons, Coverage Major Species Groups Primary Fishing Gear
2000-2020) (sq.km)
China 450.2 877,019 Small pelagics, tuna, crustaceans Trawling, purse seining
Indonesia 270.5 6,159,032 Tuna, cephalopods, small pelagics Longlining, gillnetting
[;211:5;1 210.3 11,351,000 Cod, crustaceans, small pelagics Trawling, purse seining
Peru 385.6 906,454 Small pelagics, tuna, cephalopods ~ Purse seining, trawling
India 195.8 2,305,143 Crustaceans, small pelagics, tuna Trawling, gillnetting
Japan 198.1 4,479,388 Tuna, small pelagics, cephalopods  Longlining, purse seining
Russia 175.4 7,566,673 Cod, small pelagics, crustaceans Trawling, longlining
Vietnam 155.2 417,663 Small pelagics, tuna, cephalopods  Gillnetting, purse seining
Norway 142.9 2,385,178 Cod, capelin, Atlantic herring Trawling, longlining
Philippines 125.7 2,263,816 Tuna, small pelagics, crustaceans Purse seining, gillnetting

Preprocessing steps were implemented, including aggregation, normalization of nu-
merical features (including catch volume and climate indicators, using standardization
based on training set statistics), and categorical encoding of static attributes. Missing values
in historical records were handled using interpolation or zero-padding. The dataset was
structured globally and for specific species groups.
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Figure 1. Examples of Norway fishing catch data.

Table 3. Summary of the dataset features used in modeling.

Feature Data Description and Role in Model
Type
Year Integer The year of the recorded fish catch (1950-2020).
Fish Catch Volume Float Total fish catch (metric tons), normalized. (Target variable history)
Country Identifier Categorical Country reporting the catch. (Static covariate)
Species Group Categorical Taxonomic classification. (Static covariate)
Annual ONI Index Float Annual average ONI value, normalized. (Past observed covariate)
Annual Global SST Annual average global SST anomaly (rel. to baseline), normalized.
Float .
Anomaly (Past observed covariate)
Time Index Integer Index representing the relative time step.

3.2. Prediction Task

The objective is to develop a forecasting model capable of predicting global and species-
specific fish catch volumes over multiple time horizons using historical data including
catch history and climate indicators. The prediction task is framed as a multi-horizon
forecasting problem, where the model utilizes past fishery data to estimate cumulative
catch over three-year, five-year, and seven-year periods.

The target variable for prediction is the cumulative fish catch over predefined fore-
casting horizons. Given historical data up to year ¢, the model is required to predict the
total catch for the subsequent periods: t 41 to t + 3 (3-year forecast), t +- 1 to t + 5 (5-year
forecast), and t 4 1 to t + 7 (7-year forecast). For example, when trained on data up to 2010,
the model generates predictions for the cumulative catch from 2011 to 2013, 2011 to 2015,
and 2011 to 2017. This approach captures short-term fluctuations, medium-term trends,
and allows for longer-term strategic assessment.

The dataset is partitioned into three subsets to facilitate training, validation, and testing:

*  Training set (1950-2010): Used to learn temporal patterns and model parameters.

¢  Validation set (2011-2015): Used for hyperparameter tuning and early stopping.

o  Test set (2016-2020): Used for final evaluation of forecasting performance on
unseen data.
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For evaluating the 7-year forecast performance on the test set (ending in 2020), pre-
dictions starting in 2016, 2017, etc., are assessed based on the available actual data up to
2020. Specifically, the error for a 7-year forecast initiated in year ¢4+ (Where tgz4+ > 2016)
is calculated over the available future steps k = 1, ..., min(7,2020 — tsqr¢ ).

3.3. Feature Engineering

To ensure the model captures essential temporal dependencies and explanatory factors,
the dataset is structured into feature categories suitable for TFT:

e  Static covariates: Categorical attributes that remain constant over time for each entity
(time series), including the country identifier and species group classification. These
are processed using embedding layers to learn meaningful representations.

*  Past observed inputs: Time-dependent features observed up to the current time step
t. This includes the historical fish catch volumes (target variable history) and the
historical climate indicators (annual ONI, annual global SST anomaly) spanning a
rolling window of 20 years (i.e., from f — 19 to ¢).

e  Future known inputs: Time-related attributes known for the entire forecast horizon
(t+1tot+ 7, where Tis 3, 5, or 7). In this study, this primarily includes the relative
time index (e.g., 1 for the first forecast step, 2 for the second, etc.) and potentially the
calendar year embedding if deemed known.

This structuring allows TFT to leverage different types of information appropriately
during the encoding and decoding phases.

3.4. Evaluation Metrics
To systematically assess the performance of the forecasting models, multiple standard
error metrics are employed:

*  Root mean squared error (RMSE): Measures the square root of the average squared
differences between predicted (7;) and actual (y;) values. It penalizes larger errors
more heavily.

*  Mean absolute error (MAE): Measures the average absolute differences between
predicted and actual values, providing a linear score of the error magnitude.

1 N
MAE = = Y |yi — Jil )
Nz‘:l

¢  Mean absolute percentage error (MAPE): Measures the average absolute percent-
age difference relative to the actual value. It is scale-independent but sensitive to
zero or near-zero actual values (which are avoided here due to log-transformation
or handling).

Yi — 7
Vi

1

MAPE =

N ©

100%
i=1
Lower values for all metrics indicate better predictive accuracy. These metrics are
calculated separately for the 3-year, 5-year, and 7-year cumulative forecast horizons on the

test set.
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4. Methodology
4.1. Temporal Fusion Transformer for Fishery Forecasting

The forecasting model in this study is based on TFT [14], a state-of-the-art deep
learning architecture designed specifically for multi-horizon time-series forecasting. Unlike
traditional autoregressive models such as ARIMA and deep learning-based recurrent neural
networks, which often struggle with long-range dependencies and multi-source feature
integration, TFT effectively captures both local and long-term temporal patterns while
offering interpretable insights into feature importance, as shown in Figure 2. This makes it
particularly well suited for modeling fishery catch trends, which exhibit non-linear seasonal
variations and long-term shifts influenced by environmental and regulatory factors, as
shown in Figure 3.

Forecast Time

Forecasts
Past Targets

/ |

Prediction Static
Model Covariates

1
1
Observed Inputs :

Known Inputs

Figure 2. Illustration of multi-horizon forecasting.

Dense Dense
Add &1 Norm <-|I Add 8? Norm <-:
Gate H Gate |
t ; t ;
Position-wise i i
Feed-forwrd GRN i GRN i
--------------------------------- [N Y O
Add & Norm ! Add & Norm
Temporal Gate ] Gate
Self-Attention i

]S;“‘_‘c GRN GRN GRN GRN
nrichment N N N N
| | | | , | ;
Add & Norm Add & Norm Add & Norm --' Add & Norm —-'
Static Gate Gate Gate Gate
Convairate 4 4 4 4
Encoders LSTM LSTM LSTM LSTM
) Encoder ) Encoder — Decoder — Decoder
A A A A
Variable Variable Variable Variable Variable
Selection Selection Selection Selection Selection
4 £~ =1 £~ =1
Static ~ ~
Metadata Past Inputs Known Feature Inputs

Figure 3. Illustration of Temporal Fusion Transformer model architecture.
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Given a historical time series x;_7.; of observed fishery catches spanning T years, along
with known future covariates c;; 1.1 for a forecasting horizon 7, the objective is to predict
the target sequence y, , 1., .- Mathematically, the forecasting process is represented as

Vistire = f(Xe—Tit, Co1:040,9), 4)

where s represents static covariates such as country identifiers and species classifications.
The TFT processes these inputs through a series of specialized network modules that
enhance predictive performance while preserving interpretability.

The first key component of TFT is the variable selection network, which dynamically
assigns importance weights to input features at each time step, enabling the model to
filter out irrelevant information and reduce noise. Given an input vector x; at time step ¢,
the importance score a; for each feature x! is computed as

w; = softmax(WTReLU(Vx; +b)), (5)

where W, V, and b are learnable parameters. The selected features are then propagated to
the main processing layers.

The core temporal modeling is handled by an LSTM-based encoder—decoder mod-
ule. The encoder compresses historical fishery catch data into a latent representation by
sequentially updating a hidden state h; through the recurrence relation

hy = c(Wphi—1 + Wix; +by,), (6)

where o denotes a non-linear activation function such as the hyperbolic tangent. The de-
coder then reconstructs future values by leveraging these encoded states and the known
future covariates.

To capture long-term dependencies, TFT incorporates an interpretable multi-head
attention layer. This module allows the model to focus on different past time steps when
making predictions for future values. The attention scores are computed as

Atin(Q, K, V) = softmax (QKT) Vv, (7)
Vi

where Q, K, and V represent the query, key, and value matrices, respectively, and dj is a

scaling factor. This mechanism ensures that the model learns significant historical patterns

that influence future trends.

TFT also integrates static covariate encoders to transform categorical features, such as
country and species IDs, into dense embeddings. These embeddings are then incorporated
into the temporal processing layers to contextualize predictions. Additionally, gating mech-
anisms and skip connections are employed throughout the network to prevent overfitting
by allowing selective information flow through different layers. The gating function is

defined as
7 = O(sz ‘|— bz), (8)

where z acts as a dynamic filter that determines how much information from previous
layers should be retained.

4.2. Adaptation of TFT for Fishery Catch Prediction

The TFT model is adapted to predict global fishery catch by structuring its inputs and
outputs according to the dataset characteristics. The input sequence length (look-back win-
dow) is set to 20 years, allowing the capture of long-term trends in both catch and climate
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patterns. Zero-padding handles records with fewer than 20 years of history. The forecasting
task involves predicting cumulative catch for three-year, five-year, and seven-year horizons.
The input features are categorized as described in Section 3.3:

e Past observed inputs include the sequence of normalized annual fish catch volumes
and the sequences of normalized annual ONI and annual global SST anomaly over
the preceding 20 years.

e  Future known inputs primarily consist of the relative time indices for the forecast
steps (1to3,1to 5, or1to 7).

e  Static attributes are the embedded country and species group identifiers.

The model produces quantile predictions for each future time step (t +1, ..., t + 7).
For point forecasts (used in RMSE, MAE, MAPE evaluation), the median prediction (quan-
tile T = 0.5) is used. The cumulative forecast for a horizon H (where H € {3,5,7}) is com-
puted by summing the median point forecasts for the individual steps within that horizon:

H
Desrerr = Y0 ©)
k=1

4.3. Loss Function and Evaluation Metrics

The primary loss function used to train TFT is the mean squared error (MSE), which
minimizes the squared differences between predicted and actual cumulative fishery catch
values. Additionally, the root mean squared error (RMSE) is employed as a performance
metric to provide a more interpretable measure of the prediction error magnitude.

To account for uncertainty in forecasting, the model is also trained using the quantile
loss function at the 50th and 90th percentiles. The quantile loss is defined as

N
Lr= % Y max(t(y; — 9:), (1 — 1) (9 — v1)), {10
i=1

where T denotes the quantile level, such as T = 0.50 for median estimation or T = 0.90 for
upper-bound predictions.

5. Experiments
5.1. Data Preparation and Preprocessing

The dataset, sourced from Sea Around Us and augmented with annual ONI and global
SST anomaly data, covers global fishery catch records from 1950 to 2020. Preprocessing
involved handling missing values (linear interpolation or zero-padding), aggregating data
where necessary, and feature scaling. Numerical features, including the target variable (fish
catch volume) and the climate indicators (ONI, SST anomaly), were transformed using
log(1+ x) to reduce skewness and then standardized by subtracting the mean and dividing
by the standard deviation, with parameters derived solely from the training set (1950-2010).
Categorical features (country, species) were encoded. The data were structured for input
into the time-series models, with temporal partitioning into training (1950-2010), validation
(2011-2015), and test (2016-2020) sets.

5.2. Baseline Models for Comparison
To rigorously evaluate the TFT model’s effectiveness, five diverse baseline methods

were implemented and evaluated on the same dataset:

¢ ARIMA (Autoregressive Integrated Moving Average): Where applicable, exogenous
climate variables (ONI, SST) were included, effectively creating an ARIMAX model.
Models were fitted independently for each country—species time series.
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e MLP (Multi-layer Perceptron): A feedforward neural network with two hidden layers
(ReLU activation) using a flattened sequence of the past 20 years of catch and climate
data as input features to directly predict the cumulative catch for each horizon (3, 5,
7 years).

¢ LSTM (Long Short-Term Memory) network: A standard two-layer LSTM network
processing sequences of the past 20 years of catch and climate data to forecast future
steps, from which cumulative values were derived.

¢ TCN (Temporal Convolutional Network): Implemented using stacked dilated causal
convolutional layers to capture temporal dependencies from the 20-year input se-
quences of catch and climate data.

*  XGBoost: An optimized gradient boosting decision tree model. Input features included
lagged values of catch and climate data, rolling window statistics, and encoded
static features.

The primary model evaluated was the Temporal Fusion Transformer (TFT) [14], configured
as described in Section 4 to leverage static, past observed (catch, ONI, SST), and future
known (time index) inputs.

5.3. Hyperparameter Configuration and Training Strategy

The model hyperparameters were tuned based on performance (minimizing RMSE on
the 5-year forecast) on the validation set (2011-2015). Key parameters for TFT included the
follwing: hidden state size of 64; two attention heads; dropout rate of 0.2; and batch size
of 128. For the LSTM and TCN, hidden layer sizes/filter numbers and layer counts were
tuned. For the MLP, the hidden layer dimensions were optimized. For XGBoost, parameters
like tree depth, number of estimators, and learning rate were tuned using grid search or
randomized search. All neural network models (TFT, LSTM, TCN, MLP) were trained
using the Adam optimizer with an initial learning rate of 0.001 and employed the quantile
loss (quantiles: 0.1, 0.5, 0.9). Training proceeded for a maximum of 100 epochs, utilizing
early stopping with a patience of 10 epochs based on validation loss to prevent overfitting.
Each model was trained and evaluated three times using different random seeds to ensure
robustness of the results; the average performance across these runs is reported.

6. Results and Analysis

This section presents an empirical evaluation of the Temporal Fusion Transformer
model against the selected baselines across different forecasting horizons (3, 5, and 7 years).
All models were trained and evaluated using the dataset enriched with historical catch
data and the annual ONI and global SST anomaly climate indicators.

6.1. Overall Prediction Accuracy

The comparative forecasting performance of all evaluated models on the test set
(2016-2020) is detailed in Table 4. The results across the RMSE, MAE, and MAPE metrics
reveal that while performance varies by horizon and metric, the Temporal Fusion Trans-
former consistently demonstrates robust and often superior accuracy, particularly for the
extended 7-year forecast.

For the 7-year horizon, TFT achieves the lowest error across all metrics, recording an
RMSE of 2.18, MAE of 1.71, and MAPE of 13.7%. This marks a clear advantage over the next
best models at this horizon, LSTM (MAPE 15.1%) and TCN (MAPE 15.4%). The relative
MAPE improvement of TFT over LSTM at 7 years is approximately 9.3%. This supe-
rior long-term performance underscores TFI’s capability in capturing enduring temporal
dependencies potentially modulated by multi-year climate cycles present in the input data.
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At the 5-year horizon, TFT also leads in overall performance, achieving the lowest
RMSE (1.94), MAE (1.49), and MAPE (12.0%). For the 3-year horizon, the competition is
closer; while LSTM achieves a slightly lower MAPE (9.6% vs. TFT’s 9.7%), TFT secures the
best RMSE (1.60) and MAE (1.22), indicating high accuracy even in the shorter term.

When compared against the strong non-recurrent baselines, TFT maintains its lead.
Its 7-year MAPE of 13.7% is considerably better than XGBoost’s 16.5% and TCN'’s 15.4%.
This suggests that TFT’s architecture, specifically designed for multi-horizon forecasting
with heterogeneous inputs and attention mechanisms, effectively leverages the combined
information from catch history, climate signals, and static attributes more efficiently than
these alternative approaches for this specific task.

As expected, the traditional ARIMA model and the simpler MLP architecture exhibit
significantly higher errors, especially as the forecast horizon lengthens. This reflects their
inherent limitations in modeling the complex non-linear dynamics and diverse data types
characterizing global fisheries.

Figure 4 provides a visualization of the spatial distribution of prediction errors derived
from the TFT model’s 5-year forecasts. It highlights geographical variations in predictability,
with larger errors often coinciding with regions known for highly variable fish stocks or
those particularly sensitive to large-scale climate events.

Table 4. Overall prediction performance comparison.

Model RMSE MAE MAPE (%)
3-Year 5-Year 7-Year 3-Year 5-Year 7-Year 3-Year 5-Year 7-Year

ARIMA 1.98 2.45 2.82 1.53 1.90 2.21 13.3 15.9 18.3
MLP 1.85 2.32 2.67 1.45 1.76 2.05 12.1 14.6 17.0
LSTM 1.62 2.08 2.40 1.23 1.57 1.85 9.6 13.0 15.1
TCN 1.70 2.13 2.45 1.31 1.61 1.90 10.9 13.4 15.4
XGBoost 1.78 2.23 2.58 1.38 1.70 2.00 11.5 14.2 16.5
TFT 1.60 1.94 2.18 1.22 1.49 1.71 9.7 12.0 13.7

Note: Lower values indicate better performance. Bold indicates the best-performing model for each metric and
horizon.

Figure 4. Global prediction error visualization based on the TFT model’s 5-year forecast. Yellow
circles demonstrate total fish catch; green circles demonstrate the prediction error.
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6.2. Prediction Performance at Species Level

Table 5 illustrates the TFT model’s forecasting accuracy for ten commercially important
fish species across the 3-, 5-, and 7-year horizons. The results highlight substantial hetero-
geneity in predictability among different species groups. This variation likely stems from a
combination of factors, including species-specific life history traits, differing sensitivities to
environmental fluctuations captured by the ONI and SST inputs, varying fishing pressures,
and data quality differences.

For instance, Atlantic herring maintains relatively high predictability, exhibiting the
lowest 7-year MAPE among the group at 10.8%. This suggests its population dynamics
within the studied period might be more stable or better explained by the model’s input
features. Conversely, cephalopods consistently show higher prediction errors, reaching a
7-year MAPE of 14.2%. This aligns with the known rapid turnover and high sensitivity
of many cephalopod populations to oceanographic conditions, making them inherently
more challenging to forecast accurately, even with climate data included. Other species
like anchovy and cod also show relatively higher errors over longer horizons, possibly
linked to recruitment variability and strong ENSO influences (for anchovy) or complex
stock dynamics and historical fishing impacts (for cod).

Table 5. TFT model prediction performance for 10 common fish species.

Species Group RMSE MAE MAPE (%)
3-Year 5-Year 7-Year 3-Year 5-Year 7-Year 3-Year 5-Year 7-Year

Tuna 1.18 1.52 1.79 0.92 1.18 1.40 8.4 10.1 11.9
Cod 1.28 1.74 2.06 1.03 1.36 1.61 9.0 11.2 13.2
Herring 1.10 1.43 1.69 0.87 1.11 1.32 8.0 94 10.8
Anchovy 1.23 1.62 1.95 0.98 1.26 1.52 8.7 10.6 12.5
Mackerel 1.15 1.54 1.85 0.90 1.16 1.42 8.2 9.9 11.7
Salmon 1.20 1.58 1.90 1.00 1.27 1.50 8.8 10.9 12.8
Crustaceans 1.30 1.76 2.10 1.05 1.37 1.65 9.2 114 13.6
Squid 1.25 1.66 2.00 1.02 1.31 1.56 9.1 11.1 13.3
Flatfish 1.29 1.71 2.04 1.07 1.38 1.66 94 11.6 13.9
Cephalopods 1.33 1.79 2.15 1.09 1.42 1.70 9.7 11.9 14.2

6.3. Model Interpretation and Feature Importance

Understanding the key drivers behind the forecasts is essential. TF1’s variable selec-
tion network (VSN) provides quantitative insights by assigning importance scores to each
input feature, averaged over time steps and forecast horizons, as shown in Figure 5.
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Figure 5. TFT model attention distribution over historical data.
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Table 6 displays the feature importance ranking from the trained TFT model. As antic-
ipated, the most recent historical catch volume (past 1-year fish catch) remains the most
influential feature, with an importance score of 0.31, reflecting the strong autoregressive
nature of fisheries data. However, the integrated climate indicators demonstrate substantial
predictive power. The annual ONI Index ranks as the third most important feature with a
score of 0.15, confirming the substantial influence of ENSO patterns on global fisheries, as
captured by the model. The annual global SST anomaly also contributes notably, ranking
fifth with a score of 0.10.

Together, these two climate variables account for 25% of the total feature importance,
clearly demonstrating their value in complementing the information derived purely from
historical catch trends (1-year and 3-year average catch combine for 46% importance). Tem-
poral context (year embedding, 12%) and static attributes differentiating entities (country
ID, 9%; species group ID, 8%) also contribute meaningfully. This analysis quantitatively
validates the benefit of incorporating environmental context into the forecasting model, al-
lowing it to capture dynamics beyond simple historical extrapolation, as shown in Figure 6.

Table 6. Feature importance ranking from TFT variable selection network.

Feature Importance Score
Past 1-Year Fish Catch Volume 0.31
Past 3-Year Average Catch Volume 0.15
Annual ONI Index 0.15
Year Embedding 0.12
Annual Global SST Anomaly 0.10
Country Identifier 0.09
Species Group Identifier 0.08

Quantile Loss
O T S
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Figure 6. Quantile loss across different prediction horizons.

6.4. Ablation Study

To dissect the contribution of different architectural components within the TFT model,
an ablation study was performed. Key modules were systematically removed, and the
model was retrained and evaluated. The results, shown in Table 7, quantify the impact of
each component on the forecasting accuracy across the three horizons.

The most substantial performance degradation occurs when temporal covariates
are removed (7-year RMSE increases by 0.32 from 2.18 to 2.50). This component group
includes the time index and, crucially, the ONI and SST climate variables, highlighting
the vital role of incorporating both sequential context and external environmental drivers
for effective prediction. The exclusion of static embeddings (country, species identifiers)
also significantly impacts performance (7-year RMSE rises to 2.38), confirming that entity-
specific information provides essential context for the model.
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Omitting the multi-head attention mechanism or the variable selection network leads
to smaller, yet consistent, performance degradation. For example, removing attention
increases the 7-year RMSE to 2.27. This indicates that while the core temporal process-
ing (LSTM layers) and context integration (static/temporal covariates) are paramount,
the attention mechanism effectively helps the model focus on relevant long-range historical
patterns, and variable selection aids in filtering input features, both contributing positively
to the final accuracy.

Table 7. Ablation study results for the TFT model.

Model Variant RMSE MAE MAPE (%)

odel Varian 3-Year 5-Year 7-Year 3-Year 5-Year 7-Year 3-Year 5-Year 7-Year
Full TFT Model 1.60 1.94 2.18 1.22 1.49 1.71 9.7 12.0 13.7
w /o Variable Selection 1.62 1.98 2.24 1.24 1.53 1.76 9.9 12.4 14.2

w /o Multi-Head Attn
w/o Static Embeddings
w/o Temporal Covariates

1.63 2.00 2.27 1.25 1.54 1.79 10.0 12.6 14.5
1.68 2.07 2.38 1.29 1.59 1.87 10.3 13.0 15.2
1.74 2.18 2.50 1.34 1.67 1.96 10.8 13.7 16.0

Note: Temporal covariates include time index, annual ONI, and annual global SST anomaly.

6.5. Sensitivity Analysis

Two sensitivity analyses were conducted on the final TFT model configuration to
examine its robustness concerning the temporal granularity of the input data and the length
of the historical input sequence (look-back window).

Table 8 shows the impact of aggregating the input data annually, quarterly, or monthly.
The results show that quarterly aggregation yields slightly superior performance compared
to annual aggregation across most metrics and horizons, achieving a 7-year RMSE of
2.14 versus 2.18 for annual data. This suggests that capturing some sub-annual dynamics
offers a small benefit. However, using monthly data significantly degrades performance
(7-year RMSE 2.42), likely because the increased noise outweighs any potential signal gain
at this aggregation level for multi-year forecasting.

Table 9 assesses the impact of varying the input sequence length from 5 to 25 years.
The analysis confirms that employing a 20-year look-back window provides the optimal
balance for prediction accuracy, yielding the lowest errors across the board (7-year RMSE:
2.18). Using substantially shorter histories (5 or 10 years) markedly reduces performance,
demonstrating the importance of capturing long-term dependencies and historical context,
which includes multi-year climate patterns. Extending the history to 25 years provides no
further significant improvement, indicating diminishing returns from incorporating data
beyond two decades for predicting up to 7 years ahead in this context.

Table 8. Impact of temporal granularity on TFT model’s performance.

Granulari RMSE MAE MAPE (%)

ty 3-Year 5-Year 7-Year 3-Year 5-Year 7-Year 3-Year 5-Year 7-Year
Annual Data 1.60 1.94 2.18 1.22 1.49 1.71 9.7 12.0 13.7

Quarterly Data 1.58 1.91 2.14 1.20 1.46 1.67 9.5 11.7 13.3
Monthly Data 1.71 2.10 242 1.31 1.62 191 10.6 13.3 15.6

Note: Bold indicates the best-performing granularity level for each metric and horizon.
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Table 9. Sensitivity Analysis on Input Sequence Length for TFT Model.

Sequence Length (Years)

RMSE MAE MAPE (%)
3-Year 5-Year 7-Year 3-Year 5-Year 7-Year 3-Year 5-Year 7-Year

5 Years
10 Years
15 Years
20 Years
25 Years

1.72 2.19 2.55 1.32 1.69 2.00 11.0 13.9 16.3

1.64 2.02 2.30 1.26 1.55 1.81 10.0 12.6 14.6
1.61 1.96 2.21 1.23 1.51 1.74 9.8 12.2 14.0
1.60 1.94 2.18 1.22 1.49 1.71 9.7 12.0 13.7
1.61 1.95 2.20 1.23 1.50 1.73 9.8 12.1 13.8

Note: Bold indicates the best-performing sequence length for each metric and horizon.

7. Conclusions

This study presented a comprehensive framework and empirical evaluation of the
Temporal Fusion Transformer for multi-horizon global fish catch forecasting, demonstrat-
ing its effectiveness when integrating historical catch data with key climate indicators.
By leveraging the extensive Sea Around Us database augmented with environmental
context, the TFT model successfully predicted fishery trends over three-year, five-year,
and notably, extended seven-year horizons.

Our experiments showed that TFT consistently delivered highly accurate predictions.
It outperformed a diverse set of benchmark models including ARIMA, MLP, LSTM, TCN,
and XGBoost, particularly on the challenging 7-year forecast horizon, where it achieved
the lowest error (MAPE of 13.7%). This result highlights TFT’s superior capability in han-
dling long-range dependencies and effectively fusing heterogeneous information sources
compared to other architectures.

The model’s built-in interpretability provided valuable insights, quantifying the signif-
icant predictive power of the incorporated climate signals. The ENSO indicator and global
SST anomaly collectively accounted for 25% of the feature importance, confirming their
crucial role alongside historical catch trends in driving forecast outcomes. Ablation studies
further validated the importance of both temporal context and static entity information,
while sensitivity analyses confirmed the choice of quarterly aggregation and a 20-year
look-back window as near-optimal for this application.

Despite the promising results, limitations remain. The use of global climate indices,
while informative, might mask important regional environmental variations impacting
specific fisheries. The study focused only on ONI and SST, neglecting other potential
climate modes or ecological drivers (e.g., primary productivity, ocean currents). Further-
more, the evaluation of the 7-year forecast was necessarily limited by the available data
endpoint (2020).

Future research should aim to incorporate higher-resolution regional climate and
oceanographic data to potentially improve predictions for specific stocks. Exploring ad-
ditional environmental drivers and socio-economic factors could further enhance model
realism. Applying this framework to specific fishery management scenarios, such as eval-
uating adaptive quota setting under different climate projections, would demonstrate its
practical utility. Overall, this research underscores the potential of advanced, interpretable
deep learning models like TFT, when appropriately contextualized with environmen-
tal data, to significantly improve our ability to forecast complex ecological systems like
global fisheries over meaningful short-to-long-term planning horizons relevant for sustain-
able management.
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