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Abstract: Visual odometry (VO), including keypoint detection, correspondence establish-
ment, and pose estimation, is a crucial technique for determining motion in machine vision,
with significant applications in augmented reality (AR), autonomous driving, and visual
simultaneous localization and mapping (SLAM). For feature-based VO, the repeatability
of keypoints affects the pose estimation. The convolutional neural network (CNN)-based
detectors extract high-level features from images, thereby exhibiting robustness to view-
point and illumination changes. Compared with descriptor matching, optical flow tracking
exhibits better real-time performance. However, mainstream CNN-based detectors rely on
the “joint detection and descriptor” framework to realize matching, making them incom-
patible with optical flow tracking. To obtain keypoints suitable for optical flow tracking,
we propose a self-supervised detector based on transfer learning named OFPoint, which
jointly calculates pixel-level positions and confidences. We use the descriptor-based de-
tector simple learned keypoints (SiLK) as the pre-trained model and fine-tune it to avoid
training from scratch. To achieve multi-scale feature fusion in detection, we integrate the
multi-scale attention mechanism. Furthermore, we introduce the maximum discriminative
probability loss term, ensuring the grayscale consistency and local stability of keypoints.
OFPoint achieves a balance between accuracy and real-time performance when establishing
correspondences on HPatches. Additionally, we demonstrate its effectiveness in VO and its
potential for graphics applications such as AR.

Keywords: feature extraction; deep learning for machine vision; visual odometry; image
registration; visual slam

MSC: 68T07

1. Introduction
Visual odometry (VO) [1] is a key technique for determining motion in 3D reconstruc-

tion [2], autonomous driving, and augmented reality (AR) [3]. It serves as the foundation
for visual simultaneous localization and mapping (SLAM), enabling pose estimation [4]
through keypoint detection and correspondence establishment, where correspondence
establishment includes both descriptor matching and optical flow tracking. The VO relies
on traditional detectors such as scale-invariant feature transform (SIFT) [5], speeded-up
robust features (SURF) [6], and Oriented FAST and rotated BRIEF (ORB) [7] to establish
correspondences using high-dimensional descriptors [8], and estimate pose by minimizing
reprojection errors [9]. Although descriptor matching establishes robust multi-view geo-
metric constraints between keypoints, the extraction and matching of descriptors affect the
real-time performance.
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In contrast, while optical flow tracking [10] also requires keypoint detection, it does not
rely on descriptors but establishes correspondences based on grayscale patches, exhibiting
better real-time performance. In particular, real-time systems like the visual-inertial system
(VINS)-Mono [11] and semi-direct visual odometry (SVO) [12] achieve keypoint tracking
across consecutive frames using a grayscale patch-based optical flow. If optical flow
tracking that balances accuracy and real-time performance is achieved, it can replace
descriptor matching for establishing correspondences in VO.

Considering optical flow tracking relies on locations and grayscale patch information
of keypoints [13], detecting “optical flow tracking-friendly” keypoints from images is a
crucial step for successful tracking in VO. Such keypoints should exhibit repeatability
under varying illuminations and viewpoints. Compared to handmade keypoints, convolu-
tional neural network (CNN)-based [14] keypoints demonstrate robustness to illumination
variation and can represent higher-level image features. However, mainstream CNN-based
detectors [15] establish keypoint correspondences through descriptors, such as SuperPoint
(SP) [16] and simple learned keypoints (SiLK) [17], following the “joint detection and
description” framework [15] to generate keypoints and descriptors simultaneously.

Due to different methods of establishing correspondences, the keypoints suitable for
descriptor matching and those suitable for optical flow tracking are distinct: the former
emphasizes keypoint robustness and uniqueness, while the latter prioritizes grayscale
consistency and local stability [13]. Consequently, keypoints detected by the “joint detection
and description” framework using optical flow tracking may affect the establishment of
keypoint correspondences in VO.

The main contributions of this paper, aimed at facilitating optical flow tracking in VO
through a keypoint detector named OFPoint, are as follows:

1. To avoid relearning high-dimensional point features for optical flow tracking, we
adopt transfer learning [18] by fine-tuning SiLK as the pre-trained network.

2. To ensure scale invariance in keypoint detection, we introduce the multi-scale attention
mechanism capturing salient point features at different scales.

3. To promote grayscale consistency and local stability, we propose a loss term by
maximizing the distinctiveness between keypoint distances and image grayscale.

4. To validate the effectiveness of the keypoint detector, the VO based on the proposed
feature and optical flow tracking is implemented on the KITTI Vision Benchmark
Suite (KITTI) [19], and the implementation process of VO is shown in Figure 1.

Figure 1. VO consists of three components: keypoint feature detection, correspondence establishment,
and pose estimation.
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The structure of this paper is as follows: Section 2 provides a detailed introduction to
the relevant work, Section 3 presents the specific implementations of the proposed OFPoint
architecture, Section 4 covers the training process and the associated loss terms, Section 5
presents the experimental results and analysis, where the performance of OFPoint and its
integration with VO are evaluated, and Section 6 offers a summary.

2. Related Work
2.1. Keypoint Detection

VO widely employs traditional keypoint detectors, which are designed to iden-
tify keypoints and descriptors in geometric computer vision. Keypoint detectors
such as Harris [20], SIFT, ORB, and SURF, are grounded in geometric concepts like
corners and gradients. Traditional keypoint detectors follow the “detection-before-
description” framework [21], and keypoint matching is achieved by assessing the similarity
between high-dimensional descriptors.

Recently, methods utilizing CNN to extract distinctive keypoints and descriptors have
been proposed. Learned invariant feature transform (LIFT) (2016) [22] introduced an end-to-
end joint formulation consisting of keypoint detection, orientation estimation, and feature
description, but its module-wise optimization fails to account for information sharing.
To capture information sharing between modules, the “joint detection and description”
framework has been proposed, where keypoint detection and descriptor extraction are
simultaneously learned and trained within a unified model.

Departing from LIFT, learning local features from images (LF)-Net (2018) [23] lever-
aged the spatial transformer network for orientation estimation, enabling unsupervised
learning of local descriptors. Another example is SuperPoint (2018) [16], which designed a
self-supervised framework for simultaneous keypoint detection and descriptor generation.
Building upon MagicPoint, which was trained on a synthetic shape dataset with annotated
corners, SuperPoint employed multiple homographies on images to detect keypoints under
varying viewpoints and scales. Although SuperPoint’s self-supervised learning reduces the
demand for annotated data, its training process remains complex, requiring the generation
of synthetic datasets and multi-stage training.

Unlike SuperPoint, joint description and detection (D2)Net (2019) [24] proposed a
single CNN that utilized pixel-level correspondences generated from MegaDepth to train
the model, achieving strong coupling between descriptor extraction and feature detection.
Building upon D2Net, repeatable and reliable detector and descriptor (R2d2) (2019) [25]
introduced a joint measure of reliability and repeatability to guide the optimization. DIS-
crete Keypoints (DISK) (2020) [26] proposed a learning-based framework for local feature
extraction, leveraging policy gradients to enable end-to-end optimization. Rotation-robust
descriptors (RoRD) (2021) [27] learned stable descriptors through orthographic projection,
addressing extreme viewpoint changes. Accurate and lightweight keypoint detection and
descriptor extraction (ALIKE) (2022) [28] introduced a differentiable keypoint detection,
which can backpropagate gradients to produce sub-pixel level keypoints and optimize
locations via reprojection loss.

FeatureBooster (2023) [29] took raw descriptors and geometric properties of keypoints
as input, and employed a self-boosting stage with multi-layer perceptrons and a cross-
boosting stage based on Transformers to enhance descriptors. SiLK (2023) [17] proposed a
differentiable, lightweight detection-description framework that learned to extract robust
keypoints using a self-supervised approach. Despite its simplicity, SiLK achieved state-of-
the-art (SOTA) performance on HPatches.
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2.2. Optical Flow Tracking

A common problem in computer vision is optical flow tracking, defined as the apparent
motion of the pixels between two image frames [30]. Horn and Schunck (HS) [31] leveraged
a variational technique to estimate optical flow, formulated as an energy minimization
problem. In contrast to HS, Lucas–Kanade (LK) [10] introduced a local constraint and
estimated the sparse flow field. To deal with the issue of insufficient pixel displacement,
pyramidal Lucas–Kanade (PLK) [32] was proposed to implement a coarse-to-fine strategy.
To improve the robustness of illumination, some high-order constancy constraints [33],
such as Hessian and Laplacian, were introduced.

Although optical flow tracking offers real-time performance, further optimization is
required when deploying it on resource-constrained devices. Improved total variation L1
(TV-L1) [34] optical flow tracking focused on the mathematical formulation of the algorithm
and explored a novel optimized implementation of the algorithm from both software and
hardware perspectives.

The end-to-end network FlowNet [35] first adopted CNNs to learn the optical flow field
from the synthetic annotated Flying Chairs dataset. Following FlowNet, the spatial pyramid
network (SPyNet) [36] was formulated based on a coarse-to-fine strategy within variational
methods. A convolutional network was trained at each level of the pyramid to compute
optical flow. Inspired by iterative updates, recurrent all-pairs field transforms (RAFT) [37]
introduced a novel network architecture to improve the efficiency of optical flow tracking.
The complexity of end-to-end methods inevitably limits real-time computation. However,
by integrating traditional optical flow tracking with other tasks, such as object detection [38],
these limitations can be partially alleviated, while maintaining a balance between accuracy
and real-time performance within the CNN framework.

Optical flow tracking using OFPoint is neither a traditional optical flow approach nor
a learning-based method. Instead, it integrates learning-based optical flow point detection
with conventional tracking methods, achieving a balance between computational efficiency
and performance. Therefore, we refer to it as hybrid optical flow tracking.

3. Methods
Inspired by the “joint detection and description” framework, we propose a keypoint

detector to replace the detector in VO for optical flow tracking, called OFPoint. OFPoint
consists of a backbone encoder, multi-scale feature fusion module, and joint decoder. The
structure of OFPoint is illustrated in Figure 2. OFPoint generates dense feature maps
through its backbone encoder for subsequent processing. The multi-scale feature fusion
module and joint decoder produce aligned outputs in a single forward propagation. Since
OFPoint’s outputs resemble that of traditional detectors, it can replace traditional detection
in VO, providing suitable keypoints for optical flow tracking.

Figure 2. OFPoint pipeline. OFPoint inputs a grayscale image and outputs the keypoint locations
and confidences. The multi-scale feature fusion module consists of several multi-scale feature fusion
blocks. A single pixel in the output feature map represents 64 pixels in the input grayscale image.
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3.1. Backbone Encoder

Since OFPoint requires keypoint positions and confidences for optical flow tracking,
we use the visual geometry group (VGG)-style [39] shared encoder from SiLK based
on the “joint detection and description” framework as the pre-trained backbone. Fine-
tuning enhances the encoder’s adaptability for optical flow tracking while maintaining
original performance. The backbone encoder includes convolutional layers with a kernel
size of 3, max-pooling layers with a stride of 2, rectified linear unit (ReLU) non-linear
activation functions, and BatchNorm normalization. After three max-pooling layers, the
input grayscale image of size H × W × 1 is transformed into a dense feature map of output
size H

8 × W
8 × 128. The dense feature map serves as the input to the multi-scale feature

fusion module.

3.2. Multi-Scale Feature Fusion Module

To avoid keypoint tracking based on grayscale patches falling into local minima, we
propose a multi-scale feature fusion module composed of several multi-scale feature fusion
blocks. The multi-scale feature fusion blocks consist of multi-scale convolutions with chan-
nel attention [40] and residual connections [41], modeling the interdependencies between
scales, as illustrated in Figure 3. Channel attention, including squeeze and excitation, ap-
plies Global Average Pooling to generate a channel descriptor, which is then fed into fully
connected layers with ReLU and Sigmoid activations to compute channel-wise weights.
The original feature map is recalibrated by multiplying it with these weights, enhancing
important feature channels. Residual connections add the input feature map to the output
of a series of convolutional layers, mitigating the vanishing gradient problem, which helps
preserve low-level features and improves model performance.

Figure 3. The multi-scale feature fusion module consists of several multi-scale feature fusion blocks,
which are composed of multi-scale convolutions, channel attention, and residual connections.

The multi-scale feature fusion block takes dense feature maps from the encoder and
generates new maps of the same size. The input-dense feature maps are grouped by
channels, and different scale convolution operations are applied to each group. These
operations increase the effective receptive field of the feature map by using a different
number of convolution kernels [42], effectively simulating convolutions at multiple scales.

Since some feature maps need to undergo multi-scale extraction, we assign them
greater significance than the others. To achieve this, we apply channel attention to compute
the weight for each channel in the input-dense feature maps and rank the feature maps
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based on the channel weights, called Ordered Channel Weights. This ensures that feature
maps with higher weights undergo feature extraction at multiple scales.

After the multi-scale feature extraction, we compute the scale attention weights based
on channels again. However, instead of considering individual channels, we now consider
the average weight of each group based on the previous grouping, called scale weights.
Since different groups represent different scales, scale-based attention allows us to adjust the
significance of scales in the global feature description, highlighting scale-specific features.

In addition, through residual connections, we add the input feature map to the feature
map obtained through multi-scale feature fusion before ReLU, which enhances feature
transmission and reuse, thereby improving the model’s generalization ability.

The multi-scale feature fusion module consists of two multi-scale feature fusion blocks,
with both the input and output feature maps of each block having 128 channels. The input
feature map is divided into four groups. The selection of the network structure parameters,
specifically the two blocks with 128 channels, is detailed in Section 5.2.4.

3.3. Joint Decoder

In the joint decoder, we optimize the positions and confidences simultaneously to learn
repeatable keypoints without explicit definitions. The decoder consists of convolutional
layers with a kernel size of 1, followed by a Sigmoid function to constrain the relative
positions (x, y) and confidences within the range [0, 1].

Compared to the H ×W × 1 input grayscale image of OFPoint, the joint decoder takes
a dense feature map with reduced spatial dimensions and increased channel depth as
input and outputs a H

8 × W
8 × 3 feature map. To obtain the keypoints and corresponding

confidences, post-processing of the output feature map is required. Since the output feature
map exhibits a 1:64 scale ratio relative to the input grayscale image of OFPoint, we define
each pixel in the output feature map as a cell [43], with each cell containing information
fused from 8 × 8 = 64 pixels of the input grayscale image.

The output of the Sigmoid function, [x, y, con f idence], falls within the range of [0, 1]
and is defined relative to the corresponding cell. Within each cell, we select the pixel
location with the highest probability from the 64 candidate pixels as the keypoint. The
selected pixel’s location relative to the cell corresponds to the (x, y) relative coordinates,
and its probability represents the confidence. By considering the relative position of the cell
in the input grayscale image, we can determine the absolute coordinates of the keypoint in
the input grayscale image. Therefore, for a H × W × 1 grayscale image, it is theoretically
possible to detect H

8 × W
8 keypoints.

4. Training
Similar to the detector in the “joint detection and description” framework, we employ

a self-supervised framework to train OFPoint, determining pixel-level correspondences on
Microsoft Common Objects in Context (MS-COCO) 2014 [44]. Image pairs are generated
through random homographies, yielding keypoints detected by OFPoint under various
viewpoints and illuminations. To obtain pixel-level correspondences, we leverage known
homographies to align keypoints in image pairs as valid point pairs, i.e., points can be
repeatedly detected or have correspondences without manual definition. We utilize valid
point pairs as self-supervised information for training and construct a loss function between
image pairs, as illustrated in Figure 4.

Given image pair A and B based on homography H, the distance matrix D is defined
by the Euclidean pixel distances between the keypoint matrices Pa and Pb of the image pair.
An element dij in matrix D represents the Euclidean distance between point pA→B

i = HpA
i
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indexed i in Image A and point pB
j indexed j in Image B, where pA

i and pB
j are defined as

point pairs. The distance matrix D between point pairs is defined as

D =
[
dij
]

PA×PB =
[∥∥∥pA→B

i − pB
j

∥∥∥
2

]
PA×PB

(1)

If the distance dij between point pair (pA
i , pB

j ) is less than a threshold ε = 5 pixels, and

dij is the shortest distance from point pA→B
i = HpA

i indexed i in Image A to all points in
Image B, we define the point pair (pA

i , pB
j ) as a valid point pair.

Figure 4. Constructing image pairs and training OFPoint through random homography, including
rotation, scaling, and perspective transformation.

4.1. Loss Function

OFPoint’s loss function LTotal comprises keypoint loss term LKeypoint, grayscale loss
term LGrayscale, and maximum discriminative probability (MDP) loss term LMDP, all based
on valid point pairs. Each loss term is weighted by factors αKeypoint = 1.0, αGrayscale = 1.0,
and αMDP = 2.0. The total loss is as follows:

LTotal = αKeypointLKeypoint + αGrayscaleLGrayscale + αMDPLMDP (2)

4.1.1. Keypoint Loss Term

The keypoint loss term LKeypoint enhances keypoint repeatability and consists of
distance loss ldis

n , confidence loss lconf
n , and distance-confidence association loss ldis-conf

n for
N valid point pairs, weighted by factors αdis = 1.0, αcon f = 4.0 and αdis-conf = 2.0.

LKeypoint =
1
N

(
αdis

N

∑
n=1

ldis
n + αconf

N

∑
n=1

lconf
n + αdis-conf

N

∑
n=1

ldis-conf
n

)
(3)

As the training of OFPoint progresses, minimizing the Euclidean pixel distance loss
ldis
n ensures that valid point pairs correspond to the same point in the space.

ldis
n =

∥∥∥HpA
n − pB

n

∥∥∥
2
=
∥∥∥pA→B

n − pB
n

∥∥∥
2

(4)

The confidence loss lconf
n ensures that the confidences of valid point pairs remain

consistent. It is implemented using the L2 norm of the confidence difference between valid
point pairs.

lconf
n =

∥∥∥cA
n − cB

n

∥∥∥
2

(5)
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The closer valid point pairs have consistent and higher confidence. To establish a
connection between distance and confidence [43], we introduce association loss ldis-conf

n , as
shown in Equation (6), where d is derived from the distance matrix D.

ldis_conf
n =

(
dn − d̄

)(
cA

n + cB
n

)
(6)

4.1.2. Grayscale Loss Term

The grayscale loss term LGrayscale enhances cosine similarity between grayscale patches
of valid point pairs to improve keypoint performance in optical flow tracking. Grayscale
patches are centered on valid point pairs, and the grayscale information from the 5 × 5 region
is treated as a grayscale vector. To ensure rotation invariance, the pixel regions are rotated
to align with respective centroid orientations using Equation (7), where (x, y) denotes the
pixel coordinates relative to the grayscale patches, I(x, y) represents the grayscale value at
the corresponding pixel coordinates, and θ denotes the orientation of the grayscale vector.[

m10

m01

]
= ∑L

x=−L ∑L
y=−L

[
x
y

]
I(x, y)

θ = arctan 2(m01, m10)

(7)

To reduce the illumination effects between grayscale patches, we utilize zero-mean
grayscale vectors for cosine similarity, where A and B denote the grayscale vectors cor-
responding to the grayscale patches, and Rot indicates that the grayscale patches have
undergone rotation.

LGrayscale = 1 − 1
N

N

∑
n=1

cossimn = 1 − 1
N

N

∑
n=1

(An
Rot − Ān

Rot) · (Bn
Rot − B̄n

Rot)

||An
Rot − Ān

Rot||2 · ||Bn
Rot − B̄n

Rot||2
(8)

4.1.3. Maximum Discriminative Probability Loss Term

Inspired by descriptor constraints, the MDP loss term LMDP enforces corresponding
constraints between point pairs. It consists of the distance MDP loss lmdp-dis

n and the
grayscale MDP loss lmdp-gray, weighted by factors αmdp-dis = 1.0 and αmdp-gray = 0.5. The
MDP, based on softmax probability with the temperature parameter τ = 1.5, identifies
distinctive valid point pairs by distance and grayscale similarity. The distance MDP loss
lmdp-dis
n ensures uniform distribution of valid point pairs, while the grayscale MDP loss

lmdp-gray enhances the grayscale similarity between valid pairs relative to non-valid ones.

LMDP = αmdp-dis
1
N

N

∑
n=1

lmdp-dis
n + αmdp-graylmdp-gray (9)

The distance MDP loss lmdp-dis
n , Equation (10), constitutes the negative log-likelihood

of the bidirectional distance probabilities from the distance matrix D, wherein the distinc-
tiveness is embodied in the keypoints level.

lmdp-dis
n = − log

(
Probi→jProbj→i

)
= −

[
log
(

Probi→j
)
+ log

(
Probj→i

)]
(10)

The forward distance probability Probi→j is computed based on the distances between
point pairs and processed via softmax. The normalization term is the sum of distances
between point pA

i indexed i in Image A and all keypoints in Image B. Conversely, the
normalization term in the backward distance probability Probj→i is the sum of distances
between point pB

j indexed j in Image B and all keypoints in Image A.
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Probi→j = 1 − e
dij
τ

∑N
n=1 e

din
τ

Probj→i = 1 − e
dij
τ

∑N
n=1 e

dnj
τ

(11)

If the pair (pA
i , pB

j ) represents a unique point pair, the significant softmax probability
is achieved. The distance probability Probi→j and Probj→i are illustrated in Figure 5.

Figure 5. We obtain the maximum discriminative keypoint distance loss through Softmax and utilize
the temperature parameter τ = 1.5 to smooth the distance differences between keypoints.

Similar to the keypoint distance MDP loss lmdp-dis
n , the image grayscale MDP loss

lmdp-gray enforces corresponding constraints at the homography estimation level between
image pairs. By averaging the cosine similarity of patches from valid point pairs, we obtain
the cosine similarity of image pairs.

Cos_sim =
1
N

N

∑
n=1

cossimn (12)

Assuming higher cosine similarity between grayscale patches of valid point pairs, we
hypothesize a correlation between the cosine similarity of image pairs and homography.
We randomly shuffle the correspondences among point pairs to compute homographies
for different correspondences in Figure 6. If the correspondences are unique and accurate,
the estimated homography will closely match the ground truth homography Hgt, and the
cosine similarity of image pairs will achieve a significant softmax probability compared
to others.

Figure 6. We obtain the maximum discriminative image grayscale loss through Softmax, and utilize
the temperature parameter τ = 1.5 to smooth the similarity differences between image grayscale.
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Similarly, by leveraging the negative log-likelihood function, we can achieve the image
grayscale MDP loss lmdp-gray:

lmdp-gray = − log
(

ProbGray
)
= − log

(
e

Cos_sim
τ

∑K
k=1 e

Cos_simk
τ

)
(13)

5. Results and Discussion
5.1. Experimental Details

To ensure effective training of OFPoint, it was conducted on an NVIDIA (Santa
Clara, CA, USA) 4090 GPU with a batch size of 64, taking approximately 18 h to complete
20 epochs. The Adam optimizer [45] was used with a learning rate set to 0.001. The learning
rate was decayed by a factor of 0.1 at 60% and 80% of the training progress. After training
OFPoint, we evaluated its performance and integration with VO against representative
baselines and SOTA methods.

We assessed the repeatability (Rep) [46] and localization error (LE) [16] in detec-
tion metrics; the mean corresponding accuracy (MCA) [24–26] and mean normalized
cross-correlation (MNCC) [47] in corresponding metrics; homography estimation accuracy
(HEA) [16], and homography estimation AUC (HEAUC) [48,49] in homography estimation
metrics (HE Metrics); and frames per second (FPS), giga floating point operations per
second (GFLOPs), and parameters per million (Params/M) in runtime metrics [28]. The
definitions of the metrics are provided in Sections 5.2.1–5.2.5.

We evaluated the relevant metrics on HPatches [50], where each scene comprises
one reference image and five target images with known homography. To simulate optical
flow tracking in image sequences, we augmented the test dataset by generating image
pairs with small homographies. We compared OFPoint with detectors SIFT, ORB, and
GoodFeaturesToTrack (GFTT) [51] using OpenCV interfaces. For SuperPoint, DISK, ALIKE,
and SiLK, we used the GitHub versions provided by the authors. To minimize the impact
of correspondence establishment, we used both descriptor matching (BruteMatch and
Flannmatch) and optical flow tracking (LK sparse optical flow) for evaluation.

To evaluate the VO performance with OFPoint, we utilized a Python-based VO to
generate trajectories for comparison with ground truth. We focused on the mean dis-
tance error (MDE), relative distance error (RDE), and FPS, conducting the experiment
using KITTI’s VO/SLAM Evaluation 2012. The VO using OFPoint established correspon-
dences via optical flow tracking, while other VOs used detectors like ORB, SIFT, GFTT,
SuperPoint, and SiLK. Correspondence establishment for all VOs was conducted with
descriptor matching and optical flow tracking, and pose estimation was performed using
Random Sample Consensus (RANSAC) [52].

5.2. Evaluation of OFPoint
5.2.1. Detection Metrics

The detection metrics include repeatability (Rep) and localization error (LE). We
established correspondence with ground truth homography Hgt, defining a point pair as
valid if their distance was less than the threshold ε = 3 pixels. Figure 7 visualizes the
detected keypoints across different views of the same scene.

Rep denotes the average ratio of valid points to all keypoints in two views, while
LE denotes the average pixel distance between valid point pairs. Table 1 shows that
OFPoint outperforms other detectors with higher Rep and lower LE, achieving performance
comparable to SiLK and detecting feature points across different images.
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Figure 7. (a) OFPoint, (b) SiLK, (c) SuperPoint, (d) SIFT, (e) ORB, and (f) GFTT. The keypoint
distributions in (a–c) are uniform, allowing for the detection of more details on the image.

Table 1. Detection metrics for detectors on HPatches.

Detectors Size Rep ↑ LE (Pixel) ↓

GFTT 240 × 320 0.463 0.880
480 × 640 0.425 0.894

ORB 240 × 320 0.538 1.132
480 × 640 0.523 1.221

SIFT 240 × 320 0.507 0.888
480 × 640 0.502 1.024

SP 240 × 320 0.639 1.050
480 × 640 0.611 1.141

DISK 240 × 320 0.634 0.892
480 × 640 0.587 1.031

ALIKE 240 × 320 0.627 0.955
480 × 640 0.579 1.125

SiLK 240 × 320 0.676 0.899
480 × 640 0.652 1.091

Ours 240 × 320 0.659 0.993
480 × 640 0.632 1.076

Note: Arrows indicate desired direction (↑: higher better, ↓: lower preferred). Bold values highlight the metrics
for OFPoint and the best-performing metrics for other detectors.

5.2.2. Corresponding Metrics

The corresponding metrics include mean corresponding accuracy (MCA) and mean
normalized cross-correlation (MNCC). MCA is the average ratio of valid point pairs to
corresponding point pairs, while MNCC measures the similarity between patches of valid
point pairs for optical flow tracking. Figure 8 shows the keypoint correspondences across
different views.

Without the ground truth homography Hgt, we employed both descriptor matching
and optical flow tracking to establish keypoint correspondences between two views. Since
OFPoint does not generate keypoint descriptors, OpenCV’s SIFT descriptor interface was
employed to extract descriptors for the keypoints detected by OFPoint, thereby facilitating



Mathematics 2025, 13, 1087 12 of 22

keypoint matching. By correspondence establishment, the corresponding point pairs were
obtained. Valid point pairs are defined as those with a reprojection distance less than the
threshold ε = 3 pixels. Table 2 shows the correspondence results with different methods
for establishing correspondence.

Figure 8. The green bounding box represents the homography estimation. Optical flow tracking
based on OFPoint can achieve a homography estimation comparable to that of descriptor matching.

Table 2. Corresponding metrics for detectors on HPatches.

Detectors Size
Descriptor Matching Optical Flow Tracking

MCA ↑ MNCC ↑ MCA ↑ MNCC ↑

GFTT 240 × 320 0.317 0.504 0.459 0.537
480 × 640 0.303 0.506 0.402 0.482

ORB 240 × 320 0.314 0.288 0.468 0.554
480 × 640 0.309 0.301 0.426 0.493

SIFT 240 × 320 0.489 0.418 0.452 0.486
480 × 640 0.457 0.427 0.420 0.425

SP 240 × 320 0.689 0.485 0.464 0.533
480 × 640 0.656 0.502 0.421 0.467

DISK 240 × 320 0.692 0.567 0.476 0.445
480 × 640 0.643 0.572 0.413 0.397

ALIKE 240 × 320 0.642 0.605 0.479 0.450
480 × 640 0.612 0.619 0.421 0.419

SiLK 240 × 320 0.653 0.556 0.477 0.551
480 × 640 0.629 0.572 0.443 0.496

Ours 240 × 320 0.639 0.659 0.517 0.584
480 × 640 0.617 0.678 0.462 0.523

Note: Arrows indicate desired direction (↑: higher better). Bold values highlight the metrics for OFPoint and the
best-performing metrics for other detectors.

The keypoints detected by OFPoint established correspondence using either descriptor
matching, achieving performance comparable to other detectors on MCA, or optical flow
tracking, which exhibits significant improvements on MCA. Additionally, OFPoint achieves
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the highest MNCC, demonstrating superior grayscale consistency and making its keypoints
more suitable for optical flow tracking.

5.2.3. Homography Estimation Metrics

The homogeneity metrics include homography estimation accuracy (HEA) and ho-
mography estimation AUC (HEAUC). We estimated homography between two views
using RANSAC based on valid point pairs and established keypoint correspondences via
descriptor matching and optical flow tracking, with details in Section 5.2.2.

The homography estimation error is the average distance error between the four corner
points of the image transformed by homography Hgt and the estimated homography Hest,
with valid estimated homographies determined by thresholds ε = 1, 3, 5 pixels. HEA is the
ratio of valid estimated homographies, while HEAUC calculates the area under the curve
between homography estimation error and recall rate.

Table 3 shows that, with descriptor matching, OFPoint keypoints show a slight deficit
compared to SiLK in terms of HEA and HEAUC, but they outperform other detectors.
However, with optical flow tracking, OFPoint keypoints surpass others in both HEA
and HEAUC.

Table 3. Estimated Homographies for detectors on HPatches.

Detectors Size

Descriptor Matching Optical Flow Tracking

HEA ↑ HEAUC ↑ HEA ↑ HEAUC ↑

ε = 1 ε = 3 ε = 5 ε = 1 ε = 3 ε = 5 ε = 1 ε = 3 ε = 5 ε = 1 ε = 3 ε = 5

GFTT 240 × 320 0.095 0.272 0.353 0.040 0.145 0.213 0.252 0.395 0.434 0.117 0.268 0.328
480 × 640 0.151 0.382 0.450 0.071 0.217 0.297 0.202 0.386 0.445 0.089 0.239 0.311

ORB 240 × 320 0.116 0.419 0.531 0.039 0.204 0.316 0.145 0.362 0.421 0.058 0.206 0.282
480 × 640 0.229 0.522 0.620 0.102 0.310 0.418 0.193 0.388 0.471 0.079 0.239 0.318

SIFT 240 × 320 0.589 0.776 0.815 0.293 0.577 0.665 0.284 0.483 0.534 0.129 0.320 0.396
480 × 640 0.529 0.722 0.775 0.294 0.537 0.623 0.293 0.456 0.515 0.131 0.319 0.391

SP 240 × 320 0.527 0.856 0.910 0.219 0.576 0.701 0.310 0.501 0.553 0.145 0.335 0.415
480 × 640 0.489 0.822 0.883 0.229 0.543 0.668 0.284 0.480 0.524 0.141 0.319 0.393

DISK 240 × 320 0.502 0.829 0.898 0.240 0.562 0.685 0.281 0.462 0.515 0.124 0.304 0.380
480 × 640 0.403 0.779 0.872 0.184 0.491 0.631 0.258 0.443 0.498 0.127 0.286 0.367

ALIKE 240 × 320 0.503 0.841 0.891 0.242 0.571 0.691 0.315 0.500 0.572 0.149 0.337 0.417
480 × 640 0.456 0.755 0.817 0.231 0.512 0.624 0.300 0.475 0.508 0.135 0.322 0.391

SiLK 240 × 320 0.612 0.855 0.928 0.346 0.573 0.692 0.309 0.498 0.570 0.136 0.345 0.391
480 × 640 0.525 0.766 0.879 0.272 0.564 0.674 0.271 0.483 0.521 0.144 0.296 0.388

Ours 240 × 320 0.586 0.842 0.905 0.286 0.581 0.689 0.322 0.506 0.583 0.139 0.356 0.412
480 × 640 0.514 0.776 0.854 0.275 0.555 0.657 0.294 0.485 0.542 0.148 0.338 0.407

Note: Arrows indicate desired direction (↑: higher better). Bold values highlight the metrics for OFPoint and the
best-performing metrics for other detectors.

5.2.4. Ablation Study of OFPoint

To evaluate the performance of various modules in OFPoint, We evaluated different
configurations on 240 × 320 resolution images. The baseline employed an initialized VGG
as the backbone encoder with a loss term for keypoint location and confidence. Model 1
replaced the initialized VGG with a pre-trained VGG. Model 2 introduced the multi-scale
feature fusion module to the baseline. Model 3 incorporated the novel loss term. Finally,
OFPoint combined all modules together. For keypoint correspondence, we chose optical
flow tracking.

In Table 4, the metrics for baseline and OFPoint are presented at the top and bottom.
The middle rows show the improvement ratios of Models 1–3 relative to the baseline.
We evaluated the detection metrics, corresponding metrics, and homography estimation
metrics (HE Metrics), with the definitions in Section 5.2.1–5.2.3. The ablation results
demonstrate that the pre-trained model enhances both detection metrics and HE Metrics.
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Additionally, the novel loss term significantly affects MNCC. Compared to the baseline,
OFPoint exhibits consistent improvements across various metrics

Table 4. The influence of various configurations of OFPoint on the metrics.

Models
Backbone

Multi-Scale Novel Loss
Detection Metrics Corresponding Metrics HE Metrics

Encoder Rep ↑ LE (Pixel) ↓ MCA ↑ MNCC ↑ HEA ↑ HEAUC ↑

Baseline 0.632 1.538 0.481 0.514 0.431 0.297
Model 1 ⃝ 2.8% 20.6% 4.7% 5.6% 10.8% 12.3%
Model 2 ⃝ 3.1% 16.6% 2.6% 0.7% 4.3% 4.0%
Model 3 ⃝ 0.5% 4.2% 5.1% 10.4% 8.2% 9.7%
OFPoint ⃝ ⃝ ⃝ 0.659 0.993 0.517 0.584 0.506 0.356

Note: Arrows indicate desired direction (↑: higher better, ↓: lower preferred). The symbol ◦ represents the
different modules of the model. Bold values highlight the best-performing metrics for Ablation Study.

In addition, we considered the impact of OFPoint architecture parameters on keypoint
detection. Since the shared encoder and joint decoder are fixed, we aimed to improve
keypoint detection by comparing different parameters, namely, the number of multi-scale
feature fusion blocks and the number of feature map channels in the multi-scale feature
fusion module. The optimal parameters were identified based on the details of keypoint
detection and the model size.

For the number of blocks and channels in the multi-scale feature fusion module, we
compared four parameter configurations: Model A employed 2 blocks with 128 channels,
Model B employed 4 blocks with 128 channels, Model C employed 2 blocks with 256 chan-
nels, and Model D employed 4 blocks with 256 channels. Since the differences in keypoint
detection across these architecture parameters were minor, with variations primarily in fine
details, we selected the image with weak-texture environments from KITTI for testing.

As shown in Figure 9, Model A was capable of detecting comprehensive keypoints
and capturing finer details, as evidenced by the precise corner details of the windows in
the image. Models B and C performed similarly to Model A but exhibited false detections
on weak-texture walls and missed some details. Compared to the other models, Model D
exacerbated the issue of false keypoint detections, making it unable to detect more objects
and details.

Although the results of the four parameter configurations are not significantly different,
their model sizes vary considerably, as shown in the Table 5. The parameter size of Model
A is 1.278 M, while the maximum parameter size of the other models reaches 3.712 M.
Notably, the parameter size of SiLK is only 0.942 M, and excessive model parameters do not
meet the requirements for lightweight deployment. Considering both keypoint detection
and model complexity, we selected the configuration with 2 blocks and 128 channels as the
optimal setting.

Table 5. Model sizes for different parameter configurations.

Model Blocks Channels Params/M ↓

Model A 2 128 1.278
Model B 4 128 1.921
Model C 2 256 2.320
Model D 4 256 3.712

SuperPoint - - 1.301
SiLK - - 0.942

Note: Arrows indicate desired direction (↓: lower preferred). Bold values represent the number of Blocks and
channels, Params/M corresponding to the OFPoint structure.



Mathematics 2025, 13, 1087 15 of 22

Figure 9. Four different parameter configurations were employed to evaluate the effectiveness
of OFPoint in detecting keypoints and capturing details in the scene. The red boxes in the image
highlight the details detected by OFPoint on different objects.

5.2.5. Runtime Metrics

To evaluate the feasibility of integrating keypoint detectors into VO, we measured
frames per second (FPS), giga floating point operations per second (GFLOPs), and pa-
rameters per million (Params/M). Table 6 shows the inference times of the detectors.
CNN-based network inferences were evaluated on an NVIDIA 3060 Laptop GPU, while
ORB, SIFT, and GFTT were evaluated on an Intel i7-12700HQ CPU. Despite incorporating
post-processing steps such as handling output into its inference, OFPoint maintains strong
real-time performance due to the elimination of descriptor extraction.

Table 6. Runtime metrics for detectors on HPatches.

Detectors Size FPS ↑ GFLOPs ↓ Params/M ↓

GFTT 240 × 320 2108 - -480 × 640 524

ORB 240 × 320 593 - -480 × 640 200

SIFT 240 × 320 163 - -480 × 640 31

SP 240 × 320 167 24.812 1.301480 × 640 67 210.900

DISK 240 × 320 88 24.758 1.092480 × 640 26 99.030

ALIKE 240 × 320 249 2.131 0.329480 × 640 90 7.991

SiLK 240 × 320 76 65.221 0.942480 × 640 22 275.132

Ours 240 × 320 254 6.896 1.278480 × 640 86 27.584
Note: Arrows indicate desired direction (↑: higher better, ↓: lower preferred). Bold values highlight the metrics
for OFPoint and the best-performing metrics for other detectors.

As shown in Sections 5.2.1–5.2.5, descriptor matching offers higher accuracy in cor-
respondence. However, optical flow tracking, while sacrificing some accuracy, is more
suitable for VO due to its speed. OFPoint-detected keypoints, with their grayscale consis-
tency and local stability, improve the accuracy of optical flow tracking, narrowing the gap
to descriptor matching.
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5.3. Evaluation of VO with OFPoint

The VO performance is evaluated using mean distance error (MDE), relative
distance error (RDE), and FPS [11]. MDE is the average Euclidean distance in two di-
mensions between the estimated values and the ground truth values. RDE is the Eu-
clidean distance between differences in consecutive estimates and ground truths. Unlike
Section 5.2.5, FPS reflects the running time of VO, including keypoint detection, correspon-
dence establishment, and homography estimation.

To isolate detector performance in VO, we used descriptor matching and optical flow
tracking for correspondence establishment. The estimated trajectories with different VO
configurations and ground truth are shown in Figure 10. Regardless of the correspondence
method, trajectories from ORB and GFTT deviate significantly from ground truth, while
others show minor discrepancies, with MDEs in double or single digits.

Figure 10. A total of nine different VO configurations, using various keypoint detectors and corre-
spondences establishment methods, are evaluated, including (1) Orb with BruteMatch, (2) Orb with
optical flow, (3) GFTT with optical flow, (4) SIFT with Flannmatch, (5) SuperPoint with Flannmatch,
(6) SuperPoint with optical flow, (7) SiLK with Flannmatch, (8) SiLK with optical flow, (9) Ours’
OFPoint with optical flow. The red curve represents the ground truth, while the blue curve represents
the estimated values in two dimensions.

The MDE reflects the overall deviation between the estimated trajectory and the
ground truth, while the RDE captures the local error variation between consecutive frames,
revealing performance under dynamic changes and system stability over time. Figure 11
shows the MDE and RDE with three dimensions. The MDE in Figure 11 increases more than



Mathematics 2025, 13, 1087 17 of 22

in the estimated trajectory, but VO with OFPoint still maintains a smaller MDE. Additionally,
VO with OFPoint using optical flow tracking achieves a lower RDE, indicating better local
error consistency across frames.

Smaller MDEs, RDEs, and higher FPSs indicate better VO performance. Table 7
shows the evaluation metrics on KITTI sequence 00 (3724.187 m). Since KITTI consists of
continuous image frames, optical flow tracking performs well in sequence 00 for the same
keypoint detector. Considering the time efficiency of Python 3.8, the C++-based VO should
exhibit a higher FPS. The results demonstrate that VO with the optical flow-based OFPoint
strikes a better balance between accuracy and real-time performance.

Table 7. Application of VO on KITTI seq 00.

VO MDE(m) ↓ RDE(m) ↓ FPS ↑
ORB with BruteMatch 294.173 1.470 25

ORB with optical 183.075 0.840 22
GFTT with optical 72.050 0.335 31

SIFT with Flannmatch 16.593 0.124 9
SP with Flannmatch 18.321 0.079 14

SP with optical 13.994 0.103 17
SiLK with Flannmatch 13.182 0.091 4

SiLK with optical 6.343 0.127 7
Ours 6.486 0.065 18

Note: Arrows indicate desired direction (↑: higher better, ↓: lower preferred). Bold values highlight the metrics
for OFPoint and the best-performing metrics for other detectors.

Figure 11. The MDE and RDE in three dimensions (x, y, z) are shown. The red curve, labeled Ours,
represents the result obtained from OFPoint using optical flow.

5.4. AR Application Utilizing OFPoint-Based VO

VO provides accurate localization and tracking capabilities for AR, serving as a crucial
foundation for the implementation of AR. To evaluate the localization accuracy of the
OFPoint-based VO in AR applications, we integrated it into the AR framework, as depicted
in Figure 12. The estimated pose from VO, in combination with Unity3D’s virtual camera
plugin, was employed to align the coordinate systems, cameras, and positions between the
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virtual and real worlds, thereby enabling the seamless integration of virtual models with
the real-world scene.

Figure 12. The OFPoint-based VO performs real-time tracking to calculate the pose of the mobile
phone in the world coordinate system.

The AR applications used images captured by iPhone 14 via DroidCam 5.0, with
640 × 480 resolution and 30 FPS. The AR application operated in real-time on Ubuntu
20.04, enabling the integration of virtual 3D models into real-world scenes. Figure 13
shows two AR examples, demonstrating the effectiveness of the proposed method in
complex scenarios. The AR framework was based on an open-source GitHub project https:
//github.com/ygx2011/AR_course.git (accessed on 14 February 2025), and the virtual
3D models were sourced from Sketchfab https://sketchfab.com/feed (accessed on 14
February 2025).

Figure 13. AR effects from the mobile phone camera: (a,b) car indoors from different perspectives;
(c,d) plant outdoors from different perspectives.

6. Conclusions
This paper presents a VO system based on OFPoint, an end-to-end keypoint detector

that eliminates the need for descriptor extraction. OFPoint replaces traditional keypoint de-
tection and establishes correspondences through optical flow tracking. Combining transfer
learning, a multi-scale attention mechanism, and MDP loss term, OFPoint jointly outputs
keypoint locations and confidences. Inspired by SiLK, OFPoint achieves performance
comparable to SOTA on HPatches with the same correspondence method and outperforms
other detectors in time performance.

https://github.com/ygx2011/AR_course.git
https://github.com/ygx2011/AR_course.git
https://sketchfab.com/feed
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Compared to other methods, VO with OFPoint ensures grayscale consistency and local
stability of keypoints during optical flow tracking, improving correspondence accuracy
without descriptors. Additionally, it achieves a balance between accuracy and real-time
performance, as demonstrated in both KITTI and AR applications. Future work will
focus on further enhancing the robustness of OFPoint, creating a lightweight version of
OFPoint through model compression [53], and exploring its integration into more complex
graphics applications [54].
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Abbreviations
The following abbreviations are used in this manuscript:

ALIKE Accurate and Lightweight Keypoint Detection and Descriptor Extraction
AR Augmented Reality
CNN Convolutional Neural Network
DISK DIScrete Keypoints
D2 Joint Description and Detection
FPS Frames Per Second
GFLOPs Giga Floating Point Operations Per Second
GFTT GoodFeaturesToTrack
HEA Homography Estimation Accuracy
HEAUC Homography Estimation Area Under the Curve
HE Metrics Homography Estimation Metrics
HS Horn and Schunck
LE Localization Error
LF Learning Local Features from Images
LIFT Learned Invariant Feature Transform
LK Lucas and Kanade
MCA Mean Corresponding Accuracy
MDE Mean Distance Error
MDP Maximum Discriminative Probability
MNCC Mean Normalized Cross-Correlation
MS-COCO Microsoft Common Objects in Context
ORB Oriented FAST and rotated BRIEF
Params/M Parameters per Million
PLK Pyramidal Lucas–Kanade
RAFT Recurrent All-Pairs Field Transforms
RANSAC Random Sample Consensus
RDE Relative Distance Error
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ReLU Rectified Linear Unit
Rep Repeatability
RoRDs Rotation-Robust Descriptors
R2d2 Repeatable and Reliable Detector and Descriptor
SIFT Scale-Invariant Feature Transform
SiLK Simple Learned Keypoints
SLAM Simultaneous Localization and Mapping
SOTA State-of-the-Art
SP SuperPoint
SPyNet Spatial Pyramid Network
SURF Speeded-Up Robust Features
SVO Semidirect Visual Odometry
TV-L1 Total Variation L1
VGG Visual Geometry Group
VINS Visual-Inertial System
VO Visual Odometry
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