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Abstract

Few-shot image classification aims to recognize novel classes from only a handful of labeled
examples, a challenge in domains where data collection is costly or impractical. Existing
solutions often rely on meta learning, fine tuning, or data augmentation, introducing com-
putational overhead, risk of overfitting, or are not highly efficient. This paper introduces
ProbaCLIP, a simple training-free approach that leverages Kernel Density Estimation (KDE)
within the embedding space of Contrastive Language-Image Pre-training (CLIP). Unlike
other CLIP-based methods, the proposed approach operates solely on visual embeddings
and does not require text labels. Class-conditional probability densities were estimated from
few-shot support examples, and queries were classified by likelihood evaluation, where
Principal Component Analysis (PCA) was used for dimensionality reduction, compressing
the dissimilarities between classes on each episode. We further introduced an optional band-
width optimization strategy and a consensus decision mechanism through cross-validation,
while addressing the special case of one-shot classification with distance-based measures.
Extensive experiments on multiple datasets demonstrated that our method achieved com-
petitive or superior accuracy compared to the state-of-the-art few-shot classifiers, reaching
up to 98.37% accuracy in five-shot tasks and up to 99.80% in a 16-shot framework with
ViT-L/14@336px. We proved our methodology by achieving high performance without
gradient-based training, text supervision, or auxiliary meta-training datasets, emphasizing
the effectiveness of combining pre-trained embeddings with statistical density estimation
for data-scarce classification.

Keywords: few-shot; image classification; vision-language models; kernel density
estimation; principal component analysis; vision transformer

MSC: 68T10; 68T45; 62H30; 62H25; 62G07

1. Introduction

Few-shot image classification, the task of recognizing new classes using only a limited
number of labeled examples, has become a highly active research area, particularly in sce-
narios where labeled data is scarce, costly, or constantly evolving, and robust generalization
is necessary. For instance, collecting extensive labeled data can be prohibitively expensive
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or impractical are medical diagnostics [1,2], industrial inspection [3,4], and other appli-
cations [5-7]. Traditionally, strategies such as data augmentation, transfer learning, and
meta learning have been employed to overcome the scarcity of labeled samples. Among
these, meta learning, which involves training models across numerous episodic tasks to
quickly adapt to new tasks, has been extensively studied [8]. However, it often suffers from
instability due to high sensitivity to architecture and hyper-parameters, as exemplified in
work on model agnostic meta learning (MAML) [9], which addresses generalization issues
by improving convergence and robustness across unseen tasks. Furthermore, meta learners
can be biased toward meta-training tasks, affecting performance in novel domains, a con-
cern addressed by task-oriented meta learning (TAML), which provides less biased and
more adaptable initialization [10]. To avoid these challenges, recent research has proposed
alternative few-shot strategies. For example, a recent study enhanced the generalization
of few-shot learning by generating semantically consistent synthetic labels, improving
the alignment between embeddings and class representations [11]. These developments
collectively indicate the need to shift away from heavy meta learning pipelines toward
lighter and more robust few-shot methodologies.

Recently, the advent of large vision-language models such as Contrastive Language-
Image Pre-training (CLIP), introduced by OpenAl researchers, has revolutionized few-shot
classification by leveraging joint image-text embeddings learned from vast internet-scale
datasets [12] using two encoders, one for texts and the other for images. CLIP supports zero-
shot generalization, enabling the classification of unseen classes without further training.

Following the introduction of CLIP, other competitors benefited from image-text
embeddings to propose a competitive advantage in tasks such as zero-shot classifica-
tion. Among them are ALIGN [13] by Google Research, FLAVA [14] by Facebook Al
Research, and SigLIP [15] by Google DeepMind researchers. More recently, other methods
were introduced, replacing the employment of a separate text embedding by the use of
a Large Language Model (LLM) connected with a projector that handles the image em-
bedding mechanism, a modification that allows not only image, but multi-modal context
for LLMs [16]. Some examples that also involve researchers from big corporations are
LLaVA [17], Qwen2-VL [18], and NVLM [19], respectively, from Microsoft, Alibaba Group,
and Nvidia. However, when compared independently, CLIP-based variants still excel in
tasks such as linear probing, zero-shot classification, and clustering [20,21].

However, its performance can often be further enhanced by adapting the embeddings
or inference mechanisms for few-shot image classification. Several studies have proposed
adapting CLIP with minimal or no training in the context of linear probing or few-shot
learning. Kato et al. [22] introduced Proto-Adapter, a training-free approach that constructs
prototypes from few-shot examples to facilitate efficient inference in the CLIP embedding
space. Similarly, Peng et al. [23] proposed Semantic-Guided Visual Adaptation (SgVA-
CLIP), employing cross-modal knowledge distillation to improve visual representations
with minimal fine-tuning. These methods emphasize the effectiveness of leveraging CLIP’s
embeddings without extensive model retraining.

Domain adaptation methods have also been explored within the context of CLIP-
based few-shot classification. Sun et al. [24] developed an adversarial domain adaptation
approach, aligning visual and textual embedding distributions to enhance cross-domain
few-shot classification performance. Furthermore, multi-modal and transductive inference
techniques have shown significant potential. Chen et al. [25] presented Multi-source
Information Fusion (MIF), integrating multiple textual and visual cues for robust few-
shot classification. Martin et al. [26] explored transductive inference, jointly refining
predictions across unlabeled queries using probabilistic modeling in the embedding space,
significantly boosting classification accuracy. In specialized applications, Zhang and Liu [3]
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Query sample

used Bayesian optimization combined with the CLIP embeddings for efficient few-shot
classification of crack images in industrial settings, highlighting the versatility of the CLIP
embeddings when integrated with optimization-based methods.

Despite these advancements, many existing approaches introduce additional complex-
ities through trainable components or sophisticated adaptation mechanisms. In contrast,
this paper proposes a straightforward, training-free few-shot classification method that
employs kernel density estimation within a condensed version of the CLIP embedding
space that uses principal component analysis to highlight the most relevant dissimilarities
between classes in a lower dimensional space. Our method, ProbaCLIP, estimates class-
specific probability densities from the few available labeled examples, classifying query
images by evaluating the likelihood of their embeddings under each estimated density.
This novel approach leverages the inherent structure of CLIP’s pre-trained embeddings
without requiring gradient-based training, prompt engineering, or auxiliary meta-training
datasets. Moreover, we propose an optional scheme that further improves overall accuracy
by searching for the best bandwidth parameter for KDE. An overview of ProbaCLIP is
shown in Figure 1.
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Figure 1. General overview of ProbaCLIP’s workflow illustrated with tieredImageNet image samples.

The contributions of this work are summarized as follows:

*  Demonstration that simple statistical density estimation combined with dimension-
ality reduction can be applied to the CLIP embeddings to model class-conditional
distributions, providing a probabilistic framework for few-shot classification and
yielding results that are superior to or competitive with the state of the art.

*  [llustration that effective few-shot classification can be achieved with the CLIP em-
beddings without gradient-based training, prompt engineering, or meta learning,
or text embeddings, highlighting the efficiency and scalability of the approach in
data-scarce scenarios.

*  Analysis of the impact of the curse of dimensionality in the KDE framework with
the CLIP embeddings and employment of PCA to mitigate it. The results show that
dimensionality reduction significantly improves accuracy and plays a crucial role
in interpreting meaningful patterns from a more specialized, higher-dimensional
CLIP backbone.

* Introduction of an ensemble of multiple predictors constructed through a cross-
validation scheme and optional strategies for KDE bandwidth optimization. These
refinements further enhance the performance of the proposed methodology.
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Together, these contributions establish that simple, statistically grounded techniques,
when systematically combined with high-quality pre-trained embeddings, can surpass or
rival recent state-of-the-art few-shot methods while drastically reducing computational
cost and eliminating retraining.

This paper is organized as follows: Section 2 introduces the methodology proposed by
our solution; Section 3 presents the obtained results and discussions, comparing our results
with the state-of-the-art few-shot image classification models; and Section 4 presents the
conclusions of the proposed method.

2. Proposed Solution

In few-shot classification, data is generally organized into episodes that simulate the
low-data conditions encountered during testing. Each episode comprises a small number of
classes (M) and a few labeled examples per class (N), forming what is known as an M-way
N-shot problem. An episode includes two primary sets: support and query. The support
set consists of N labeled examples for each of the M classes, while the query set contains
multiple unlabeled examples from these same classes, used to evaluate the model’s ability
to generalize.

Typically, during training, episodes are sampled from a meta-training set, which
includes a wide range of classes and examples. For evaluation, episodes are drawn from a
meta-test set comprising entirely unseen classes.

A key advantage of our approach is that it bypasses the need for a dedicated meta-
training phase. Instead, the inference is performed directly using data from the meta-test
set, which is partitioned into a support set (S) and a query set (Q). Here, S contains N
examples per class across M novel classes, and Q holds the test examples associated with
these classes used to measure performance.

Our approach consists of extracting embeddings of target images using a feature
extractor. In this work, we focused on the pre-trained CLIP model due to its proven high
performance, but it could be used with any other feature extraction model. At the end of this
process, each image Z, was represented by a feature vector £, € RP with a few hundred
dimensions depending on the CLIP backbone, where D is the number of dimensions.

To mitigate the curse of dimensionality, which refers to the performance degradation
and increasing sparsity of data in high-dimensional feature spaces [27-29], we compressed
the most important dissimilarities between the image classes into a lower-dimensional
subspace using principal component analysis, as illustrated in Figure 2. Specifically, the
number of target dimensions of each episode D, was set as the minimum number of
principal components (PC,;) that explain at least 99% of the variance of the training set
whenever possible, provided that the total number of training samples (N;) is greater than
PCopt [30], as follows:

PC
PC,pt = min{ PC € {1,...,D} M > 0.99 (1)
Y j—varg
D, = min(N;, PCypt) (2)

where var; denotes the explained variance of the d-th principal component.

When it was not possible to reach 99% of the explained variance with PC,, the first
PCs that accounted for the highest variance were selected. In this case, if the total explained
variance was the same for PC and PC + 1, PC,y; := PC was set, which avoided adding
components that did not contribute to explaining the variance of the subset. This choice
of dimensionality reduction is consistent with theoretical studies on kernel estimators
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in functional spaces, which establish exact asymptotic error behavior and validate the
robustness of kernel methods under subspace projection [31].

Feature extraction
CLIP visual embeddings

1
1
1
1
1 1
1
1
0
. 1
Pre-trained

cLP : D > POA —— :
1
1
1
1
]
]
1

Compressed embeddings

v

y

Figure 2. Illustration of the feature extraction process on an image sample of tieredImageNet dataset,
where a pre-trained CLIP model was employed to extract image embeddings and PCA was used to
reduce its number of dimensions.

Another great advantage of using PCA is that it prevents multicollinearity by pro-
jecting the features in a space with orthogonal components, which are uncorrelated to
each other. This is particularly important, considering that recent studies have shown
that the CLIP embeddings reveal substantial mutual feature information when applied to
multiclass classification, where the information contained in features of a particular class is
significantly redundant with the information from features of other unrelated classes [32].

To enhance generalization, we performed cross-validation on &, splitting it into F
subsets. We chose F = 5 so that there were five training subsets (71, 72, ..., T5) and five
complementary validation subsets (V1, Vs, ..., Vs), as the following:

S=TuV, TinV,=0, 1<j<F ®)

Figure 3 shows how the training and validation subsets are split depending on the
split ratio between training and validation samples (7).

ZJ'Zi Zﬁ'zll) ZH'ZJi Zlb'Z][J Z",I'Z‘j ZI'Zi Zh'ZJ[J ZH'ZJi Zlh'ZJ[) Z",I' 125 ZI'Zi Zﬂ'zl[) ZII'ZIi ZJ&'Z][J ZJJ'ZE

r:phr = 04

Legend
Subset with 5 training samples (one for each class)
YV |Subset with 5 validation samples (one for each class)

Figure 3. Cross—validation split between 7; and V; for different values of Tsplit-

Although the dimension targeted for each episode (D.) was determined using all the
samples in S, at each cross-validation iteration, PCA was performed separately only using
the training subset 7;. Thus, the number of dimensions of each cross-validation iteration
D’ was further reduced, as the number of samples in each episode was smaller than N;. D’
is defined as follows:

D' = min(D,, |Tj]). 4)

Then, a multidimensional kernel density estimate was performed with the extracted
feature vectors with reduced dimension D’ so that each class C; of the image classification
problem, with i € {1,..., M}, was bound to a multidimensional probability density func-
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tion (PDF). For simplicity, the Gaussian kernel was used in our experiments. The bandwidth
used was the best fit for correctly assigning feature vectors to a PDF that corresponded to
its class in the few-shot classification task.

Formally, the set of feature vectors {xj, ..., y1, ...} € RP are represented as
X1, ...,y ...} ERP " after PCA transformation. Where, y’ ; are the feature vectors with
subindex t € {1, e, |7;| } belonging to ’7; with known class labels, which are used to build
up the probability density function of each class, while x'; are feature vectors from which
the class labels are predicted. During the validation phase X'y € Vjand k € {1, ..., [Vj|},
while during the test phase X'y € Q and k € {1, ..., |Q|}. Then, p(x'|C;), the class-
conditional probability density of observing the transformed feature vector x'y given class
C; is calculated with two different approaches at each iteration of the cross-validation
scheme: using a unique scalar bandwidth £; in the KDE for the entire set S, and with a
scalar bandwidth h; ; for each class C; of the classification problem.

Considering a unique bandwidth for the entire set is the simplest approach for solving
the kernel density estimation problem. In this case, given that |7 ;| is the total number of
elements in 7; ;, which is a subset of 7; that contains only the elements of class C;, the KDE
for a test sample x;_takes the general form [33,34] as the following:

1 |7:1

1

t det(H])

1/2 K(Hfl/z(xllc - y{f)) ®)

where K(-) is a kernel function in RP "and H; is the positive definite bandwidth matrix that
controls the smoothing intensity.

A common choice for K is the multivariate Gaussian kernel, which is adopted in
our proposition as the following:

D/

K(u)=(2n)" 2 exp(—%uTu). (6)
substituting (6) into (5) yields the following:

‘7;,]" D'
D -1/2 -
pix | C) = = L (2m) 2 det(Hy) P exp( 30—y TH MG~ vD). @)
t

Tl

Although PCA whitening was not applied, the PCA transformation already produced
orthogonal (decorrelated) axes, making the isotropic assumption reasonable within the
reduced feature space. Whitening was avoided to prevent the amplification of noise in
low-variance directions, while isotropy was retained as an approximate assumption for
simplicity and numerical stability. Considering that the bandwidth matrix is restricted to
the isotropic case, H; = h]ZI and det(H;) = (h]z»)D/. Then, Equation (7) simplifies to the
following equation:

|7;| / ’ 2

1 J 1 lIxy —

pi¥iIC) = —————5 ) exp <2|khzyt|> ©
|7, (hj\/ﬂ) t ;

where |.|| is the Euclidean norm and h; is the KDE bandwidth that can be found by
an optional optimization algorithm that minimizes the classification error, or simply by
assigning an initial guess h? to h;. This algorithm and the formulation of h? are addressed
in Section 2.2.
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We also considered applying a different bandwidth for each image class such that
Equation (8) can be rewritten as follows:

‘7:‘ ’ ' N2

1 J 1 1lx k—

pi(Xs1C) = 5 p<z”hy”> o
Tl (hijv2r) T Z

The only difference between Equations (8) and (9) is that the bandwidth h; ; depends
on the class C; for the latter. In this case, the optimization described in Section 2.2 was
performed separately for each class.

Then, Bayes’ theorem can be applied to Equations (8) and (9) to yield the probability
that the image Z; associated with feature vector X'y € RD' belongs to class C; as follows:

_ P(C)pi(kIC)
Lot Pi(Cq) pj(x'kICy)

P (Ci[x'y) (10)

where P;(C;) is the a priori probability of class C; in the cross-validation step j, which can
be estimated from the training set as follows:

P(Ci) = —21. (1)

—

Finally, the predicted class C;(x'x) for the image Zj associated with the feature vector
X'y in the cross-validation iteration j is the one with a maximum posteriori probability
P;(C;|x'x) as follows:
Cj(X'x) = argmax Pj(Cy[xy). (12)
ie{1,..,.M}

2.1. AMISE-Based Bandwidth Selection for a d-Dimensional, Isotropic KDE

Consider Xy, ..., X, € R? and the isotropic kernel density estimator with a single
bandwidth i > 0 and a product kernel K; as follows:

-~

n x — X, d
fu(x) = nllﬁng( hxl>, Kg(u) = [ TK(u;) (13)

=1

we define R(g) and pyp(K) = as follows:
R(e) = [ 800%dx oK)= [ wK(u)du (14

For a product kernel built from the same univariate K, we have R(K;) = (R(K))d and
#2(Ky) = p2(K). Under the usual smoothness assumptions, the bias expansion yields the

following [35,36]:
2

.7 h
Bias [fy(x)] = = #2(K) Af(x) +o(h?) (15)
where Af = Z?:l 9%f/ ax]Z is the Laplacian. The integrated variance satisfies the following:

Var [f,(x)] dx = id R(Ky) +o 1. (16)
nh

nh
Therefore, the Asymptotic MISE (AMISE) is defined as [35]:

R 10 (KPR(),  R(A) =/Rd(Af(x))2dX (17)

AMISE(h) = = 55 +
n
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minimizing the AMISE over & gives the isotropic AMISE-optimal bandwidth, resulting in

dR(K, i
e = (iiriisn) "

A practical plug-in is the normal-reference (“rule-of-thumb”) choice obtained by ap-

the following equation:

proximating the unknown density by a spherical normal Ny (y, 021;) and using a Gaussian
kernel. For the Gaussian kernel, R(K,;) = (2’171’1/2)'1 =279779/2 and pp(K) = 1. Thus,
R(Af) can be rewritten as the following:

F(d+4)
R(Af) =274 #/2 2 =/ o= (@+4) (19)

2

d
()
substituting R(Af) into Equation (18) yields the multidimensional normal-reference band-
width for the isotropic case as follows:

.
dl—.(%) d+4 ) 4 dlﬁ )
hNR(d,n) =0 1"(512i4) n d+i = U(d—f—Z) no d+a, (20)

This equation reduces to the Silverman’s rule for d = 1. For simplicity, it can be written
as follows:

hngr(d,n) = o.9(d, n) (21)

Considering a numerical example where n = 25, inspired by five-way five-shot experi-
ments and D dimensions, we found that ¢(d,25) ~ 1 was a good approximation for higher
dimensions as shown in Figure 4, and used this approximation in all our experiments.

1.0

0.9

0.8 -

¢ld, 25)

0.7 1

0.6

0.5

T T T T
200 400 600 800 1000
d

Figure 4. The plot of ¢(d, n) for d between 25 and 1000 and n = 25.

2.2. Bandwidth Optimization

Optional bandwidth optimization is performed to maximize classification accuracy for
each iteration of the cross-validation scheme, where the bandwidth is optimized with the
training set 7; and evaluated with the validation set VV;. The optimization process used is an
iterative gradient search that uses an optimizer with a loss function to search for the local
minima of the bandwidth. We evaluated the Adam optimizer [37] together with two loss
functions for this purpose. The first one is the Average Negative Log-Likelihood (ANLL)
as the following;:

=

|7l
ANLL = — 1Y log P(Crly',) (22)
7l =
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where Cr is the true class for the training feature vector y’, and P;(Cr|y’;) is the probability
that the image associated with y’, belongs to class Ct. For simplicity, we use a notation that
describes the application of the loss function to the training set 7;; however, its application
to the validation and test sets is analogous.

The second loss function is a variation of the ANLL, which we call the Modified
Average Negative Log-Likelihood (M ANLL). This loss function is calculated independently
for each class, allowing the search for the optimal value of /; ; to be carried out with a
different optimizer for each class as the following:

17,
MANLL; = T Z log p(y',Ci). (23)
Ljlo ot

The gradient search for the optimal bandwidth value with Adam requires an initial
value to start the optimization process. In this work, this value is set based on the empirical
standard deviation of the data, motivated by the analysis described in Section 2.1. Thus,
when accounting for a single bandwidth for the entire training set, the initial bandwidth
value (h?) is defined as follows:

1M1
M Z o tr (Cov(ﬂ,j)) (24)

i=1

0 _

where tr(.) is the trace operation, Cov(7; ;) is the covariance matrix of with dimensions
D’ x D' of the feature vectors contained in 7; ;, and M denotes the total number of classes.

Similarly, when the initial bandwidth also depends on the class with index i, h? jis
defined as the following:

h?,j = % tr(Cov(7i)). (25)

As this optimization is an optional procedure, whenever it is not applied, the initial
bandwidth values are chosen for KDE.

2.3. Consensus Decision with Cross-Validated Bandwidths

For each of the cross-validation iterations, a set I/ was assessed with four variations of
our method, depending on the loss function and bandwidth optimization. These variations,
namely U = {uq,uy,u3, 1y}, are described in Table 1. Each variation provides a particular
estimate for each method, so that Equation (12) is modified as follows:

erw(x’k) = argmax P, (Ci\x'k) (26)
ie{1,...M}

where w € {1,2,3,4} is the subindex of the variation belonging to U/, and P;, (Ci[x') is
the probability of the class C; given the feature vector x'y for the cross-validation iteration j
with the variation u,, of our method.

Table 1. Configuration of the elements in /.

Element in U Initial Bandwidth Loss Function
Uy h? ANLL
Uy Ko MANLL
Us h§ j ANLL

Uy hY ; MANLL
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Therefore, the proposed approach produced 20 class predictions for each image in the
test phase, as there were four different estimates for each of the five iterations of the cross-
validation scheme. At the end of the cross-validation iterations, the final class prediction
for each image was the consensus among the ensemble of 20 predictors.

Then, the results of the optimal bandwidths obtained for each of the methods with the
support set S (training and validation sets) were used to predict the image classes in the
query set (test set) Q. For each of the method variations and each of the cross-validation
iterations, the predictions of all the test images in the query set are stored. At the end of
this process, the predicted image is chosen as the consensus of majority vote among all the
predictions as defined in Equation (27) as the following:

(27)

. F |U| I }

C(Zy) = argmax y_ ) I{lew(x’k) =G
i€{1,..M} j=1 w=1

where @ is the final consensus decision for the image Zj, and 1 - ] is the indicator function.

Although this proposition is intended to be employed for a few-shot image classifi-
cation, it could be used to solve similar problems with very small datasets. Such datasets
cannot be adequately managed by conventional image classification models because, even
if the models are fine-tuned, they are likely to overfit the training set. On the other hand,
the proposed model has a maximum of only M learnable parameters that are optional,
namely the KDE bandwidths, so it is not likely to overfit.

2.4. Alternative Solution for One-Shot Image Classification

For the special case of an M-way one-shot problem, the KDE estimation method
presented is not feasible because at least one sample should be used for training and
another for validation within the same class. To solve this issue, we came up with another
strategy to solve one-shot problems. Instead of predicting the class with KDE in a cross-
validation scheme, we simply measure the distance between the test sample x; € Q and
each of the M samples y’,. As each sample y’, € S belongs to a different class, the class
of the image in which the shortest distance is measured is predicted as the image class as
defined in Equation (28), as the following:

@ = argmin dist(X'y,y';) (28)
te{1,.,.M}

where dist(-) represents the distance function. In this work, we evaluated cosine similarity
and Euclidean distances.

3. Results and Discussions

We evaluated our proposition with three datasets that are commonly employed to
few-shot learning: minilmageNet [38,39], tieredImageNet [40], and CUB200 2011 [41]. The
choice of these datasets was convenient to compare the results obtained with other existing
methods. These datasets were evaluated considering five-way one-shot and five-way
five-shot tasks, which are also widely employed setups in few-shot learning papers. Then,
Flowers102 [42], Food101 [43], Caltech101 [44], FGVC-Aircraft [45], and DTD [46] were
employed as additional datasets in an extended evaluation to understand the robustness of
our method under varied configurations (five-way one-shot, two-shot, four-shot, eight-shot,
and sixteen-shot).

Furthermore, two CLIP Vision Transformer (ViT) backbones were evaluated for each
of the datasets, namely ViT-B/32, which is claimed to be the fastest among the CLIP ViT
backbones, and ViT-L/14@336px, which is a more powerful architecture with a slower
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inference time [12]. The feature vectors extracted with ViT-B/32 end up with D = 512,
while those extracted with ViT-L/14@336px have D = 768. With both backbones, for five-
shot experiments, a set of different Tsplit = {0.2,0.4,0.6,0.8} was evaluated to determine the
consensus among U and its individual performances. However, for one-shot experiments,
as there are not enough samples for splitting S in 7 and V), cosine similarity and Euclidean
distance were assessed, as explained in Section 2.4.

All experiments were repeated for 1000 episodes for each configuration (except when
stated otherwise), each time randomly selecting the M classes and the elements of S. Then,
the mean accuracy over the episodes was recorded to provide a better understanding of
the overall robustness of our approach. Moreover, all the experiments were executed with
and without dimensionality reduction to evaluate their impact on the final results.

The results of each of the experiments were stored without bandwidth optimization
(training-free variant). Then, they were extended with the bandwidth search described in
Section 2.2, which was executed for 500 iterations, where the Adam optimizer was set with
a learning rate of 0.02, 81 = 0.9, 1 = 0.999, and weight decay A = 0.

3.1. Five-Way Five-Shot Experiments

First, the results of the proposed method for each of the configurations in U/ were
individually assessed with five-way five-shot experiments without considering a cross-
validation approach. In this case, only S = 77 UV is evaluated so that we can use these
results to understand the general impact of the cross-validation iterations in the proposed
method. The results of this analysis using the CLIP ViT-B/32 backbone are shown in
Figure 5a, 5b and 5c for minilmageNet, tieredImageNet, and CUB200 2011, respectively.

It is evident that dimensionality reduction plays an important role in our methodology,
as experiments using compressed dimensions (D — D’) consistently outperformed those
using the original dimensions.

In all variations, the best observed results were achieved for r,,;; = 0.8. It indicates
that for an approach that does not consider cross-validation, the more training samples
available, the better to determine the initial bandwidth and to be used against the query set
in the KDE paradigm.

Likewise, the same experiments were repeated with ViT-L/14@336px backbone. The
results are plotted in Figure 6a, 6b and 6¢ for minilmageNet, tieredImageNet, and CUB200
2011, respectively. It is possible to observe that the impact of the loss function, bandwidth
initialization, and dimensionality reduction for ViT-L/14@336px is similar to what is
observed for ViT-B/32.

However, a few observations stood out. First, ViT-L/14@336px achieved consistently
better results than ViT-B/32 for all datasets evaluated with reduced dimensionality (D’),
demonstrating that compression of the information from a more advanced backbone yields
superior performance. On the other hand, when comparing the backbones with their
original dimensions (D), ViT-L/14@336px in some cases achieved worse performance than
ViT-B/32. This observation highlights the importance of preferring a reduced number of
dimensions to approach the KDE problem, where it is noticeable that a more advanced
feature extraction that employs more dimensions could lead to worse performance if no
dimensionality reduction technique is considered. Furthermore, ViT-L/14@336px achieved
the best results with dimensionality reduction for all datasets on u.
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Figure 5. Mean results over 1000 episodes with bandwidth optimization for 500 iterations
on a single iteration of the cross-validation scheme (S = 77 U V) with CLIP ViT-B/32 for
Tsplit = {0.2,0.4,0.6,0.8}, where each group of bars represents a combination of the elements of
U with D if the original dimension were employed, or D’ if dimensionality reduction with PCA
was employed. Also, the mean accuracy is displayed at the top of the bars. (a) MinilmageNet.
(b) TieredImageNet. (¢) CUB200 2011.
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Figure 6. Mean results over 1000 episodes with bandwidth optimization for 500 iterations on
a single iteration of the cross-validation scheme (S = 77 U V) with CLIP ViT-L/14@336px for
Tsplit = {0.2,0.4,0.6,0.8}, where each group of bars represents a combination of the elements of
U with D if the original dimension were employed, or D’ if dimensionality reduction with PCA
was employed. Also, the mean accuracy is displayed at the top of the bars. (a) MinilmageNet.
(b) TieredImageNet. (¢) CUB200 2011.

Then, we repeated the experiments with cross-validation, where 1 < j < 5 and

S = T; UV so that it was possible to calculate the consensus among each (Cy,; (X' ), Cu, (X'x),
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CZ(x\’k), CZ(x\’k)) and all (C(Zy)) elements in /. The results of this analysis employing
CLIP ViT-B/32 backbone are shown in Figure 7a, 7b and 7c for minilmageNet, tieredIma-
geNet, and CUB200 2011, respectively. While the results for ViT-L/14@336px are shown in
Figure 8a, 8b and 8c for minilmageNet, tieredImageNet, and CUB200 2011, respectively.

100.0

97.5
95,76 95.:9996.00 960195989596 g5 5995.8195,9895.94

195,8595.8895.90 96.0126;3696.16 96.04

95.5.
95.0

92.5 1

90.0

Mean Accuracy (%)

87.5 1

85.0 1 MM ropie = 0.2
B e = 0.4
82.5- M iy = 0.6
g =08

Ll

(a) minilmageNet

100.0

97.5
95.0
93289326 o 702510933203 1 93.2093,4493,5293 41 o 7 2328933793,27

92.5

90.0

Mean Accuracy (%)

87.5 1

g5.0 1 MM rypie = 0.2
. e = 0.4
82.5- M iy = 0.6
. e = 0.8

—

Cy; (')

(b) tieredImageNet

100.0

97.5
95.0 1
92,7792 69 930295 709, 59

92.5

90.0

Mean Accuracy (%)

87.5 1

g5.0 1 MM rypie = 0.2
e = 0.4
82.5{ M ryie =06
. e = 0.8

—

Cy; (')

(c) CUB 200 2011

Figure 7. Mean results over 1000 episodes with bandwidth optimization for 500 itera-
tions on cross-validations with CLIP ViT-B/32 feature vectors with reduced dimension D’ for
rsplit = {0.2,04,0.6,0.8}, where C;(x\’k), ;(x\’k), ;(x\’k), and CZ(x\’k) are the consensus among
all iterations in the cross-validation scheme accounting for only the results of uj, up, uz, and uy
in the consensus decision, respectively. The mean accuracy is displayed at the top of the bars for:

(a) MinilmageNet. (b) TieredImageNet. (¢) CUB200 2011.
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Figure 8. Mean results over 1000 episodes with bandwidth optimization for 500 iterations on
cross-validations with CLIP ViT-L/14@336px feature vectors with reduced dimension D’ for
rspit = {0.2,0.4,0.6,0.8}, where CZ(x\’k), C;(x\’k), CZ(x\’k), and Cm) are the consensus among
all iterations in the cross-validation scheme accounting for only the results of uq, up, uz, and uy
in the consensus decision, respectively. The mean accuracy is displayed at the top of the bars for:
(a) MinilmageNet. (b) TieredImageNet. (¢) CUB200 2011.

Both backbones achieved a remarkable value of mean accuracy, although ViT-
L/14@336px achieves the best values. It is possible to observe that, in both backbones, the

—_—
consensus decision of C(Zy) achieved better performance than the consensus considering
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only one of the elements in /. Moreover, in both backbones, the best results were achieved
with 74 = 0.4, implying that the consensus decision benefits from different bandwidth
values that, in each iteration of the cross-validation scheme, used a considerable number
of samples in V; to optimize the bandwidth, even though the initial bandwidth value was
calculated with fewer samples (7).

3.2. Five-Way One-Shot Experiments

Table 2 shows the mean results achieved for each combination of dataset and configu-
ration of the five-way one-shot experiments using the methodology presented in Section 2.4.
It is noticeable that dimensionality reduction plays an important role in our methodology,
even for one-shot experiments, as the results that used a compressed version of the original
dimensions D — D’ achieved consistently better results than their equivalent experiments
with original dimensions.

Table 2. Mean % accuracy results alongside its 95% confidence interval results achieved for five-way
one-shot image classification for minilmageNet, tieredImageNet, and CUB 200 2011 datasets. The
best results achieved for each dataset are shown in bold.

minilmageNet tieredImageNet CUB
CLIP Backbone Dim. Euclidean Cosine Euclidean Cosine Euclidean Cosine
Reduction Distance Similarity Distance Similarity Distance Similarity
ViT-B/32 No 88.73 + 047 87.93 £ 0.51 84.62 + 0.60 84.36 + 0.61 79.85 + 0.64 80.48 + 0.63
ViT-B/32 Yes 88.73 + 0.47 89.62 + 0.46 84.62 + 0.60 85.65 + 0.59 79.85 + 0.64 82.40 + 0.58
ViT-L/14@336px No 92.66 + 0.39 90.39 + 0.47 89.66 + 0.51 87.47 + 0.58 92.60 + 0.45 92.16 + 0.46
ViT-L/14@336px Yes 92.66 + 0.39 93.48 + 0.36 89.66 + 0.51 90.60 + 0.48 92.60 + 0.45 93.69 + 0.40

Furthermore, cosine similarity proved to be a better choice than Euclidean distance
for all the evaluated datasets, and the choice of the CLIP backbone is also important to
explain the results achieved, where ViT-L/14@336px achieves a superior performance
than ViT-B/32. Choosing ViT-L/14@336px instead of ViT-B/32 has such a strong effect on
performance that it outweighs the combined influence of dimensionality reduction and
distance metric selection.

3.3. Overall Performance

In summary, Table 3 shows the best results achieved for the datasets evaluated consid-
ering the employment of both backbones of CLIP. For the one-shot experiments, all the best
results were achieved with cosine similarity and dimensionality reduction, while for the
five-shot experiments, with the consensus decision group of the cross-validation ensemble,
dimensionality reduction, and rgp;;; = 0.4.

In addition to providing results with the most recurring configurations and datasets
to enable the comparison of ProbaCLIP against other competitors, we also provide a more
extensive evaluation of the training-free version of our method against other datasets with
ViT-B/32 and ViT-L/14@336px backbones in Tables 4 and 5, respectively.

Next, we analyzed the individual contribution of each component of our method in
the overall results. Table 6 presents an ablation study to support this analysis. The best per-
formance was achieved for the cross-validation ensemble with I/ elements, dimensionality
reduction, ViT-L/14@336px CLIP backbone, and bandwidth optimization. It is possible to
observe that the elements that contribute more to improving performance are the choice of
the CLIP backbone, the ensemble decision, and dimensionality reduction.

Although the best performance was achieved with bandwidth optimization, the result
of a fully training-free option achieves a very similar performance, so that, for all datasets,
it intersects with the best results considering the confidence intervals.
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Table 3. Best mean % accuracy results alongside with its 95% confidence interval achieved on five-way
one-shot and five-way five-shot image classification for minilmageNet, tieredImageNet, and CUB
200 2011 datasets.

Dataset ViT-B/32 ViT-L/14@336px

atase 1-Shot 5-Shot 1-Shot 5-Shot
minilmageNet 89.62 + 0.46 96.36 + 0.21 93.48 + 0.36 98.37 + 0.11
tieredImageNet  85.65 + 0.59 93.86 + 0.33 90.60 = 0.48 96.84 + 0.22
CUB 82.40 + 0.58 93.62 + 0.31 93.69 + 0.40 98.16 + 0.17

Table 4. Performance of the training-free variant of ProbaCLIP with ViT-B/32 backbone in five-way
experiments with multiple shot variations and datasets. The results show mean accuracy alongside
with its 95% confidence intervals for 500 episodes.

1-Shot 2-Shot 4-Shot 8-Shot 16-Shot
Caltech101 [44] 95.45 + 0.50 95.18 + 0.51 96.78 +0.39 98.69 + (.22 98.98 + 0.22
DTD [46] 64.52 + 0.90 62.33 + 0.90 69.99 + 0.81 80.97 + 0.59 85.77 + 0.44
FGVC-Aircraft [45] 61.51 +1.10 58.93 +1.13 65.99 +1.14 72.36 + 1.06 76.65 + 1.00
Flowers102 [42] 91.43 + 0.67 91.42 + 0.66 94.85 + 0.46 98.19 + 0.20 98.85 + 0.15
Food101 [43] 80.30 + 0.80 78.61 + 0.82 85.47 + 0.59 92.32 +0.35 93.76 £ 0.30

Table 5. Performance of the training-free variant of ProbaCLIP with ViT-L/14336px backbone in
five-way experiments with multiple shot variations and datasets. The results show mean accuracy
alongside with its 95% confidence intervals for 500 episodes.

1-Shot 2-Shot 4-Shot 8-Shot 16-Shot
Caltech101 [44] 97.97 + 0.34 97.40 + 0.38 98.51 + 0.29 99.58 + 0.12 99.65 +0.17
DTD [46] 68.02 + 0.87 65.85 + 0.92 74.59 + 0.83 84.48 + 0.57 88.90 + 0.42
FGVC-Aircraft [45] 76.99 + 1.06 7391 +1.09 79.74 +1.01 86.63 + 0.85 89.10 + 0.79
Flowers102 [42] 97.77 + 0.33 97.08 + 0.44 98.34 + 0.27 99.64 + 0.09 99.80 + 0.04
Food101 [43] 90.09 + 0.60 88.70 + 0.65 93.25 +0.39 97.30 £ 0.20 97.90 £ 0.16

Table 6. Ablation studies of the methodology proposed for five-way five-shot experiments, where
the best accuracy among all the r,;; values tested for each of the configurations is displayed. The

setup that achieved the best results and its results are shown in bold.

Setup minilmageNet  tieredImageNet CUB
ViT-B/32 with D for u; setup 95.26 + 0.23 92.21 +0.38 91.03 = 0.39
+ h optimization 95.34 £ 0.23 92.38 + 0.37 91.45 £ 0.36
+ Dim. reduction (PCA) 95.57 + 0.22 92.62 + 0.37 91.82 +0.36
+ Change to ViT-L/14@336px 97.80 + 0.15 95.88 + 0.26 97.61 +0.20
+ cross-validation (u1) 98.07 + 0.14 96.33 + 0.24 97.89 + 0.19
+ Ensemble with U{ elements 98.37 + 0.11 96.84 + 0.22 98.16 + 0.17
— h optimization (100% training-free) 98.17 £ 0.15 96.72 +(0.23 97.91 + 0.20

3.4. Impact of the Dimensionality on the Performance

A more detailed study of the impact of the number of dimensions in the dimensionality
reduction was conducted to provide a deeper understanding of its role in the presented
methodology. For that, a new experiment was sketched, varying the number of shots N
within the set {5,10,20} with original and reduced dimensions, where, for each value
of N, the targeted dimensions of PCA were forced to 25%, 50%, 75%, and 100% of the
maximum number of components allowed. It is important to recall that due to the rank
constraint of the data matrix in PCA, the number of principal components that can be
meaningfully extracted from a dataset X € R"*? is bounded by min(n,d), which in this
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case is min(M x N X r; plits D). The experiments were carried out with the training-free
version of ProbaCLIP and repeated for 500 episodes for each combination. The results are
presented in Figure 9.

It is noticeable from the plots that the more shots, the higher the accuracy tends to
be. In other words, the more examples the classifier has per class, the better the expected
performance. In addition, the higher the percentage of PCs within PC,), the better the
results tend to be as well, reinforcing the choice of using the principal components that
explain 99% of the variance.
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Figure 9. Impact of the number of samples per class (N-shot) and the number of dimensions in the
KDE on the classification accuracy, considering a unique KDE per dataset. The results were plotted
for CUB 200 2011, minilmageNet, and tieredImageNet with ViT-B/32 and ViT-L/14@336 backbones.

3.5. Qualitative Analysis

To improve the understanding of the performance achieved by our method, we also
provide a qualitative analysis with the CUB200 2011 dataset. Two experiments were
executed, namely A and B, where experiment A uses a varied set of classes for five-way
five-shot experiments, while the classes in experiment B were artificially chosen to have a
subset of very similar classes together with dissimilar classes. Experiments A and B were
conducted with CUB200 2011 and are shown in Figures 10 and 11, respectively.

In experiment A, only four images were misclassified (shown with a red border) by our
ensemble of classifiers, and the classification accuracy was 98.91%. In this case, our method
was very efficient in predicting the correct class of the vast majority of images. One possible
explanation for the two images belonging to the class 021.Eastern_Towhee and predicted
as 011.Rusty_Blackbird is that they are standing on the ground. Observing the training
images, it is possible to notice that the only class with several samples of birds standing
on the ground is 011.Rusty_Blackbird. Furthermore, looking at the random selection of
samples in S for 011.Rusty_Blackbird, it is noticeable that they are quite different from
each other, which, in this case, might have influenced the model to focus on the similarity
between images rather than the type of birds for these misclassified examples.
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001.Black_footed_Albatross

041.Scissor_tailed_Flycatcher

011.Rusty_Blackbird 021.Eastern_Towhee 031.Black_billed_Cuckoo

Correctly classified
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o, |

Predicted as 011.Rusty Blackbird Correctly classified

Figure 10. Result of the qualitative experiment A: representation of a common random class assig-
nation to the five-way five-shot paradigm with CUB200 2011 dataset, where each image column
represents one of the five image classes with its name written on the top. The images above the
horizontal black line are those belonging to S, while the ones below are a subset of Q that shows a
few correct and wrong (if they exist) predictions per class. The accuracy recorded for the ensemble
of classifiers in this episode was 98.91%. Images with blue contours were predicted correctly, while

those with red contours were not.
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Figure 11. Result of the qualitative experiment B: representation of a more rare random class
assignation to the five-way five-shot paradigm with CUB200 2011 dataset, where three of the classes
are very similar to each other while the other two are visually more dissimilar. Each image column
represents one of the five image classes with its name written on the top. The images above the
horizontal black line are those belonging to S, while the ones below are a subset of Q that shows a
few correct and wrong (if they exist) predictions per class. The accuracy recorded for the ensemble
of classifiers in this episode was 80.53%. Images with blue contours were predicted correctly, while
those with red contours were not.
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We compared an episode with average performance with another more rare episode
that achieved worse performance by our classifier. Thus, in experiment B, three types
of cormorants, which are quite similar to each other, were intentionally put together
with two different species of birds. In this case, the classification accuracy was signif-
icantly lower (80.53%). Although all images in Q belong to 021.Eastern_Towhee and
022.Chuck_will_Widow were correctly classified, there were some images belonging to the
cormorant classes that were incorrectly assigned to other cormorant classes. In other words,
the dissimilarity between the classes 021.Eastern_Towhee and 022.Chuck_will_Widow is
quite evident, which facilitated the PCA and KDE to concentrate on them. However, the
difference between the cormorant classes is milder, which made the classifier’s task in these
classes more difficult. This artificial example shows that episodes having both very similar
and dissimilar classes can be more challenging.

Nevertheless, imagining that the classification would be carried out manually by a
human, and observing the images in S and Q for the cormorant classes, it would be quite
challenging to correctly classify some of the images.

3.6. Computational Impact of the Bandwidth Optimization

We also provide an analysis of our strategy in terms of its computational effort to show
how lightweight our method is. Table 7 compares the average time required to extract the
CLIP embeddings and to run ProbaCLIP with and without the bandwidth optimization
process. It can be observed that the training-free ProbaCLIP takes two orders of magnitude
less time to execute than the feature extraction process. Thus, if the downstream application
in which ProbaCLIP is used requires low inference time, the training-free approach with a
simpler backbone, such as ViT-B/32, is the best choice. On the other hand, the few-shot
episodes with ProbaCLIP and bandwidth optimization take significantly longer, although
they are of a similar order of magnitude to the feature extraction task.

Table 7. Time duration of ProbaCLIP classification episode averaged over ten episodes considering
100 images evenly split in five classes executing five-way five-shot classification, where 25 images are
assigned to S and 75 to Q. The experiment was conducted with a notebook Asus TUF-Gaming-A15
with an AMD Ryzen™ 9 7940HS processor and a GeForce RTX 4070 Laptop GPU.

Avg. Time [seconds]

Task ViT-B/32 ViT-L/14@336px
CLIP feature extraction 9.57 24.56
Training-free ProbaCLIP prediction 0.10 0.10
ProbaCLIP prediction with / optimization 42.73 63.35

3.7. Comparison with the State-of-the-Art Methods

Table 8 benchmarks our approach against three recent surveys, situating it within a
broader landscape of competitive few-shot classifiers evaluated under standard five-way
one-shot and five-shot protocols on minilmageNet, tieredImageNet, and CUB200 2011. In
the first comprehensive review, Li et al. [47] provide a taxonomy of deep metric learning
methods for few-shot classification, organized into three stages: feature embedding, class
representation, and distance measurement. Their survey analyzes more than 60 methods
published between 2018 and 2022. Although our method does not strictly belong to the
deep metric learning paradigm, we compare against this body of work because it represents
the category most closely aligned with our approach. Both deep metric learning and our
KDE-based framework rely on a shared principle: classification is performed in a learned
embedding space by comparing similarity relationships rather than by training task-specific
classifiers. Within this design space, our method advances the state of the art by combining
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frozen CLIP embeddings with statistically principled density estimation, yielding superior
performance and enhanced interpretability.

In the second survey, Yang et al. [48] provided a broader umbrella review of general-
ized few-shot learning, integrating zero-shot, few-shot, and generalized zero-shot tasks
under a unified theoretical framework. Their best-in-review results remain significantly be-
low our performance, reinforcing the novelty and efficacy of KDE-based density estimation
in the CLIP feature space with information condensed in a lower-dimensional space.

In the last survey, Xu et al. [49] provided results of few-shot image classification trained
in cross-domain. The paper displayed the performance of numerous deep learning ap-
proaches on datasets that differ from the ones they were trained. Although no foundational
models such as CLIP were mentioned in this survey, the comparison is also pertinent as
we extract feature vectors from a neural network trained on a dataset that differs from the
datasets that we test.

Table 8. The comparison of the best results achieved by ProbaCLIP against survey papers. The best
results achieved for each dataset and experiment are shown in bold.

minilmageNet tieredImageNet CUB
Method 1-Shot 5-Shot 1-Shot 5-Shot 1-Shot 5-Shot

Best result [47] 82.16 89.80 - - 67.90 + 0.90 85.39 + 0.56

Qty. of methods assessed in [47] 37 40 - - 8 8
Best result [48] 84.32 + 0.21 90.02 + 0.12 89.65 + 0.22 93.21 +0.13 91.69 +0.18 95.02 + 0.16

Qty. of methods assessed in [48] 97 97 75 75 34 34
Best result [49] - - - - 65.05 + 0.83 84.21 £ 0.18

Qty. of methods assessed in [49] - - - - 12 15
Training-free ProbaCLIP 3.48 £ 036 98.17 + 0.15 90.60 + 0.48 96.72 + 0.23 93.69 + 0.40 97.91 + 0.20
ProbaCLIP w/h optimization - 98.77 £ 0.11 - 96.84 + 0.22 - 98.16 + 0.17

Then, we further compared our approach with other recent publications, not included
in these surveys, that used the CLIP embeddings for few-shot learning and achieved state-
of-the-art results. Table 9 shows this comparison, where our approach achieves the best
performance for tieredlmageNet and competitive performance for minilmageNet.

SgVA-CLIP [23] fine tunes a visual adapter on base classes with cross-modal distilla-
tion, achieving remarkable performance on minilmageNet and tieredImageNet. By contrast,
our method keeps CLIP frozen and does not require gradient-based training. Although
our method proposes an optimization process for bandwidth selection, this process is a
low-dimensional and much simpler optimization, unlike the large-scale backpropagation
needed for adapter training. Despite its simplicity, our ViT-L/14@336 results are competi-
tive (minilmageNet) or superior (tieredImageNet), while incurring far less compute and
training overhead.

Ferragu et al. [8] propose Multi-modal CLIP Inference (MM-CLIP), a training-free
baseline ensembling CLIP’s visual and textual scores. With ViT-L/14, they report state-
of-the-art results with minilmageNet and show strong results on other datasets as well.
Our method shares the training-free deployment philosophy but differs in two key ways:
(i) it is prompt-free, avoiding prompt engineering; and (ii) it is probabilistic, producing
per-class likelihoods using KDE rather than combining scores. While MM-CLIP edges us
in minilmageNet using textual embeddings, our pipeline is simpler because it only uses
visual embeddings, is less sensitive to prompt calibration, and significantly outperforms
the variant of MM-CLIP that uses only visual embeddings. Furthermore, our method
models class-conditional distributions in the embedding space with KDE, providing like-
lihoods that naturally reflect the confidence of each prediction. This enables principled
uncertainty estimation, in contrast to methods such as MM-CLIP, which rely on heuristic
score-level ensembling.
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In addition, Simple Semantic-Aided FSL (SemFew) [50] improves high-quality textual
descriptions and then feeds both the paraphrased semantics and visual features into a
two-layer Semantic Alignment Network to construct robust class prototypes, avoiding
intricate multi-modal fusion while relying on richer semantics than bare class names. In
another direction, FEL-FRN [51] augments a feature map reconstruction pipeline with
efficient channel attention and fuses its scores with a Long-CLIP branch; classification
is driven by per-location reconstruction of query feature maps from support features,
while Long-CLIP provides text-guided few-shot cues that are combined using learned
weights, particularly benefiting fine-grained categories with multiple attribute variation.
Finally, PrototypeFormer [52] instead learns class prototypes with a lightweight transformer
prototype extraction module over CLIP image embeddings and strengthens them by a
prototype contrastive loss computed on leave-one-out sub-prototypes, then queries are
classified by distance to the refined prototypes. Different from these methods, ProbaCLIP
does not depend on textual information or additional training, and it still outperforms
them (or is equivalent for FEL-FRN in CUB, which has overlapping confidence intervals).

Table 9. The comparison of the best results achieved against episodic methodologies that use the
CLIP embeddings for five-way five-shot image classification. The results intersecting the confidence
intervals of the best results achieved for each dataset are shown in bold.

Method minilmageNet tieredImageNet CUB
SgVA-CLIP [23] 98.72 + 0.13 96.21 + 0.37 -
MM-CLIP (visual embedding) [8] 96.65 + 0.06 - -
MM-CLIP (textual embedding) [8] 99.38 + 0.02 - -
MM-CLIP (stacked-avg) [8] 98.88 + 0.09 - -
SemFew-Trans [50] 86.49 + 0.50 89.89 + 0.52 -
PrototypeFormer [52] 97.07 + 0.11 95.00 = 0.19 94.25 + 0.16
FEL-FRN [51] - - 97.68 + 0.59
Training-free ProbaCLIP (ours) 98.17 £ 0.15 96.72 + 0.23 97.91 £+ 0.20
ProbaCLIP w/h optimization (ours) 98.37 + 0.11 96.84 + 0.22 98.16 + 0.17

3.8. Potential Challenges, Limitations and Future Work

Despite the advantages that ProbaCLIP provides, in scenarios where the class dis-
tributions in the CLIP embedding space are highly overlapping or very fine-grained, the
KDE-based classification may experience degraded performance. Specifically, if some of
the classes in a given episode produce very similar embeddings, as observed in Figure 11, it
could make a density-based classifier without additional adaptation struggle to distinguish
them. This limitation, although mitigated by compressing the most relevant dissimilarities
between classes into a few dimensions with PCA, is partly a consequence of using a fixed
feature extractor, as it cannot explicitly learn new discriminative features for confusing
classes. In this context, simple solutions such as the careful selection of classes in each
episode or the choice of other types of kernels to handle density estimation could be
evaluated. Or more sophisticated ones, such as the employment of more specialized loss
techniques to reduce inter-class mutual feature information, like the one introduced by
DCLIP [32], could be explored in future works.

Moreover, reliance on a pre-trained model such as CLIP means that the method
inherits its biases or blind spots, and its deployment must consider the memory and
compute requirements of the CLIP backbone for inference. These factors highlight the
importance of knowing the downstream task before applying the method in practice.

In another direction, it has been shown that CLIP ViT-based models may face chal-
lenges to interpret images under certain visual conditions, particularly when objects are
partially occluded, viewed from atypical poses, or subject to geometric distortions and
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3D corruptions such as motion blur or viewpoint shifts [53]. Although these issues have
not been addressed in the present work, we recognize that future efforts could strengthen
the robustness of the presented methodology under such conditions. Recent studies on
robust feature representations in human parsing have shown that domain transforms such
as polar harmonic Fourier moments and boundary-guided consistency can significantly
improve stability in complex scenes [54]. Toward the same direction, the use of quaternion
polar harmonic Fourier moments is shown to be effective in dealing with geometrically
distorted light-field RGB images [55]. These works could inspire a more robust handling of
geometrically distorted environments.

Looking ahead, there are other promising directions to further enhance and extend
our approach. An interesting possibility is to benefit from multi-modal information. Since
CLIP is a vision-language model, one could study how to extract relevant information
from its textual branch or to incorporate additional textual information from class names
or descriptions without requiring additional textual information during inference. Then,
combining cues from both modalities to improve accuracy. Such an extension might
retain our training-free ethos by leveraging CLIP’s text encoder for zero-shot guidance
or refining the image densities with semantic priors, as evidenced by recent multi-modal
CLIP inference methods. Another important direction is online adaptation and continual
learning. Our current method works in a batch few-shot setting; enabling it to update the
density models incrementally as new data arrives or classes emerge (without retraining
from scratch) would make it robust in non-stationary environments. Techniques from
online or task-agnostic meta learning could be borrowed to allow the KDE to adjust to
evolving feature distributions while avoiding catastrophic forgetting. Additionally, further
exploration of the uncertainty estimation capabilities of our probabilistic approach would
be another interesting path. Since our classifier produces a likelihood for each class,
we naturally obtain confidence measures for predictions; future work can utilize these
likelihoods for calibrating predictions, detecting out-of-distribution queries, or flagging
highly uncertain cases for human review. Finally, to facilitate real-time deployment in
simpler hardware, one could investigate model compression or distillation techniques
for the CLIP backbone to reduce latency and memory usage. By listing these possible
improvements, we aim to broaden the applicability of training-free few-shot classification
and ensure that our KDE-based classifier remains at the forefront of practical and reliable
few-shot recognition across diverse domains.

4. Conclusions

In this work, we introduced ProbaCLIP, a training-free few-shot image classifica-
tion approach that leverages CLIP’s powerful embeddings in a kernel density estimation
framework. By modeling each new class’ feature distribution with KDE and classifying
queries using likelihood evaluation in the embedding space, our method does not require
gradient-based fine-tuning, prompt engineering, auxiliary meta learning phases, or addi-
tional training schemes. We demonstrated that compressing relevant information within
the context of each episode by reducing the dimensionality of the CLIP embeddings with
the principal component analysis is highly beneficial, significantly increasing the ability to
differentiate between classes. Furthermore, we proposed an optional optimization scheme
to find the bandwidth values for each episode that maximizes classification accuracy, which
was able to further increase the performance by adding a tiny gradient search with very few
parameters (at maximum one parameter per class) trained only on the few samples of each
episode’s support set. However, although this optimization scheme usually contributes
to slightly improved results, we demonstrated that the training-free approach—without
bandwidth optimization—can also compete with the state-of-the-art methods, achieving
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consistently better or equivalent results than its competitors in standard few-shot bench-
marks. The mean accuracy over 1000 episodes achieved by the training-free ProbaCLIP for
minilmageNet, tieredImageNet, and CUB-200-2011 in a five-way five-shot framework are,
respectively, 98.17 + 0.15, 96.72 + 0.23, and 97.91 + 0.20, while the mean accuracy on the
same datasets with a bandwidth optimization is 98.37 + 0.11, 96.84 + 0.22, and 98.16 + 0.17.
The results establish that a simple, prompt-free probabilistic inference on high-quality
pre-trained features can match or exceed more complex pipelines that require training or
prompt information, significantly reducing computational complexity.

A key strength of our method is its scalability and efficiency, which make it especially
appealing for low-data, compute-constrained settings. Since no additional training is
required to adapt to new classes, the method can scale to many tasks or classes with
minimal overhead. This property is highly valuable in real-world scenarios where collecting
large labeled datasets or performing extensive fine-tuning is impractical. Moreover, the
compact inference pipeline is well-suited for edge deployment, where the absence of
heavy training means models can be deployed on resource-limited devices without cloud
computing dependency, facilitating real-time or on-device operation, and broadening their
applicability to embedded and time-critical systems.
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Abbreviations

The following abbreviations are used in this manuscript:

ANLL Average Negative Log-Likelihood

CI Confidence Interval

CLIP Contrastive Language-Image Pre-Training
KDE Kernel Density Estimation

LLM Large Language Model

MAML  Model Agnostic Meta Learning
MANLL Modified Average Negative Log-Likelihood

PCA Principal Component Analysis
PDF Probability Density Function
TAML Task-Agnostic Meta-Learning
ViT Vision Transformer
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