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Abstract

The Artificial Intelligence of Things (AIoT) is rapidly evolving from basic connectivity to
intelligent perception, reasoning, and decision making across domains such as healthcare,
manufacturing, transportation, and smart cities. Multimodal generative AI (GAI) and digi-
tal twins (DTs) provide complementary solutions. DTs deliver high-fidelity virtual replicas
for real-time monitoring, simulation, and optimization with GAI enhancing cognition,
cross-modal understanding, and the generation of synthetic data. This survey presents a
comprehensive overview of DT–GAI integration in the AIoT. We review the foundations of
DTs and multimodal GAI and highlight their complementary roles. We further introduce
the Sense–Map–Generate–Act (SMGA) framework, illustrating their interaction through
the SMGA loop. We discuss key enabling technologies, including multimodal data fusion,
dynamic DT evolution, and cloud–edge–end collaboration. Representative application sce-
narios, including smart manufacturing, smart cities, autonomous driving, and healthcare,
are examined to demonstrate their practical impact. Finally, we outline open challenges,
including efficiency, reliability, privacy, and standardization, and we provide directions for
future research toward sustainable, trustworthy, and intelligent AIoT systems.

Keywords: Artificial Intelligence of Things (AIoT); multimodal generative AI (GAI); digital
twin; multimodal fusion; cloud–edge–end collaboration

MSC: 68-02

1. Introduction
The Artificial Intelligence of Things (AIoT) has emerged as a frontier domain that has

attracted increasing attention from both academia and industry. The rapid development of
the AIoT enables ubiquitous connectivity and intelligence across diverse fields, ranging
from healthcare and smart manufacturing to autonomous transportation and urban man-
agement. Nevertheless, the heterogeneous and multimodal nature of IoT data, combined
with resource limitations at the edge, poses significant challenges for efficient perception,
representation, and decision making. Recent advances in multimodal generative AI (GAI)
offer promising solutions for fusing heterogeneous data sources, enhancing cross-modal
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understanding, and generating synthetic data. Meanwhile, DTs provide a dynamic vir-
tual–physical mapping framework that can simulate, predict, and optimize AIoT systems.
The convergence of these two paradigms opens opportunities to achieve adaptive, trust-
worthy, and resource-aware intelligence in AIoT environments. However, despite their
potential, current research on DT–GAI integration remains fragmented.

1.1. Background and Motivation

The AIoT has emerged as a frontier for ubiquitous connectivity and intelligence across
diverse fields from healthcare to autonomous transportation. However, the heterogeneous
and multimodal nature of IoT data, combined with resource limitations at the edge, poses
significant challenges for efficient perception, representation, and decision making. Recent
advances in multimodal GAI and DTs offer a promising path forward. GAI provides
solutions for fusing heterogeneous data sources and enhancing cross-modal understanding,
while DTs offer a dynamic virtual–physical mapping framework to simulate, predict,
and optimize AIoT systems. The convergence of these two paradigms—GAI’s cognitive
generation and the DT’s structural fidelity—opens new opportunities for adaptive and
trustworthy intelligence. Despite this potential, research on their synergistic integration
remains fragmented, lacking a unified conceptual framework, systematic analysis of cross-
domain challenges, and rigorous evaluation metrics. This survey aims to bridge these
critical gaps.

1.2. Research Questions

To structure this survey in a systematic and problem-driven way, we frame the discus-
sion around three research questions (RQs):

• RQ1 (Conceptual Complementarity): How can the distinctive roles of DTs and GAI be
conceptualized as complementary pillars of AIoT intelligence, and what theoretical
framework can unify their contributions to virtualization and cognition?

• RQ2 (System-Level Challenges): What domain-independent advantages, limitations,
and recurring system-level challenges (e.g., efficiency, reliability, privacy, standardiza-
tion) can be synthesized from a cross-literature comparison of DT and GAI approaches?

• RQ3 (Formal Models and Evaluation): In what ways can DT–GAI interaction be
formalized through functional or probabilistic models and optimization frameworks,
and which mathematical indicators provide rigorous criteria for evaluating robustness,
complexity, cross-modal accuracy, and twin–reality consistency?

These RQs serve not only as an organizing device for the survey but also as a means
of transforming a descriptive review into a problem-driven inquiry.

Methodologically, this survey adopts a structured yet narrative approach. The RQs
defined above serve as the organizing framework. Relevant studies were identified through
keyword-based searches in major digital libraries (IEEE Xplore, ACM Digital Library, Web
of Science, Scopus) using combinations such as “digital twin,” ”generative AI,” “multi-
modal,” and “AIoT.” We retained peer-reviewed articles and influential preprints that
explicitly addressed DTs, GAI, or their integration within IoT/AIoT contexts while ex-
cluding purely conceptual works without technical relevance. The selected studies were
synthesized and categorized according to the RQs, ensuring transparency and reproducibil-
ity while maintaining the flexibility of a narrative survey.

1.3. Contributions

Several recent surveys have explored related areas, including digital twins for IoT
applications, multimodal learning for AI, or large language models in general-purpose
contexts. However, these studies remain limited in scope. Surveys on digital twins typically



Mathematics 2025, 13, 3382 3 of 44

emphasize system modeling and industrial deployment while overlooking the role of GAI
in enhancing cognition and data augmentation. Conversely, surveys on GAI often focus on
architectural advances or vision language models without considering their integration
with cyber–physical systems. To the best of our knowledge, no prior survey has provided a
comprehensive synthesis that explicitly frames DTs and GAI as complementary paradigms
for the AIoT. Furthermore, mathematical formalization and evaluation metrics have been
largely absent in prior works, leaving a gap that this paper directly addresses. Table 1
summarizes representative surveys on DTs and GAI, highlighting their scope and focus.

Table 1. Representative surveys on DTs and GAI: scope and focus.

Ref Year Description Focus

[1] 2023
A survey on multimodal learning with transformers, covering their architectures, pre-
training strategies, applications across vision, language, and speech, and open research
challenges.

Multimodal
generative
artificial
intelligence

[2] 2024
A comprehensive survey on multimodal learning from a data-centric perspective, review-
ing datasets, benchmarks, and challenges in aligning and integrating vision with other
modalities.

[3] 2024 A survey on deep multimodal data fusion, discussing methods, applications across diverse
domains, and key challenges in effectively integrating heterogeneous data.

[4] 2024
Reviews multimodal large language models (MLLMs) focusing on their architectures,
training strategies, datasets, and evaluation methods, highlighting emergent capabilities
beyond traditional multimodal models.

[5] 2025 A survey of AI-generated content (AIGC), outlining its evolution, core techniques, applica-
tions across text, vision, audio and code, and key challenges in alignment and evaluation.

[6] 2021
This survey introduces digital twin networks, outlining their architectures, enabling tech-
nologies, representative applications, and key open issues for future intelligent networked
systems.

Digital
twins

[7] 2023
This review analyzes physical-based digital twins, emphasizing architectures, cross-
domain applications, and the challenges of integrating physics-driven models with data-
driven approaches.

[8] 2024 A systematic review exploring the interplay of AI, AIoT, and urban digital twins to
enhance data-driven strategies for environmental sustainability in smart cities.

[9] 2024 A survey on applying machine and deep learning to digital twin networks for monitoring,
optimization, and security.

[10] 2025 A survey on digital twin networks covering architecture, enabling technologies, applica-
tions, and research challenges.

Framing our contributions around the three research questions defined above, this
survey provides the following advances:

1. Addressing RQ1 (Complementarity). We systematically review how DTs and GAI
tackle different aspects of AIoT intelligence—DTs providing structured and tem-
porally grounded digital replicas, and GAI contributing semantic reasoning, syn-
thetic data generation, and cross-modal adaptation. We synthesize these insights
into a unified framework, which is illustrated through mechanisms such as the
Sense–Map–Generate–Act (SMGA) loop.

2. Addressing RQ2 (Comparative Challenges). We conduct a critical review of represen-
tative approaches—GANs, diffusion models, and large language models (LLMs)—and
highlight their distinct strengths and limitations across domains such as manufac-
turing, healthcare, and transportation. We identify common challenges including
efficiency, reliability, privacy, and standardization.
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3. Addressing RQ3 (Mathematical Formalization and Evaluation). We move beyond
descriptive accounts by proposing functional and probabilistic models of DT–GAI
interaction, formulating optimization problems under edge resource constraints, and
consolidating evaluation practices into a set of mathematical indicators for robustness,
complexity, accuracy, and twin–reality consistency.

1.4. Literature Search and Screening Process

To improve transparency and reproducibility, we explicitly document the literature
search and screening process applied in this survey. The literature was retrieved from
major academic databases, including IEEE Xplore, ACM Digital Library, SpringerLink,
ScienceDirect, and Web of Science. The search employed the following Boolean query:

("digital twin"OR "DT") AND ("generative AI"OR "GAI"OR "multimodal")
AND ("AIoT" OR "IoT" OR "edge computing")
AND ("pruning" OR "quantization" OR "knowledge distillation")

This query integrates both application-oriented keywords (“digital twin, genera-
tive AI, multimodal, AIoT”) and methodological keywords (“pruning, quantization,
knowledge distillation”), ensuring comprehensive coverage across conceptual and
technical dimensions.

The process began with an initial database search yielding 2346 records. An additional
185 records were identified through other sources, primarily reference snowballing, bring-
ing the total to 2531 identified records. After removing 612 duplicates, 1919 unique articles
proceeded to the screening stage. During the title and abstract screening, 1352 records were
excluded as they did not meet the predefined inclusion criteria. The remaining 567 articles
were then assessed for eligibility through a full-text review. In this final stage, 390 articles
were excluded for reasons such as a lack of relevance to our research questions or insuffi-
cient methodological detail. This rigorous process resulted in a final corpus of 177 studies
included in our synthesis. The entire literature selection process is visually summarized in
the PRISMA flow diagram in Figure 1.
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To support this process, EndNote was employed for reference management and dupli-
cate detection, while Rayyan was used to assist in title/abstract screening with keyword
highlighting, structured tagging, and blind checks by multiple authors. Disagreements
were resolved through discussion among the authors. Additionally, backward snowballing
(screening the references of included studies) and forward snowballing (checking citations
of key papers via Google Scholar and Web of Science) were performed to identify further
relevant works not captured by the initial query. This multi-step process ensured rigor,
reduced the risk of omission, and enhanced the reproducibility of the review.

The remainder of this paper is organized as follows. Section 2 introduces the
foundations of DTs and multimodal GAI in the context of AIoT. Section 3 presents
the proposed SMGA framework and details how DTs and GAI interact across the
Sense–Map–Generate–Act loop. Section 4 discusses key enabling technologies that sup-
port the integration, including multimodal data fusion, dynamic DT evolution, and
cloud–edge–end collaboration. Section 5 surveys representative application domains
such as smart manufacturing, smart cities, autonomous driving, and healthcare. Section 6
outlines the main challenges and future research directions. Finally, Section 7 concludes
the paper.

2. Foundations: Digital Twins and Multimodal Generative AI
2.1. DTs in AIoT

Digital twins were initially developed for industrial manufacturing applications,
where they modeled physical systems through virtual entities to enable precise replication
and monitoring in a digital space [11]. The core concept involves establishing bidirectional
connections between virtual and real environments with real-time feedback and interaction
promoting system optimization and evolution. With the rapid development of AI and IoT
technologies, the application boundaries of digital twins have continuously expanded. DTs
have been gradually introduced into multiple domains including smart cities, intelligent
transportation, healthcare, and intelligent manufacturing [12–15], evolving into a key
enabling technology capable of supporting real-time monitoring, predictive analytics, and
autonomous decision making [16]. In AIoT scenarios, digital twins act not only as virtual
representations of individual devices but also as a unified platform for data integration,
state visualization, and simulation prediction, thereby effectively supporting complex
interactions and intelligent optimization across cross-domain systems.

DTs are characterized by three core attributes. The first is virtual–physical mapping,
which aims to establish digital replicas in virtual space that are highly consistent with
physical entities. This typically relies on IoT sensing devices for real-time data collection,
utilizing edge computing nodes and cloud platforms to collect and transmit multimodal
data from physical objects to virtual models in real time, enabling the construction of
high-fidelity digital replicas [17–19]. A compact formulation is

xt = g(st, ht, ct), yt = h(xt),

where g maps sensor, historical, and control data into the latent state; h maps the latent state
to observable outputs, st represents real-time sensor inputs, ht denotes historical states,
ct encodes control or configuration parameters, xt is the latent state of the twin, and yt is
the observable output of the virtual model. IoT sensing devices, edge nodes, and cloud
platforms transmit multimodal data from physical systems into virtual models [17–19].

Second is real-time interaction, where digital twins not only ingest data from physi-
cal entities but can also return control or optimization instructions to entities, achieving
dynamic feedback loops [20]. Existing solutions typically rely on bidirectional data flow
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architectures, event-driven message queues, and low-latency edge computing systems
to ensure that virtual model decisions can be quickly and accurately applied to physical
systems. This interaction can be abstracted as

xt+1 = f (xt, ut, wt),

where f specifies the state transition under given control inputs and disturbances, ut denotes
control signals generated by the twin and applied to the physical system, and wt represents
environmental disturbances. Architecturally, this relies on low-latency edge computing,
event-driven message queues, and bidirectional data pipelines [20].

Finally, iterative optimization allows a DT to continuously update itself based on
historical data, predictive models, and optimization algorithms under the drive of AI tech-
nology and big data, enabling the accuracy and adaptability of virtual models to improve
over time [21]. This primarily depends on historical data accumulation, predictive model
training, and optimization algorithm iteration. Twin models utilize historical operational
data and environmental change information, performing pattern learning and future state
prediction through machine learning or deep learning models, and adjusting virtual model
parameters through optimization algorithms, enabling virtual systems to better reflect the
evolutionary patterns of physical systems. A typical prediction–correction scheme can be
expressed as

x̂t+1 = f (xt, θ) + ϵt,

where x̂t+1 is the predicted state, θ are the model parameters, and ϵt is the prediction error.
The parameters are iteratively updated by minimizing the loss function:

θ ← θ − η∇θL(xt+1, x̂t+1),

where η is the learning rate and L measures the discrepancy between predicted and
observed states. This mechanism improves the adaptability and accuracy of virtual models
over time [21].

In AIoT scenarios, the primary role of DTs is to serve as a unified platform integrat-
ing multi-source heterogeneous data collected by distributed sensors and edge devices,
achieving global state visualization and predictive simulation through modeling [22].
For instance, in intelligent transportation systems, DTs can integrate data from vehicles,
roadside units, and environmental sensors to provide traffic congestion prediction and
collaborative scheduling [23]. In smart healthcare, DTs can combine physiological signals,
imaging data, and behavioral patterns to construct personalized health twins that assist in
diagnostic and therapeutic decision making [24].

However, when facing highly complex and dynamically changing environments,
traditional modeling and optimization methods often fail to fully exploit latent correlations
and provide high-quality data support. To address these limitations, DTs are increasingly
being enhanced by multimodal GAI, which can generate synthetic data consistent with
real scenarios, support model training under few-shot conditions, and enable semantic
reasoning and content creation across modalities such as speech, images, text, and time-
series signals [25]. Building on these foundations, the next subsection introduces the rise of
multimodal GAI and its key role in contextual understanding and content generation.

2.2. Multimodal Generative AI: The Rise of Contextual Understanding and Creation

GAI represents the most transformative technological direction in the current AI field,
primarily encompassing three core model architectures: large language models (LLMs),
generative adversarial networks (GANs), and diffusion models.
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In the field of text generation, the development of LLMs originated from the revolu-
tionary innovation of the Transformer architecture, which completely reshaped the theory
and practice of sequence modeling through attention mechanisms [26]. By 2024, the Trans-
former architecture has achieved substantial breakthroughs in key dimensions including
training stability, computational efficiency, and model fine tuning, particularly achieving
milestone progress in long-context large language models [27], effectively overcoming the
technical bottlenecks of early models in long-text processing.

In the field of image synthesis, GANs, as typical representatives of first-generation deep
generative models, were first proposed by Goodfellow et al. [28], laying the technical foundation
for multimodal content generation. They introduced adversarial training formalized as

min
G

max
D

Ex∼pdata [log D(x)] +Ez∼pz [log(1− D(G(z)))],

where G is the generator and D is the discriminator. This canonical min–max formulation
defines the adversarial learning framework with extensions such as Conditional GANs
(cGANs) and StyleGANs improving controllability and quality. GANs provide a gen-
eral and powerful technical pathway for the generative modeling of AI models through
adversarial training mechanisms. The introduction of cGANs enabled controllable gener-
ation under specific constraints [29], while advanced variants such as StyleGAN further
enhanced the quality and controllability of generated images [30]. For medical image
synthesis tasks, a comparative analysis between latent denoising diffusion probabilistic
models and generative adversarial networks provides important theoretical guidance for
selecting appropriate generative models [31]. However, the inherent defects of GANs in
training stability and mode collapse have constrained their application depth and breadth
in complex multimodal tasks.

As an emerging generative modeling paradigm, the rise of diffusion models marks a
paradigm shift in the field of generative modeling. The denoising diffusion probabilistic
model (DDPM) proposed by Ho et al. established a solid theoretical foundation for this
field [32] with subsequent research validating that diffusion models can achieve sample
quality surpassing existing state-of-the-art generative models in image synthesis tasks [33].
The denoising diffusion probabilistic model (DDPM) objective is

LDDPM = Ex0,ϵ,t

[
∥ϵ− ϵθ(xt, t)∥2

]
,

where xt is the noisy sample at step t, and ϵθ predicts the noise. The latent diffusion
model proposed by Rombach et al. significantly improved the computational efficiency
of high-resolution image synthesis by performing diffusion processes in latent space [34].
As a new generation of powerful generative models, diffusion models can generate high-
fidelity samples across domains, but they still need to address core challenges including
optimizing time-consuming iterative generation processes and enhancing the controllability
and guidance of generation processes.

Collectively, LLMs, GANs, and diffusion models each provide distinct strengths
across text, vision, and multimodal synthesis. Their convergence has fueled the growth
of deep multimodal learning, which is a field unifying cross-modal representation and
reasoning [35]. Baltrušaitis et al. [36] identified five challenges—representation, translation,
alignment, fusion, and co-learning—which were later extended to six dimensions includ-
ing reasoning and quantification [37]. These frameworks have driven rapid progress in
multimodal learning, particularly in tackling missing modality data [38].

At the implementation level, progress manifests in four directions: (1) vision–language
models (e.g., CLIP, BLIP, Flamingo, OFA) [39–43]; (2) audio–text alignment models
(e.g., AudioPaLM, SALMONN) [44,45]; (3) cross-modal representation learning with con-
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trastive learning as the dominant method [46–48]; and (4) multimodal prompt engineering,
including multimodal chain-of-thought and visual prompting [49–54]. Together, these
developments highlight the trajectory of GAI toward more unified, adaptable, and general-
izable multimodal intelligence.

The development of vision-language models marks an important breakthrough in
multimodal alignment technology. The CLIP model developed by OpenAI learns transfer-
able visual representations through natural language supervision, demonstrating excellent
zero-shot performance on multiple image classification benchmarks, even surpassing
specialized visual models with fine tuning [39]. Jia et al. [40] further explored effective
pathways for scaling visual and vision-language representation learning through noisy
text supervision, laying important foundations for large-scale multimodal pre-training
technologies. The subsequently launched BLIP model achieved a unified architecture for
vision-language understanding and generation through bootstrapped language-image
pre-training mechanisms [41], while the Flamingo model fully demonstrated the powerful
potential of vision-language models in few-shot learning scenarios [42]. The OFA model
successfully unified architectural design, task processing, and modality fusion through
a concise sequence-to-sequence learning framework [43], marking milestone progress in
multimodal unified architecture design. These vision-language models have achieved
significant advances in cross-modal semantic alignment through the deep learning of large-
scale vision-language data during the pre-training phase [4], and they are regarded as
potential technical pathways toward artificial general intelligence.

In audio–text alignment technology, the AudioPaLM model constructs a unified
multimodal architecture by fusing text-based PaLM-2 and speech-based AudioLM language
models, fully demonstrating the powerful capabilities of large language models in speech
processing [44]. SALMONN, as a Speech Audio Language Music Open Neural Network,
achieves the unified processing and understanding of speech, audio, language, and music
through an innovative dual-encoder architecture [45], demonstrating the technical potential
for the deep integration of audio and text modalities.

Cross-modal representation learning, as the core technological foundation for achieving
multimodal alignment and fusion, significantly enhances model performance through the
organic integration of diverse data types including text, images, audio, and video [55]. Based
on an in-depth survey of over 200 related papers, Wang et al. [46] showed that multimodal
alignment and fusion research focuses on fusion mechanisms of visual and language modali-
ties, helping researchers gain a deep understanding of basic concepts, core methodologies, and
current technological progress. Contrastive learning has become the mainstream method for
constructing shared representation spaces [47], achieving efficient alignment by maximizing
the similarity between relevant modalities while minimizing the similarity between irrelevant
modalities. Huang et al. [48] conducted an in-depth analysis of the performance and technical
challenges faced by multimodal large language models across different tasks, while the latest
survey by Gupta et al. [47] further analyzed the alignment mechanisms, benchmarks, evalu-
ation methods, and technical challenges of large vision-language models, comprehensively
showcasing the latest development trends in this field.

Multimodal prompt engineering, as an application-oriented emerging paradigm,
achieves the rapid adaptation and optimization of models by designing task-specific prompts
for large pre-trained models. Early multimodal cognitive architecture research profoundly
elucidated the central role of perception in intelligent behavior [49], laying theoretical foun-
dations for subsequent development. Traditional chain-of-thought (CoT) methods focus on
single language modalities, while multimodal chain-of-thought innovatively incorporates
text and visual information into a two-stage processing framework [50] with the first stage
performing reasoning generation based on multimodal information and the second stage
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utilizing generated reasoning results for final answer decisions. Fine-grained multimodal
prompt learning frameworks achieve a precise learning of global difference recognition and
subtle discriminative details between specific visual categories through dual-granularity
visual prompt schemes [51] while converting random vectors containing category names
into category-specific discriminative representations. The emergence of visual prompting
techniques provides new technological pathways for more fine-grained and free-form visual
instruction processing [52], offering effective approaches for rapid model adaptation and
optimization. Systematic research on vision-language foundation model prompt engineering
covers multimodal-to-text generation models, image–text matching models, and text-to-image
generation models [53] with NVIDIA’s technical guidelines further providing systematic
practical guidance for vision-language models in image and video understanding [54].

2.3. GAI as Cognitive Augmentation Layer for ML-Based DT

In contemporary digital twin implementations, the integration of generative AI as a
cognitive augmentation layer represents a hierarchical architecture where GAI capabilities
enhance rather than replace existing ML-based systems [56]. Within this framework, the
“Generate” layer operates as a higher-order cognitive interface that interprets and extends
the outputs from the “Map” layer’s traditional machine learning models. Specifically,
generative models such as variational autoenomes and generative adversarial networks can
synthesize missing data patterns or predict future states based on historical ML predictions,
while explanatory large language models provide natural language interpretations of com-
plex ML outputs, making them accessible to non-technical stakeholders [57]. This vertical
integration enables a bidirectional information flow: the Map layer provides structured,
data-driven predictions grounded in sensor measurements and physical models, while
the Generate layer contextualizes these predictions within broader operational narratives,
generates what-if scenarios, and facilitates human-in-the-loop decision making through
conversational interfaces [58]. For instance, in smart manufacturing scenarios, conventional
ML models might detect anomalies in equipment vibration patterns, while GAI layers can
automatically generate maintenance reports, explain root causes in natural language, and
simulate alternative intervention strategies [59].

The cognitive augmentation paradigm is particularly crucial for reflecting IoT object
evolution in pre-existing data-driven DT systems, where physical assets undergo modifica-
tions, operational context changes, or deployment in novel environments not captured in
original training datasets [60]. Traditional ML-based digital twins often suffer from model
drift and reduced accuracy when confronted with such evolutionary changes, requiring
costly retraining procedures [22]. GAI addresses this limitation through several mecha-
nisms: firstly, generative models can perform domain adaptation by synthesizing training
samples that bridge the gap between historical and evolved operational conditions; sec-
ondly, large language models can incorporate unstructured contextual information—such
as maintenance logs, operator notes, and design modification documents—to update the
DT’s knowledge base without explicit model retraining [61]. This layered architecture
proves essential in real-world implementation scenarios characterized by resource con-
straints and operational continuity requirements. For example, in smart city applications
where infrastructure evolves incrementally through upgrades and modifications, the GAI
layer can maintain semantic consistency across system versions while the underlying ML
models continue to operate on established patterns, thus avoiding service disruptions asso-
ciated with complete system overhauls [62]. Furthermore, this approach enables gradual
migration strategies where organizations can preserve investments in existing ML-based
DT infrastructure while progressively enhancing capabilities through modular GAI compo-
nents, thereby reducing implementation risks and facilitating stakeholder buy-in [21].
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2.4. The Symbiosis: Why DT and GAI Are Complementary Partners

Multimodal GAI provides more powerful capabilities for addressing these limitations.
By integrating information from diverse modalities such as vision, speech, text, and sensor
data, it enables richer semantic understanding and more flexible knowledge transfer.
Beyond simple perception, multimodal generative AI can create new representations,
synthesize missing information, and support cross-domain adaptation. These features
allow AIoT systems to move from passive data analysis toward proactive reasoning and
content generation, which is essential for achieving higher-level cognition and creativity in
complex environments. This interaction can be abstracted as a bidirectional mapping:

DGAI = ϕ(DDT, y), EDT = ψ(EGAI, u),

where DDT denotes multimodal data streams from DTs, y represents latent priors for GAI,
DGAI represents synthetic data generated by GAI, EDT denotes DT state updates, and EGAI

represents generative policies or predictions.
In addition, digital twins serve as a critical enabler for enhancing AIoT intelligence.

By creating virtual replicas of physical entities, processes, and environments, digital twins
provide a dynamic platform for real-time monitoring, simulation, and optimization. They
allow AIoT systems to test decision strategies in safe virtual environments before deployment,
predict system behaviors under different conditions, and continuously improve performance
through feedback loops. This capability not only reduces risks and costs but also enhances
adaptability and resilience in dynamic and resource-constrained AIoT scenarios.

At the same time, many AIoT domains such as industry and healthcare face significant
challenges in acquiring sufficient high-quality fault data or rare scenario data for model
training. GAI offers a promising solution by producing realistic synthetic data from limited
real samples, thereby enriching and augmenting training sets to improve robustness and
generalization. Its cross-modal generation ability, particularly in multimodal settings,
enables the integration of diverse information sources—for example, aligning visual con-
tent with textual descriptions to support more accurate reasoning and decision making.
Building on these foundations, the integration of digital twins and multimodal GAI is
increasingly regarded as a key direction for advancing AIoT. Digital twins provide the
structural foundation for building high-fidelity virtual representations of physical systems,
whereas multimodal GAI offers the cognitive and creative capabilities needed to interpret,
generate, and interact with such representations. They together open a pathway toward
more intelligent, adaptive, and trustworthy AIoT applications.

DTs and GAI exhibit a powerful symbiotic relationship, forming perfect complemen-
tarity at the data, environment, and functional levels. IBM research indicates that GAI
can construct inputs and comprehensive outputs for digital twins, while digital twins can
provide powerful testing and learning environments for GAI [63]. As real-time virtual
replicas of physical systems, digital twins mirror the topology, states, and environments of
real networks, providing high-quality, multimodal, spatiotemporally correlated training
and validation data for GAI models [64]. Conversely, GAI endows digital twins with
intelligent enhancement capabilities. Technical insights from Plain Concepts [65] further
point out that GAI can enhance the accuracy and operational efficiency of network digital
twins, possessing complex reasoning and decision-making capabilities and the ability to
automatically generate code and models. Research on EdgeAgentX-DT [66] validates the
effectiveness of this integration in providing resilient edge intelligence for tactical networks,
while Nielsen Norman Group’s research [67] further explores how digital twins simulate
human behavior through GAI, demonstrating the enormous potential of this symbiotic
relationship in enhancing system intelligence levels and autonomy.
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To contextualize the role of DTs and GAI in AIoT, Table 2 compares existing
surveys across research objects, mathematical focus, strengths/limitations, and appli-
cation domains. As shown, prior surveys either emphasize DT or GAI in isolation, whereas
our survey explicitly unifies them under a common problem-driven framework.

Table 2. Survey comparison matrix: DTs, GAI, and multimodal fusion.

Reference Research Object Mathematical/
Modeling Focus

Strengths/
Limitations Application Domains

Wu et al. (2021) [6] DT networks
Network modeling,
graph structures,
performance equations

Comprehensive survey
of DT networks; lacks
cross-modal AI
integration

IoT, communication
networks

Liu et al. (2023) [7] DT foundations
Categorization: entity,
virtual model, twin
data, application

Clear taxonomy;
limited mathematical
formalization

Engineering,
manufacturing

Simon et al. (2024) [8] DTs + AI for smart
cities

System-level
conceptual modeling

Good integration
vision; limited
quantitative models

Smart cities,
sustainability

Qin et al. (2024) [9] DTs with ML/DL
ML/DL optimization
functions for DT
networks

Mathematical rigor;
lacks GAI perspective IoT networks

Yidan et al. (2025) [10] DT networks survey Architectural and
protocol modeling

Comprehensive; but
largely descriptive IoT, edge networks

Zhu et al. (2024) [2] Multimodal fusion
Cross-modal alignment
functions, embedding
models

Detailed taxonomy;
lacks DT integration

Computer vision,
multimedia

Xu et al. (2023) [1] Multimodal
transformers

Transformer
architectures, attention
functions

Mathematical clarity;
limited DT linkage

Vision, speech,
language

Fei et al. (2024) [3] Deep multimodal data
fusion

Fusion operators, joint
embedding, objective
functions

Strong mathematical
synthesis; lacks
application scenarios

Multimedia, healthcare

Yin et al. (2024) [4] Multimodal LLMs Pre-training loss,
alignment objectives

Good coverage; little
DT consideration LLMs, cross-modal AI

Cao et al. (2025) [5] AIGC overview
GAN/diffusion model
equations, generative
objectives

Captures model
diversity; limited DT
context

AIGC, creative
industries

3. A Framework for Integration
3.1. The Proposed SMGA Architecture for AIoT

In the previous section, we reviewed fundamental concepts, core characteristics of DTs
and multimodal GAI, and their complementary relationships in AIoT scenarios. It can be ob-
served that DTs provide high-fidelity, multimodal environmental support through virtual–real
mapping and real-time interaction, while MGA, with its capabilities in context understanding
and generation, endows DTs with the potential for intelligent decision making and content
creation. The integration of the two not only facilitates the realization of more intelligent
and adaptive AIoT systems but also opens up new avenues for prediction, optimization,
and control in complex environments. To further elaborate on their integration mode, this
section proposes a holistic architecture based on Sense–Map–Generate–Act (SMGA), aiming
to systematically depict the deep coupling and synergy between DT and MGA in the AIoT.

3.1.1. Sense Layer

The Sense Layer is located at the bottom of the SMGA architecture, directly facing
the physical world. Its core task is to acquire raw data streams through multimodal
sensors (e.g., cameras, LiDAR, accelerometers, audio collectors, etc.). These data cover
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multiple dimensions such as visual, spatial, motion, and environmental aspects, providing
multi-source inputs for DT construction and the reasoning of generative AI. Formally, the
multimodal observation at time t can be expressed as

X(t) = {x(1)(t), x(2)(t), . . . , x(M)(t)}, (1)

where x(m)(t) denotes the observation from the m-th sensor modality.
Due to sensor heterogeneity and dynamic data distribution, the Sense Layer needs to

focus on addressing issues such as data noise, missing data, and time delay. A common
formulation considers noise-contaminated signals as

x̃(m)(t) = x(m)(t) + ϵ(m)(t), ϵ(m)(t) ∼ N (0, σ2
m), (2)

where x̃(m)(t) represents the noisy measurement and ϵ(m)(t) models Gaussian noise with
variance σ2

m.

3.1.2. Map Layer

The Map Layer serves as a bridge from raw sensing data to the system’s state rep-
resentation, constructing and maintaining the State Digital Twin (DT_S) of the physical
environment. Its main functions include data cleaning, alignment, and synchronization
to eliminate temporal deviations and format differences among sensors. Specifically, tem-
poral alignment is achieved by mapping each sensor stream into a unified timeline via
interpolation or resampling:

x̄(m)(t) = Im
(
x(m)(τm(t))

)
, τm(t) = αmt + βm − ∆m, (3)

where αm and βm denote scale and offset, ∆m is the estimated latency, and Im(·) is an
interpolation operator.

For spatial alignment, sensor measurements are transformed into a common world
coordinate system using rigid-body transformations:

p̃W = Tm p̃(m), Tm =

[
Rm tm

0⊤ 1

]
∈ SE(3), (4)

where Rm and tm denote the rotation and translation for sensor m. For camera modalities,
projection into the image plane is given by

ũ ∼ Km[Rm | tm] p̃W , u =
1
ũ3

[
ũ1

ũ2

]
, (5)

where Km is the intrinsic matrix and Π(·) denotes homogeneous division.
After alignment, multimodal measurements are fused to form a consistent observation

vector. A common strategy is uncertainty-aware weighted averaging:

zt =
M

∑
m=1

wm(t) x̄(m)
W (t), wm(t) =

(σ2
m(t) + δm)−1

∑M
j=1(σ

2
j (t) + δj)−1

, (6)

where σ2
m(t) denotes the estimated noise variance and δm prevents degeneracy.

For representation learning, sensor data are embedded into a shared semantic space:

e(m)(t) = ϕm(x̄(m)
W (t)), et = Ψ({e(m)(t)}), (7)
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with alignment encouraged by minimizing the discrepancy between embeddings:

Lalign = ∑
m<n
∥e(m)(t)− e(n)(t)∥2

2. (8)

Finally, the DT state is updated via a standard state-space formulation:

st = f (st−1, ut) + wt, yt = h(st) + vt, (9)

where f and h denote transition and observation functions with process noise wt and
observation noise vt. The posterior distribution is estimated using Bayesian filtering:

p(st | y1:t) ∝ p(yt | st)
∫

p(st | st−1) p(st−1 | y1:t−1) dst−1. (10)

Alternatively, state estimation can be cast as an optimization problem:

st = arg min
s

{
∥h(s)− yt∥2

R + λ∥s− f (st−1, ut)∥2
Q

}
, (11)

balancing observation fidelity and dynamic consistency.
In this process, the Map Layer not only ensures the real-time performance and accuracy

of the DT_S’s state representation (st) but also provides this high-fidelity state information
as a reliable input for the upper-layer Generate Layer. It is worth noting that the Map Layer
must balance data quality and computational efficiency, while supporting multimodal data
fusion and standardization, so that the Generate Layer can conduct analysis and deduction
based on a consistent and unified world state.

3.1.3. Generate Layer

In the SMGA architecture, the Generate Layer represents the reasoning and prediction
core that builds on the high-fidelity DT state provided by the Mapping Layer. By incorpo-
rating generative AI models, this layer is able to analyze the current system context, reason
about potential outcomes, and generate multiple candidate strategies.

To formalize this process, different generative models can be employed:
Variational Autoencoders (VAEs). Given observed state x, a latent representation

z is inferred via an encoder qϕ(z|x), and reconstructed through a decoder pθ(x|z). The
optimization objective is the Evidence Lower Bound (ELBO) [68]:

LVAE(θ, ϕ) = Eqϕ(z|x)[log pθ(x|z)]− DKL
(
qϕ(z|x) ∥ p(z)

)
. (12)

Generative Adversarial Networks (GANs). A generator Gθ(z) maps noise z ∼ p(z)
to candidate strategies, while a discriminator Dϕ(·) distinguishes real from generated data.
The objective is the standard GAN min–max problem [28]:

min
G

max
D
LGAN = Ex∼pdata [log Dϕ(x)] +Ez∼p(z)[log(1− Dϕ(Gθ(z)))]. (13)

Diffusion Models. These models gradually add Gaussian noise to data through a
forward process q(xt|xt−1) and learn a reverse denoising process parameterized by θ [32]:

Ldiff = Et,x,ϵ

[
∥ϵ− ϵθ(xt, t)∥2

]
, (14)

where ϵθ predicts the added noise at timestep t.
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Transformers. Given an input sequence of multimodal tokens {x1, . . . , xn}, the self-
attention mechanism is [26]

Attention(Q, K, V) = softmax

(
QK⊤√

dk

)
V, (15)

where Q = XWQ, K = XWK, V = XWV .
By combining these generative mechanisms, the Generate Layer can not only ana-

lyze the current system context but also simulate diverse futures, reason about potential
outcomes, and produce a set of candidate strategies. Through predictive rollouts, it can
evaluate trade-offs in performance, safety, energy efficiency, and cost. For instance, in
smart manufacturing, the Generate Layer can output alternative production schedules
and assess their influence on throughput, energy consumption, and equipment lifetime.
In this way, the Generate Layer equips AIoT systems with both tactical optimization and
long-term strategic foresight. Ultimately, this layer outputs a set of candidate strategies,
denoted as π1, π2, ..., πk, which are then passed to the Act Layer for rigorous validation in
a simulated environment.

3.1.4. Act Layer

The Act Layer functions as the critical bridge between virtual planning and physical
execution, ensuring that generated strategies are safe, effective, and optimized before de-
ployment. Its core component is the Predictive Sandbox Twin (DT_P), which is a dedicated
simulation environment distinct from the DT_S.

The process within the Act Layer follows a structured validation loop:

1. Simulation: It receives the set of candidate strategies πi from the Generate Layer.
Within the risk-free DT_P environment, each strategy is simulated to predict its
potential outcomes and consequences on the system.

2. Validation: Following simulation, a Policy Validation Module evaluates each strategy’s
performance. This evaluation is not arbitrary; it is performed using a comprehensive
validation function, V(πi), which quantifies the strategy’s quality based on the Key
Performance Indicators (KPIs) detailed in Section 3.2, such as accuracy (Equation (16)),
robustness (Equation (24)), and computational efficiency (Equation (29)).

3. Decision: A strategy is deemed ’valid’ if its score exceeds a predefined acceptance
threshold (V(πi) > τ). The highest-scoring valid strategy is selected as the opti-
mal strategy, π∗, and it is translated into executable instructions for deployment to
actuators in the physical world.

4. Feedback and Refinement: Conversely, strategies that fail the validation (V(πi) ≤ τ)
are rejected. Crucially, information about the failure—for instance, which specific
KPIs were not met—is compiled into a refinement signal and fed back to the Generate
Layer. This intelligent feedback guides the model to produce improved strategies in
subsequent iterations, addressing the shortcomings of the previous attempts.

Through this closed loop of simulation, validation, and feedback, the Act Layer not
only guarantees trustworthy execution but also facilitates continual learning, enabling the
AIoT system to evolve toward greater intelligence and adaptability.

In summary, the proposed SMGA architecture provides a holistic closed-loop frame-
work that seamlessly integrates sensing, mapping, generation, and action for an intelligent
AIoT. At the bottom of the framework, the Sense Layer continuously collects heteroge-
neous multimodal data from the physical world, while the Map Layer processes these
inputs through cleaning, alignment, and synchronization to construct a high-fidelity DT_S
representation. Building on this virtual mirror, the Generate Layer employs advanced
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generative AI models—including Transformers, diffusion models, and LVLMs—to reason
about system dynamics, predict future states, and produce a set of candidate strategies.
These strategies are subsequently verified within DT_P by the Act Layer’s validation mod-
ule, which translates the optimal plan into executable commands for physical actuators and
simultaneously feeds execution results back into the system for refinement. Through this
iterative cycle, the SMGA architecture enables AIoT systems to achieve adaptive decision
making, robust control, and lifelong learning in complex environments. Specifically, the
interplay among the four layers of the SMGA framework and their closed-loop operation
are illustrated in Figure 2.
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Figure 2. SMGA framework.

3.2. Quantitative Evaluation Metrics for DT–GAI Integration
3.2.1. Accuracy and Performance Metrics

In the context of DT and GAI integration, evaluating model performance requires a set
of well-established, widely used quantitative metrics. Accuracy and performance metrics
are fundamental for assessing the predictive capabilities of models across various tasks,
including classification, regression, and multi-task scenarios.
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1. Classification Metrics
For classification tasks, common metrics include accuracy, precision, recall, and
F1-score. Accuracy measures the proportion of correctly predicted instances over
the total number of samples:

Accuracy =
TP + TN

TP + TN + FP + FN
(16)

where TP denotes the number of true positives, TN denotes the number of true
negatives, FP denotes the number of false positives, and FN denotes the number
of false negatives. Precision quantifies the fraction of correctly predicted positive
instances among all predicted positives:

Precision =
TP

TP + FP
(17)

Recall evaluates the fraction of actual positive instances that are correctly identified:

Recall =
TP

TP + FN
(18)

The F1-score, as the harmonic mean of precision and recall, balances the trade-off
between false positives and false negatives:

F1 = 2 · Precision · Recall
Precision + Recall

(19)

Threshold-independent metrics such as the ROC-AUC (Receiver Operating Characteristic
Area Under the Curve) and the PR-AUC (Precision–Recall Area Under the Curve) are also
widely adopted to compare classifier performance under varying decision thresholds.

2. Regression Metrics
For regression or continuous prediction tasks, commonly used metrics include the Mean
Squared Error (MSE), Root Mean Squared Error (RMSE), Mean Absolute Error (MAE),
and the coefficient of determination (R2). These metrics are defined as shown below:

MSE =
1
n

n

∑
i=1

(yi − ŷi)
2, RMSE =

√
MSE (20)

MAE =
1
n

n

∑
i=1
|yi − ŷi| (21)

R2 = 1− ∑n
i=1(yi − ŷi)

2

∑n
i=1(yi − ȳ)2 (22)

where yi and ŷi denote the ground truth and predicted values, respectively, ȳ is the
mean of the true values, and n is the total number of samples.

3. Multi-Task and Composite Metrics
In scenarios where DT–GAI frameworks handle multiple tasks simultaneously, com-
posite metrics that aggregate performance across tasks are often adopted. The
weighted averages of F1-scores or task-specific accuracies provide a holistic eval-
uation, enabling fair comparison across heterogeneous datasets or modalities.

Overall, accuracy and performance metrics offer a fundamental and universally recog-
nized basis for evaluating the predictive capabilities of DT–GAI systems. They are widely
applicable, interpretable, and facilitate benchmarking across different models and experi-
mental setups, forming a cornerstone of the quantitative evaluation framework described
in this section.
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3.2.2. Robustness Metrics

Robustness metrics are essential for evaluating the reliability of DT–GAI systems
under uncertain or adverse conditions. These metrics quantify how models respond to
noise, anomalies, or perturbations, and they assess their stability across different datasets
and experimental setups.

1. Sensitivity to Noise or Outliers
One common approach is to introduce controlled noise or simulate outliers in the
input data and observe the model’s performance degradation. Let M0 denote the
performance of the model on clean data, and let Mnoise denote its performance on
noisy data. The degradation rate can be calculated as

Performance Drop =
M0 −Mnoise

M0
× 100% (23)

2. Adversarial Robustness
Adversarial robustness evaluates the model’s resistance to adversarial examples
crafted to induce incorrect predictions. Metrics include the adversarial success rate
or accuracy on perturbed inputs. Formally, if ŷadv

i is the prediction on an adversarial
input xadv

i , the adversarial accuracy is

Adversarial Accuracy =
1
n

n

∑
i=1

⊮(ŷadv
i = yi) (24)

where ⊮(·) is the indicator function and yi is the true label.
3. Model Stability Metrics

Stability metrics evaluate how consistently a model performs under repeated ex-
periments or cross-validation folds. One widely used measure is the variance of
performance across k-fold cross-validation:

CV Variance =
1
k

k

∑
j=1

(Mj − M̄)2 (25)

where Mj is the performance metric (e.g., accuracy, F1-score) on the j-th fold, and M̄
is the mean performance across all folds. Another indicator is the difference between
training and testing performance, which reflects overfitting or underfitting:

Train-Test Gap = Mtrain −Mtest (26)

Overall, robustness metrics provide critical insight into the reliability and trustworthi-
ness of DT–GAI systems in real-world environments, particularly when data may be noisy,
incomplete, or intentionally manipulated. They complement accuracy and performance
metrics by highlighting the model’s resilience to perturbations and variability.

3.2.3. Cross-Modal and Multi-Source Metrics

Cross-modal and multi-source metrics evaluate how effectively DT–GAI systems
integrate information from multiple modalities or heterogeneous data sources. They are
key for applications where data fusion is essential.
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1. Consistency Across Modalities
Consistency metrics measure agreement between predictions or representations de-
rived from different modalities. For two modalities A and B, a simple consistency
score can be calculated as

Cmodal =
1
n

n

∑
i=1

⊮(ŷA
i = ŷB

i ) (27)

where ŷA
i and ŷB

i are predictions from modalities A and B for sample i.
2. Domain Adaptation Accuracy

Cross-domain accuracy evaluates the model’s generalization when applied to a target
domain different from the training domain. Let Msource and Mtarget denote perfor-
mance on source and target domains; the adaptation accuracy can be expressed as

Domain Accuracy =
Mtarget

Msource
× 100% (28)

3. Fusion Efficiency
Fusion efficiency assesses how well multi-source data are combined to improve model
performance without excessive computational overhead. It can be quantified as the
performance gain per unit of computational cost:

Fusion Efficiency =
Mfusion −max(Msingle)

FLOPsfusion
(29)

where Mfusion is the performance of the fused model, max(Msingle) is the best single-
modality performance, and FLOPsfusion represents the computational cost of the
fused model.

Cross-modal and multi-source metrics are crucial for evaluating DT–GAI systems in
scenarios involving heterogeneous or complementary information sources, ensuring both
reliability and efficiency in multimodal fusion.

3.2.4. Computational and Resource Metrics

Computational and resource metrics are critical for evaluating the efficiency and
deployability of DT–GAI systems, particularly in edge or resource-constrained environ-
ments. These metrics quantify the computational demand, memory footprint, and energy
consumption of models.

1. Inference Time
Inference time measures the duration a model takes to process an input and generate
an output. Formally, for a set of n inputs, the average inference time is

Tinference =
1
n

n

∑
i=1

ti (30)

where ti is the processing time for the i-th input.
2. Model Parameter Count

The number of trainable parameters provides an indicator of model complexity and
storage requirements. Let L denote the total number of layers and pl the number of
parameters in layer l, then

Ptotal =
L

∑
l=1

pl (31)
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3. FLOPs (Floating Point Operations)
FLOPs quantify the total number of arithmetic operations required for a single forward
pass. This is widely used to compare the computational cost between models:

FLOPstotal =
L

∑
l=1

FLOPsl (32)

4. Memory and Energy Consumption
Memory usage and energy consumption assess the model’s suitability for deploy-
ment on edge devices. Let Mmodel denote memory usage in bytes and Einference the
energy consumed per inference; these metrics can be measured empirically using
profiling tools.

These metrics collectively inform trade-offs between model performance and resource
efficiency, which is crucial for practical DT–GAI deployment scenarios.

4. Key Enabling Technologies
4.1. Multimodal Data Fusion and Representation Learning

Multimodal data fusion represents a fundamental approach in AI research that aims
to integrate heterogeneous data sources into a unified representation space, thereby en-
abling effective cross-modal interaction and complementary information exchange. This
integration addresses the inherent limitations of unimodal data regarding representational
completeness, robustness, and generalization capabilities while establishing a solid founda-
tion for advanced multimodal AI applications [69]. Through cross-modal alignment and
joint modeling, multimodal AI systems achieve deep semantic correlations and knowledge
transfer. In DT applications, these technologies have demonstrated broad applicability
across diverse tasks including image–text alignment and generation, cross-modal retrieval,
and video synthesis [40]. Multimodal data typically encompass visual, auditory, textual,
and sensor-based modalities along with structured and semi-structured data formats. These
data types exhibit significant heterogeneity in temporal dynamics, spatial properties, se-
mantic content, and structural constraints. Such heterogeneity not only complicates fusion
strategies but also directly impacts the effectiveness of representation learning and model
alignment. This section examines two critical aspects: (i) data processing techniques for
both unimodal and multimodal inputs, and (ii) fusion strategies specifically designed for
multimodal scenarios.

4.1.1. Unimodal and Multimodal Data Processing Techniques

Unimodal learning approaches model features and perform tasks based on single data
sources with the primary objective of efficiently extracting domain-specific information to
highlight task-relevant features. Multimodal learning, conversely, jointly models data from
multiple sources to establish unified representation spaces that enable feature alignment
and cross-modal complementarity. Current research focuses on three main categories:
feature representation, multimodal alignment, and multimodal agent technologies.

Feature representation techniques utilize deep neural networks to extract high-
dimensional embeddings from unimodal data, establishing the foundation for subsequent
cross-modal modeling. Krizhevsky et al. demonstrated the effectiveness of convolutional
neural networks (CNNs) in capturing local spatial structures in images while incorporating
cross-modal attention mechanisms that facilitate early-stage information interaction across
modalities, thereby enhancing representation completeness and robustness [70]. Similarly,
Graves et al. employed recurrent neural networks (RNNs) and Transformer architectures,
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showing strong capabilities in modeling temporal dependencies for speech recognition and
sequential processing tasks [71].

Mathematically, unimodal embedding can be represented as

h(m) = fθm(x(m)), x(m) ∈ Rdm , (33)

where x(m) denotes the input of modality m, fθm is the feature extractor (e.g., CNN, RNN),
and h(m) is the learned embedding.

Unimodal approaches can provide efficient and concise representations when infor-
mation comes from a single modality. However, when system states depend on mul-
tiple information sources, unimodal approaches often fail to capture underlying com-
plexity, resulting in limitations in representational completeness, robustness, and cross-
domain generalization.

Multimodal alignment techniques address semantic inconsistencies among different
modalities through cross-modal embeddings and contrastive learning, projecting heteroge-
neous modalities into unified semantic spaces. The CLIP model exemplifies this approach,
achieving remarkable results in image–text alignment tasks [72].

The standard cross-modal contrastive loss is

LCL = −∑ i = 1N log
exp(sim(h(i)v , h(i)t)/τ)

∑ j = 1N exp(sim(h(i)v , h(j)
t )/τ)

, (34)

where sim(·, ·) denotes cosine similarity, and τ is the temperature parameter.
At present, scholars primarily focus on (i) incorporating knowledge graphs and logical

constraints during alignment to enhance semantic consistency, (ii) developing dynamic
alignment mechanisms that adaptively adjust fusion strategies based on task requirements,
and (i) advancing weakly supervised and unsupervised alignment methods that leverage
generative models and pseudo-labeling for effective alignment under limited paired sam-
ples. Adibfar and Costin [13] apply DT fusion in infrastructure monitoring, defining a
transformation Φ : ITS→ BrIM, where ITS data are mapped to bridge information models.
Cavalieri and Gambadoro [73] present semantic mapping from DTDL to OPC UA, which is
formalized as ψ : ODTDL → OOPC. Such mappings demonstrate the potential of algebraic
structures for DT interoperability.

The evaluation of multimodal DTs also introduces mathematical indicators. Wu et al. [6]
describe DT network fidelity as

∆ =
1
T

T

∑
t=1
∥xt − x̂t∥2, (35)

where x̂t is the DT-predicted state. Fei et al. [3] emphasize the computational complexity
of fusion:

Γ =
V

∑
v=1

O(dv · T), (36)

where dv represents the modality dimension and T represents the temporal length.
In healthcare applications, Laubenbacher et al. [74] formalize patient-specific DTs as

systems of differential equations:

dx
dt

= g(x(t), u(t), θ), (37)
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with multimodal data used to estimate parameter θ. GAI-based generative priors can fill in
missing modalities, strengthening predictive robustness. Similarly, Vallee [75] highlight the
optimization-based alignment of imaging and physiological signals.

These mathematical formulations demonstrate that DT–fusion research emphasizes
linear algebraic integration, probabilistic inference for missing modalities, and system-level
optimization under constraints. Together with DT–GAI modeling, they provide a holistic
toolkit for formalizing next-generation AIoT intelligence.

Multimodal agent techniques integrate multimodal perception capabilities into intel-
ligent agents to enhance their modeling and reasoning performance in complex environ-
ments. Formally, given the following multimodal inputs

X = {x(v), x(a), x(t), x(s)}, (38)

representing visual, auditory, textual, and sensor data, the agent learns a joint embedding:

z = fθ

(
x(v), x(a), x(t), x(s)

)
, (39)

where fθ(·) is a multimodal encoder that aligns heterogeneous features into a unified
latent space.

Unlike traditional agents relying on unimodal input, multimodal agents combine
visual, auditory, textual, and sensor data to construct comprehensive environmental repre-
sentations. Recent advances focus on the following:

(i) Unified architectures integrating perception and decision making, where deci-
sions follow the formula below:

π(a|s) = softmax(Wz + b), (40)

enabling agents to dynamically weight modalities during inference [76];
(ii) Multi-agent collaborative frameworks, in which agents share cross-modal

embeddings through
z′i = zi + ∑

j∈N (i)
αijzj, (41)

with αij denoting attention-based collaboration weights;
(iii) Integration with DT systems, which are modeled as continuous virtual–real updates:

Mt+1 =Mt + ∆M(z, Et), (42)

whereMt is the DT state and Et represents real-world feedback [77]. These developments
have expanded multimodal AI applicability in autonomous driving and human–computer
interaction while providing theoretical foundations for cross-modal collaborative decision-
making research.

In AIoT and DT systems, unimodal and multimodal approaches offer complementary
advantages: unimodal methods provide lightweight, efficient solutions for localized per-
ception and specific tasks, while multimodal approaches excel in handling heterogeneous
multi-source information, enabling global modeling and virtual–real interaction. With in-
creasing demand for complex system modeling and high-fidelity simulations, multimodal
approaches are increasingly recognized as core drivers for the intelligent evolution of AIoT
and DT systems.

4.1.2. Multimodal Fusion Techniques Under Multimodal Conditions

In multimodal data fusion research, federated learning has emerged as an effective
mechanism for cross-domain modeling while preserving privacy [78]. Unlike centralized
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approaches, federated multimodal learning trains local sub-models at each client and
exchanges only parameters or gradients, mitigating privacy and compliance risks asso-
ciated with raw data sharing. However, practical deployment faces several challenges:
(i) modality heterogeneity, where clients may possess only unimodal data, resulting in
incomplete cross-modal information during global aggregation; (ii) data distribution dis-
parities, as sample sizes and quality vary across organizations, potentially weakening
model consistency; and (iii) communication and computational overhead, as large-scale
multimodal models and frequent parameter synchronization impose significant bandwidth
and energy requirements.

To address these challenges, recent research has proposed approaches that can be
categorized into six main types:

(1) Cross-modal shared representation methods construct unified latent semantic
spaces to achieve feature alignment and complementarity across modalities, enhancing
global model capacity. Che et al. proposed representation flattening with knowledge
distillation to mitigate inter-modal distribution gaps and improve multimodal consistency
and generalization [79]. For a modality v, the input X(v) is projected into a shared space:

H(v) = W(v)X(v), v = 1, 2, ..., V (43)

All modality representations are then flattened into a unified representation:

H = Flatten(H(1), H(2), ..., H(V)) (44)

Zhou et al. introduced the MDE framework, employing modality-specific encoders for
diverse data types combined with attention mechanisms and contrastive learning to achieve
semantic alignment [80]. Chen et al. designed EFCOMFF-Net, which is a multi-scale feature
fusion network incorporating feature correlation enhancement, aggregation attention, and
refinement modules to reduce multi-scale feature discrepancies [81]. Some scholars devel-
oped a VAE-based model leveraging latent space sampling to uncover implicit relationships
between multi-source data and traffic flow dynamics [68].

(2) Missing modality completion methods address cases where clients possess only
unimodal data by using generative models or lightweight feature translators to synthesize
missing modalities, improving system robustness and adaptability. Poudel et al. proposed
cross-modal prototype regularization with contrastive mechanisms to enhance stability
under missing-modality conditions [82], The method is as follows:

Lcontrastive = −
N

∑
i=1

log
exp(sim(hi, h+i )/τ)

∑N
j=1 exp(sim(hi, hj)/τ)

(45)

where sim(·) represents similarity between representations, and τ is a temperature parameter.
Bao et al. applied bottleneck feature translation for modality synthesis, maintaining high

accuracy while reducing computational and communication costs [83]. They applied feature
translation networks to reconstruct missing modalities, minimizing reconstruction loss:

Lrecon = ∥X̂m − Xm∥2
2 (46)

(3) Knowledge distillation and modality-specific aggregation methods emphasize
effective multimodal knowledge integration during federated aggregation through distil-
lation or modality-weighting mechanisms, enhancing global model performance under
privacy-preserving constraints. The FedMEKT algorithm exemplifies this approach through
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embedding-based distillation methods that achieve cross-modal knowledge transfer with-
out raw data sharing [84]. They achieve this through the following loss function:

L(k)KD =
M

∑
m=1

KL
(

σ
(

Z(k)
m /T

)
∥ σ
(

Z(global)
m /T

))
(47)

Aggregation across modalities can be weighted:

θglobal =
V

∑
v=1

αvθv,
V

∑
v=1

αv = 1 (48)

(4) Personalized federated multimodal learning methods introduce personalized
branches or parameters alongside globally shared representations, balancing global general-
ization with local adaptation requirements [85]. Park [85] reviews industrial IoT-based DTs,
where multimodal inputs {X(1), X(2), ..., X(V)} are integrated through tensor projections:

H =
V

∑
v=1

W(v)X(v), (49)

producing a unified latent representation H for DT simulation and optimization. Zhang [86]
extends this to missing-data scenarios, modeling conditional generation as

p(x|y, z) =
p(y|x)p(z|x)p(x)

∑x′ p(y|x′)p(z|x′)p(x′)
, (50)

allowing DTs to operate reliably despite incomplete multimodal inputs.
(5) Heterogeneous model federation methods accommodate clients employing mod-

els with varying architectures and scales through parameter matching, interpolation, or
representation fusion. Yu [87] proposed the CreamFL algorithm, integrating contrastive
representations for knowledge transfer across heterogeneous clients. The contrast loss
function is

Lcontrastive = −
N

∑
i=1

log
exp(sim(hi, h+i )/τ)

∑N
j=1 exp(sim(hi, hj)/τ)

(51)

Aggregation with alignment weights is expressed as

θglobal =
K

∑
k=1

akθk,
K

∑
k=1

ak = 1 (52)

(6) Communication and efficiency optimization methods address communication and
computational bottlenecks in large-scale multimodal federated learning through client
selection, parameter sparsification, and model pruning strategies. The mmFedMC algo-
rithm adopts joint modality-client selection based on Shapley values to reduce redundant
communication [86]. Konečný et al. proposed sparsification and quantization schemes to
alleviate communication burdens [88],

∇̃θk = Topp(∇θk) (53)

Wang et al. explored hierarchical aggregation and model compression strategies
for enhanced training efficiency in large-scale multimodal tasks [89]. The sparsification
method is

θcluster =
1
|C| ∑

k∈C
θk, θglobal =

1
|G| ∑

C∈G
θcluster (54)

where C is a set of clients in a cluster, and G is the set of clusters.
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4.2. GAI for Dynamic DT Evolution

GAI possesses the capability to learn underlying distributions of physical systems and
generate realistic, diverse synthetic data for training dataset augmentation and extreme
scenario simulation. However, feature-level data generation faces several bottlenecks, in-
cluding constraints from cost limitations, environmental factors, and privacy requirements.
Additionally, challenges such as insufficient consistency guarantees, limited interpretability,
and inadequate capabilities for high-dimensional, multi-domain dynamic simulation in
generative digital twins remain critical issues requiring further investigation.

Current research on integrating GAI into DT systems primarily focuses on two key
domains: (i) data generation techniques that address data sparsity problems arising from
imbalanced datasets or restricted data accessibility due to privacy concerns, and (ii) predic-
tion techniques built upon generated data that enhance model reliability and generalization
in complex scenarios.

4.2.1. Data Generation Techniques for DTs Enabled by GAI

DT mapping represents the core process of DT technology, wherein physical entity
attributes, states, behaviors, and operational processes are accurately replicated in virtual
space to construct highly synchronized and interactive digital replicas. However, practical
constraints frequently lead to challenges including missing values, incomplete spatiotem-
poral feature coverage, and difficulties in multimodal data fusion. These issues often result
in reduced prediction accuracy and increased modeling errors in DT systems. Recent
research has proposed several effective strategies to address these limitations through joint
distribution learning, personalized generation techniques, and minimal-feature hybrid
generation methods.

Joint distribution learning addresses data sparsity challenges in complex environ-
ments by enabling GAI models to encode multimodal features and integrate cross-domain
information, transforming heterogeneous, multidimensional data into unified feature-space
representations. Zhang et al. proposed a traffic flow prediction model based on GANs,
where the generator performs joint distribution learning by embedding numerical features
(meteorological data) and categorical features (temporal information) into traffic time-series
modeling, effectively mitigating data sparsity [90]. Similarly, Li et al. introduced FIMI,
which is a GAI-enabled federated learning method that functions as a resource-aware data
augmentation strategy, ensuring efficient federated model training [91].

Personalized generation techniques address prediction applicability across diverse
scenarios by leveraging GAI’s ability to model complex data distributions, providing sys-
tematic solutions for building personalized DT models. Roberts et al. quantified individual
differences in patient physiological characteristics and employed DT technology to capture
these variations, enabling the simulation and evaluation of different treatment options
for precision medicine applications [92]. Yang et al. proposed a generative simulation
framework for tumor evolution based on diffusion models and temporal modeling, over-
coming traditional method limitations in predicting heterogeneous tumor progression and
treatment effects, achieving 91% simulation consistency [93].

Minimal-feature hybrid generation methods focus on generating anomalous samples
through cross-sample and cross-modal feature mixing, providing solutions for virtual
environment simulation and decision making. Swerdlow et al. proposed UniDisc, the first
unified multimodal discrete diffusion model that employs discrete diffusion as a universal
generative framework, iteratively denoising to produce anomalous samples [94]. This
enables the generation of feature data in DT environments that closely aligns with physical
entities, supporting high-fidelity simulation and decision making. The model demonstrated
superior performance and inference efficiency compared to existing multimodal autore-
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gressive models, enhancing training accuracy and decision reliability through high-quality
multimodal data generation in realistic simulation scenarios.

4.2.2. Prediction Techniques for DTs Enabled by GAI

Missing values are prevalent in DT systems due to equipment failures, network
interruptions, extreme weather conditions, and maintenance activities. GAI-empowered
prediction techniques can effectively enhance preventive control across various operational
states through early-warning prediction techniques, enhanced predictive models, and
meta-learning training strategies.

Early-warning prediction techniques handle unexpected events by leveraging GAI
to generate possible future scenarios within DT platforms, enabling proactive alerts and
timely responses. Shao et al. employed GAI to generate synthetic datasets reflecting
patient blood glucose decline trends; then, they trained DT models to support chronic
disease early-warning systems, achieving 89.2% prediction accuracy [95]. Yang et al. de-
veloped a VAE–GAN collaborative framework where mathematical modeling governed
the encoder–decoder process, enabling the generation of high-fidelity virtual waveforms
consistent with real-world signals. The use of synthetic data with a privacy budget ϵ ≤ 1 sig-
nificantly shortened experimental cycles [96].

Enhanced predictive models emphasize sampling strategies that highlight key ef-
fective data, increasing their relative representation in training to strengthen the models’
ability to learn and recognize crucial historical features. He et al. proposed ZOD-MC,
which is a zero-order sampling method that does not assume log-concavity or isoperimetric
inequalities of target distributions. Through diffusion-based sampling, they demonstrated
that even sparse low-dimensional features remain efficient, improving prediction reliability
from limited historical data [97]. Stoian et al. advanced this concept by transforming deep
generative models (DGMs) for tabular data into constrained DGMs (C-DGMs), which auto-
matically parse and integrate constraints into DGMs through dedicated layers, ensuring
generated samples meet domain requirements while reducing resource consumption in DT
prediction tasks [98].

Ren et al. designed a hybrid Transformer–diffusion architecture for feature fusion
and traffic forecasting, where multimodal data integration achieved approximately 12–15%
accuracy improvement over traditional models relying solely on historical traffic data [99].
Zhang et al. combined diffusion models’ probabilistic strengths in uncertainty quantifica-
tion with temporal Transformers’ long-range dependency capture capabilities, embedding
Graph Neural ODE-based traffic dynamics constraints to enable highly reliable traffic
forecasts at 15–60 min granularities [100].

Meta-learning training strategies enable models to acquire generalized knowledge
across tasks, facilitating rapid adaptation to new tasks and improving generalization
under small-sample and dynamic scenarios. Wang et al. proposed MetaCRL, which is a
meta-learning causal representation learner that addresses spurious correlations between
task-specific causal factors and labels, mitigating negative knowledge transfer across tasks
and enhancing model generalization [101].

Empirical evidence demonstrates that GAI’s integration capacity with multi-source
data not only broadens predictive information scope but also enables collaborative model-
ing across multiple factors, ultimately improving DT model adaptability and reliability in
complex environments.

By integrating generative models, digital twins are empowered to autonomously
generate high-quality virtual samples even in the presence of incomplete data, thereby
enabling dynamic modeling and predictive optimization. Through continuous learning
of the physical system’s operational patterns, generative AI (GAI) allows real-time up-
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dating and adaptive reconstruction of the virtual model. This establishes a closed-loop
mechanism of “perception–generation–feedback–optimization,” transforming digital twins
from static representations into intelligent systems capable of self-learning and continuous
evolution. Consequently, GAI-driven digital twins achieve greater accuracy, adaptability,
and autonomy in complex and changing environments.

4.3. Cloud–Edge–End Collaborative Intelligence

In AIoT systems, cloud–edge–end collaborative intelligence integrates the capabilities
of the cloud, edge nodes, and terminal devices. The cloud provides powerful computing
and global optimization, edge nodes offer low-latency services, and terminal devices con-
tribute real-time sensing and flexible execution. Together, these elements form an efficient
and resilient cross-layer collaborative architecture [102], which is crucial for addressing key
challenges in the AIoT, including significant spatiotemporal variability, stringent latency
and security requirements, and the processing of large-scale data. Through hierarchical
collaboration, this architecture mitigates the constraints on computational and storage
resources at terminal devices and overcomes network bandwidth bottlenecks, significantly
enhancing system reliability and flexibility in complex and dynamic environments. In
recent years, research on cloud–edge–end collaborative optimization has primarily focused
on two key directions. The first is the lightweight deployment of models, which is aimed
at overcoming resource constraints on edge and terminal devices. The second is resource
scheduling and task allocation, focusing on efficient cross-layer collaboration [103].

4.3.1. Lightweight Model Deployment

For cloud–edge–end collaborative intelligence, the computational, storage, and en-
ergy capacities of edge nodes and terminal devices are limited. The direct deployment
of conventional large-scale models on such devices often results in significant resource
constraints and increased latency [104]. For multimodal generative models and DT systems,
lightweight deployment is crucial for supporting real-time inference and generation tasks
in AIoT environments [105]. In recent years, a number of effective strategies have been
introduced, including pruning, quantization, and knowledge distillation.

Pruning is a widely used technique for model compression and acceleration [106]. Its
core idea is to remove redundant weights or connections within neural networks, reduc-
ing computational complexity and storage overhead while maintaining model accuracy.
Common approaches include structured pruning and unstructured pruning. The former
eliminates structural units, such as convolutional kernels or channels, to improve execution
efficiency on edge devices [107]. Channel pruning, as an important form of structured
pruning, can quantify its optimization of the computational complexity of convolutional
layers through the change in FLOPs formula [108]:

FLOPspruned = 2 · Ho ·Wo · C′i · C′o · Kh · Kw (55)

where Ho and Wo denote the height and width of the output feature map, C′i and C′o
represent the numbers of input and output channels after pruning, and Kh and Kw are
the height and width of the convolutional kernel. The coefficient “2” accounts for the
multiplication and addition operations in the convolution.

The latter progressively prunes individual parameters according to their importance,
allowing more flexible compression, although it imposes higher hardware demands [109].
As a key approach for model lightweighting, pruning achieves an effective balance between
performance and resource consumption. Su et al. proposed a dynamic structured pruning
approach [110], which identifies neuron importance through group-sparsity regularization
and removes redundant neurons during training using dynamic thresholds. Experimental
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results demonstrated that this approach achieved up to 93% neuron compression and 96%
weight compression with only minor performance degradation. Lu et al. introduced a
sensitivity-based pruning framework [111]. The framework prunes redundant filters by
evaluating the impact of convolutional layers on inference accuracy, thereby reducing both
computational and storage overhead. Experiments conducted on VGG-16, ResNet, and
multiple datasets validated its effectiveness. The results demonstrated that redundant
structures can be identified and removed even in the early stages of training, significantly
reducing resource consumption while maintaining model performance.

Quantization is a widely adopted technique for model compression and acceleration.
It reduces storage requirements, computational load, and energy consumption by mapping
high-precision floating-point parameters of neural networks to low-bit representations [112],
such as INT8. A typical quantization function can be expressed as [113]

q(r; a, b, n) =
⌊

clamp(r; a, b)− a
s(a, b, n)

⌉
s(a, b, n) + a, (56)

where clamp(r; a, b) = min(max(r, a), b) restricts the value range, s(a, b, n) = b−a
n−1 denotes

the quantization step size, and n is the number of quantization levels.
Importantly, quantization does not necessitate modifications to the network archi-

tecture. Moreover, it can exploit hardware support for low-bit operations to accelerate
inference. In recent years, mixed-precision quantization has emerged as a mainstream ap-
proach. It preserves high precision in critical layers while assigning low-bit representations
to redundant or less sensitive layers [114,115]. This strategy achieves further model com-
pression while maintaining overall performance. Mixed-precision quantization has shown
notable advantages in multimodal generative models and in deployments on resource-
constrained devices. It enables large-scale models to operate efficiently with reduced
power consumption and latency. Peng et al. proposed a crossbar-aware mixed-precision
quantization approach designed for RRAM accelerators [116]. By utilizing group-wise
quantization and precision search strategies, their approach improves inference accuracy
and robustness against noise while achieving substantial resource savings. In comparison
with fixed-precision quantization approaches, it exhibits superior performance. Nahsung
Kim et al. introduced a mixed-precision quantization technique that allocates additional
quantization bits to critical weights during training and adjusts the learning rate [117]. This
approach mitigates quantization loss and enables multi-bit representations (two to four bits)
for both weights and activations. Experimental results demonstrate that the proposed ap-
proach significantly reduces storage and computational overhead while preserving model
accuracy. This provides effective support for the lightweight deployment of models on
resource-constrained devices.

Knowledge distillation (KD) is a widely recognized technique for model compression
and acceleration [118,119]. Its fundamental principle is to transfer the knowledge, feature
representations, or output distributions from a teacher model to a lightweight student
model. This approach reduces model size and computational cost while maintaining
performance to the greatest extent possible. The classic distillation loss can be formulated
as shown below [120]:

LKD = (1− α)LCE(y, zs) + αT2 KL
(
σ(zt/T) || σ(zs/T)

)
, (57)

where zt and zs denote the logits of the teacher and student models, σ is the softmax
function, T is the temperature parameter, and α is the weight factor balancing the cross-
entropy loss and the distillation loss.
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Through knowledge distillation, the student model can acquire the capabilities of the
teacher model in single-modal tasks. Furthermore, it demonstrates enhanced generaliza-
tion in scenarios involving multimodal inputs, complex environments, or varying data
distributions. This technique enables lightweight models to efficiently perform tasks that
would otherwise rely on large-scale models. Tu et al. proposed a dynamic knowledge
distillation (DKD) approach that enables more efficient knowledge transfer through in-
teractive learning between teacher and student networks [121]. This approach enhances
the performance of the student model while maintaining lightweight characteristics. This
approach strikes a balance between model compression and accuracy, providing strong
support for deployment in resource-constrained environments. Gou et al. introduced a
feedforward–feedback knowledge distillation approach, where bidirectional interaction
between the teacher and student models allows the lightweight student model to receive
teacher feedback while acquiring knowledge. This process improves the student model’s
representational capacity and generalization ability. Experimental results demonstrate
that the proposed approach effectively improves the performance of lightweight models
while preserving accuracy, thereby supporting lightweight deployment in resource-limited
environments [122].

In summary, pruning and quantization reduce the computational and storage over-
head of neural networks at the structural and numerical representation levels, respectively.
Knowledge distillation, by contrast, transfers the knowledge from a teacher model to
preserve the representational capacity and generalization ability of lightweight models.
The combined effect of these three techniques effectively supports the “cloud training–edge
inference” deployment paradigm, enabling generative multimodal models to achieve effi-
cient inference, low-latency responses, and energy-efficient operation in AIoT terminals
and DT environments. Moreover, the integration of model lightweighting and knowledge
transfer enhances the adaptability of models in complex environments, involving multi-
modal inputs and operating under resource-constrained conditions. This provides reliable
support for edge intelligence applications and real-time generative tasks.

4.3.2. Intelligent Resource Allocation

In cloud–edge–end collaborative intelligence architectures, efficiently managing and
scheduling computational, communication, and energy resources is a critical challenge
for ensuring overall system performance. Traditional approaches typically include opti-
mization theory, heuristic algorithms, and game-theoretic approaches [123,124], which can
improve efficiency to some extent but often fall short in highly dynamic and complex AIoT
environments. In recent years, increasing research efforts have been devoted to emerging
approaches, including GAN-based scheduling, VAE/diffusion-model-driven scheduling,
and reinforcement learning-enabled cross-layer scheduling.

Through adversarial training, GANs are capable of generating realistic and diverse
network environment states as well as task demand distributions, thereby enabling more
robust and generalizable scheduling strategies for resource allocation [125]. For example,
Naeem et al. integrated a GAN with a Deep Distributional Q-Network (GAN-DDQN)
to learn robust transmission scheduling policies in highly random and noisy Internet of
Vehicles environments, achieving efficient resource allocation and network performance
optimization under uncertain conditions [126]. In addition, Gu et al. proposed GANSlicing,
a GAN-based software-defined mobile network slicing scheme that predicts service re-
quests and resource demands for IoT applications, which enables dynamic slice allocation.
Compared with conventional approaches, GANSlicing significantly improves resource
utilization and enhances the Quality of Experience (QoE) for users [127].
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VAE and diffusion models capture latent distributions of historical traffic and task
patterns, enabling adaptive task and resource allocation. VAE is trained by maximizing
the Evidence Lower Bound (ELBO) to map input data x to latent variables z, and its loss
function is expressed as [68]:

LVAE = −Eq(z|x)[log p(x|z)] + DKL(q(z|x) ∥ p(z)), (58)

where q(z|x) is the variational distribution, p(x|z) is the generative model, p(z) is the prior,
and DKL is the Kullback–Leibler divergence. This enables VAE to learn latent representa-
tions for adaptive task and resource allocation. This approach is suitable for handling task
demands with long-term dependencies and high diversity [128,129]. For instance, Li et al.
combined VAE with a DT framework to improve the sensor state prediction and resource
allocation [130]. Diffusion models generate data through iterative denoising. In DDPM, the
goal is to minimize noise prediction error. The loss function is [32]

L = Eq(xt ,xt−1)

[
∥ϵθ(xt, t)− ϵ∥2

]
, (59)

where ϵθ(xt, t) is the predicted noise, and ϵ is the actual noise. During generation, DDPM
performs reverse diffusion, starting from Gaussian noise xT and progressively recovering
data x0. The process is given below [32]:

xt−1 =
1√
βt
(xt −

βt√
1− ᾱt

ϵθ(xt, t)), (60)

where βt is the noise schedule, and αt = 1− βt. This denoising process enables diffu-
sion models to handle complex resource allocation scenarios. Liu et al. used diffusion
models with Multi-Agent Reinforcement Learning (MARL) for task and resource demand
prediction in vehicular networks [131]. Zhang et al. proposed a diffusion model-based
reinforcement learning method (Meta-DSAC), which combines its generative capabilities
with the decision-making advantages of RL to effectively address complex offloading and
resource allocation problems in multi-UAV-assisted edge-enabled metaverse systems [132].

Reinforcement learning can dynamically determine the allocation of resources among
cloud, edge, and end devices. By incorporating constraints such as network conditions, task
urgency, and service quality, the system can balance latency and energy consumption while
improving the overall Quality of Service (QoS) [133–135]. To achieve this, reinforcement
learning models typically utilize a reward function to evaluate system performance. Specif-
ically, the reward function for resource allocation can be expressed as shown below [136]:

R = −(λ1 · Latency + λ2 · Energy) (61)

where λ1, λ2, and λ3 are weight coefficients that balance the importance of latency, energy
consumption, and the QoS. For instance, Guo et al. employed DT-enhanced federated
reinforcement learning to dynamically allocate resources in Device-to-Device (D2D)-aided
edge networks [137]. This approach supports cross-layer resource scheduling between end
and edge devices, considering network conditions, task demands, and privacy preservation.
Similarly, Peng et al. investigated resource management in vehicular networks assisted
by MEC and UAV edge nodes using Multi-Agent Reinforcement Learning (MARL). By
employing MADDPG, they achieved vehicle association and task resource allocation,
reducing latency and improving QoS satisfaction [138].

In summary, approaches such as GANs, VAE/diffusion models, and reinforcement
learning provide new paradigms for resource allocation in cloud–edge–end collaborative
intelligence. These approaches can adaptively schedule computational and communication
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resources in dynamic and complex environments, thus balancing latency, energy efficiency,
and service quality, and significantly enhancing the overall system performance.

5. Application Scenarios
DT and GAI integration has shown transformative potential across multiple industrial

sectors. However, to strengthen the practical validation of the SMGA framework and
improve the depth of analysis, this section expands upon real-world case studies and
domain-specific insights, highlighting both applied outcomes and sectoral maturity trends.

5.1. Smart Manufacturing: Generative Design and Autonomous Optimization

Smart manufacturing is rapidly evolving through the integration of generative design
and autonomous optimization, leveraging technologies such as generative AI, digital twins,
and multi-agent systems. Generative AI models—including GANs, VAEs, and Transform-
ers—are being used for tasks ranging from anomaly detection and process optimization to
the accelerated design of advanced materials, significantly reducing development time and
cost while improving product performance [139]. Autonomous intelligent manufacturing
systems (AIMS) utilize data-driven approaches, knowledge graphs, and digital twins to
enable multi-level perception, cross-domain cognition, and collaborative decision making,
as demonstrated in intelligent factories for networked, collaborative manufacturing [140].

A concrete example can be found in the Programmable Manufacturing Advisor (PMA)-
based Smart Production System, which autonomously diagnoses system health and designs
optimal continuous improvement projects [141]. In an automotive underbody assembly
line case, the PMA identified bottlenecks and proposed reducing the mean-time-to-repair
(MTTR) of critical stations, leading to a validated 10% throughput increase when imple-
mented. Similarly, in a hot-dip galvanization plant, the PMA optimized raw material
release policies to balance throughput and lead time, demonstrating how digital twins
coupled with automated decision making can achieve both productivity gains and quality
control. These case studies show how generative AI can further enhance such systems by
simulating alternative designs, proposing adaptive policies, and supporting human-in-the-
loop decision making. Blockchain-enabled multi-agent systems further enhance resilience
and adaptability by enabling decentralized, peer-to-peer negotiation and dynamic pro-
cess control, which is crucial for individualized and frequently disrupted manufacturing
environments [142]. The integration of these technologies within immersive industrial meta-
verse environments—combining IoT, real-time analytics, and extended reality—enables
real-time production logistics, collaborative robotics, and advanced simulation, driving
economic performance and innovation in smart factories.

5.2. Smart Cities: City-Scale Simulation and Emergency Response

Digital twins are increasingly central to smart city development, offering real-time sim-
ulation, monitoring, and predictive capabilities that enhance urban planning, emergency
response, and risk management. These virtual replicas of city systems enable city-scale sim-
ulations for scenarios such as traffic regulation, epidemic control, and disaster management,
allowing for more informed and adaptive decision making in emergencies [143]. Digital
twin frameworks, like DUET and METACITIES, integrate diverse data sources and models
to support what-if analyses, optimize traffic flow, and improve emergency management
with ongoing projects demonstrating their potential in European cities.

Research highlights the benefits of digital twins in providing up-to-date information,
supporting early warning systems, and enabling bidirectional data flow between physical
and digital environments, which is especially valuable for climate resilience and disaster
response. However, challenges remain in terms of data integration, real-time modeling,
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and the practical implementation of these systems at scale with much of the research
still in the conceptual or pilot phase [144]. Despite these challenges, case studies and
systematic reviews indicate that digital twins can significantly enhance situation assessment,
coordination, and resource allocation during emergencies, and ongoing innovation is
expected to address current research gaps.

5.3. Autonomous Driving: Lifelong Learning and Simulation Testing

Recent research highlights the growing importance of digital twins and advanced
simulation in autonomous driving, particularly for lifelong learning, testing, and validation.
Digital twins create high-fidelity virtual replicas of vehicles and environments, enabling
safe, cost-effective, and comprehensive testing across the entire vehicle lifecycle, including
complex scenarios that are difficult or unsafe to reproduce in the real world [145]. These
virtual environments support reinforcement learning and transfer learning, helping to
bridge the “sim2real” gap—the challenge of transferring knowledge from simulation to
real-world driving—by integrating real and simulated data, domain randomization, and
adaptation techniques.

Simulation-based testing, especially when enhanced with digital twins or even “digital
siblings” (multi-simulator ensembles), improves the reliability and predictive value of
autonomous driving software validation, outperforming single-simulator approaches in
predicting real-world failures. Digital twins also facilitate hardware-in-the-loop and vehicle-
in-the-loop testing, accelerating the development and deployment of robust control policies
and reducing the need for extensive physical testing. However, challenges remain in
ensuring the realism and predictive accuracy of digital twins as well as in standardizing
their development and integration into industry practices [146]. Overall, digital twins are
emerging as a practical and effective paradigm for lifelong learning, simulation testing,
and validation in autonomous driving research and development.

5.4. Healthcare: Personalized Medicine and Surgical Planning

Digital twin technology is rapidly transforming healthcare by enabling highly per-
sonalized medicine and advanced surgical planning. Digital twins are virtual replicas
of patients, integrating real-time data, multi-omics information, and predictive modeling
to simulate disease progression, optimize treatment plans, and select the most effective
therapies for individuals [147]. In surgical planning, digital twins provide accurate 3D
representations of patient anatomy, allowing clinicians to rehearse procedures, enhance pre-
cision, and reduce risks using simulation and augmented reality tools. These technologies
also support early diagnosis, tailored drug development, and remote patient monitoring,
while improving clinical operations and resource allocation.

Such patient-specific DTs not only support therapy optimization but also enable surgi-
cal planning. For instance, a cardiac digital twin can generate a 3D replica of a patient’s
heart and simulate surgical procedures—such as valve replacement or arrhythmia abla-
tion—allowing surgeons to rehearse the procedure and assess risks before entering the
operating room. In practice, these DTs can be linked with extended reality (XR) environ-
ments so that clinicians can visualize the patient’s anatomy in real time and adapt the
surgical plan dynamically.

Furthermore, after clinical deployment, the DT is not static: remote monitoring feeds
new data back into the twin, enabling longitudinal updates and adaptive care. For ex-
ample, if a patient’s wearable devices detect abnormal heart rhythms or blood pressure
fluctuations, the DT can re-run simulations to predict potential complications and trigger
early interventions. In the context of digital clinical trials, DTs have been shown to serve
as computational testbeds, where thousands of drug–patient interactions are evaluated
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in silico to prioritize the most promising candidates for actual trials, as emphasized by
Laubenbacher et al. [74].

Despite their promise, digital twins face significant challenges, including data security,
interoperability, ethical concerns, and the complexity of modeling the human body. Ad-
dressing these issues requires interdisciplinary collaboration, robust regulatory frameworks,
and advances in artificial intelligence and data integration. Overall, digital twins are poised
to revolutionize healthcare by delivering more precise, efficient, and patient-centered care,
but widespread adoption will depend on overcoming technical, ethical, and organizational
barriers [75].

5.5. Comparative Summary and Observations

Table 3 summarizes sectoral validation maturity. Manufacturing and healthcare lead
adoption (empirical case studies, simulation validation), while smart city and autonomous
driving remain under rapid development. Future work should emphasize benchmarking
and cross-domain evaluation, ensuring that SMGA is validated not only conceptually but
also through measurable performance metrics (e.g., latency, accuracy, adaptability).

Table 3. Sectoral validation summary for DT + GAI applications.

Sector Typical Validation (Examples) Representative
Works (by Ref. No.) Maturity Key Challenges

Smart Manu-
facturing

Case studies (throughput via PMA);
DT + GAI predictive maintenance;
simulation benchmarks for design
optimization

[139–142] High (pilot selective
production lines)

Standardization across
lines; data integration;
cross-plant generalization

Smart Cities

City-scale traffic twins (real-time
control); DT-enhanced evacuation
simulations (response time); what-if
analysis

[143,144]
Medium (many
pilots; limited
citywide ops)

Real-time fusion;
multi-agent coordination;
unified simulation
standards

Autonomous
Driving

Twin-driven RL training; sim2real
evaluation; vehicle-in-the-loop via
digital siblings

[145,146] Emerging medium Scenario realism; sim2real
gap; safety certification

Healthcare
Patient-specific DTs; surgical
rehearsal; virtual clinical trials (in
silico cohorts)

[74,75,147]
High in research;
medium in clinical
translation

Privacy and ethics;
interoperability;
computational scalability

6. Challenges and Future Research Directions
As the integration of AIoT and DT technologies accelerates, both academia and indus-

try express high expectations for their transformative potential. Yet realizing this vision
requires addressing a series of systemic challenges. On the technical side, the multimodal
perception and generative capabilities of AIoT demand unprecedented levels of computa-
tion, storage, and energy efficiency while raising pressing concerns over reliability, privacy,
and interoperability. On the research front, advancing toward verifiable, compressible,
sustainable, continually adaptive, and ethically governed AIoT systems will be decisive
for ensuring their long-term viability. This section reviews these challenges and outlines
promising future research directions across two key dimensions: technical limitations and
prospective solutions.

6.1. Technical Challenges
6.1.1. The Tension Between Computational Demand and Efficiency

The convergence of AIoT and digital twins has amplified the tension between com-
putational demand and resource availability. Modern generative models require billions
of parameters and vast memory bandwidth, which stands in stark contrast to the limita-
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tions of edge devices. A comprehensive survey on TinyML shows that ultra-low-power
microcontrollers are capable of inference for extended periods—even up to a year on coin-
cell batteries [148]. While these achievements highlight the promise of extreme energy
efficiency, they are inherently insufficient to support large multimodal generative models.
Similarly, analyses of IoT programming platforms emphasize that fragmentation in devel-
opment tools and runtime environments exacerbates deployment inefficiency [149]. This
dual challenge of model scale and ecosystem fragmentation not only inflates latency but
also aggravates energy costs, making sustainable deployment a pressing issue. Moving
forward, achieving balance will require joint advances in model compression, specialized
hardware accelerators, and algorithm–architecture co-design.

6.1.2. Reliability and Hallucination Risks

Efficiency alone cannot guarantee a trustworthy AIoT. The reliability of generative
models has emerged as an equally critical concern. Large language and vision models
frequently produce hallucinations—outputs that are fluent yet factually incorrect. A sys-
tematic survey highlights that such hallucinations are pervasive across tasks, severely
undermining trust in generative AI systems [150]. In sensitive domains such as healthcare,
frameworks for evaluating medical summarization reveal that hallucinations remain even
with carefully designed prompts, underscoring the inadequacy of ad hoc fixes [151]. Com-
plementary approaches, such as semantic entropy-based uncertainty estimators, provide
a way to flag questionable outputs before they reach users, but practical deployment in
real-time systems remains difficult [152]. This persistence of hallucinations shows that
reliability cannot be treated as a post hoc correction; rather, it must be embedded in the
very design of AIoT systems. For digital twins and multimodal AI, integrating formal
verification, symbolic constraints, and human-in-the-loop mechanisms may be necessary to
ensure outputs align with both physical laws and application safety.

6.1.3. Data Security and Privacy

Data security and privacy represent fundamental challenges for the adoption of
DT–GAI in real-world scenarios. In domains such as healthcare, autonomous driving, and
industrial IoT, the collection and modeling of large-scale multimodal data inevitably involve
highly sensitive information, ranging from personal health records and medical imaging
to vehicle trajectories and enterprise operational data. The leakage or misuse of such
information not only undermines user trust but may also result in severe regulatory and
ethical consequences [153–156]. Therefore, ensuring confidentiality and privacy protection
has become a prerequisite for the sustainable deployment of DT–GAI systems. Specific
privacy-preserving mechanisms that address these challenges will be further discussed in
the following subsection.

6.1.4. Privacy-Preserving Mechanisms for DT–GAI

Privacy protection is one of the key challenges in the integration of DT–GAI. In
healthcare, autonomous driving, and the industrial IoT, large-scale multimodal data often
include personal health records, driving trajectories, and enterprise operational data, which
are highly sensitive. Such information not only concerns individual privacy but also directly
affects regulatory compliance and public acceptance. Achieving data security without
sacrificing intelligence has therefore become a prerequisite for DT–GAI deployment.

Among existing approaches,differential privacy (DP) is one of the most widely adopted
techniques. By injecting noise into data or gradients, DP reduces the risk of re-identifying
individual users and provides formal privacy guarantees. However, this protection usually
comes at the cost of lower model accuracy, leading to a persistent privacy–utility trade-off.
Balancing privacy budgets with performance has been identified as a key bottleneck [157].
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To mitigate this challenge, adaptive clipping strategies have been developed to reduce
accuracy loss [158], while new mechanisms at the gradient level improve robustness [159].
In addition, combining DP with synthetic data generation has been shown to preserve
privacy while still enabling model training [160].

Complementary to DP, federated learning (FL) makes it possible to train models
without centralizing raw data, relying instead on the exchange of local parameters or
gradients. This design reduces privacy risks across institutions and devices but also in-
troduces challenges such as modality heterogeneity, non-IID data distributions, and high
communication overhead. To address these issues, FL frameworks tailored for healthcare
data protection have been proposed [153], while strategies to defend against data recon-
struction attacks during large language model fine tuning have been explored [154]. In
IIoT scenarios, semi-supervised FL combined with Bayesian estimation has been applied to
enhance both privacy and generalization under limited annotations [161], and personalized
FL integrated with DP has been introduced to balance individual adaptation with global
model sharing [162].

In healthcare, combining DP and FL allows hospitals to jointly train diagnostic mod-
els without exposing raw imaging or genomic data. In autonomous driving and IoT,
performance-enhanced FL with DP improves privacy-preserving learning at the edge and
facilitates the development of IIoT digital twins [163]. In public health, societal digital twins
are considered effective only if they are privacy-aware [155], while privacy-preserving clin-
ical digital twins are regarded as essential for compliance in critical care workflows [156].

Taken together, DP and FL offer complementary perspectives on privacy preserva-
tion: DP provides statistical guarantees through controlled noise, while FL reduces data
movement by design. In practice, the two are often combined—for example, by integrat-
ing DP into FL updates to enhance robustness and defense. Looking ahead, promising
directions include dynamic privacy budget allocation, the joint consideration of privacy
with fairness and robustness, and integration with secure multi-party computation and
homomorphic encryption. These advances will be vital for ensuring both security and
compliance, paving the way for the trustworthy deployment of DT–GAI in high-stakes
domains such as healthcare, transportation, and industry.

6.1.5. Lack of Standardization and Interoperability

Challenges in privacy and security are further compounded by fragmentation in
standards. Surveys on IoT interoperability emphasize that security and interoperability
must be co-designed; otherwise, neglecting one aspect creates systemic vulnerabilities.
Studies on digital twins reveal that most current platforms only enable data-level exchange,
lacking semantic consistency and collaborative capabilities [164]. In the industrial context,
building high-fidelity digital twins is shown to require the integration of AI, blockchain, and
distributed technologies, which further complicates standardization efforts [165]. Without
unified protocols, interfaces, and semantic models, AIoT ecosystems risk remaining siloed,
preventing the realization of their full potential.

6.2. Future Research Directions
6.2.1. Neuro-Symbolic Verified Generation

A promising research direction lies in combining the generative power of neural
networks with the logical rigor of symbolic methods. Formal verification frameworks
demonstrate that neuro-symbolic systems can map outputs into temporal logic or au-
tomata, enabling guarantees that generated content aligns with physical rules and safety
requirements. For example, evaluations of text-to-video models using such methods show
that outputs can be systematically checked against predefined constraints [166]. At the
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same time, consistency models provide computationally efficient alternatives to diffusion
processes, achieving high-quality synthesis with fewer steps [167]. The integration of
these paradigms suggests that neuro-symbolic generation could simultaneously mitigate
hallucinations and enhance verifiability in safety-critical AIoT applications.

6.2.2. GAI for DT Compression

To complement verification, another research frontier focuses on resource efficiency.
High-fidelity DTs demand heavy computation, limiting their deployment in edge environ-
ments. GAI offers promising solutions by enabling lightweight yet accurate DT models.
One-step diffusion distillation reduces the number of iterative steps while maintaining qual-
ity, significantly cutting computation costs [168]. Similarly, deep equilibrium approaches
enable the distillation of large diffusion models into efficient generators [169]. Singular
value scaling further refines pruned models, accelerating fine tuning while preserving
fidelity [170]. Beyond these techniques, a comprehensive survey emphasizes that GAI can
serve not only as a compression tool but also as a means to generate synthetic training
data and modular DT components [171]. These developments suggest that lightweight DTs
empowered by GAI could soon become viable for real-time AIoT applications.

6.2.3. Toward Sustainable and Green AIoT

The sustainability of an intelligent AIoT is increasingly recognized as a priority. The
exponential growth of deep learning has raised serious environmental concerns. Analyses
of computational trends reveal that the carbon footprint of training large models has
grown dramatically over the past decade, calling for new evaluation metrics where energy
efficiency is valued alongside accuracy [172]. Complementary reviews of green AI research
highlight multi-level solutions, ranging from algorithmic efficiency to eco-aware hardware
and scheduling [173]. For the AIoT, this means not only developing low-power architectures
but also embedding sustainability into the design of training and inference pipelines. By
prioritizing energy-aware optimization, intelligent AIoT systems can evolve in ways that
reduce emissions while maintaining high utility.

6.2.4. Lifelong and Continual Learning in Dynamic Environments

The pursuit of sustainability also aligns with the need for adaptability. AIoT systems
often operate in dynamic environments, requiring continuous adaptation without catas-
trophic forgetting. Surveys on continual learning emphasize mechanisms such as rehearsal,
regularization, and dynamic architectures as effective strategies for classification tasks [174].
Expanding on this, incremental learning frameworks demonstrate how retrievable skill
libraries allow systems to adapt to novel tasks with minimal retraining [175]. In robotic
reinforcement learning, approaches that preserve and combine prior knowledge with new
experience enable continual evolution across tasks, highlighting pathways for long-term
adaptability [176]. Generative replay further contributes to stability with recent work
showing its effectiveness in security domains such as malware classification [177]. Together,
these advances suggest that future AIoT systems can achieve resilience through continual
adaptation, maintaining performance in ever-changing physical environments.

6.2.5. Ethical and Governance Frameworks for Intelligent AIoT

Finally, technological advances must be grounded in ethical and governance principles.
Reviews of responsible AI emphasize that governance must cover fairness, explainability,
and accountability across the full lifecycle of system design and deployment [178]. Studies
in computing ethics indicate that as digital technologies become increasingly embedded
in everyday activities, ethical considerations must evolve from theoretical discourse to
practical, implementable frameworks. For the AIoT, this implies the need for context-



Mathematics 2025, 13, 3382 36 of 44

specific governance frameworks that reconcile innovation with societal trust. Building such
frameworks will ensure that the AIoT is not only technically feasible but also aligned with
human values. Studies in computing ethics indicate that as digital technologies become
increasingly embedded in everyday activities, ethical considerations must evolve from
theoretical discourse to practical, implementable frameworks.

7. Conclusions
This survey established a symbiotic integration of multimodal GAI and DTs for AIoT

systems. GAI acts as the cognitive core, enabling reasoning, contextual interpretation,
and adaptive generation, while DTs provide a physics-grounded execution environment
that ensures operational fidelity. Their complementarity is synthesized into a closed-loop
Sense–Map–Generate–Act (SMGA) architecture (RQ1). We further highlighted domain-
specific strengths and common limitations of representative approaches such as GANs,
diffusion models, and LLMs, and we discussed recurring challenges in efficiency, reliability,
privacy, and interoperability across application domains (RQ2). For RQ3, we consolidated
evaluation practices into functional/probabilistic models and mathematical indicators,
including robustness, complexity, accuracy, and twin–reality consistency. Despite persistent
challenges in data integrity, scalability, and trustworthiness, this integration offers a foun-
dational blueprint for a trustworthy AIoT with future work focusing on privacy-preserving
computation and sustainability-aware optimization.
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