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Abstract: Accurate sales forecasting is essential for optimizing resource allocation, managing inven-
tory, and maximizing profit in competitive markets. Machine learning models are being increasingly
used to develop reliable sales-forecasting systems due to their advanced capabilities in handling
complex data patterns. This study introduces a novel hybrid approach that combines the artificial
bee colony (ABC) and fire hawk optimizer (FHO) algorithms, specifically designed to enhance hyper-
parameter optimization in machine learning-based forecasting models. By leveraging the strengths
of these two metaheuristic algorithms, the hybrid method enhances the predictive accuracy and
robustness of models, with a focus on optimizing the hyperparameters of XGBoost for forecasting
tasks. Evaluations across three distinct datasets demonstrated that the hybrid model consistently
outperformed standalone algorithms, including the genetic algorithm (GA), artificial rabbits opti-
mization (ARO), the white shark optimizer (WSO), the ABC algorithm, and the FHO, with the latter
being applied for the first time to hyperparameter optimization. The superior performance of the
hybrid model was confirmed through the RMSE, the MAPE, and statistical tests, marking a significant
advancement in sales forecasting and providing a reliable, effective solution for refining predictive
models to support business decision-making.

Keywords: extreme gradient boosting algorithm; machine learning algorithm; forecasting model;
metaheuristic algorithms; hyperparameter tuning; hybrid metaheuristic
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1. Introduction

Sales forecasting is essential for businesses to manage inventory efficiently, optimize
resource allocation, and maintain profitability. It allows companies to anticipate demand,
avoid overstocking or understocking, and minimize waste. Accurate sales forecasts are
particularly critical in industries with volatile demand patterns or seasonal variations,
enabling informed decisions in production, staffing, and logistics. By adopting advanced
forecasting methods, businesses can better meet market demands, enhance customer
satisfaction, and remain competitive in a rapidly changing environment.

Machine learning has become a powerful tool in forecasting tasks, significantly im-
proving the prediction accuracy in complex and dynamic environments. It has been widely
applied to manage the nonlinear relationships inherent in large datasets, offering supe-
rior forecasting outcomes, particularly for seasonal or promotional sales [1]. For instance,
machine learning techniques such as multi-layer perceptron (MLP) have demonstrated
an exceptional accuracy in forecasting critical metrics like the maximum allowable expo-
sure time in challenging environments, with significant improvements in the prediction
precision [2]. Similarly, support vector regression (SVR) has been successfully employed
to enhance the forecasting accuracy in grid-connected microgrids, outperforming tradi-
tional methods [3]. Moreover, artificial neural networks (ANNs) have proven effective in
predicting complex fluid properties, such as the viscosity of nanofluids, showcasing their
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versatility across various domains [4]. Among these, one of the most utilized algorithms
is XGBoost, which has numerous successful examples in the literature, such as outper-
forming random forests and neural networks across various forecasting tasks [5]. It has
also demonstrated its superiority in capturing complex nonlinear patterns, such as rainfall
forecasting, where it significantly outperformed traditional models like the ARIMA and
state space models [6]. Notably, in retail demand forecasting, XGBoost has demonstrated
its superiority, achieving a higher accuracy and reducing the prediction error compared
to traditional models like the ARIMA [7,8]. Its effectiveness has been further validated
in the retail and e-commerce sectors, where it consistently handles large-scale forecasting
challenges with reliability [9].

Hyperparameter optimization is crucial in improving the performance of machine
learning models by enhancing their ability to generalize to unseen data. The proper
selection of hyperparameters can significantly impact the model accuracy, and tuning
these parameters ensures that the model reaches its optimal potential. Without adequate
tuning, even high-performing models may fail to reach their full potential, leading to
incorrect assessments of their effectiveness [10]. Systematic hyperparameter tuning is
essential for robust and reliable machine learning applications, particularly in complex
forecasting tasks. Advanced optimization techniques, such as genetic algorithms and
swarm intelligence, further enhance hyperparameter tuning by reducing the computational
costs and increasing the efficiency in handling complex models [11]. The importance
of hyperparameter optimization is widely recognized and applied across various fields.
In high-energy physics, it plays a critical role in refining machine learning models for
analyzing complex datasets, as demonstrated in [12] study. Similarly, [13] highlight its
significance in tunneling applications, where precise adjustments are essential for accurate
predictions and optimized results. In structural design, hyperparameter optimization has
also been shown to improve the accuracy and robustness of surrogate models in finite
element simulations [14].

Metaheuristic algorithms have emerged as effective tools for hyperparameter opti-
mization, offering a superior performance over traditional methods like a grid search by
efficiently exploring large and complex search spaces. In recent years, the use of metaheuris-
tic algorithms for hyperparameter optimization has significantly improved the performance
of forecasting models across various domains. For instance, solar energy forecasting has
benefited from metaheuristic-based approaches like genetic algorithms (GA), which have
enhanced the accuracy of long short-term memory (LSTM) networks by optimizing their
hyperparameters, achieving substantial reductions in the forecasting error [15]. In electric-
ity load forecasting, combining support vector machines (SVMs) with adaptive differential
evolution (ADE) for hyperparameter tuning has resulted in a high accuracy and better
convergence rates [16]. In combinatorial optimization problems, the ABC algorithm has
proven its versatility, achieving competitive results in areas like assembly line balancing
and bioinformatics, further validating its robustness and applicability across multiple
domains [17]. Moreover, the grey wolf optimizer (GWO) has demonstrated its effectiveness
in hyperparameter optimization tasks, enhancing the model accuracy and minimizing loss,
particularly in complex machine learning models like CNNs [18]. Metaheuristic algorithms
like genetic algorithms have also proven effective in temperature forecasting, enhancing
the performance of LSTM networks for long-term meteorological predictions [19]. The
recently developed fire hawk optimizer (FHO) further exemplifies this potential, effectively
balancing exploration and exploitation in the optimization process [20].

While individual metaheuristic algorithms show great potential, hybridizing them
can yield even better results. Hybrid algorithms combine the strengths of different meta-
heuristics to overcome their individual limitations, such as becoming stuck in local optima
or having a slow convergence. For example, hybridizing the white shark optimizer (WSO)
with artificial rabbits optimization (ARO) has achieved a superior accuracy in photovoltaic
parameter extraction by combining the WSO’s global search capabilities with ARO’s local
search efficiency [21]. Similarly, hybrid approaches that integrate ant colony optimization
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(ACO) with other algorithms, such as the reptile search algorithm (RSA), have demon-
strated an improved performance in forecasting tasks by enhancing the balance between
exploration and exploitation [22]. The artificial bee colony (ABC) algorithm has been effec-
tively applied to feature selection and optimization tasks, showing a superior performance
in selecting relevant features and enhancing classification accuracy when combined with
other metaheuristics [23]. The integration of hybrid metaheuristics has shown a superior
performance, especially in complex optimization scenarios where a single algorithm might
fall short [24].

After a thorough examination of the literature, we identified key areas where further
development remains possible in the field of hyperparameter optimization. In response, this
study proposes a novel approach by hybridizing the artificial bee colony (ABC) algorithm
with the fire hawk optimizer (FHO), leveraging the strengths of each to enhance the
performance of machine learning models in sales forecasting. Notably, this is among the
first applications of the FHO as a standalone algorithm for hyperparameter optimization
in XGBoost, specifically within a sales-forecasting context. Our research aimed to develop
robust, generalizable models by testing the hybrid approach on three distinct open-source
datasets, ensuring the models’ adaptability across various forecasting scenarios. To validate
our approach, we rigorously evaluated the proposed hybrid model using statistical tests,
which confirmed its effectiveness and robustness, not only contributing to the academic
field, but also providing a practical, scalable solution for real-world forecasting tasks.

The remainder of this article is structured as follows: Section 2 outlines the methodol-
ogy, detailing the hybrid metaheuristic approach used for hyperparameter optimization.
In Section 3, we present a case study, applying the proposed algorithms to three open-
source sales-forecasting datasets, along with the performance results and analysis. Finally,
Section 4 concludes the paper by summarizing the key findings and suggesting future
research directions.

2. Methodology
2.1. XGBoost Algorithm

XGBoost, built on the gradient boosting decision tree (GBDT) framework, excels in
both classification and regression tasks by sequentially boosting weak learners to minimize
error. One of its standout features is the inclusion of regularization in its objective function,
which effectively reduces overfitting by balancing accuracy and model complexity. This
balance allows XGBoost to generalize well to unseen data, making it particularly suitable
for large datasets with complex, nonlinear relationships. The algorithm’s capability to tune
hyperparameters and handle missing data efficiently contributes to its high performance
across various forecasting tasks [25].

XGBoost operates by sequentially building decision trees, with each new tree focusing
on correcting errors made by the previous ones. This is achieved through gradient boosting,
a process that optimizes the objective function by minimizing loss and incorporating
regularization terms to avoid overfitting. Specifically, the algorithm computes the negative
gradient (representing the error) and uses it to create new trees that target these errors. The
result is a robust predictive model composed of an ensemble of weaker learners [26].

2.2. Genetic Algorithm

The genetic algorithm (GA) is an optimization method inspired by the principles of
natural selection and evolution. Initially introduced by [27] in 1992, the GA simulates
“survival of the fittest” by working with a population of potential solutions, represented
as chromosomes, which evolve over several generations to find the optimal result. The
key processes in the GA include encoding chromosomes, selecting candidates based on
their fitness, performing crossovers to blend genetic traits from two parent solutions, and
applying mutations to introduce random variations. These mechanisms allow the GA to
effectively search extensive solution spaces and identify global optima, making it especially
useful for complex optimization problems. For an in-depth review, refer to [28].
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2.3. Grey Wolf Optimizer

The grey wolf optimizer (GWO) is a metaheuristic algorithm inspired by the natural
social hierarchy and hunting behavior of grey wolves, introduced by [29] in 2014. The
GWO simulates a leadership structure by categorizing the population into four ranks:
alpha, beta, delta, and omega, with the alpha wolf leading the pack, followed by the
beta and delta wolves. The wolves work together to encircle, pursue, and capture prey,
symbolizing the optimization process. The GWO strikes a balance between exploration
and exploitation through parameters that adjust the wolves’ positions with each iteration,
enabling it to effectively search and refine solutions within the search space. Its simplicity,
lack of complex parameters, and reliable performance have made the GWO popular for
solving optimization problems across various fields, including engineering, bioinformatics,
and robotics [30].

2.4. White Shark Optimizer

The white shark optimizer (WSO) is a metaheuristic algorithm inspired by the hunting
behavior of white sharks, introduced by [31]. The algorithm simulates sharks’ remarkable
ability to track prey over long distances using their heightened senses, adjusting their
movements strategically to locate and capture targets. In optimization, search agents (rep-
resenting sharks) adaptively move towards optimal solutions while periodically exploring
new areas of the search space to avoid becoming stuck in local optima. By balancing
exploration and exploitation, the WSO has demonstrated effectiveness in solving com-
plex optimization problems, making it suitable for both constrained and unconstrained
scenarios [31].

2.5. Artificial Rabbits Optimization

The artificial rabbits optimization (ARO) algorithm is a bio-inspired metaheuristic
that mimics the survival strategies of rabbits in nature, including detour foraging and
random hiding. In detour foraging, rabbits search for food away from their nests, which
enhances exploration, allowing the algorithm to avoid local optima. On the other hand,
random hiding helps exploit nearby solutions by encouraging rabbits to choose randomly
among several burrows for safety, thus balancing exploitation. The algorithm dynamically
shifts between these two strategies as the “energy” of the rabbits diminishes over time,
transitioning from exploration in the early stages to exploitation in the later iterations. For
further details on the ARO algorithm, please refer to the work by [32].

2.6. Artificial Bee Colony

The artificial bee colony (ABC) algorithm, introduced by [33] in 2007, is a nature-
inspired optimization technique modeled after the foraging behavior of honey bees. It
mimics how bees search for food sources, with three types of bees: employed, onlooker,
and scout bees. Employed bees exploit known food sources, while onlooker bees select
food sources based on shared information from employed bees. Scout bees search for new
food sources when the existing ones are exhausted. This process enables the algorithm to
balance exploration and exploitation efficiently, making it particularly effective for solving
complex optimization problems. The ABC algorithm has been successfully applied to
a wide range of optimization tasks, such as engineering, telecommunications, and data
mining, due to its simplicity and robust performance [34].

Algorithm 1 begins by initializing a population of potential solutions, represented by
the locations of food sources. Each employed bee is associated with a food source, and
the quality of the solution is measured by the amount of nectar (fitness) at that location.
Employed bees explore the neighborhood of their associated food source to find better
solutions. Meanwhile, onlooker bees assess the quality of the food sources shared by the
employed bees through a waggle dance, selecting solutions probabilistically based on their
fitness. Scout bees search for new food sources by exploring unexplored regions of the
search space when the current sources are exhausted or abandoned [35].
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Algorithm 1 Pseudocode of Artificial Bee Colony Algorithm

1. Initialize parameters (number of food sources, employed bees, onlooker bees, and
scout bees).
2. Randomly generate an initial population of food sources (possible solutions).
3. Evaluate the fitness of each food source.
4. Repeat until the termination condition is met:

4.1 For each employed bee:
- Explore the neighborhood of the associated food source to discover new solutions.
- If a new solution is better than the current one, replace the old solution with

the new one.
4.2 Calculate the probability of each food source based on its fitness.
4.3 For each onlooker bee:

- Select a food source probabilistically based on fitness.
- Explore the neighborhood of the chosen food source.
- If a new solution is better, update the food source.

4.4 If a food source has not improved for a predetermined number of cycles:
- Abandon the food source.
- Send a scout bee to explore a new random location.

5. Memorize the best solution found so far.
6. End.

2.7. Fire Hawk Optimizer

The fire hawk optimizer (FHO) is a metaheuristic algorithm inspired by the behavior
of fire hawks, which intentionally spread fires to flush out prey. This optimization method
mimics the process by which fire hawks identify and target prey, using exploration (setting
fires in new areas) and exploitation (capturing prey in known areas). The FHO uses
position updates based on the prey’s movement and safe zones, balancing exploration and
exploitation to avoid local optima and reach the global optimum efficiently. It has been
proven effective in solving complex optimization problems across various domains due to
its quick convergence and robust search strategies [20]. The pseudocode of FHO is shown
in Algorithm 2.

Algorithm 2 Pseudocode of Fire Hawk Optimizer Algorithm

1. Initialization of the population: Initialize a population of fire hawks and prey
(possible solutions).
2. Re-reading and evaluation: Evaluate the fitness of each prey (solution).
3. Sending the fire hawks to hunt prey:

- Fire hawks move towards the prey based on their fitness (distance from the prey).
- If a fire hawk finds a better prey, it updates its position to that new prey.

4. Sending other fire hawks to improve exploration:
- Fire hawks that are far from the best prey are sent to explore new regions of

the search space.
- Fire hawks adapt their positions to explore areas with high potential.

5. Sending the scout fire hawks to discover new prey:
- If a fire hawk doesn’t find better prey within a certain number of moves, it is

repositioned to a new location.
- Scout fire hawks are used to explore unknown areas to avoid local optima.

6. Memorizing the best prey found so far and updating the position of the fire
hawks accordingly.
7. Repeating the steps until the termination condition is met.
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2.8. Hybrid ABC-FHO Algorithm

The hybridization of the artificial bee colony (ABC) and fire hawk optimizer (FHO)
algorithms leverages the complementary strengths of both algorithms to overcome their
individual limitations. The ABC algorithm, inspired by the foraging behavior of honey
bees, demonstrates robust global exploration capabilities [36]. This ensures diversity in
the search space and helps prevent premature convergence, effectively complementing the
FHO’s susceptibility to becoming trapped in local optima due to its Gaussian randomiza-
tion process. Conversely, the FHO adjusts its search strategy dynamically based on the
proximity to the best solution, providing faster convergence and efficient local exploita-
tion [37], which addresses the ABC algorithm’s slower convergence and susceptibility to
premature stagnation.

The process begins with the ABC algorithm’s employed bees, where each agent (bee)
is randomly initialized within the search space and explores its local neighborhood. The
new solution for each agent is generated using the following:

xnew = xi +ϕ·(xi − xk) (1)

where ϕ is a random perturbation, xi is the current solution, and xk is a randomly chosen
neighbor. This broad exploration helps avoid local optima, but it is stochastic in nature,
requiring more refinement in later stages.

The onlooker bee phase follows, refining the search by selecting solutions probabilisti-
cally based on fitness.

pi =
f (xi)

∑ f (xi)
(2)

The probability pi determines the likelihood of selecting solution xi based on its fitness
f (xi) relative to the total fitness of all solutions. This ensures that better solutions are
given higher priority while still allowing the exploration of less optimal solutions, thus
maintaining diversity in the search process.

This step shifts the focus towards exploitation, giving higher attention to better so-
lutions. However, this can lead to over-exploitation if not balanced, making the FHO a
valuable addition at this stage.

The FHO is introduced to perform adaptive searches. If an agent is far from the best
solution, it performs a global search:

xnew = xi + α·(xbest − xi) (3)

where α is a larger step size for exploration. If the agent is close to the best solution, a local
search with a smaller step size is used for fine-tuning:

xnew = xi + β·(xbest − xi) (4)

This adaptive behavior ensures the balance between exploration and exploitation,
effectively addressing the ABC algorithm’s tendency to over-exploit certain regions.

To maintain diversity and avoid stagnation, the ABC algorithm’s scout bee phase
replaces agents that have not improved after a set number of iterations with new, randomly
generated solutions. This step ensures continued exploration across the search space,
preventing the algorithm from converging prematurely to suboptimal solutions.

By combining the ABC algorithm’s broad exploration with the FHO’s adaptive re-
finement, the hybrid approach accelerates convergence while reducing the likelihood of
becoming stuck in local optima. This results in a more robust and efficient optimization al-
gorithm, particularly well-suited for complex and dynamic search spaces. The pseudocode
of the Hybrid ABC-FHO Algorithm presented in Algorithm 3.
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Algorithm 3 Text Pseudocode of Hybrid ABC-FHO Algorithm

1. Initialize population of agents randomly in the search space.
2. Evaluate the fitness of all agents.
3. Repeat until maximum iterations are reached:

3.1 ABC: Employed Bee Phase
- For each agent:

- Generate a new solution by modifying the current agent’s position.
- If the new solution is better, update the agent’s position and reset its trial counter.
- If not, increase the trial counter for that agent.

3.2 ABC: Onlooker Bee Phase
- Select agents probabilistically based on their fitness.
- Generate new solutions as in the employed bee phase.

3.3 FHO: Fire Hawk Search
- For each agent:

- Determine whether to perform a global or local search based on the distance
to the best solution.

- If performing a global search, make larger steps in the search space.
- If performing a local search, make smaller steps for fine-tuning.

3.4 ABC: Scout Bee Phase
- Replace agents that have not improved after a certain number of attempts

with new random solutions.
4. Return the best solution and its fitness.

2.8.1. Statistical Metrics
Shapiro–Wilk

The Shapiro–Wilk test, introduced by [38], is a widely used goodness-of-fit test that
assesses whether a dataset follows a normal distribution. The test computes a statistic based
on the ordered sample values, comparing them to the corresponding expected values from
a normal distribution. If the computed statistic deviates significantly from the expected
distribution, the null hypothesis of normality is rejected. This test is particularly powerful
for small to medium-sized datasets, making it a popular choice in statistical analyses [38].

For more detailed applications and extensions of the test, particularly in the presence
of regression and scale, refer to studies that explore adaptations of the test under different
statistical conditions, such as that by [39].

Mann–Whitney U Test

The Mann–Whitney U test is a non-parametric statistical test used to compare the
differences between two independent groups. It is often used as an alternative to the
t-test when the data do not meet the assumptions of normality. The Mann–Whitney U test
evaluates whether one group tends to have larger values than the other without assuming
a normal distribution of the data. This test ranks the combined data of both groups and
then compares the sum of ranks between the groups to determine whether the distributions
differ significantly. The null hypothesis (H0) assumes that there is no difference between the
two groups in terms of their distributions, while the alternative hypothesis (Ha) suggests
that the distributions are different. The test is useful in various fields, including biology,
social sciences, and medical research, where the assumptions of parametric tests may not
be satisfied [40,41].

3. Case Study

This section outlines the experiments conducted to evaluate the performance of the
GA, ARO, the GWO, the WSO, the standalone ABC algorithm, the standalone FHO, and
the hybrid ABC-FHO algorithm in sales forecasting. To ensure a comprehensive evaluation,
the algorithms were tested on three distinct sales datasets, each selected to capture unique
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sales patterns and challenges. Figures 1–3 present sales graphs for each dataset, and an
outline of the datasets is provided below:

• Dataset 1: This dataset, sourced from COVID-19-related sales data, highlights volatile
sales dynamics caused by pandemic-induced consumer behavior changes. It includes
13 features, such as the date, sales, and region, reflecting the impact of lockdown
measures and recovery phases on sales.

• Dataset 2: This dataset provides weekly Walmart sales data across multiple stores,
including features like the store, weekly sales, and holiday flags. Its structure allows
for an in-depth evaluation of forecasting models in a multi-regional retail context,
making it ideal for testing the adaptability of the proposed algorithms.

• Dataset 3: Focused on Amazon UK sales, this dataset spans from 2019 to 2021 and
includes 21 features, such as the weekly sales, product category, and promotional
discounts. Its temporal coverage captures critical patterns in e-commerce growth
during the pandemic era.
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The datasets in this study, illustrated in Figures 1–3 and summarized in Table 1, capture
a range of sales dynamics with varying temporal patterns, demand fluctuations, and feature
complexities. This diversity enables a rigorous assessment of the hybrid ABC-FHO model’s
performance across distinct sales environments.
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Table 1. The datasets used in the experiments.

Dataset Source No. of Instances No. of Features

Dataset 1 https://github.com/ashfarhangi/COVID-19/
(accessed on 8 October 2024) 30,264 13

Dataset 2
https://www.kaggle.com/datasets/aslanahmedov/

walmart-sales-forecast
(accessed on 8 October 2024)

8190 12

Dataset 3
https://data.world/revanthkrishnaa/amazon-uk-sales-

forecasting-2018-2021/workspace/project-summary
(accessed on 8 October 2024)

8661 21

3.1. Experimental Setup

All the experiments were implemented in Python 3.13.1 and executed on a 3.13 GHz
PC with 16 GB RAM, running Windows 10. The performance of the proposed algorithms
was validated by conducting experiments using publicly available sales datasets. The
characteristics of these datasets are outlined in Table 1, including the number of features, the
instances, and the dataset sources. To standardize the results, each dataset was preprocessed
to handle any missing or outlier data before training, ensuring model consistency across all
the trials. Each dataset was randomly divided into 80% for training and 20% for testing,
with a 5-fold cross-validation applied to evaluate the model’s performance. To ensure
reproducibility, a fixed random seed of 42 was used for all experiments.

3.2. Parameter Settings

The GA, ARO, the WSO, the GWO, the standalone ABC algorithm, the standalone
FHO, and the hybrid ABC-FHO approaches, including both well-known and novel meta-
heuristics, were evaluated for their effectiveness in hyperparameter optimization. Recom-
mended parameter values from the literature were used for all the algorithms [20,31–33].
Using default or recommended parameter values for metaheuristic algorithms is a widely
accepted practice, as empirical studies have demonstrated their effectiveness in achieving
reliable results without the need for extensive tuning [42]. The hybrid ABC-FHO method
naturally inherits parameter settings from both the standalone ABC algorithm and the
FHO, ensuring compatibility within a unified framework. By maintaining identical param-
eter values across standalone and hybrid methods, the comparison isolates the impact of
hybridization itself, avoiding variations caused by parameter differences. A uniform popu-
lation size of 10 and a maximum of 30 iterations were applied to all algorithms, balancing
the computational efficiency with the effective performance.

Table 2 presents the initial range of hyperparameters for the XGBoost algorithm, en-
compassing a wide range to explore potential configurations. These bounds, including
parameters such as the colsample bytree, n estimators, and learning rate, were designed to
allow flexibility in parameter tuning and ensure a comprehensive search of the solution
space. The selection and range, shown in Table 3, of hyperparameters for XGBoost were
informed by a thorough review of prior studies [32,43,44], emphasizing the most impact-
ful parameters to optimize the model performance while maintaining the computational
feasibility. Parameters such as the learning rate, max depth, and colsample bytree were iden-
tified for their significant contribution to enhancing the model accuracy and generalization.
Additionally, certain hyperparameters with inherently large or limitless boundaries, like the
max leaves, were bounded to control the tree complexity and avoid overfitting. Parameters
such as the subsample and min child weight were included to introduce randomness and
regulate the tree-splitting criteria, further improving the model’s robustness.

https://github.com/ashfarhangi/COVID-19/
https://www.kaggle.com/datasets/aslanahmedov/walmart-sales-forecast
https://www.kaggle.com/datasets/aslanahmedov/walmart-sales-forecast
https://data.world/revanthkrishnaa/amazon-uk-sales-forecasting-2018-2021/workspace/project-summary
https://data.world/revanthkrishnaa/amazon-uk-sales-forecasting-2018-2021/workspace/project-summary
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Table 2. The lower and upper bounds of the hyperparameters of XGBoost.

Hyperparameters Lower Bound Upper Bound Default Value

Colsample Bytree 0 1 1
N Estimators 30 1000 100
Max Depth 0 ∞ 6

Learning Rate 0 1 0.3
Min Child Weight 0 ∞ 1

Reg Alpha 0 ∞ 0
Reg Lambda 0 ∞ 1
Subsample 0 1 1
Max Leaves 0 ∞ 0

Table 3. The selected lower bounds and upper bounds of the search area in the case study.

Hyperparameters Lower Bound Upper Bound

Colsample Bytree 0.5 1
N Estimators 50 1000
Max Depth 2 15

Learning Rate 0.1 0.5
Min Child Weight 0.001 10

Reg Alpha 0 1
Reg Lambda 0 1
Subsample 0.5 1
Max Leaves 10 900

Table 3 shows the refined search range for the hyperparameters used in the case study.
This focused range was selected based on initial empirical tests and prior literature studies,
narrowing down the bounds to values likely to yield an optimal model performance while
reducing the computational demands. This refinement ensured that the optimization
process was both efficient and targeted, facilitating robust model tuning within practical
time limits.

In this study, we employed the hybrid ABC-FHO approach, along with several com-
parison algorithms, to optimize these hyperparameters within the search space defined
in Table 3. By using this comprehensive range, the algorithms can explore a wide search
space, aiming to identify the optimal parameter settings that maximize the predictive
accuracy of the XGBoost model. This setup allowed us to effectively evaluate the perfor-
mance of the hybrid and comparison algorithms in tuning the model for an enhanced
forecasting accuracy.

3.3. Evaluation Metrics

In this study, two statistical metrics were employed to assess the accuracy of the
forecasting models. These metrics were the mean absolute percentage error (MAPE) and
the root mean squared error (RMSE). In the following Equations (1) and (2), N represents
the quantity of observations during both the training and testing phases, yi denotes the
observed value, ŷi represents the prediction, and yi refers to the average of the actual values.

The MAPE calculates the average percentage error between the predicted and actual
values, providing a normalized measure of accuracy.

MAPE =
1
N

N

∑
i=1

∣∣∣∣y(i)− ŷ(i)
y(i)

∣∣∣∣× 100% (5)
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The RMSE measures the square root of the average squared differences between the
predicted and observed values, which gives more weight to larger errors.

RMSE =

√√√√ 1
N

N

∑
i=1

(y(i)− ŷ(i))2 (6)

Smaller values for both metrics (MAPE and RMSE) indicate a better model perfor-
mance, as they signify lower the prediction error. These metrics were computed for both
the training and testing stages to ensure the robustness of the forecasting models [45,46].

3.4. Results and Analysis

This subsection presents the performance results of the GA, ARO, the WSO, the GWO,
the standalone ABC algorithm, the standalone FHO, and the hybrid ABC-FHO algorithm.
The evaluation was based on the performance measurements mentioned previously, with
an additional analysis of convergence behavior, box plots, and a statistical analysis.

Performance Results

The performance of the algorithms across the three sales-forecasting datasets is sum-
marized in Tables 4–6. Each algorithm was executed 10 times independently to ensure
reliable conclusions. The RMSE and MAPE were the primary metrics used, given the focus
on regression tasks.

Table 4. The average results for the MAPE and RMSE values of the implemented algorithms.

Dataset Metric GA ARO WSO GWO ABC FHO ABC-FHO

Dataset 1
MAPE 0.057 0.053 0.052 0.055 0.051 0.053 0.049
RMSE 624.90 602.96 580.21 601.93 559.80 607.50 532.96

Dataset 2
MAPE 0.073 0.073 0.073 0.072 0.071 0.072 0.071
RMSE 2308.38 2295.41 2302.68 2328.83 2296.83 2312.16 2279.23

Dataset 3
MAPE 0.0887 0.0874 0.0871 0.0878 0.0856 0.0887 0.0855
RMSE 58,878.51 57,974.10 58,054.78 58,578.09 56,733.30 58,564.27 56,614.05

Table 5. The best and worst results for the MAPE values of the implemented algorithms.

Dataset Metric GA ARO WSO GWO ABC FHO ABC-FHO

Dataset 1
Best MAPE 0.052 0.047 0.045 0.046 0.047 0.049 0.046

Worst MAPE 0.060 0.060 0.059 0.065 0.056 0.063 0.053

Dataset 2
Best MAPE 0.072 0.071 0.070 0.070 0.070 0.070 0.068

Worst MAPE 0.075 0.077 0.075 0.077 0.073 0.074 0.074

Dataset 3
Best MAPE 0.0968 0.0975 0.0908 0.0943 0.0958 0.0929 0.0920

Worst MAPE 0.1048 0.1045 0.1061 0.1043 0.1000 0.1028 0.0985

Table 6. The best and worst results for the RMSE values of the implemented algorithms.

Dataset Metric GA ARO WSO GWO ABC FHO ABC-FHO

Dataset 1
Best RMSE 527.4 484.9 540.5 470.0 482.1 485.1 475.1

Worst RMSE 714.91 716.40 692.78 724.93 689.39 663.79 638.41

Dataset 2
Best RMSE 2246.1 2249.8 2222.7 2283.3 2280.8 2263.6 2267.2

Worst RMSE 2414.2 2338.4 2356.4 2368.9 2323.9 2384.9 2295.4

Dataset 3
Best RMSE 56,740.1 55,407.8 56,378.2 56,323.6 54,457.2 57,468.1 54,375.3

Worst RMSE 61,537.1 58,974.6 60,597.3 61,244.5 57,925.9 61,815.3 58,751.6

Table 4 displays the average mean absolute percentage error (MAPE) and root mean
squared error (RMSE) values obtained by each algorithm across the three sales-forecasting
datasets. The values represent the average of 10 independent runs to ensure reliability.
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Lower MAPE and RMSE values indicate a better model accuracy, with the hybrid ABC-
FHO algorithm consistently achieving the lowest error metrics across all the datasets. The
bolded values highlight the best-performing algorithm for each metric.

For Dataset 1, the hybrid ABC-FHO algorithm achieved the lowest MAPE (0.049) and
RMSE (532.96), outperforming the other algorithms by a noticeable margin, particularly
when compared to the GA and the GWO, which recorded the highest RMSE values. In
Dataset 2, the error values were relatively close across algorithms, yet the ABC-FHO algo-
rithm maintained a slight edge, with an MAPE of 0.071 and an RMSE of 2279.23, showing its
robustness in various forecasting contexts. Similarly, for Dataset 3, the ABC-FHO algorithm
again demonstrated a superior performance, with the lowest RMSE (56614.05) scores.

Table 5 shows the best and worst MAPE values recorded for each algorithm across the
three datasets, providing insights into both their peak performance and their variability. The
best-case MAPE values illustrate each algorithm’s optimal accuracy, while the worst-case
values highlight performance consistency and resilience under varying conditions.

Table 6 presents the best and worst RMSE values for each algorithm across the three
datasets, providing insights into their accuracy and consistency. The best RMSE values
represent the optimal predictive accuracy achieved, while the worst RMSE values indicate
variability across runs, reflecting each algorithm’s stability.

Figures 4 and 5 show the distribution of the MAPE and RMSE values, respectively,
across 10 independent runs for each algorithm in Datasets 1, 2, and 3. The density curves
highlight each algorithm’s performance consistency, with narrower distributions indicating
more stable and reliable results. Variations in the spread across the datasets reveal how each
algorithm responds to different data characteristics, providing insight into their robustness
and adaptability.

As shown in Figure 4, the hybrid ABC-FHO algorithm generally exhibited narrower
and more concentrated distributions across all the datasets compared to the other algorithms,
indicating a consistent accuracy with minimal performance variation. This is particularly
noticeable in Dataset 1, where the ABC-FHO algorithm’s density curve was tightly centered
around lower MAPE values, suggesting a high stability and reliability. Datasets 2 and 3
showed a similar trend, with the ABC-FHO algorithm maintaining one of the more stable
distributions, although the overall spread was broader due to dataset complexity.

Figure 5 (RMSE distributions) further supports these observations. The ABC-FHO
algorithm displayed one of the narrower distributions across all the datasets, particularly
in Dataset 1, where it achieved consistently low RMSE values. In Datasets 2 and 3, the ABC-
FHO algorithm continued to exhibit a comparatively stable performance, with a reduced
spread that indicated resilience in achieving accurate predictions, despite variations in the
data characteristics.

Figures 6 and 7 display the box plots of MAPE and RMSE values across multiple runs
for each algorithm on Datasets 1, 2, and 3. These plots offer insights into the accuracy and
stability of each algorithm. The algorithms with narrower interquartile ranges and fewer
outliers exhibited a more consistent performance, while those with wider distributions
indicate a higher variability. The box plots highlight how each algorithm’s performance
fluctuated across datasets, suggesting differing levels of sensitivity to data characteristics
and initial conditions. This variation in the spread across the MAPE and RMSE values
reflects each algorithm’s robustness and reliability in handling diverse forecasting scenarios.

The algorithms with narrower interquartile ranges and fewer outliers demonstrated
a greater consistency. As shown in Figures 6 and 7, the hybrid ABC-FHO algorithm, in
particular, exhibited narrower spreads and fewer outliers in both the MAPE and RMSE
across datasets, indicating a reliable and stable performance. This consistency suggests that
the ABC-FHO algorithm is less sensitive to data variability and initial conditions, making
it a robust choice for diverse forecasting scenarios.
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Table 7 shows the average time duration, measured in seconds, required by each
algorithm to complete the forecasting tasks across the three datasets. The hybrid ABC-FHO
algorithm exhibited longer computation times compared to the standalone approaches,
especially for Dataset 2. However, this trade-off is justified by the superior predictive
accuracy it provides. The standalone GWO algorithm was the fastest across all the datasets,
making it a suitable choice for scenarios where computational efficiency is critical.

Table 7. The average results for the time duration values of the implemented algorithms.

Dataset GA ARO WSO GWO ABC FHO ABC-FHO

Dataset 1 15.882 16.677 15.275 11.694 21.536 17.110 23.442
Dataset 2 45.413 48.612 45.193 48.987 60.380 41.552 68.350
Dataset 3 18.190 18.068 17.379 16.512 20.440 16.256 22.130
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To validate the robustness and superiority of the hybrid ABC-FHO algorithm, a
rigorous statistical analysis was conducted. As described in the Experimental Setup, all the
algorithms, including the ABC-FHO algorithm, were executed under a consistent setup
of 10 agents and 20 iterations, repeated 10 times independently. This setup ensured the
collection of reliable performance metrics, including the MAPE and RMSE, across multiple
datasets. These repeated runs provided the basis for assessing the variability and statistical
significance of performance differences.

First, the Shapiro–Wilk test was applied to examine whether the distributions of the
MAPE and RMSE values for each algorithm followed a normal distribution. The null
hypothesis for this test stated that the data are normally distributed. The results, however,
indicated non-normal distributions across all the datasets, necessitating the use of a non-
parametric test for further analysis. This step was critical to ensure the appropriateness of
subsequent statistical methods.
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To compare the ABC-FHO algorithm’s performance with other algorithms, the Mann–
Whitney U test was employed as a robust non-parametric statistical method. The null
hypothesis for this test assumed no significant difference between the performance of
the ABC-FHO algorithm and each of the other algorithms. Rejecting the null hypothesis
indicates that the observed differences are statistically significant and not due to random
variation. The Mann–Whitney U test was applied to both the MAPE and RMSE values,
ensuring a comprehensive evaluation of algorithm performance.

The results of the Mann–Whitney U test, presented in Table 8, reveal that the null
hypothesis was rejected for the ABC-FHO algorithm in most cases across the datasets. This
indicates that the ABC-FHO algorithm’s performance improvements in both the MAPE
and RMSE were statistically significant when compared to those of other algorithms. These
findings demonstrate that the hybrid ABC-FHO algorithm consistently outperformed
the standalone and other hybrid algorithms, providing strong statistical evidence of its
robustness and effectiveness.

By combining the results of the Shapiro–Wilk and Mann–Whitney U tests, the analysis
conclusively validated that the success of the ABC-FHO algorithm was not coincidental.
Instead, its superior performance can be attributed to the effective integration of the
strengths of the ABC algorithm and the FHO, further underscoring the benefits of the
hybridization approach.



Mathematics 2024, 12, 3921 16 of 19

Mathematics 2024, 12, x FOR PEER REVIEW 15 of 20 
 

  

(a) Dataset 1. 

 
(b) Dataset 2. 

(c) Dataset 3. 

Figure 6. Box plots of the MAPE values across iterations. 

 
(a) Dataset 1. 

 
(b) Dataset 2. 

Mathematics 2024, 12, x FOR PEER REVIEW 16 of 20 
 

  

 
(c) Dataset 3. 

Figure 7. Box plots of the RMSE values across iterations. 

The algorithms with narrower interquartile ranges and fewer outliers demonstrated 
a greater consistency. As shown in Figures 6 and 7, the hybrid ABC-FHO algorithm, in 
particular, exhibited narrower spreads and fewer outliers in both the MAPE and RMSE 
across datasets, indicating a reliable and stable performance. This consistency suggests 
that the ABC-FHO algorithm is less sensitive to data variability and initial conditions, 
making it a robust choice for diverse forecasting scenarios. 

Table 7 shows the average time duration, measured in seconds, required by each al-
gorithm to complete the forecasting tasks across the three datasets. The hybrid ABC-FHO 
algorithm exhibited longer computation times compared to the standalone approaches, 
especially for Dataset 2. However, this trade-off is justified by the superior predictive ac-
curacy it provides. The standalone GWO algorithm was the fastest across all the datasets, 
making it a suitable choice for scenarios where computational efficiency is critical. 

Table 7. The average results for the time duration values of the implemented algorithms. 

Dataset GA ARO WSO GWO ABC FHO ABC-FHO 
Dataset 1 15.882 16.677 15.275 11.694 21.536 17.110 23.442 
Dataset 2 45.413 48.612 45.193 48.987 60.380 41.552 68.350 
Dataset 3 18.190 18.068 17.379 16.512 20.440 16.256 22.130 

To validate the robustness and superiority of the hybrid ABC-FHO algorithm, a rig-
orous statistical analysis was conducted. As described in the Experimental Setup, all the 
algorithms, including the ABC-FHO algorithm, were executed under a consistent setup of 
10 agents and 20 iterations, repeated 10 times independently. This setup ensured the col-
lection of reliable performance metrics, including the MAPE and RMSE, across multiple 
datasets. These repeated runs provided the basis for assessing the variability and statisti-
cal significance of performance differences. 

First, the Shapiro–Wilk test was applied to examine whether the distributions of the 
MAPE and RMSE values for each algorithm followed a normal distribution. The null hy-
pothesis for this test stated that the data are normally distributed. The results, however, 
indicated non-normal distributions across all the datasets, necessitating the use of a non-
parametric test for further analysis. This step was critical to ensure the appropriateness of 
subsequent statistical methods. 

To compare the ABC-FHO algorithm’s performance with other algorithms, the 
Mann–Whitney U test was employed as a robust non-parametric statistical method. The 
null hypothesis for this test assumed no significant difference between the performance 
of the ABC-FHO algorithm and each of the other algorithms. Rejecting the null hypothesis 
indicates that the observed differences are statistically significant and not due to random 
variation. The Mann–Whitney U test was applied to both the MAPE and RMSE values, 
ensuring a comprehensive evaluation of algorithm performance. 

The results of the Mann–Whitney U test, presented in Table 8, reveal that the null 
hypothesis was rejected for the ABC-FHO algorithm in most cases across the datasets. This 

Figure 7. Box plots of the RMSE values across iterations.

Table 8. Hypothesis testing results (MAPE and RMSE) for the ABC-FHO and benchmark algorithms
across datasets.

Dataset Algorithms Hypothesis (MAPE) Hypothesis (RMSE)

Dataset 1

GA Rejected Rejected
ARO Rejected Rejected
WSO Rejected Rejected
GWO Rejected Rejected
ABC Rejected Not Rejected
FHO Rejected Rejected

Dataset 2

GA Rejected Rejected
ARO Rejected Rejected
WSO Rejected Rejected
GWO Not Rejected Rejected
ABC Not Rejected Rejected
FHO Rejected Rejected

Dataset 3

GA Rejected Rejected
ARO Rejected Rejected
WSO Rejected Rejected
GWO Rejected Rejected
ABC Rejected Rejected
FHO Rejected Rejected
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In our experiments, conducted on three different sales datasets, the hybrid ABC-FHO
algorithm consistently outperformed the other tested methods, including the standalone
GA, ARO, the WSO, the ABC algorithm, and the FHO. Notably, this is the first time that
the FHO has been applied as a standalone method in hyperparameter optimization, and
it showed promising results. To ensure the reliability of our findings, we applied cross-
validation and ran each model 10 times. The results were then averaged, and statistical tests
were performed. These tests confirmed that the performance improvements brought by our
hybrid approach were statistically significant. However, while the hybrid model excelled
in prediction accuracy, it had the longest computational time among all the algorithms. In
contrast, the standalone GWO was the fastest in terms of its computational performance.

4. Conclusions and Future Work

This study investigated the effectiveness of various metaheuristic algorithms in opti-
mizing hyperparameters for machine learning models, with a specific focus on the hybrid
ABC-FHO approach. Sales forecasting, as demonstrated, plays a crucial role in strategic
decision-making within industries by enhancing the operational efficiency, inventory man-
agement, and revenue optimization. In comparing multiple algorithms, including the GA,
ARO, the WSO, the GWO, the ABC algorithm, and the FHO, the hybrid ABC-FHO algo-
rithm consistently emerged as a top performer across key metrics such as the mean absolute
percentage error (MAPE) and root mean squared error (RMSE). This superior performance
highlights the ABC-FHO algorithm’s capability of handling complex and nonlinear sales
data across diverse datasets, including hotel demand, Walmart, and Amazon datasets, each
with unique characteristics in terms of their features and data volume.

The hybrid ABC-FHO algorithm demonstrated an effective balance between explo-
ration and exploitation, leveraging the strengths of both the artificial bee colony (ABC) and
fire hawk optimizer (FHO) algorithms. This synergy contributed to an improved search
efficiency, enabling the ABC-FHO algorithm to navigate high-dimensional hyperparameter
spaces and deliver lower error rates. By achieving lower MAPE and RMSE values, the
ABC-FHO algorithm proved its robustness and adaptability in handling a variety of dataset
complexities, suggesting its suitability for real-world applications where data patterns and
forecasting requirements vary widely.

However, this study also revealed a trade-off between accuracy and computational
efficiency. While the ABC-FHO algorithm delivered the best predictive accuracy, it required
more computational time compared to standalone algorithms such as the GWO, which
demonstrated the fastest runtime across all datasets. This trade-off suggests that, while the
ABC-FHO algorithm is suitable for tasks prioritizing accuracy, such as long-term forecasting
or high-stakes decisions, it may be less ideal for real-time or time-sensitive applications
where computational speed is crucial. Future work could focus on addressing this limitation
by exploring parallel computing techniques or adaptive population management strategies
to reduce the runtime without compromising the accuracy, thereby making the algorithm
more practical for a wider range of applications.

To further enhance the understanding of the ABC-FHO algorithm’s capabilities, future
research should explore its application across diverse datasets and industries, validating
its generalizability. The hybrid approach could also be applied to other machine learning
algorithms and forecasting domains, such as customer churn predictions and demand
forecasting, to evaluate its adaptability beyond sales forecasting.

In summary, the hybrid ABC-FHO algorithm presents a robust solution for hyper-
parameter optimization in sales forecasting, effectively balancing the predictive accuracy
with the computational demands. This study’s findings underscore the importance of
hybrid algorithms in achieving reliable results for complex forecasting tasks, where data
variability and model accuracy are paramount. The ABC-FHO algorithm’s performance
supports its application in diverse forecasting contexts, providing a promising approach for
industries aiming to enhance their predictive capabilities amidst varying data complexities
and operational requirements.
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