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Abstract: The rapid development of autonomous driving technology is widely regarded as a potential
solution to current traffic congestion challenges and the future evolution of intelligent vehicles.
Effective driving strategies for autonomous vehicles should balance traffic efficiency with safety
and comfort. However, the complex driving environment at highway entrance ramp merging areas
presents a significant challenge. This study constructed a typical highway ramp merging scenario
and utilized deep reinforcement learning (DRL) to develop and regulate autonomous vehicles with
diverse driving strategies. The SUMO platform was employed as a simulation tool to conduct a series
of simulations, evaluating the efficacy of various driving strategies and different autonomous vehicle
penetration rates. The quantitative results and findings indicated that DRL-regulated autonomous
vehicles maintain optimal speed stability during ramp merging, ensuring safe and comfortable
driving. Additionally, DRL-controlled autonomous vehicles did not compromise speed during
lane changes, effectively balancing efficiency, safety, and comfort. Ultimately, this study provides a
comprehensive analysis of the potential applications of autonomous driving technology in highway
ramp merging zones under complex traffic scenarios, offering valuable insights for addressing these
challenges effectively.

Keywords: autonomous driving; ramp merging zones; mixed traffic flow; deep reinforcement
learning

MSC: 93C40

1. Introduction

The automotive industry is experiencing an unprecedented transformation driven by
rapid technological advancements, extending well beyond conventional vehicle design and
manufacturing, and fundamentally reshaping the transportation landscape. Among these
innovations, autonomous driving has emerged as a revolutionary breakthrough poised
to redefine the future of road transportation by addressing critical issues related to safety,
efficiency, and traffic management [1]. Many nations have identified autonomous driv-
ing technology as a cornerstone strategy for revitalizing and advancing their automotive
industries. This emphasizes that advanced autonomous driving technology is now a signif-
icant driver of national competitiveness, technological progress, and societal development
worldwide [2–4].

The potential of autonomous vehicles (AVs) to significantly enhance road safety by
minimizing human error, alleviating congestion through optimized vehicle coordination,
and improving overall passenger comfort has attracted substantial attention from both
industry and academia [5]. The development of autonomous driving technology is not
merely a response to transportation challenges; rather, it reflects a broader progression
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toward the creation of intelligent, automated systems capable of assisting or even replacing
human operators across various sectors [6]. Initially driven by the necessity for improved
vehicle safety systems, foundational technologies such as adaptive cruise control (ACC),
lane-keeping assistance, and collision avoidance have laid the groundwork for more so-
phisticated automation [7]. The evolution of autonomous systems is mirrored in other
transportation domains as well. For example, Song et al. proposed an autonomous route
management system for railways, aiming to enhance operational efficiency while ensuring
functional safety, demonstrating similar priorities of optimizing safety and efficiency [8].
The emergence of connected and automated vehicles (CAVs) has further accelerated this
evolution by incorporating V2X (vehicle-to-everything) communication, allowing vehicles
to interact seamlessly with each other and surrounding infrastructure to enhance safety
and operational efficiency [9]. The growing urbanization, coupled with increasing vehicle
densities and escalating traffic congestion, has driven the demand for safe, efficient, and
comfortable transportation modes—serving as a major impetus for the advancement of
autonomous driving technologies [10]. The prevalence of road accidents—often linked
to human error—and associated traffic inefficiencies, such as congestion and bottlenecks,
have highlighted the urgent need for innovative solutions to substantially improve traffic
safety and efficiency [11–14].

Freeway entrance ramp merging areas are among the more challenging scenarios
for road transportation. These zones, where vehicles enter from on-ramps and must
seamlessly integrate into the existing traffic flow, present a high degree of complexity
and heightened risk [15]. These environments are characterized by variations in vehicle
speeds, aggressive driver behaviors, and dense traffic, often culminating in congestion
and accidents [16]. Human drivers frequently encounter difficulties in identifying optimal
gaps for merging, adjusting their speeds accordingly, and predicting the behaviors of
surrounding vehicles [17]. Hu et al. showed that the complexity of vehicle negotiation and
interaction during merging requires drivers to complete multi-dimensional information
processing and vehicle control tasks within a limited distance and time frame, significantly
increasing both the workload and the probability of driver errors [18]. Zhu et al. argued that
a driver’s inability to accurately grasp the timing of lane changes can also lead to congestion
and queue overflow in ramp merging areas [19]. Moreover, frequent “stop-and-go” traffic
fluctuations resulting from unstable vehicle speeds can lead to a marked decline in occupant
comfort [20,21]. Based on the above studies, it can be concluded that freeway ramp merging
areas, as typical bottlenecks in freeway networks, face challenges not only due to their
unique geometric design that reduces road capacity in merging areas but also because
these areas require frequent lane changes and diverse driving behaviors, which contribute
to increased risks of collisions, conflicts, congestion, and queuing. Therefore, mitigating
these issues to eliminate the critical human factors in driving and significantly improve
traffic safety, operational efficiency, and passenger comfort remains an essential objective.
Autonomous vehicles (AVs), equipped with advanced sensors and sophisticated decision-
making algorithms, present a promising solution to these challenges. Unlike human drivers,
AVs can precisely calculate their position, speed, and state of the surrounding environment,
enabling them to perform merging maneuvers with enhanced accuracy and efficiency. Li
et al. proposed a control framework for autonomous vehicles that effectively coordinates
both longitudinal and lateral movements during ramp merging, thereby significantly
improving safety and efficiency compared to human-operated vehicles [22]. Han et al.
introduced a cooperative merging strategy aimed at optimizing road space utilization and
reducing traffic conflicts in merging zones [23]. Similarly, Zhao et al. proposed an on-
ramp merging strategy that jointly optimized lane-keeping and lane-changing behaviors,
resulting in improved travel times [24]. The Cooperative Adaptive Cruise Control (CACC)
system represents another technological advancement, allowing autonomous vehicles to
communicate with one another and with surrounding infrastructure, thereby enhancing
coordination during merging operations. CACC helps mitigate variability in driving
behavior, prevent sudden deceleration, and reduce the likelihood of traffic waves and
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collisions. Zhou et al. proposed a cooperative framework based on the “follow-the-leader”
strategy, developed by the PATH laboratory at the University of California, Berkeley,
demonstrating that increased CACC penetration can effectively alleviate congestion and
enhance traffic capacity and stability [25]. Song et al. discussed the development of train-
centric communication-based autonomous train control systems, which emphasize data
prediction and fusion, comparable to how V2X communication allows AVs to interact with
each other and infrastructure to enhance safety and operational efficiency [26]. Weaver
et al. conducted comparative experiments demonstrating that CACC can enhance road
accessibility by reducing gaps between vehicles; however, smaller gaps may also hinder
a human driver’s ability to safely enter a CACC-controlled traffic stream [27]. In this
study, instead of focusing on cooperative control within the autonomous traffic stream,
we focus on single-vehicle control of each autonomous vehicle, emphasizing individual
decision-making control rather than vehicle-to-vehicle communication.

Despite the potential of autonomous vehicles to alleviate the challenges associated
with merging zones, it is crucial to acknowledge that AVs will not immediately dominate
roadways. In the foreseeable future, road networks will feature mixed traffic environments
where AVs must coexist with human-driven vehicles (HDVs). The unpredictability of
human drivers, often influenced by stress, distractions, or personal driving preferences,
adds complexity to these interactions, making it challenging for AVs to seamlessly coexist
with HDVs [28–30]. Thus, optimizing the interaction between AVs and HDVs is vital to
ensuring smooth integration during the transition period, especially when AV penetration
rates are still low. Imbsweiler et al. investigated the interaction between AVs and HDVs
in narrow road scenarios, proposing a series of interaction behaviors to mitigate conflicts
between the two under complex traffic conditions [31]. Cui et al. utilized the SUMO
simulation platform to model mixed traffic environments comprising AVs, HDVs, and
intelligent network-connected vehicles at varying ratios, deriving the optimal penetration
rate for AVs in urban intersection scenarios by analyzing relevant traffic parameters [32].
Ramezan et al. explored improvements in traffic performance through dedicated lanes
for AVs or HDVs, suggesting designs for various lane combinations depending on AV
penetration levels [33]. Zhang et al. proposed a multi-robot learning approach based
on proximal policy optimization (PPO), which significantly enhances the success rate
of decision-making during high-speed on-ramp merging involving AVs and HDVs [23].
These studies underscore the need for sophisticated coordination strategies for AVs to
manage the unpredictability of human drivers, particularly in merging scenarios where
rapid decision-making is crucial to maintaining traffic stability and safety within mixed
traffic flows.

Deep reinforcement learning (DRL) has emerged as a promising solution to address
the complexities of mixed traffic environments involving autonomous vehicles (AVs) and
human-driven vehicles (HDVs) [34]. By integrating reinforcement learning with deep
neural networks, DRL enables agents to learn optimal actions through interaction with
their environment, adapting strategies based on real-time feedback [35–37]. This approach
is particularly advantageous in autonomous driving scenarios characterized by dynamic
and uncertain conditions involving multiple agents. Li et al. proposed a DRL method that
carefully incorporates map elements to address the challenges of following and obstacle
avoidance for AVs, introducing an obstacle representation to handle the non-fixed number
and state of external obstacles [38]. Bin et al. developed a model combining Faster R-CNN
with Double Deep Q Learning and demonstrated the efficacy of DRL in enhancing AV
efficiency in a simulated real-world environment [39]. Chen et al. introduced a multi-agent
reinforcement learning (MARL) framework for highway on-ramp merging, wherein AVs
collaboratively learn policies to adapt to HDVs and optimize overall traffic throughput [40].
Their framework utilized parameter sharing among agents to promote cooperation and
scalability, improving AV navigation in mixed traffic conditions. Lee et al. also explored
DRL-based strategies for on-ramp merging, emphasizing the potential of these methods
to outperform traditional control approaches in unpredictable and dynamic traffic scenar-
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ios [41]. The key advantage of DRL is its capability to manage the inherent complexity and
uncertainty of mixed traffic environments, allowing AVs to make decisions that balance
multiple objectives, such as minimizing travel time, ensuring safety, and maintaining pas-
senger comfort [5]. This is especially critical in freeway merging areas, where AVs must
simultaneously manage acceleration, lane changes, and interactions with surrounding
HDVs. Zhao et al. presented a DRL-based control framework that integrated lane-keeping
and lane-changing behaviors, demonstrating improved travel time efficiency and merging
success rates compared to traditional methods [24]. The integration of DRL in autonomous
driving offers significant insights into how AVs can adaptively handle dynamic traffic
scenarios, contributing to safer and more efficient road networks.

Despite considerable advancements in applying deep reinforcement learning (DRL) to
autonomous driving, there are still notable gaps in effectively addressing the complexities
and real-time decision-making requirements of real-world traffic scenarios. Several scholars
have highlighted the need for efficient vehicle coordination and real-time decision-making
in dynamic conditions, particularly during freeway on-ramp merging—an area that remains
inadequately addressed [1,7–10,15,42]. This study aims to bridge these gaps by proposing
a novel DRL-based control model specifically designed for freeway entrance ramp merging
scenarios, with the primary objective of enhancing safety, efficiency, and passenger comfort
for AV operations in this challenging environment. Unlike previous research that tends
to focus on isolated aspects of AV control, this study adopts an integrated approach,
combining both longitudinal and lateral control into a unified framework. Leveraging
DRL, the proposed model learns the optimal driving strategies required to adapt to the
inherent unpredictability of freeway merging areas, and its effectiveness is validated
through simulation experiments conducted on the SUMO platform.

This paper aims to make the following contributions:

• Investigation of Autonomous Driving Strategies in Realistic Highway Ramp Merging
Scenarios: A highway ramp merging scenario was developed on the SUMO simulation
platform, replicating real-world conditions. Two autonomous driving traffic flows—
rule-based and deep reinforcement learning—were constructed to ensure that AVs
exhibit the behavior of experienced drivers during ramp merging. Theoretically, this
provides a valuable benchmark for autonomous vehicle control and traffic simulation
research. Practically, it demonstrates the feasibility of deploying AVs in complex
traffic environments.

• Development of a Deep Reinforcement Learning-Based Control Model: This research
proposes a novel DRL-based control framework that integrates both longitudinal and
lateral strategies for AVs in highway ramp merging areas. The model addresses the
challenges posed by complex interactions between AVs and HDVs and supports rapid
decision-making under dynamic traffic conditions.

• Comprehensive Traffic Performance Analysis: This research provides a holistic evalua-
tion of traffic performance by assessing multiple metrics, such as congestion reduction,
safety enhancement, and travel time efficiency. Using the SUMO platform, the study
explores the impact of AV deployment in mixed traffic, offering valuable insights into
AV integration and its influence on traffic flow under various penetration rates.

The purpose of this paper is to examine the diverse driving strategies employed by
autonomous vehicles at highway entrance ramp merging areas. The remainder of this
paper is organized as follows. Section 2 outlines the methodology employed. Section 3
describes the configuration of the simulation environment and the design of the simulation
experiment. Section 4 presents a comprehensive review and analysis of the results obtained
from the simulation experiment. Section 5 offers an extensive and in-depth discussion of
the entire research design, simulation process, and results. Section 6 provides a summary
of the paper.
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2. Methods

The following sections explain the relevant methods used in the study. Vehicle control
typically encompasses behaviors, such as following other vehicles and changing lanes.

The IDM(Intelligent Driver Model) microscopic car-following model is employed to
simulate the longitudinal behavior of human-driven vehicles [43,44], while “LC2013” as the
default lane-changing model of the open-source traffic microsimulator SUMO is utilized to
simulate lateral behavior [45].

In the context of autonomous vehicles, two distinct methodologies are employed for
simulation and control: namely, deep reinforcement learning (DRL) and SUMO simula-
tion. Accordingly, the vehicle control models are distinct, delineating two categories of
autonomous vehicles, as follows:

• SUMO-Simulated Autonomous Vehicle Flow (ZD1): The IDM model is used to simu-
late the longitudinal behavior, and the LC2013 model is used to simulate the lateral
behavior of ZD1 vehicles.

• Deep Reinforcement Learning Controlled Autonomous Vehicle Flow (ZD2): The longi-
tudinal following and lateral lane-changing behaviors of ZD2 vehicles are regulated
by the deep reinforcement learning algorithm.

These models enable a comprehensive evaluation of the driving strategies of both
human-driven and autonomous vehicles in the complex merging scenarios at highway
entrance ramps.

2.1. Vehicle Basic Control Model
2.1.1. Car-Following Model

The car-following model is a mathematical representation of the behavior of vehi-
cles following a lead vehicle in a lane [46]. In vehicle control, this model serves as an
algorithmic framework to infer the driving behavior of the trailing vehicle based on the
driving state of the lead vehicle within a single-lane’s traffic scenario. The IDM is utilized
to describe vehicle behavior under both free-flow and congested-flow conditions. This
unified expression captures the distinct behaviors observed in each traffic flow state, as
shown in Equations (1)–(4).

a = afree + abreak (1)

afree = a(n)max

1 −
(

vn

v(n)max

)δ
 (2)

abreak = −a(n)max(
s∗

sn
)

2
(3)

In the equation, a is the vehicle acceleration, afree is the acceleration of the vehicle in a
free-flowing condition, abreak is the deceleration of the vehicle when braking, n represents
the vehicle number, a(n)max represents the maximum acceleration of vehicle n in free-flow
conditions, v(n)max denotes the maximum velocity of vehicle n in free-flowing conditions,
δ is the acceleration exponent, vn represents the current velocity of vehicle n, sn denotes
the distance to the leading vehicle. s∗ represents the desired minimum gap, calculated
as follows:

s∗(vn, ∆vn) = s(n)min + max{Tnvn +
vn∆vn

2
√

a(n)maxb(n)max

, 0} (4)

In the equation, s(n)min represents the minimum safe distance, Tn represents the reaction

time of the driver, b(n)max represents the maximum comfortable deceleration, ∆vn represents
the relative velocity between the current vehicle and the leading vehicle. The purpose
of max{Tnvn +

vn∆vn

2
√

a(n)maxb(n)max

, 0} in Equation (4) is to ensure that the desired minimum gap

between vehicles remains adequate under all driving conditions. Specifically, it ensures
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that the greater of either the safe minimum gap or the additional gap derived from reaction
time and velocity conditions are maintained. This prevents unrealistic or negative gaps,
ensuring both the numerical stability and physical feasibility of the model.

These equations collectively describe the vehicle’s acceleration and deceleration behav-
iors, providing a comprehensive framework for simulating longitudinal vehicle dynamics
in both free-flow and congested traffic conditions.

2.1.2. Lane-Change Model

In this study, we employed the ramp vehicle lane change model, designated “LC2013”,
which was proposed by the Institute of Transportation Technology of the German Aerospace
Center (DLR) and integrated into the open-source traffic simulation platform SUMO,
developed by DLR. In each simulation cycle, the model divides the lane change process
into four stages. Initially, it assesses and identifies the optimal target lane. Subsequently, it
calculates the safe velocity for maintaining the original lane based on the velocity target in
the previous cycle. Thirdly, it determines the necessary conditions for completing the lane
change. Finally, it decides whether the vehicle should execute the lane change operation or
plan for the lane change demand in the next cycle if the current state does not meet the lane
change conditions. The extent to which the vehicle modifies its velocity is contingent upon
the urgency of the lane change.

The LC2013 model introduces a novel categorization of lane change motivations,
divided into four distinct categories [45], as follows:

• Strategic Lane Change: Undertaken when it is not possible to reach the subsequent
section of the route by continuing in the original lane.

• Cooperative Lane Change: A lateral movement in the same direction as the prevailing
traffic flow, facilitating the smooth entry of a vehicle from an adjacent lane.

• Tactical Lane Change: Employed by a driver to increase velocity and overall effi-
ciency when the driving state of the preceding vehicle restricts the driver’s ability to
achieve the desired velocity. The objective is to expedite and optimize traffic flow by
changing lanes.

• Obligatory Lane Change: Previously defined as “mandatory lane changing”. The
driver must adhere to established traffic regulations and promptly resume their origi-
nal lane, typically the left lane, to guarantee optimal utilization of the overtaking lane
(default position for the left lane).

In this study, the aforementioned two models are employed to generate the human-
driven vehicle, designated as RL, and the autonomous vehicle, identified as ZD1. The two
vehicles are distinguished solely by the parameters indicated in Table 1.

Table 1. Parameter settings for RL and ZD1 in the simulation.

Attribute Category Specific Parameters RL ZD1 Definition

Vehicle type Vehicle-type Human-driven
vehicles

Autonomous vehicles
under the SUMO strategy Different vehicle types

Vehicle physical
attributes

Length (m) 5.0 5.0 Vehicle clear length
Width (m) 1.8 1.8 Vehicle clear width
Height (m) 1.5 1.5 Vehicle clear height

Color (1,0,0) (1,1,0) Red (RL) and Yellow (ZD1)

Car-following

Accel
(
m/s2 ) 3.0 3.0 Maximum acceleration

Dccel
(
m/s2 ) 7.5 7.5 Maximum deceleration capacity

maxVelocity (km/h) 100 100 Maximum velocity
tau 1.5 0.5 Driver reaction time

sigma 0.5 0 Driving proficiency level
minGap (m) 2.5 1.0 Minimum headway distance

Lane-change
lcStrategic 0.5 0.5 Readiness to implement strategic change

lcCooperative 0.5 0.5 Readiness to implement cooperative change
lcVelocityGain 0.1 1 Willingness to change lanes for higher velocity
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2.2. Deep Reinforcement Learning

Deep reinforcement learning (DRL) represents the convergence of reinforcement
learning and deep learning, enabling autonomous vehicles to make behavioral decisions
and process high-risk data effectively. The objective of this study is to utilize the DRL
to develop efficient and safe driving strategies for autonomous vehicles in mixed traffic
scenarios at highway ramp merging areas. In DRL, an agent encounters tasks within real-
world scenarios and abstracts these tasks into models that can be solved. The essence of DRL
is a typical Markov decision process (MDP). Initially, the agent executes the required actions
based on the environmental conditions and its current state, thereby obtaining immediate
reward values and modifying the environment. The agent then selects subsequent actions
based on the prevailing state and strategy, repeating this process iteratively. Ultimately, the
agent identifies a strategy that maximizes the cumulative reward value, representing the
optimal approach for task completion (see Figure 1).
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The Markov decision process is defined by a six-tuple (S, A, P, R, γ, T), where S
represents the state value space, A represents the action value space, which contains all
possible behaviors of the agent, P represents the state transition probability matrix, which is
the probability of selecting an action from a state to the next state, R represents the value of
the reward obtained, γ is a discount factor between 0 and 1, which indicates the importance
of future returns compared to current returns, and T is the time span. The objective is to
execute a sequence of actions commencing at time t in order to maximize the expected
reward [47].

Rt = Eπ(
T

∑
k=0

γtrt+k) (5)

where rt+k is the reward value at a time t + k, and π is the policy. The optimal policy of an
MDP problem is expressed as:

π∗ = arg maxπ Rt (6)

Deep neural networks, employing multiple hidden layers, generate a strategy by
extracting features from a set of inputs. In continuous control problems, the policy gradient
method, utilizing the gradient descent algorithm, enables the modification of the random
policy parameters associated with the action. The Proximal Policy Optimization (PPO)
algorithm is employed for the continuous control of autonomous vehicles in this study.

2.3. Problem Description

This section employs the Traci interface between SUMO and Python to control the
second-generation autonomous vehicle “ZD2” using the Proximal Policy Optimization
(PPO) algorithm. The autonomous vehicle inputs characteristic information about the road
and surrounding vehicles observed from the road network into the training model. Through
iterative training and reward learning, the model can eventually output driving actions
that are executable and meet the required constraints. The specific process is illustrated in
Figure 2. The Traci interface facilitates real-time interaction between the SUMO simulation
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environment and the Python-based control algorithm. By continuously gathering data
on the vehicle’s surroundings and its own state, the ZD2 vehicle updates its strategy to
optimize performance under varying traffic conditions, including the following:

• Data Collection: The autonomous vehicle gathers real-time data, including its own
speed, position, acceleration, and the relative positions and velocities of surround-
ing vehicles.

• State Representation: These data are processed to form a comprehensive state repre-
sentation, which serves as the input for the DRL model.

• Action Selection: Based on the current state and the policy learned through PPO, the
vehicle selects the optimal action (e.g., accelerating, decelerating, lane changing).

• Reward Calculation: The selected action is executed, and the resultant state change is
evaluated to calculate a reward. The reward function considers factors such as safety,
efficiency, and comfort.

• Policy Update: Using the calculated reward, the PPO algorithm updates the policy to
improve future decision-making.

The diagram in Figure 2 illustrates the full cycle of model implementation, beginning
with the interaction between the SUMO simulation environment and the Python-based
control algorithm using the Traci interface. It shows how the data are collected from
the vehicle environment, processed into state representations, and subsequently used to
determine the next action via the DRL framework. These actions are executed in real-time,
and the resulting impact on the environment is assessed using a reward mechanism. The
policy is iteratively updated to enhance decision-making for future scenarios. This cycle
allows the ZD2 vehicle to continuously learn and refine its driving strategy, ultimately
achieving optimal performance under complex traffic conditions.

This iterative process enables the ZD2 vehicle to learn and refine its driving strategy,
achieving optimal performance in complex ramp merging scenarios.
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2.3.1. State Space

This study provides a comprehensive examination of the ramp merging scenario and
the design of the associated reward and punishment mechanism. To ensure the security
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of vehicle operation and the requisite velocity and position adjustments for the vehicle on
the ramp to complete the lane change, the control vehicle is designed to obtain additional
relevant status information about the preceding and following vehicles in the current lane
and the preceding and following vehicles in the adjacent lanes, in addition to its own
driving status.

As illustrated in Figure 3, a 21-dimensional state observation feature set has been
devised. This feature set encompasses the position, velocity, and acceleration of the con-
trolled vehicle itself, as well as the position, velocity, and acceleration of the six surrounding
vehicles. The controlled vehicle’s position provides critical information for determining
lane-changing strategies, while its velocity and acceleration are key factors in timing these
maneuvers and ensuring smooth driving. The surrounding vehicles’ relative distance,
velocity, and acceleration help the controlled vehicle assess collision risk, choose safe gaps
for merging, and adapt to changes in the behavior of other vehicles. These features collec-
tively ensure that the controlled vehicle can make informed decisions to enhance safety
and efficiency during ramp merging. During the training phase, each controlled vehicle
acquires its own observation state and inputs it into the training network concurrently.
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2.3.2. Action Space

The deep reinforcement learning algorithm determines the actions the agent can
perform based on the received state input and the set reward mechanism. Once the deep
network has undergone sufficient iterative learning, the agent can execute these actions.
This study proposes a set of five actions for the autonomous driving vehicle, as illustrated
in Figure 3, to be used throughout the entire highway ramp merging area. The five actions
are: (1) accelerate, (2) decelerate, (3) change lane to the left, (4) change lane to the right,
and (5) maintain the current velocity and continue driving in the current lane. These
actions enable the vehicle to effectively navigate the ramp merging area, ensuring a balance
between safety, efficiency, and passenger comfort.

2.3.3. Reward

In the context of a highway ramp merging scenario, it is anticipated that an au-
tonomous vehicle will attain a high velocity safely and proceed to complete a lane change
in a timely and appropriate manner, maintaining an adequate distance between vehicles
and merging into the flow of traffic on the main road at a velocity commensurate with
prevailing traffic conditions. In light of these objectives, this study proposes the following
reward function:

• Safety reward

In the field of transportation, safety is of paramount importance. Safety assessment and
risk prevention at source are very common in the field of traffic safety [48,49]. Consequently,
the development of autonomous driving control strategies must prioritize safety and
establish measures to address potential risks. In road traffic, particularly at high velocities,
vehicle collisions represent a significant risk factor for severe accidents. To circumvent such
incidents, this paper proposes the implementation of a safety incentive based on the “Time
to Collision” (TTC) metric [50,51], as illustrated in Equations (7) and (8). The proposed
control strategy explicitly incorporates a collision risk factor within the reward function,
using the TTC metric as an essential part of the deep reinforcement learning model. This
inclusion ensures that safety considerations are integral to the control strategy, particularly
during ramp merging scenarios, where the risk of collision is high.

TTC(t) = −∆Xn−1,n(t)
∆Vn−1,n(t)

(7)

Rsafe (TTC) =

{
log TTC

4 , 0 ≤ TTC ≤ 4
0, Else

(8)

In the equation, TTC(t) represents the estimated time to collision between vehicle
n − 1 and vehicle n, ∆Xn−1,n(t) denotes the distance between vehicle n − 1 and vehicle n
at a given time t, ∆Vn−1,n(t) represents the velocity disparity between vehicle n − 1 and
vehicle n at a given time t.

• Efficiency reward

In the scenario of merging onto a highway via an acceleration lane, vehicles on the
main road typically maintain a higher velocity to meet the posted speed limit, while
vehicles on the acceleration lane travel at a lower velocity before entering the parallel road
section [52,53]. Upon reaching the acceleration lane, vehicles accelerate to match the speed
of the main road and seek a suitable distance to complete the lane change. It is necessary
to implement a system that rewards the velocity change of autonomous vehicles in the
merging area, guiding them to accelerate to the main road speed as quickly as possible
under safe conditions. This will increase the probability of successful lane changes, speed
up vehicle traffic, and simultaneously reduce the interference of merging vehicles on the
main line. This can be achieved through the application of a penalty system, as shown in
Equation (9). Concurrently, to circumvent the accumulation of autonomous vehicles at a
low velocity during the action exploration phase, which would impair the efficiency of the
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simulation and training, a penalty is imposed for a lower driving velocity, as illustrated in
Equation (10).

Rv1 = 1 −
∣∣∣∣vt − vop

vop

∣∣∣∣ (9)

Rv2 =

{
−1, vt ≤ 5 m/s

0, Else
(10)

In the equation, vt is the velocity of the controlled vehicle at the present moment in
time, vop is the optimal velocity of the controlled vehicle on the current road network.

• Comfort reward

In addition to ensuring the safety and efficiency of the driving process, autonomous
driving must also provide the driver and passengers with an optimal driving experience.
The most intuitive sensation for humans during a journey is sudden acceleration or decel-
eration, which necessitates keeping the vehicle’s acceleration value to a minimum. The
objective of this study is to ensure the comfort of the vehicle during the driving process by
constraining the acceleration value. Given that both rapid acceleration and rapid decelera-
tion result in a suboptimal driving experience, and that the corresponding accelerations are
positive and negative values, the design of the reward function employs the square term of
the relative value of the maximum acceleration to penalize both situations. In particular,
the greater the discrepancy between the square term of the relative value and zero, the
greater the associated penalty value [54,55]. That is to say,

Rc = −
(

at

amax

)2
(11)

In the equation, at is the acceleration of the controlled vehicle at the present moment
in time, amax is the maximum acceleration of the controlled vehicle.

• Low-disturbance reward

The act of changing lanes by an autonomous vehicle, whether from a ramp to the main
road or from one lane on the main road to another, will inevitably result in some degree of
interference with the flow of traffic on the main road. This is particularly true in situations
where other vehicles are present on the main road. Accordingly, the original objective of
the reward function is to discourage frequent lane changes while encouraging vehicles to
successfully change lanes from the parallel acceleration lane to the main road. Furthermore,
penalties are set for other lane changes based on the spacing between the preceding and
following vehicles.

Rlc1 =


1, Change lane success f ully
−1, Failed to change lane

0, Else
(12)

Rlc2 = −
∣∣∣∣∣hlead − hfollow

hlead + hfollow

∣∣∣∣∣ (13)

In the equation, hlead is the distance between the autonomous vehicle and the leading
vehicle in the newly designated lane, hfollow is the distance between the autonomous vehicle
and the following vehicle in the newly designated lane.

• Total reward

During the experiment, the initial weight is set to 1, and the test weight parameters
are adjusted according to the experimental performance until the weight parameters that
maximize the experimental effect are obtained.

RTotal = w1Rsafe (TTC) + w2Rv1 + w3Rv2 + w4Rc + w5Rlc1 + w6Rlc2 (14)
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In the equation, wi represents the weight parameter of every reward. After extensive
training and testing, the final weight coefficients were determined as follows: w1 = 2,
w2 = 1, w3 = 1.5, w4 = 1.5, w5 = 1, w6 = 1. These weight coefficients were selected to achieve
an optimal balance between safety, velocity, lane-change efficiency, and comfort, thereby
maximizing overall experimental performance.

3. Modeling and Experiment

This section provides a detailed account of the scenarios and experimental details
incorporated into the SUMO simulation software.

3.1. Configuration of Road Structures

The principal forms of ramp merging areas are parallel and straight configurations. In
the parallel configuration, the ramp is connected to the main road by a section of the same
width as the ramp. This design provides an optimal view, allowing the vehicle exiting the
ramp to fully observe the traffic conditions on the main road, which is conducive to merging
and suitable for sections with high traffic flow rates. In the straight configuration, the ramp
is directly connected to the main road at an acute angle. Given that the independent
acceleration section of the parallel layout is conducive to observing the simulation state,
this study primarily focuses on parallel ramp merging.

As illustrated in Figure 4, our investigation entailed the analysis and conceptualization
of a one-way, three-lane highway with a total length of 850 m. The merging area is equipped
with parallel ramps, with a total length of 384 m.
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3.2. Configuration of Vehicles

Once the road network has been constructed, the subsequent phase is to determine
the types of vehicles that will utilize it and the manner in which they will traverse it. It is
essential that the vehicle types that are incorporated into the traffic flow are clearly defined
and recognized, and that they are stored by the system. It thus follows that the definition
of vehicle types is a prerequisite for the definition of traffic flows.

The experiment defines three categories of vehicles: manually driven vehicles, au-
tonomous vehicles utilizing the SUMO strategy, and autonomous vehicles utilizing the
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DRL strategy. It is not feasible to include two distinct types of autonomous vehicles in a
single experiment. The parameters of each vehicle type are presented in Table 2.

Table 2. Model Parameter for Different Vehicle Types.

Number ID Length
(m) Color Car-Following

Model
Lane-Change

Model
Parameters of

Car-Following Model
Parameters of

Lane-Change Model

1 RL 5 Red IDM LC2013 Modify the IDM
model parameters Default

2 ZD1 5 Yellow IDM LC2013 Modify the IDM
model parameters Default

3 ZD2 5 Yellow DRL DRL DRL DRL

3.3. Details of the Experiments

In this experiment, the road network is defined, and traffic flow is generated by
writing and modifying XML files. For vehicle control, considering compatibility with
SUMO, both the human-driven vehicle and the first autonomous vehicle, designated as
“ZD1,” are implemented by adjusting parameters within the XML file. For the second
autonomous vehicle, “ZD2”, which is controlled using deep reinforcement learning (DRL),
all codes are written in Python using the PyCharm IDE. The DRL control algorithm for
“ZD2” is implemented using the stable-baseline3 framework, while the action and state
spaces are established with the help of NumPy and other relevant function libraries. The
programming language, framework, and main libraries utilized in the experiment are
summarized in Table 3.

Table 3. Experimental Program and Corresponding Function Library Versions.

Name Version

Python 3.7.4

SUMO 1.19.0

PyCharm 2021.3

Traci 1.19.0

numpy 1.21.6

gymnasium 0.28.1

stable-baseline3 2.0.0

This study employs a multi-faceted experimental approach to elucidate the operational
characteristics of traffic flow in mixed traffic scenarios. The investigation entails the
implementation of diverse driving strategies and penetration rates to ascertain their impact
on traffic dynamics. The fundamental experiment group considers the traffic situation in
the absence of autonomous vehicles. Consequently, both the vehicles departing from the
main road (flow rate 3000 veh/h) and the vehicles departing from the ramp (flow rate
600 veh/h) are human-driven vehicles. The control group is composed of two distinct
groups. The vehicles departing from the main road are all human-driven vehicles, with a
flow rate of 3000 veh/h. In contrast, the vehicles departing from the ramp comprise a mixed
traffic flow of human-driven vehicles and autonomous vehicles, with a total flow rate of
600 veh/h. The first control group comprises a mixed traffic flow of RL and ZD1, while
the second control group is a mixed traffic flow of RL and ZD2. Given that the proportion
of autonomous vehicles in a realistic mixed traffic flow scenario remains relatively low,
each control group considers a penetration rate of 10% and 20%. The flow rates were
chosen to represent a moderate-to-high traffic volume, which allows for the evaluation
of traffic performance under more challenging conditions, while still being within the
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operational capacity of a 3-lane mainline and single-lane ramp. The specific arrangement
of the experiment is illustrated in Figure 5.
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The initial three groups of experiments were conducted in SUMO software for a total
of 1200 s, with a simulation time step of 0.2 s for each experiment. To assess the influence
of randomness inherent to the simulation process on the resulting data, each experiment
was repeated ten times, with the random number generator seeded with a different value
in each instance. The final two groups of experiments were conducted in SUMO for 1200 s
per training round, with a learning rate of 1 × 10−4. The discount rate was 0.999, and the
total number of training episodes was 800. The data utilized for the analysis of the results
is the mean of each group of experiments, thereby eliminating the influence of randomness
and enhancing the reliability of the results. To select the optimal hyperparameters for
the deep reinforcement learning model, a combination of manual tuning and iterative
experimentation was employed. The learning rate was adjusted gradually, starting from a
larger value of 1 × 10−3 and then decreasing to ensure stable convergence. The batch size
was set to 32 to balance training efficiency and stability. The policy network architecture
was designed with three layers containing 128, 64, and 32 units, respectively, which allowed
for sufficient model complexity while mitigating the risk of overfitting. These parameters
were fine-tuned based on the performance during training, where metrics such as total
reward and episode length were monitored to determine the final settings. After extensive
testing, the hyperparameters that yielded the best overall performance were selected for
the final experiments.

4. Results
4.1. Learning Performance

To evaluate the performance of the autonomous vehicle controlled by deep reinforce-
ment learning, ramp departure scenarios with penetration rates of 10% and 20% were set.
The relevant reward function, as mentioned above, was used to train the vehicle, corre-
sponding to Experiments 4 and 5, respectively. Figure 6 illustrates the learning outcomes of
the two sets of experiments. The learning curves for both experiments demonstrate that the
reward value increased rapidly during the initial 500 training iterations and then exhibited
a convergent trend. This indicates that the reward function was set with a reasonable
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degree of precision and could converge rapidly. These results also demonstrate that an
autonomous vehicle controlled by a deep reinforcement learning algorithm is capable of
maintaining an optimal driving strategy in the merging area of a highway ramp.
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4.2. Traffic Analysis
4.2.1. Velocity Aspect

The velocity of vehicles is an important indicator of traffic efficiency. Accordingly, the
data obtained from the simulation experiment were utilized to extract the instantaneous
velocity of the vehicles at each time step at the beginning of each ramp. Subsequently,
the velocity was plotted as a function of position (x-coordinate), as illustrated in Figure 7.
Experiment 1 illustrates the impact of the absence of autonomous vehicles on the velocity
of RL vehicles (Figure 7b). It can be observed that the velocity of RL vehicles at the
ramp (approximately 300 m) declines significantly, and then, after entering the main road
(approximately 400 m), the velocity recovers and remains stable. This deceleration indicates
that human-driven vehicles will initially reduce their velocity before merging into the
main road. In Experiment 2 (Figure 7c) and Experiment 3 (Figure 7d), the impact of
varying penetration rates of autonomous vehicles on the velocity of RL and ZD1 vehicles is
illustrated. The results of the two experiments are comparable. Both RL and ZD1 vehicles
exhibit a notable decline in velocity at the entrance to the ramp. However, ZD1 vehicles
demonstrate a more rapid and consistent recovery in velocity after entering the main road,
whereas RL vehicles exhibit a slower and more erratic recovery. As the penetration rate
of autonomous vehicles increases (Experiment 3), the overall traffic flow recovers more
smoothly. However, fluctuations in the velocity of RL vehicles still occur. The enhanced
stability of autonomous vehicles may be attributed to their superior capacity to navigate
and adapt to varying traffic conditions. In Experiments 4 (Figure 7e) and 5 (Figure 7f), the
impact of varying penetration rates of autonomous vehicles on the velocity of RL and ZD2
vehicles is illustrated. The findings indicate that both RL and ZD2 vehicles experience a
decline in velocity at the ramp. However, ZD2 vehicles demonstrate a more pronounced and
less pronounced recovery, respectively, after entering the main road, whereas RL vehicles
exhibit a slower and more pronounced recovery. As the penetration rate of ZD2 vehicles
increases (Experiment 5), the velocity recovery of the overall traffic flow becomes more
stable. The deep reinforcement learning-controlled autonomous vehicle demonstrated
superior stability in terms of velocity recovery, indicating that the deep reinforcement
learning control algorithm enables the vehicle to respond to traffic conditions with greater
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intelligence, optimize acceleration and deceleration processes, reduce velocity fluctuations,
and enhance driving efficiency and safety. Regarding the chattering phenomenon observed
in Figure 7, particularly in Experiments 2 and 3, the high instability can be attributed to
the higher fluctuation levels of RL and ZD1 vehicles. This instability is likely caused by
frequent lane changes and inconsistent acceleration patterns during merging, which lead
to speed variations and reduced stability. The ZD1 vehicles exhibited faster lane changes
but were prone to abrupt speed changes, which further contributed to this instability. In
contrast, the deep reinforcement learning approach used for ZD2 vehicles allowed for more
stable lane-changing behavior and smoother acceleration, thereby reducing chattering and
enhancing stability in Experiments 4 and 5.
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4.2.2. Acceleration Aspect

The magnitude of the acceleration value has a direct impact on the level of comfort
experienced by drivers and passengers. A reduction in the magnitude of the acceleration
fluctuations results in a more comfortable driving experience for the driver and passengers.
Consequently, based on the simulation experimental data, the acceleration values of each
vehicle type at each time step from the ramp are extracted and averaged, as illustrated
in Figure 8. As illustrated in the figure, the average acceleration of the RL vehicle in
Experiment 1 was 0.174 m/s2, which represents the performance of a human-driven vehicle
under baseline conditions. In Experiments 2 and 3, the RL and ZD1 vehicles exhibited
acceleration values of 0.177 m/s2 and 0.167 m/s2, respectively. This indicates that the
human-driven vehicles demonstrated greater consistency in their performance in mixed
traffic conditions. In contrast, the ZD1 vehicles exhibited acceleration values of 0.226 m/s2

and 0.212 m/s2, respectively. These higher acceleration values suggest that the ZD1 vehicles
exhibited a more pronounced change in speed.
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In contrast, the mean acceleration values of the autonomous vehicles in Experiments 4
and 5 demonstrate stability. In Experiments 4 and 5, the acceleration values of the RL vehicle
were 0.172 m/s2 and 0.166 m/s2, respectively, exhibiting fluctuations analogous to those
observed in the preceding experiments. In contrast, the ZD2 vehicles exhibited markedly
lower acceleration values of 0.094 m/s2 and 0.095 m/s2, respectively. This suggests that
autonomous vehicles controlled by deep reinforcement learning demonstrate enhanced
stability during speed changes. The markedly reduced acceleration values indicate that
the ZD2 vehicles are more proficient in optimizing acceleration and deceleration during
driving, thereby reducing the incidence of abrupt acceleration and deceleration. This
enhances driving comfort and stability.

4.2.3. Lane-Change Aspect

Lane-changing behavior is a key research focus for autonomous vehicles in complex
scenarios, especially for the merging area at the entrance to the highway ramp in this
scenario, where the timing of lane-changing needs to be accurately determined. This is an
exciting area of research. Figure 9 shows the impressive relative changes in lane-changing
speed, lead time, and follow time of different types of vehicles in the merging area at the
entrance to the highway ramp relative to the baseline human-driven vehicle (EX1 RL). The
baseline data are change_speed 15.42 m/s, leaderGap 67.06 m, and followGap 136.30 m.
The experimental data show some fascinating insights. It seems that the ZD1 vehicles
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in EX2 and EX3 exhibited higher lane-changing speeds, reaching 1.10 and 1.08 times the
baseline, respectively. This suggests that the ZD1 vehicles underwent a significant change
in speed during lane-changing, which could potentially lead to some interesting speed
fluctuations and instability. The deep reinforcement learning autonomous vehicle (ZD2) in
EX4 and EX5 has an impressive lane-change speed of 0.95 and 0.92, respectively. While it is
slightly lower than the baseline, it is much more stable, which is great news for driving
stability and comfort. In terms of front-vehicle distance, the ZD2 vehicles in EX4 and EX5
are doing an amazing job. They are able to maintain a safe and optimal distance from the
preceding vehicle during the merging process, optimize the driving path, and improve
traffic efficiency. In contrast, the relative values of the front distance of the ZD1 vehicles
in EX2 and EX3 were 1.07 and 1.05, respectively. This indicates that the front distance
was larger during lane changes, which presents an exciting opportunity to optimize traffic
efficiency. In terms of the rear distance, the relative values of the ZD2 vehicles in EX4
and EX5 were 0.97 and 0.74, respectively, which were significantly lower than the baseline.
This is great news. It means that the ZD2 vehicles were able to more accurately adjust the
distance from the rear vehicle when merging, reducing traffic congestion and improving
the stability of the traffic flow. The relative values of the rear distance in EX2 and EX3 for
ZD1 vehicles were 0.98 and 1.03, respectively. While these values did not change much
compared to the baseline, they did show some fluctuation during lane changes, which is an
exciting sign of progress.
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4.2.4. Comparison

In this section, we summarize the comparative analysis of three vehicle types—human-
driven (RL), rule-based autonomous vehicles (ZD1, using IDM), and deep reinforcement
learning-controlled autonomous vehicles (ZD2, using DRL). The comparison focuses on
velocity recovery, acceleration consistency, lane-changing efficiency, and safety aspects in
terms of leader and follower gaps. Table 4 highlights the advantages and disadvantages of
each approach.
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Table 4. Comparative Analysis of Ramp Departing Vehicles.

Experiment No. Vehicle Type Model Velocity Recovery Acceleration
Consistency

Lane Change and Gap
Behavior

1 RL Default Moderate, unstable Moderate fluctuations Erratic lane changes,
inconsistent gaps

2
RL Default Slower, erratic High fluctuation levels Delayed lane changes,

inconsistent gaps

ZD1 IDM Rapid, consistent High acceleration, prone
to abrupt changes

Fast lane changes,
moderate gaps

3
RL Default Slower, erratic Moderate fluctuations Delayed lane changes,

inconsistent gaps

ZD1 IDM Rapid, consistent High but slightly
reduced fluctuations

Improved lane-changing,
less optimal gaps

4
RL Default Slower, erratic Moderate fluctuations Erratic changes, frequent

corrections

ZD2 DRL Pronounced, stable Low and stable
acceleration

Smooth changes, optimal
gaps

5
RL Default Slower, erratic Moderate fluctuations Erratic changes, slow

response

ZD2 DRL Pronounced, stable Low and stable
acceleration

Consistent changes,
well-managed gaps

5. Discussions

This study examines the efficacy of deep reinforcement learning (DRL) in enhancing
the driving strategy of autonomous vehicles (AVs) in highway ramp merging scenarios.
The simulation results reveal several pivotal findings pertaining to traffic efficiency, safety,
and passenger comfort.

Firstly, the implementation of a DRL-based driving strategy (ZD2) markedly enhances
traffic flow stability and efficiency. The ZD2 vehicles exhibited a superior capacity to
maintain a constant velocity and mitigate fluctuations in speed compared to both human-
operated vehicles (RL) and rule-based autonomous vehicles (ZD1). Such stability is crucial
for preventing traffic congestion and ensuring a smooth merging process.

Secondly, the level of lane changing significantly improved with the implementation
of DRL. During lane changes, the ZD2 vehicles maintained a high lane change speed
while keeping a reasonable distance from the vehicle in front, thereby achieving efficiency
without compromising safety. The ZD2 vehicles demonstrated the capacity to change lanes
with greater precision and timeliness, without undue disruption to the flow of traffic on the
main road. This outcome evinces the efficacy of the DRL algorithm in navigating complex
driving scenarios.

However, the study also identified areas for further research and improvement. While
the DRL-based ZD2 vehicle exhibited superior performance in numerous areas, its average
travel speed was slightly lower than that of the baseline human-driven vehicle, suggesting
scope for optimizing the balance between safety and efficiency. Future research should
investigate the impact of increased autonomous vehicle penetration and more complex
traffic scenarios, such as highways with varying densities in each lane. These extensions
will facilitate a more comprehensive understanding of the scalability and robustness of
DRL-based driving strategies.

6. Conclusions

This study illustrates the considerable potential of deep reinforcement learning (DRL)
in optimizing the driving strategy of autonomous vehicles in highway ramp merging
scenarios. The DRL-based autonomous vehicle (ZD2) demonstrates superior performance
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in terms of traffic flow stability, safety, and passenger comfort when compared to both the
traditional rule-based autonomous vehicle (ZD1) and the human-driven vehicle (RL).

The primary findings are as follows: ZD2 vehicles exhibit superior stability in main-
taining a consistent speed, which is instrumental in preventing traffic congestion and
ensuring seamless merging. They also demonstrate superior control when changing lanes,
maintaining a reasonable distance from other vehicles while performing lane changes at
high speeds, thereby reducing the risk of collision. Additionally, the more stable accelera-
tion mode of ZD2 vehicles provides a more comfortable driving experience for passengers.
In conclusion, the findings of this research are anticipated to provide guidance for the
future advancement of AV technology and traffic management systems, thereby facilitating
the development of autonomous driving in real-world scenarios.

Nevertheless, further research is required to achieve an optimal balance between safety
and efficiency, particularly in more complex and higher-density traffic scenarios. Moreover,
the scalability of DRL-based strategies must be investigated to ensure their efficacy with a
significant increase in the number of autonomous vehicles on the road.
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