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Abstract: Image captioning has become a hot topic in artificial intelligence research and sits at the
intersection of computer vision and natural language processing. Most recent imaging captioning
models have adopted an “encoder + decoder” architecture, in which the encoder is employed
generally to extract the visual feature, while the decoder generates the descriptive sentence word by
word. However, the visual features need to be flattened into sequence form before being forwarded
to the decoder, and this results in the loss of the 2D spatial position information of the image. This
limitation is particularly pronounced in the Transformer architecture since it is inherently not position-
aware. Therefore, in this paper, we propose a simple coordinate-based spatial position encoding
method (CSPE) to remedy this deficiency. CSPE firstly creates the 2D position coordinates for each
feature pixel, and then encodes them by row and by column separately via trainable or hard encoding,
effectively strengthening the position representation of visual features and enriching the generated
description sentences. In addition, in order to reduce the time cost, we also explore a diagonal-based
spatial position encoding (DSPE) approach. Compared with CSPE, DSPE is slightly inferior in
performance but has a faster calculation speed. Extensive experiments on the MS COCO 2014 dataset
demonstrate that CSPE and DSPE can significantly enhance the spatial position representation of
visual features. CSPE, in particular, demonstrates BLEU-4 and CIDEr metrics improved by 1.6% and
5.7%, respectively, compared with a baseline model without sequence-based position encoding, and
also outperforms current sequence-based position encoding approaches by a significant margin. In
addition, the robustness and plug-and-play ability of the proposed method are validated based on a
medical captioning generation model.

Keywords: position encoding; image captioning; transformer

MSC: 68T45

1. Introduction

Image captioning is a hot topic in artificial intelligence research and spans the fields of
Computer Vision (CV) and Natural Language Processing (NLP). Its main task is to enable
a computer to describe the visual scene content of an image using natural sentences that
conform to human description habits, and has been applied in many fields, such as image
retrieval [1], automatically generating radiology reports [2], surgical captioning [3], etc.
With the development of deep learning, great progress has been made in image captioning.
However, some challenges remain that impact the quality of the generated sentences,
e.g., the spatial position representation of the visual feature.

Most recent image caption models have adopted the pipeline structure of “encoder + de-
coder”. Encoders are used to extract and refine the visual features of the image, which
usually uses a visual feature extraction network (e.g., convolutional neural network, CNN),
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while decoders are used to decode visual features and generate natural sentences, and
usually adopt natural language models (e.g., Long Short-Term Memory, LSTM). In early ap-
proaches, there was a tendency to use LSTM as the sequence encoder, such as in the NIC [4],
Attention [5], and Adaptive [6] models. In recent studies, such as W. Zhang et al. [7],
G. Lietal. [8], and Wei Liu et al. [9], Transformer [10] has become the mainstream sequence
decoder because of its powerful parallel computing capabilities.

However, no matter which natural language model is used, the problem of spatial
position loss cannot be avoided. The image captioning task requires visual features to be fed
into the decoder to generate natural sentences, but only sequence features can be recognized
and decoded by the decoder. A sequence feature has only one dimension in space, namely
length, whereas an image is a 2D feature, with two dimensions, rows and columns (also known
as width and height). In order to make the visual features recognized by the decoder, the
visual features need to be segmented and then concatenated in rows to achieve serialization.
Obviously, this process leads to a lack of spatial position of visual features, which makes the
decoder unable to make full use of the necessary spatial positional information of the image
and eventually leads to the generated sentence being semantically incomplete.

This limitation is particularly noticeable in Transformer compared to LSTM. LSTM is
a recursive model that can solve the problem of long dependencies. Its internal structure is
composed of multiple memory cells. The memory unit can retain the necessary historical
information in a gated manner and forward it to the next time step as needed. That is,
in LSTM, each token in the sequence has access to the necessary information about all
tokens that came before it. Thus, for the serialized visual features, the LSTM can implicitly
provide information about the positions along the row direction. However, Transformer
is an architecture designed in parallel to improve computational efficiency. It gives equal
attention to each token in the input sequence and does not have the ability to distinguish
positional differences. As a result, Transformer cannot take advantage of either row spatial
positional information or column spatial positional information of visual features, which
has a certain impact on the quality of the generated sentences. In the original work on
Transformer [10], the authors designed a sequence-based positional encoding (SPE) to
compensate for the shortcomings of position awareness. This method effectively provides
the position information for the sequence by encoding the position with sine and cosine
functions alternately. However, for visual features, this method can only provide position
information in the row direction, and still cannot solve the problem of column spatial
position loss caused by the serialization, as shown in Figure 1a.

Coordinate-based Spatial Position
Encoding

Diagonal-based Spatial Position

Sequence position Encoding Encoding

(a) (b) (©

Figure 1. Diagrams of three types of position encoding. (a) Sequence position encoding. Position
encoding is directly performed sequentially for each pixel after flattening the visual feature map.
(b) Coordinate-based Spatial Position Encoding encodes the feature pixel’s position separately by row
and column coordinates in the feature map. (c) Diagonal-based Spatial Position Encoding encodes
the position along the diagonal direction of the feature map. Here, H and W denote the height and
width of the feature map, respectively, and they are set to 7.
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Inspired by the insight gained by the introduction of the anchor query in object detec-
tion [11], in this paper, we propose a coordinate-based spatial position encoding method
(CSPE) to address the limitation discussed above. CSPE creates coordinates for each pixel
in the visual feature in both row and column directions, i.e., (x,y), as shown in Figure 1b.
CSPE then encodes the row and column coordinates via trainable or hard encoding to
represent the row and column position information of the visual feature. Eventually, row
and column positional information are incorporated to obtain spatially complete positional
information via addition or concatenation operations. Extensive experiments prove that
CSPE provides effective spatial position information for visual features, making the decoder
pay more attention to the details in visual features and generate sentences with higher
granularity. At the same time, CSPE needs to encode the row and column coordinates sepa-
rately, which has a high time cost. However, when CSPE uses the addition operation, the
pixels in images that are symmetric about the diagonal obtain the same position encoding
value. For example, the row and column position encoding of the pixels in locations (1,2)
and (2,1) in Figure 1b add up to the same value (1 + 2 = 2 + 1). Based on this insight, we
designed the diagonal-based spatial encoding (DSPE) approach, aiming to explore whether
the time complexity of the model can be reduced by reducing the number of encoding
instances while maintaining the same performance. DSPE builds positional markers in the
diagonal direction, as shown in Figure 1c, and encodes positional markers via trainable or
hard encoding to generate spatial positional information. Experimentally, DSPE performs
slightly worse than CSPE but has a faster computation speed. Our overall architecture is
shown in Figure 2.

On the MS COCO 2014 dataset [12], CSPE and DSPE outperform a baseline model
without sequence-based position encoding in terms of CIDEr metric by 5.7% and 5.4%,
respectively, demonstrating a boost in the quality of the generated description sentences,
making them closer to the real annotations. In addition, we verify the robustness and
plug-and-play ability of the proposed methods on the IU X-RAY12 dataset [13].

In summary, the main contributions of this paper are as follows.

¢  Firstly, we analyze the reasons for the lack of spatial positional information and the
shortcomings of sequence position encoding in image captioning. Furthermore, we
clarify the necessity of using spatial-based position encoding.

*  We propose a new spatial-based position encoding approach, CSPE, that encodes
the position information of visual feature pixels of both the rows and columns of the
visual feature map, effectively enhancing the position representation of the visual
feature. In addition, in order to improve computational efficiency, we also explore
another approach, diagonal-based spatial positional encoding (DSPE).

*  We conduct extensive experiments on the MS COCO 2014 and IU X-RAY datasets to
validate the effectiveness and robustness of our method, respectively.

The rest of this paper is organized as follows. Related works are reviewed in Section 2.
Section 3 details the overall architecture of the baseline , CSPE, and DSPE models for spatial-
based position encoding. Section 4 describes the experimental data and setup, presents the
ablation studies and results, and then discusses some of the issues that affect performance.
Finally, a concise summary and outlook for future work are drawn in Section 5.

2. Related Work
2.1. Models

Many current advances in image captioning have benefited from the adoption of
the “encoder + decoder” pipeline. One type of approach, called CNN + RNN (or LSTM),
adopted a CNN [14] to encode a semantic image representation and a Recurrent neural
networks (RNN) [15] or LSTM to decode the representation into a descriptive sentence.
For example, NIC [4] used a GoogLeNet to extract an image feature, which was then fed
into a decoder LSTM to generate the sentence, which became the pioneering work of the
CNN+RNN model. Later, K. Xu et al. [5] introduced an attention mechanism to enhance
the understanding of image semantic information, which improves the richness of the
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description vocabulary. However, these methods face image information loss problems and
ignore spatial information relevant to captions. A second type of approach, called Detection
+ RNN (or LSTM), uses object features generated by a region proposal network [16]. Other
models, such as [17], further learned to locate attention regions highly related to the
semantic content to help prediction. This method is able to capture more objects contained
in the image and improve the frequency of these objects in the description sentence. Some
authors (e.g., [18,19]) managed to explore visual relationships based on Faster-RCNN,
which can locate the relationship between objects more accurately and reflect this in the
generated sentences. However, both of the above types of approach decode the visual
information used to generate sentences step by step, and are, therefore, slow in both training
and inference.

Recently, the application of Transformer in the field of image captioning has attracted
much attention. The authors of [9] proposed CPTR, a full Transformer network that is
totally convolution-free, to replace the CNN in the encoder, which simultaneously improves
model performance and training speed. Wei et al. [20] and Liang et al. [21] implanted
repetitive attention and double attention into the Transformer, respectively. These methods
make the model focus more accurately on the position of interest, and ultimately improve
the accuracy of the description sentence. Lorenzo et al. [22] proposed a pure transformer
(CapFormer) architecture for remote sensing image captioning. Specifically, a scalable vision
transformer was adopted for image representation, which enhances the generator’s capture
of tiny goals and their relations and is embodied in the description sentences. However,
Transformer is not position-aware unlike LSTM. To take advantage of Transformer and
remedy this limitation, in our work, we propose spatial positional encoding and verify its
effectiveness based on the CNN+Transformer pipeline.

2.2. Position Encoding

Historically, in the context of NLP, RNN and LSTM inherently take the order of words
into account by parsing a sentence word by word in a sequential manner. Many researchers
used RNN or LSTM to keep track of ordinal dependencies in sequential data [23]. More
recently, researchers incorporated attention mechanisms into the RNN or LSTM encoder—
decoder architectures to better extract contextual information for each word in salient
position regions. In essence, RNN and LSTM have an inbuilt mechanism that deals with the
word order in sentences, thus LSTM and its variants are still used in many state-of-the-art
models like LM-BPNN [24] and PF-BiGRU-TSAM [25]. However, the Transformer model
does not use recurrence or convolution and treats each data point as independent of all
other data points, so its authors adopted explicitly a sequence-based position encoding
(SPE) scheme to maintain the knowledge of the order of objects in a sequence. In recent
years, Shaw et al. [26] focused on the relative relationship between objects and proposed
a relative position encoding to replace the absolute position encoding in the original
Transformer. Compared with absolute position encoding, this method can be applied to
sequences of any length, which improves the fluency in machine translation. However,
this method needs to modify the APIs of Transformer and increases the computational
time cost. In the field of computer vision, unlike with SPE in NLP, a Transformer-based
model needs to flatten the visual feature map into the sequence shape, so position encoding
is a necessary component. For example, image classification models like ViT [27] and
Swin [28] used a learnable position encoding. This approach builds a matrix with the
same scale as the visual features and optimizes its parameters during model training to
refine the representation of positional features. The method is simple to implement and
effectively improves the accuracy of image classification. The drawback is that this method
may provide the same interpolation at different locations due to random initialization.
Recently, the object detection model DETR [11] migrated the spatial position embedding
of the anchor query from its center coordinates (x,y). This embedded encoding method
avoids the problem of repeated interpolation that may occur in the learnable method and
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effectively improves the identification of the target. Similarly, we adopt the coordinate
encoding of visual pixels to represent the position information of the feature map.

3. Methods

In this section, we firstly describe the preliminary steps of our work, which constitutes
our baseline. Then, we describe the implementation of coordinate-based spatial position
encoding. Finally, we explore another, diagonal-based, position encoding approach.

3.1. Preliminary

Our model follows the “encoder and decoder” pipeline architecture of CNN + Trans-
former, where the encoder consists of the feature extraction network ResNet101 as the CNN
backbone and the original standard Transformer’s encoder network as the visual feature
enhancement module, while the standard Transformer’s decoder network is our decoder
to generate a sentence. In our experiment, our baseline selects stage-4 of ResNet101 as
the backbone output, the number of channels is set to 2048, and the shape is 12 * 12. For
better performance, the enhancement module is stacked by 9 layers of Transformer blocks
while the decoder is set to 3 layers. Thus, the final output of the encoder is (12 x 12,512).
We maintain the original absolute SPE in both the enhanced module for visual feature
extraction and the decoder for text query embedding, the numbers of channels of which are
2048. The shape of visual SPE is identified as the sequential visual feature as in language
embedding. The hard coding formula of the absolute SPE formula [10] is as follows:

PE (o5 0y = sin(pos/10,000%/4") 0
PE (s 2i41) = cos(pos/10,000%/4imy,

Here, pos denotes the sequence position of the visual pixel, i denotes the vector
dimension corresponding to the sequence position, where the odd bits correspond to a
cosine curve and the even bits correspond to a sine curve, and their wavelengths present
a geometric progression from 2 IT to 10,000 I1, dim denotes the feature dimension. The
value domain of the sine and cosine functions is [—1,1], which limits the size of the position
encoding and makes the training process more stable [10]. Meanwhile, the periods of
trigonometric functions in different dimensions are different, which helps in obtaining the
relative position information among sequence elements in the same dimension.

In our baseline, the visual feature outputted from the backbone is fused with the hard
encoding to provide position information for the visual features. The overall framework
model is shown in Figure 2.

3.2. Coordinate-Based Spatial Position Encoding

As outlined in Section 1, RNNs (LSTM) inherently take word order into account. In the
context of NLP, this means that they parse a sentence word by word in a sequential manner.
In the image captioning task, the spatial-based position encoding that we build into the
Transformer-based model will help the model to build better relationship between visual
pixels and words in the resulting descriptive sentence, as discussed in Section 2. Therefore,
motivated by the vectoring of the center coordinate (x, y) of the anchor query [11], we
encode the position information of a visual feature pixel using two axes, row and column.
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Figure 2. General architecture of the model and the three position encoding methods adopted in
each version of the model. The image is first input into ResNet to extract features, then combined
with the position encoding, and then input into Transformer for decoding to obtain the description
sentences. (a) Sequence position encoding (SPE): the position labels of visual features are provided
row by row, and their feature dimensions are expanded by hard coding, and finally they are added
to the visual features. (b) Coordinate-based spatial position encoding (CSPE): First, 2D coordinates
are provided for each visual pixel, and then the row and column position encoding are encoded
separately. Finally, the row and column position encoding are concatenated and added to the visual
feature. (c) Diagonal-based spatial positional encoding (DSPE): this provides location markers for
visual features along the diagonal direction, then encodes them, before, finally adding them to the
visual features.

Given the output visual feature map F = (B, C, W, H) from the backbone, in which B
denotes the batch size and C represents the channel number, set to 1 and 2048, respectively,
and W and H are the width and height of the visual feature map, both of which are set 7
for convenient display;, first, we predefine the spatial position matrix of a row Py, which
has the same shape as F, as b, the coordinate of the position element at the i — th row
and j — th column. Then, we assign (0 ~ (W — 1)) to all pixels from left to right in each
row, (P, Py, :::; P;, i, Py_1), and then, perform the reshape flattening operation to obtain
the row position sequence Pyoy = (Py, Py; Po; it Pw_1;::; Po, Pi; Pa;ii:; Pw—1). We can obtain
the sequence of column positions P,y = (Py, Py, P, ::t, Py—1; 5, P, Py, Po, i, Py—1) by the
same procedure, which is to say, assign the (Py ~ Py_1) to the visual feature pixel from top
to bottom in each column. Subsequently, the row position encoding and column position
encoding are vectorized and fused by Equation (1) and Equation (2), respectively. This
gives us the final 2D spatial position vector representation Pcgpr = (Pog, Po1,:::, Pow—1;:
Pi,j : PH*l,Or B PH*],W*Z/ PH*l,W*l)/ i€ [0, W — 1],] S [O,H - 1}

Pcspg = M(PE(Prow)/PE(Pcol))' 2
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Here, M denotes the fusing operation of concatenation or addition, PE is the em-
bedding function that vectorizes our generated position codes, and Pcgpr has the same
dimension as the visual information sequence, whose dimension is (B,L,C), L = W * H.

Next, we perform the reshape operation on the feature map F to get
VF = (VO’(), VO,l/ veey Vi,j/ ceey VH*l,W*l)r Vl’] € R2048, and then fuse this with our 2D Spa-
tial position coding Pcspg by Equation (3), which is the same as that in [7] and defined as:

Vspatiat = VF + Pcspe- 3)

Finally, the sequence visual feature with spatial information is forwarded to the feature
enhancement modular or Transformer-based decoder, to further enhance the visual feature
or directly generate a description sentence. The detailed procedure is shown in Algorithm 1.

Algorithm 1 Coordinate-based Spatial Position Encoding (CSPE)

Require: F is the feature map, its shape is (B, W, H, C), where B is Batch, W and H are
Width and Height, and C is channel.

Ensure: Vi, is the sequence features with spatial position information, its shape is
(B,L,C), where L is the Length. L = W x H.

o123 .--- W-1
1: Predefine the row position matrix, as oL : , the shape is
0123 -~ W-1
(1, W,H).
2: Reshape it to a sequence, denoted as Py, the shape is (1,L).
0 0 ... 0
1 1 ... 1
3: Predefine the column position matrix, as . A , the shape is
H-1 H-1 --- H-1

(1, W, H).

4: Reshape it to a sequence, denoted as P,,;, the shape is (1,L).

5: Encode and concat P,y and P,y by Equation (3), and repeat this in the Batch dimension,
the shape is (B, L, C), denoted as Pcspr.

6: Reshape F to a sequence, denoted as Vi,ginql, the shape is (B,L,C).

7: Vspﬂtial = Voriginul+PCSPE

8: return VSW“-HZ

3.3. Diagonal-Based Spatial Position Encoding

The CSPE described in the previous section effectively prevents the loss of spatial
position information by encoding the position of the feature map in rows and columns sep-
arately. However, it needs to encode twice for the two axes, row and column, which
increases the time complexity. In fact, it is possible to encode the feature map only
once while ensuring that the 2D spatial position information is retained. In addition,
we consider that the spatial location information of the visual feature has a triangular
symmetry and that the column encoding can be represented, for example, using the trans-
position of the row encoding of the first method described above. Thus, we explore
another, diagonal-based, position encoding approach. First, the original visual informa-
tion of the image is extracted by the encoder and reshaped into a sequence, denoted as
Voriginal = (Vo,0, Vo1, Vo2, - Vi—1,w—2, Vi—1,w-1), Vi,j € R***#, with dimensions (B, L, C).
Next, we use F(; ;) (i € [0, W —1],j € [0,H —1]) to represent any pixel information on
the feature map, and encode the position along the diagonal direction of the feature map
(the direction of Fy, F11 ~ Fy_1,w—1), as shown in Figure 2c. The pixel points at position
Fo,0 are assigned code mark 0, those at Fy1, Fj o, code mark 1, those at Fy», F; 1, >0, code
mark 2, and so on. Then, we reshape the position encoding to obtain the sequence of
position information, as Pyizgonat = (Po, P1y e Pw—1, s PH-1, s P(H_1)4(w—1))- Next, we
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vectorize Pjiqoonq based on Equation (1). Finally, the visual information sequence and the
position information sequence are fused to obtain the brand new spatial visual information
sequence Vsyiq) as:

Vspatial = Voriginal + PE(Pdiagonal)- 4)

The new Vip1iq already has 2D spatial position information, and it is then decoded to
generate the descriptive sentence of the corresponding image. The specific implementation
is shown in Figure 2c and Algorithm 2. Ablation experiments prove that DSPE is slightly
better than CSPE in terms of time cost, but its performance is slightly inferior. The results
of the ablation experiments are shown in Table 1.

Algorithm 2 Diagonal-based Spatial Position Encoding (DSPE)

Require: F is the feature map, its shape is (B, W, H, C), where B is Batch, W and H are
Width and Height, and C is channel.
Ensure: Vi, is the sequence features with spatial position information, its shape is
(B,L,C), where L is the Length. L = W % H.
1: Reshape F to a sequence, noted as Viyjginql, the shape is (B,L,C).

0 1 2 3 ... W—-1 1
1 ) 3 W
2 3 W1
2: Predefine a diagonal marker matrix, as 3 . . . . P
\H—-1 H H+1 --- --- H+W-2]

the shape is (1, W, H).

3: Reshape it to a sequence, and repeat on the Batch dimension, denoted as Pjiggona1, the
shapeis (B,L).

4: Encode Pyjzgona and add it to Vi,gina by Equation (4), denoted as Vgpyiar-

5: return Vpgpiq)

Table 1. Results of ablation experiments. All scores are shown as percentages.

Model B1 B2 B3 B4 M R C S W
Baseline 724 556 420 318 258 534 985 18.7 543
Baseline + SPE (hard) 736 569 434 332 265 546 1033 195 552

Baseline + SPE (trainable) 736 570 434 332 265 546 1037 195 551
Baseline + CSPE (hard) 740 575 439 336 268 549 1042 197 555
Baseline + CSPE (trainable) 74.0 575 439 336 266 548 1039 196 553
Baseline + DSPE (hard) 736 569 435 334 266 547 1034 19.6 552
Baseline + DSPE (trainable) 74.0 575 439 335 266 548 1039 197 553

4. Experiments
4.1. Datasets

In the experiments, we use the MS COCO 2014 [12] dataset for model training and val-
idation. This dataset is the most commonly used dataset in image captioning and contains
82,783 images in the training set, 40,504 images in the validation set, and 40,775 images
in the test set, each containing five descriptive sentences. We also use MS COCO 2014
after “Karpathy splits” [29], which consists of 113,287, 5000, and 5000 images for training,
validation, and testing, respectively. Moreover, to validate the robustness of our methods
in automatically generating radiology reports applications, we chose the IU X-RAY [13]
dataset, which is a publicly available dataset collected and collated by Indiana University
and includes 7470 chest radiographs and corresponding 3955 pathology report annotations.
We present a summary of the properties of the datasets we used in Table 2.
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Table 2. Summary of the properties of the datasets we used, including the number of images
contained in each subset and the number of annotations.

Dataset Training Validation Test Annotation

MS COCO 2014 [12] 82,783 40,504 40,775 5 per image
Karpathy splits [29] 113,287 5000 5000 5 per image
IU X-RAY [13] 7470 - - 3955 in total

4.2. Evaluation Metrics

In our work, we use the full range of image captioning evaluation metrics, including
BLEU [30], METEOR [31], ROUGE- [32], CIDEr [33], SPICE [34], and the latest WMD [35].
BLEU measures the quality of predicted sentences by matching n-gram correlations be-
tween predicted sentences and manually labeled sentences. METEOR considers the ac-
curacy, recall, and arrangement of matching marks. ROUGE focuses on the fluency and
sufficiency of sentences generated. CIDEr is a combination of BLEU and a vector space
model. SPICE is used to measure how image titles effectively restore objects, attributes,
and their relationships. WMD is a proposed metric based on word2vec [36] and text travel
distance, which is used to measure the similarity between the generated sentences and the
annotated headings.

4.3. Settings

In our ablation study, we use the ResNet101 network as the encoder of the model.
We remove the classification head from ResNet101 and add a new linear layer to obtain
2048-dimensional feature vectors for each image. We use Transformer as the decoder and
replace the original SPE in the encoding layer with CSPE and DSPE. We use the Adam
optimizer to train all models with the input image of 384 * 384, where the betas parameter
is set to (0.9, 0.999), eps is set to 1 x 1078, and the weight decay is set to 0. In the first stage,
we train 7 epochs with a 3 x 107° learning rate, and use a 7.5 x 10~° learning rate for a
further 4 epochs. The batch size is set to 20. We also adopt beam search for better sentences.
Our models are built and run in Python3.7, Pytorch1.8.1, and Cudall.4. The hardware
employs a single GeForce RTX 3090 GPU (made by Nvidia in Santa Clara, CA, USA) for
model training.

4.4. Ablation Study
4.4.1. Performance Comparison of Different Methods

To verify the effectiveness of CSPE and DSPE under appropriate conditions, we con-
duct extensive ablation experiments, consisting of (1) without adding any position encoding
to the baseline; (2) with sequence-based position encoding SPE; and (3) with our two meth-
ods of CSPE and DSPE. In addition, we validate the performance of our encoding methods
with two main modes of current mainstream position encoding approaches, i.e., hard
coding (also called absolute computing in [10]) and trainable coding. All experiments
are optimally trained using cross-entropy loss with the same hyper-parameters on MS
COCO 2014.

Table 1 shows the results of our experiments. The model with SPE achieves better
results than the baseline, obtaining a 1.2% improvement (from 72.4% to 73.6%) in BLEU-1,
and a 1.4% improvement from 31.8% to 33.2% in BLEU-4, which verifies that position
encoding is an important part for an encoder-Transformer model. Compared to the baseline
without any position encoding, the model with CSPE and DSPE obtained higher scores
on various metrics, such as BLEU-4 (from 31.8% to 33.6% and 33.8%) and CIDEr (from
98.5% to 104.2% and 103.9%). Compared with the model with SPE, both of our methods
obtain about a 0.4% improvement in BLEU-1 (from 73.6% to 74.0%), and 0.9% and 0.6%
improvements in CIDEr (from 103.3% to 104.2% and 103.9%, respectively), which proves
that our methods can effectively protect the 2D spatial position information of each pixel
on the feature map. In addition, we found that the trainable and hard coding methods
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yield nearly the same results within the error tolerance. For example, they obtain the same
scores in BLEU-1, BLEU-4, METEO, ROUGE, and SPICE (73.6%, 33.2%, 26.5%, 54.6%, and
19.5%, respectively).

4.4.2. Performance Analysis of M Fusion Methods

As discussed in Section 3, CSPE performs row position encoding and column position
encoding, respectively, and then fuses them. The M fusion operation has two methods,
addition and concatenation. The former reduces the feature dimension of pixel row and
column position encoding by half, and then the rows and columns are stitched together
by the concatenation operation, as shown in Figure 2. The new feature dimension is the
same as the original one and will not affect the next process. For example, with the CSPE
approach,ina H = 7, W = 7 feature map, its row position is coded as Py, and its column
position is coded as P,,;, and these are then encoded and combined by Equations (2) and (3).
The latter adds the row position features and column position features directly. Using this
approach, the spatial position codes of some pixels are symmetrical about the diagonal, for
example, F1» and F»; (F;; denotes the element of the i-th row and j-th column of the feature
map), and the 2D position encoding are calculated as Pj; = P; + Py and Py; = Py + Py.
Obviously, symmetrical pixels have the same encoding markers. Because addition does
not disrupt the feature information of the corresponding dimension, Fj; and F; obtain
the same spatial position information. This unreasonable defect leads to ambiguity in
the 2D spatial position information and affects the performance of the model. For the
concatenation operation, the row and column encoding need to be spliced in the feature
dimension. In this way, the first half of the feature dimension represents the row position
information, and the second half represents the column position information. Using this
approach, they are not confused and more clearly represent the spatial position information
augmented by feature position. As shown in Table 3, compared with the addition operation,
the concatenation operation achieves higher scores in most metrics except for SPICE, in
which the two operations obtain the same score, and even obtains a relative improvement of
1.0% in CIDEr. The results clearly confirm our view that the concatenation operation (that
is feature augmentation) is more stable and better than the addition operation (information
fusion) in representing 2D position information.

Table 3. Comparison of different feature fusion methods of CSPE and DSPE. All scores are shown
as percentages. h indicates hard-coding, t indicates self-learning (trainable), PF indicates position
feature, A indicates addition, and C indicates concatenation.

ResNet101 + Transformer B1 B4 M R C S W
+CSPE(h)PF(C) 74.0 33.6 26.8 54.9 104.2 19.7 55.5
+CSPE(h)PF(A) 73.5 33.3 26.6 54.7 103.2 19.7 55.2

+DSPE(h) 73.6 33.4 26.6 54.7 103.4 19.6 55.2
+CSPE(t)PF(C) 74.0 33.6 26.6 54.8 103.9 19.6 55.3
+CSPE(t)PF(A) 74.0 33.5 26.5 54.7 103.5 19.5 55.2

+DSPE(t) 74.0 33.5 26.6 54.8 103.9 19.7 55.3

4.4.3. Hard Coding and Trainable

For DSPE, the pixels whose positions are symmetrical about the diagonal will obtain
the same feature encoding. In theory, DSPE is a fast version of the addition operation of
the CSPE approach. As shown in Table 3, both methods achieve almost the same results
in the ablation experiment. For example, both DSPE (Hard) and CSPE (Hard) with PF
(ADD) achieve 26.6% in METEOR and 54.7% in ROUGE. Almost identical results were
also achieved with the trainable approach. However, since DSPE only needs to perform
position encoding once, there is a reduction in computational effort and time cost in training
and inference. Table 4 shows the comparison of the speed and parameter count between
different approaches.
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Table 4. Comparison of Time Cost and Computational Effort between different Approaches. C/s
indicates the time consumption for one iteration through the module, in seconds. GS/FPS indicates
the speed of sentence generation by the generator, in FPS. Note that since the hard-coded approach
does not involve trainable parameters, we denote it by “-” in the table.

Module C/s GS/FPS Parameter
+CSPE(h)PF(A) 0.0632 4.6 -

+DSPE(h) 0.0220 49 -
+CSPE(t)PF(A) 0.0082 8.5 49,152

+DSPE(t) 0.0068 10.2 47,104

4.4.4. Qualitative Analysis

In this section, using MS COCO 2014, we employ the base model without/with SPE,
CSPE, and DSPE, respectively, to obtain descriptive sentences and compare their differences,
as shown in Figure 3. The descriptive sentences generated by the base model have some
relevance to the image contents, but some important content is ignored. For example, in the
first image, the base model fails to recognize the horse, so the “riding horses” is described
as “standing”, and in the third image, it ignores the scene in the image. Compared with the
base model, the model with SPE captures more visual information, and it can describe the
parts that the base model cannot describe. However, it has the problem of misrepresenting
some objects; for example, it describes “gloves” as “bat” in the second image. Our proposed
methods produce more detailed sentences due to the spatial position information guidance.
In the third image, our proposed methods focus not only on the background of the image
“grass field”, but also on the number of zebras in the image, and use the corresponding
descriptive terms “two zebras” or “a couple of zebras”. The descriptive sentences obtained
by the model with our methods are closer to ground truth. The above analysis proves that
position encoding is important for the image captioning task, and spatial-based position
encoding can make a model pay more attention to details of the image and achieve more
consistency with human description habits than SPE.

4.5. Discussion

There has been a lot of work on position encoding in different vision models or vision
tasks, such as DETR [11], DAB [37], and MViT2 [38]. Compared with these models, our
CSPE has significant differences. Firstly, the other approaches aim to obtain the center
coordinates of the predefined object boxes (anchors), while our methods aim to obtain
the 2D coordinates of each pixel on the feature map. Secondly, the other approaches use
the position encoding in the query component at each layer of the decoder, while ours
is in the self-attention module in the feature enhancement module at each layer of the
decoder, which is mainly used to preserve the pixels’ spatial position information in the
image captioning task. Finally, in terms of operation implementation, the other approaches
generally use the addition operation to fuse information, while our approach mainly
adopts concatenation to augment feature position in feature maps. The above analysis and
experiment results have proved that concatenation has a good effect and rationality. In
addition, the Transformer-based classification network ViT [27], swin [28], and others use
position encoding to the patches of the image before the feature extractor. This approach
belongs to the sequence position encoding category, that is SPE. In contrast, our approach
is mainly used after the feature extractor, to solve the 2D spatial position information loss
problem when the visual feature map is flattened into a sequence.
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Base: a group of people standing on a sandy beach.
Sequence PE: a group of people riding horses on a beach.
GT: two men are riding horses along the beach.
CSPE: a couple of people riding horses on a beach.
DSPE:two people riding horses on a beach.

Base: a baseball player on top of a field .

Sequence PE: a baseball player holding a bat on top of a
field .

GT: a catcher squatting at a base with his gloved
hand extended.

CSPE: a baseball player holding baseball gloves on a
field.

DSPE: a baseball player holding a catchers mitt on top of
a field.

Base: a number of zebras in a field near one another.
Sequence PE: a herd of zebra standing on top of a dry
grass field.

GT: two zebras standing next to each other in a dry
grass field.

CSPE: a couple of zebras standing next to each other in a
field of tall grass.

DSPE: two zebras standing next to each other on top of a
dry grass field.

Figure 3. Comparison of sentences generated by different models, baseline, SPE, GT, and our CSPE
and DSPE, in which GT represents Ground Truth. Where the bold items represent the ground truth
given by the dataset and the red parts represent the statements generated by our method.

4.6. Robustness on Medical Application

Image captioning has a wide range of applications in medicine, such as medical
imaging. One of the important research directions in medical imaging is automatically gen-
erating radiology reports. In [39], the authors extended the image to text model to medical
datasets. In order to verify the effectiveness and robustness of our proposed methods in
application, we select the memory-driven Transformer [2] model (MD-Transformer), one of
the recent advanced models in automatically generating radiology reports applications,
as a base model, and change the position encoding in the model with our approaches to
validate that our approaches offer an improvement in performance.

MD-Transformer is an image captioning model for automatic generation of radiology
reports, which, in common with our proposed method, also employs a ResNet-Transformer
and uses sequence position encoding. To ensure a fair comparison, based on the IU X-RAY
dataset, we set various hyperparameters to be the same as those used in the original model
during training. In order to demonstrate the best improvement in performance, we choose
two methods with the best performance as shown by the ablation experiments, CSPE (hard)
and DSPE (trainable), to replace the position encoding in the original model.

As shown in Table 5, our methods improve the performance of MD-Transformer. CSPE
(hard) demonstrates an improvement of 1.3% in BLEU-3 and 1.7% in BLEU-4, but shows
a reduction by 0.1% in ROUGE. Although the DSPE (trainable) method performs poorly
on BLEU-1 and BLEU-2 (reduced by 0.5% and 0.1%, respectively), it demonstrates some
improvement in other metrics, especially in ROUGE, which is improved by 3.8%. From the
above analysis, we can conclude that CSPE (hard) and DSPE (trainable) have improved
the performance of the model within the error tolerance, making the reports generated by
MD-Transformer [2] more accurate. Our methods have proven to be equally effective for
practical medical applications, and have strong portability.
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Table 5. Performance improvement with Memory-Driven Transformer. All models are optimized
with cross-entropy loss.

Memory-Driven Transformer B1 B2 B3 B4 M R
Baseline 47.0 30.4 21.9 16.5 18.7 37.1
+DSPE(trainable) 46.5 30.3 22.8 17.5 19.0 40.9
+CSPE(hard) 47.8 31.2 23.2 18.2 19.6 37.0
4.7. Comparing with the State-of-the-Art
In order to fairly compare our proposed approach with those of the current state-of-the-art
models, such as LSTM-A [40], RENet [41], Up-Down [42], GCN-L [18], LBPF [43], SGAE [19],
AoANe [44], X-LAN [45], X-T [45], CBTIC [46], we replace ResNet101 with swin Transformer,
remove the last pooling and classification layers, and add a linear layer, a GELU activation
function layer, a layer normalization and a dropout layer, as shown in the following formula:
Xout = Dropout(Layernorm(GELU (Linear(x;,)))). (5)
where x;, denotes the input features and x,,; denotes the output features, both of which
have dimensions of (B,L,C).
We add CSPE and DSPE, respectively, to the models. We also use beam search to
select the best sentence and the beam-size parameter is 3. The results are reported on the
Karpathy test split for offline evaluation, and are shown in Table 6.
Table 6. Comparison of our proposed methods with state-of-the-art models. All models are optimized
with cross-entropy loss.
Model Bl B2 B3 B4 M R C S
LSTM-A [40] 754 - - 35.2 26.9 55.8 108.8 20.0
RFNet [41] 76.4 60.4 46.6 35.8 274 56.5 112.5 20.5
UP-Down [42] 77.2 - - 36.2 27.0 56.4 113.5 20.3
GCN-L [18] 77.3 - - 36.8 27.9 57.0 116.3 20.9
LBPF [43] 77.8 - - 37.4 28.1 57.5 116.4 21.2
SGAE [19] 77.6 - - 36.9 27.7 57.2 116.7 209
AoANet [44] 774 - - 37.2 28.4 57.5 119.8 21.3
X-LAN [45] 78.0 62.3 48.9 38.2 28.8 58.0 122.0 21.9
X-T [45] 77.3 61.5 47.8 37.0 28.7 57.5 120.0 21.8
CBTIC [46] 78.0 62.2 48.5 37.5 29.1 58.2 122.6 22.3
Ours(DSPE) 77.7 62.1 48.6 38.1 28.9 57.9 122.6 22.0
Ours(CSPE) 779 62.4 49.0 38.5 29.0 58.3 123.6 22.1

Our CSPE achieves better results, and its overall performance is better than most of the
current peer models, especially in terms of BLEU-4 and CIDEr scores (38.5% and 123.6%,
respectively). Compared with CBTIC’s SOTA model, our model achieves competitive
results for BLEU-1 (77.9% vs. 78.0%) and ROUGE (58.3% vs. 58.2%), and even outperforms
CBTIC in some metrics, such as BLEU-4 and CIDEr, both of which show a 1% improvement.
Although DSPE is slightly inferior in performance, it outperforms X-Transform on most
evaluation metrics. If we use more advanced backbone networks such as EfficientNet-
(v2) [47] and ConNeXt [48], our model will achieve even better performance.

5. Conclusions

In this paper, we analyze why spatial position information is lost in traditional im-
age captioning models, clarify the necessity of spatial position encoding, and propose a
coordinate-based spatial position coding (CSPE) approach. CSPE encodes the positional
information of feature pixels from both row and column, which effectively enhances the
positional representation of visual features. To reduce the time cost, we also explore a
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diagonal-based spatial position encoding (DSPE) approach. Compared to CSPE, DSPE is
slightly worse in performance but is computationally faster. On MS COCO 2014, CSPE
and DSPE boost CIDEr by 5.7% and 5.4%, respectively, over a baseline model without
sequence-based spatial encoding, which effectively improves the quality of the generated
sentences. In addition, in medical captioning, the proposed methods improve the accu-
racy of the generated reports, which verifies their plug-and-play ability and robustness.
However, the proposed methods cannot be extended to larger-resolution images due to the
fixed encoding mode. In future work, we will further explore more optimized positional
representations to address this limitation and continue to investigate the impact of visual
positional encoding on visual and textual alignment.
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