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Abstract

The exponential growth of multi-modal data in the real world poses significant challenges
to efficient retrieval, and traditional single-modal methods are no longer suitable for the
growth of multi-modal data. To address this issue, hashing retrieval methods play an im-
portant role in cross-modal retrieval tasks when referring to a large amount of multi-modal
data. However, effectively embedding multi-modal data into a common low-dimensional
Hamming space remains challenging. A critical issue is that feature redundancies in ex-
isting methods lead to suboptimal hash codes, severely degrading retrieval performance;
yet, selecting optimal features remains an open problem in deep cross-modal hashing. In
this paper, we propose an end-to-end approach, named Robust Supervised Deep Discrete
Hashing (RSDDH), which can accomplish feature learning and hashing learning simul-
taneously. RSDDH has a hybrid deep architecture consisting of a convolutional neural
network and a multilayer perceptron adaptively learning modality-specific representations.
Moreover, it utilizes a non-redundant feature selection strategy to select optimal features
for generating discriminative hash codes. Furthermore, it employs a direct discrete hashing
scheme (SVDDH) to solve the binary constraint optimization problem without relaxation,
fully preserving the intrinsic properties of hash codes. Additionally, RSDDH employs
inter-modal and intra-modal consistency preservation strategies to reduce the gap between
modalities and improve the discriminability of learned Hamming space. Extensive exper-
iments on four benchmark datasets demonstrate that RSDDH significantly outperforms
state-of-the-art cross-modal hashing methods.

Keywords: cross-modal retrieval; spectral regression; deep learning; feature selection;
discrete hashing

1. Introduction
Single-modality tasks have already demonstrated very satisfactory results, such as

Image Tagging [1], Document Summarization [2], and Keyword Tagging [3]. However,
with the development of technology, real-world data is increasingly showing a trend of
multi-modal development. For example, in social networks such as Flickr and Facebook,
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users may record events by images and associated texts. Multi-modal data have been
rapidly increasing following the fast development of techniques during the past few years.
Cross-modal retrieval aims to take the data of one modality as a query and retrieve relevant
data of another modality, such as using an image to search relevant text documents or
using text to search relevant images. In recent years, cross-modal retrieval has attracted
increasing attention and has been extensively studied in many application fields. And a
number of cross-modal retrieval methods have been proposed. For example, canonical
correlation analysis [4] and partial least squares regression [5,6] are popular cross-modal
retrieval methods.

Considering the efficiency of cross-modal retrieval, hashing has recently been paid
more and more attention from the approximate nearest neighbor research community [7]
due to its low storage cost and fast retrieval speed. The goal of hashing is to map the
data points from original space into a Hamming space of binary hash codes, where the
similarity in the original space is preserved in the Hamming space. A great number of
methods based on hashing have been proposed to perform cross-modal retrieval tasks.
For instance, by extending spectral hashing [8] to multi-modal data, cross-view hashing [9]
and inter-media hashing [10] have been proposed to accomplish cross-modal retrieval.

Although existing hashing methods have made contributions to effectively and effi-
ciently perform cross-modal retrieval tasks, the retrieval performance of most of them is
still far from satisfactory. One reason may be that those methods usually employ tradi-
tional hand-crafted feature representations for cross-modal retrieval. For example, local
binary patterns (LBPs), scale-invariant feature transform (SIFT) and histogram of oriented
gradients (HOG) are usually used for depicting image features. As for text, latent Dirichlet
allocation (LDA), the replicated softmax model (RSM) and bag of words (BoW) are typically
used for describing text features. However, those hand-crafted features are not universal
for different cross-modal retrieval tasks. As a result, the achieved cross-modal retrieval
performance is usually dissatisfactory. Another reason for the dissatisfactory retrieval
performance may be that most of those methods are based on shallow architectures which
cannot thoroughly exploit useful information for specific cross-modal retrieval tasks.

1.1. Motivation

Recently, deep learning has proved its powerful learning capacity and has been
successfully applied in different applications [11,12]. A few cross-modal retrieval methods
based on deep learning have also been proposed [7,13–17]. Those methods have shown
that deep learning-based cross-modal retrieval methods can exploit useful information
more effectively than shallow architecture-based learning methods. In this paper, we
mainly focus on formulating an end-to-end cross-modal hashing retrieval model with
deep learning architecture, and anticipate that the learned deep learning features can
be optimally compatible with specific cross-modal retrieval tasks. Simultaneously, we
expect that heterogeneous correlations of multi-modal data can be effectively exploited for
conducting cross-modal retrieval.

Furthermore, in each modality, the discriminant capabilities of different types of
features are different, and there might be redundancies in those features. For existing
cross-modal hashing retrieval methods, without employing a feature selection strategy,
suboptimal binary hash codes might be generated. In particular, for existing deep cross-
modal hashing retrieval methods, although the learned deep features and specific cross-
modal retrieval tasks are highly compatible, more appropriate and non-redundant features
also might not be selected for generating binary hash codes. It is necessary to select suitable
and non-redundant features for generating optimal hash codes to effectively perform cross-
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modal retrieval. How to conduct feature selection in end-to-end deep cross-modal hashing
retrieval is another main concern addressed in this paper.

Moreover, existing deep cross-modal hashing retrieval methods have demonstrated
that they can always achieve promising cross-modal retrieval performance [7,18]. Unfortu-
nately, since binary hash code learning is essentially a discrete learning problem, it cannot
be solved easily. A number of existing hashing methods solve the discrete learning problem
by conducting a relaxation for the discrete constraint and transforming the problem into a
continuous learning problem [19,20]. In this way, although the discrete learning problem
can be solved easily, the relaxation procedure may adversely affect the learned binary hash
codes. In this paper, we also formulate the cross-modal retrieval problem as a discrete
hash code learning problem. How to directly solve the discrete learning problem in our
cross-modal hashing approach is also our concern in this paper.

1.2. Contribution

In this paper, we make efforts to address the issues stated above. The main contribu-
tions of our study are summarized as the following four points:

(1) To effectively and fully exploit useful information, we design an end-to-end deep
cross-modal hashing model by simultaneously employing intra-modal and inter-modal
consistency preservation strategies. On the one hand, the deep learning architecture of
the model can make the learned features optimally compatible with specific cross-modal
retrieval tasks. On the other hand, heterogeneous correlations can be effectively exploited
to reduce the gap between modalities by the inter-modal consistency preservation strategy,
and the intra-modal consistency preservation strategy can improve the discriminability of
learned Hamming space.

(2) Aiming to select discriminative and non-redundant features in our end-to-end
deep cross-modal hashing model, we design a non-redundant feature selection strategy
based on spectral regression with regularization. With the feature selection strategy, robust
and discriminative features with minimum redundancy can be selected for generating
binary hash codes with more discriminability to effectively improve cross-modal retrieval
performance. To the best of our knowledge, the non-redundant feature selection problem
has not been studied in existing deep cross-modal hashing retrieval methods.

(3) To directly solve the discrete learning problem in our cross-modal hashing approach,
a discrete hashing scheme called Singular Value Decomposition-based Discrete Hashing
(SVDDH) is proposed to obtain better binary hash codes for enhancing the performance of
cross-modal retrieval.

(4) Experimental results on three widely used datasets demonstrate that our
proposed approach can achieve superior cross-modal retrieval performance to the
state-of-the-art methods.

1.3. Organization

The rest of the paper is organized as follows. In Section 2, we briefly review the related
work. Section 3 details our RSDDH approach. The optimization of RSDDH is given in
Section 4. In Section 5, experimental results are reported. Section 6 provides a further
discussion and analysis. And conclusions are drawn in Section 7.

2. Related Work
2.1. Deep Learning

During the past several years, a large number of deep learning methods have been
proposed [12,21–29], and some of them have been successfully applied in different appli-
cations. For instance, Lecun et al. [30] proposed a convolutional neural network (CNN)
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structure to deal with handwritten digit recognition. AlexNet proposed in [23] achieved
superior image classification performance on the ImageNet large-scale visual recognition
challenge. Jia et al. [31] provided a CaffeNet implementation of deep convolutional neural
networks (CNNs). For natural language processing, a number of deep learning methods
were also proposed. For example, Graves et al. [11] proposed a deep learning model based
on deep recurrent neural networks for speech recognition. And the multilayer perceptron
(MLP) [32] is also a widely used deep learning model in natural language processing.

2.2. Shallow Cross-Modal Hashing

Hashing is a promising solution to the cross-modal retrieval problem due to its effi-
ciency of searching in large-scale multi-modal datasets [33]. According to whether semantic
labels are used or not, existing shallow cross-modal hashing methods can be categorized
into unsupervised methods and supervised methods. Unsupervised methods generally
utilize only the features of training data in different modalities to exploit intra-modality and
inter-modality correlations for learning hash functions that project features from original
modality spaces into Hamming spaces. For example, Liu et al. [34] proposed a fusion
similarity hashing method, which explicitly embeds the graph-based fusion similarity
across modalities into a common Hamming space. Ding et al. [35] proposed a collective
matrix factorization hashing (CMFH) method, which learns unified hash codes by collective
matrix factorization with a latent factor model from different modalities of one instance.
Wang et al. [36] proposed a semantic-rebased cross-modal hashing method, which utilizes
sparse graph structures to exploit similarity information to address the degradation prob-
lem. Wang et al. presented a robust and flexible discrete hashing method and semantic
topic multi-modal hashing method in [37].

Supervised cross-modal hashing methods aim to further distill cross-modal correlation
and reduce semantic gaps by exploiting available supervised information like semantic
labels or semantic affinities of training data [38]. For example, based on collective matrix
factorization, Tang et al. [39] proposed supervised matrix factorization hashing (SMFH)
to learn unified hash codes for different modalities of an instance, which considers both
the label consistency across different modalities and the local geometric consistency in
each modality. Wang et al. [40] proposed a label-consistent matrix factorization hashing
method which focuses on directly utilizing semantic labels to guide the hashing learning
procedure. To preserve label separability, kernel discriminant analysis is used to enrich
the discrimination ability of learned binary codes [41]. Shen et al. [42] proposed a method
exploiting subspace relation, which exploits relation information of labels in semantic space
to make similar data from different modalities closer in the low-dimensional Hamming sub-
space. Zhang and Li [43] proposed semantic correlation maximization (SCM) to seamlessly
integrate semantic labels into a hashing learning procedure for large-scale data model-
ing, which utilizes all supervised information for training with linear-time complexity by
avoiding explicitly computing the pairwise similarity matrix. Mandal et al. [44] proposed a
generalized semantic preserving hashing method, which can work in single-label, multi-
label, and both paired and unpaired scenarios while preserving the semantic similarity
between data points. Meng et al. [45] proposed an asymmetric, supervised, consistent and
specific hashing method, which explicitly decomposes the mapping matrices into consistent
and modality-specific ones to sufficiently exploit the intrinsic correlation between different
modalities. Song et al. [46] proposed Deep Self-Enhanced Hashing (DSEH), which simul-
taneously preserves the multi-level semantic similarity of known multi-label data while
learning OOD-robust hash codes through bounded cosine quadruplet loss that explicitly
constrains distances between known and pseudo-OOD samples in Hamming space.
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2.3. Deep Cross-Modal Hashing

Some existing deep learning methods for multi-modal embedding [47,48] have proven
that deep learning can discover useful information more effectively than shallow learning
methods. Inspired by those works, a few deep cross-modal hashing methods were proposed
for the cross-modal retrieval problem. For example, Ma et al. [49] proposed a multi-level
correlation adversarial hashing method to integrate multi-level correlation information
into hash codes. Xie et al. [50] proposed a multi-task consistency-preserving adversarial
hashing method, in which a multi-task adversarial learning module is used to make
modality-common representations of different modalities close to each other in feature
distribution and semantic consistency. Jiang et al. [7] formulated an end-to-end deep
learning framework, which preserves cross-modal similarity by minimizing a negative log
likelihood. Wu et al. [51] proposed a deep generative method to learn hash functions in the
absence of paired training samples through cycle consistency loss. Cao et al. [18] proposed a
collective deep quantization (CDQ) approach, which attempts to introduce quantization in
an end-to-end deep architecture for cross-modal retrieval. Yang et al. [52] proposed a deep
cross-modal hashing method named pairwise relationship-guided deep hashing (PRDH),
which integrates different types of pairwise constraints to determine the similarities of the
hash codes from an intra-modal view and an inter-modal view, respectively. Liong et al. [53]
proposed a cross-modal deep variational hashing (CMDVH) method to obtain unified
binary hash codes for image and text modalities. Deng et al. [54] proposed a triplet-based
deep hashing network that utilizes triplet labels for cross-modal retrieval.

In this paper, we propose a deep cross-modal hashing approach termed Robust Super-
vised Deep Discrete Hashing (RSDDH) for cross-modal retrieval. RSDDH is an end-to-end
deep learning architecture seamlessly integrating deep feature learning and hash code
learning. In the learning process, deep feature learning can give feedback to hash code
learning and vice versa. RSDDH can adaptively learn optimal feature representations for
specific tasks via the deep learning architecture. The inter-modal consistency preservation
strategy used in RSDDH can capture the heterogeneous correlations across different modal-
ities to reduce the gap between them. In RSDDH, the intra-modal consistency preservation
strategy can enhance the discriminability of the learned Hamming space. Additionally, RS-
DDH can select robust and discriminative features with minimum redundancy to generate
superior binary hash codes. Figure 1 illustrates the overall framework of our proposed
approach, RSDDH.

Figure 1. Overall framework of our proposed approach, RSDDH. The deep neural networks for
image and text modalities can make the learned deep features (i.e., the output of Fc3 and Fc7) be
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optimally compatible. By employing the formulated feature selection strategies for image and text
modalities, discriminative features with minimum redundancy can be selected from the learned
deep features to generate binary hash codes. The intra-modal consistency preservation strategy can
improve the discriminability of learned Hamming space. The inter-modal consistency preservation
strategy can reduce the gap between modalities in learned Hamming spaces of image and text
modalities. The loss function of RSDDH is formulated according to the aforementioned strategies.

3. Robust Supervised Deep Discrete Hashing
3.1. Symbol Definition and Problem Formulation

Suppose that we have n training instances with image–text pairs denoted by (V, T),
where V =

{
vi ∈ Rr×1}n

i=1 denotes raw pixels of the n training instances in the image
modality. Moreover, T =

{
ti ∈ Rs×1}n

i=1 denotes features of the n training instances in
the text modality, where ti is typically the tag information related to the image of the ith
training instance. We denote the class label information corresponding to the n training
instances by Y = [y1, y2, . . . , yn] ∈ Rc×n, where c is the class number. For the class label
vector yi(i = 1, 2, . . . , n), if the ith instance belongs to the kth class, then the kth element of
the vector yi is 1. Otherwise, the kth element of the vector yi is 0.

The goal of our RSDDH approach is to learn binary hash codes
{

b(v)i ∈ {−1,+1}k×1
}n

i=1

and
{

b(v)t ∈ {−1,+1}k×1
}n

i=1
for training instances in the image modality and text

modality, respectively. For out-of-sample instances, RSDDH learns hash functions
h(v)(v) ∈ {−1,+1}k×1 and h(t)(t) ∈ {−1,+1}k×1 for the image modality and text
modality, respectively. In this paper, we utilize commonly used linear hash func-
tions. Then, the hash functions in image and text modalities are respectively defined as
h(v)(v) = sign

(
PT

v f (v; θv)
)

and h(t)(t) = sign
(

PT
t g(t; θt)

)
, where sign(·) is an element-wise

sign function, and (·)T denotes the transpose of a matrix. f (v; θv) and g(t; θt) are the deep
learning features of one training instance (v, t) in image and text modalities. θv and θt

are the network parameters of the deep neural networks for the image modality and text
modality, respectively. Pv and Pt are linear projection matrices that map the deep learning
features f (v; θv) and g(t; θt) to latent spaces. Table 1 tabulates important symbols of the
paper and their definition.

Table 1. List of important symbols.

Symbol Definition

V(T) The n training instances in image (text) modality
Y Class label information of n training instances

B Binary hash codes of n training instances

F(G) Deep learning feature matrix of n training instances in image (text) modality

Pv(Pt) Projection matrix of image (text) modality for feature selection in image (text) modality

b(v)i (b(t)i ) Binary hash codes of the ith training instance in image (text) modality

θv(θt) Network parameter of the deep neural network for image (text) modality

vi(vt) The ith training instance in image (text) modality
f (v; θv)(g(t; θt)) Deep learning feature of one training instance in image (text) modality

3.2. Feature Learning
3.2.1. Image Feature Learning

The deep neural network (DNN) for the image modality is a CNN adapted from
AlexNet [23] with seven layers. For the CNN model, we make the first six layers the same
as those in the AlexNet model. And we employ a fully connected layer as the last layer
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with the output of this layer being the learned image features. The details of each layer are
tabulated in Table 2.

Table 2. Configurationof the CNN for image modality.

Name Type Input Size Filter Number/Size/
Stride/Pad

Activation
Function

Conv1 Convolution 227 × 227 96/11 × 11/4/0 ReLU

Conv2 Convolution 27 × 27 256/5 × 5/1/2 ReLU

Conv3 Convolution 13 × 13 384/3 × 3/1/1 ReLU

Conv4 Convolution 13 × 13 384/3 × 3/1/1 ReLU

Conv5 Convolution 13 × 13 256/3 × 3/1/1 ReLU

Fc6 Fully connected 6 × 6 N/A ReLU

Fc7 Fully connected 4096 × 1 N/A TanH

In the CNN for the image modality, seven layers are divided into five convolutional
layers and two fully connected layers, which are denoted as “Conv1-Conv5” and “Fc6-Fc7”,
respectively. The images are fed into the CNN as input. ReLU (Rectified Linear Unit)
is utilized as the nonlinear activation function for the first six layers. For the layer Fc6,
dropout is applied with a rate of 0.5 to prevent overfitting. The output features of Fc6
are fed to the fully connected layer Fc7, which has d(v) neurons. And hyperbolic tangent
(TanH) is employed as the activation function of the last layer Fc7. Finally, the features of
size d(v) × 1 corresponding to the input images are obtained. Using RELU as the activation
function does not require exponential operations, which accelerates the convergence of
training and avoids the vanishing gradient problem. It is the best choice to balance our
retrieval performance and efficiency.

3.2.2. Text Feature Learning

Since text features are usually more discriminative than image features, the relationship
between text features and their semantics can be more easily built. We adopt the multilayer
perceptron (MLP) [32] comprising three fully connected layers to construct an MLP DNN
to map text features from original feature space into semantic space. And the three fully
connected layers are denoted as Fc1, Fc2 and Fc3, respectively. Similar to the fully connected
layers of the text modality in [7], ReLU is utilized as the nonlinear activation function for
the first two fully connected layers. And hyperbolic tangent (TanH) is employed as the
activation function of the last layer Fc3. The dimension of the text DNN is d(t); in other
words, there are d(t) neurons in the last layer of the text DNN. The detailed configuration
of the MLP DNN for the text modality is shown in Table 3.

Table 3. Configurationof the DNN for text modality.

Name Type Input Size Number of Nodes Activation Function

Fc1 Fully connected s × 1 4096 ReLU

Fc2 Fully connected 4096 × 1 4096 ReLU

Fc3 Fully connected 4096 × 1 d(t) TanH

It is worth mentioning that other DNNs might also be employed to conduct feature
learning for deep cross-modal retrieval in this paper, which will be left for future study.
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3.3. Hash Code Learning

For the ith instance (vi, ti), let f (vi; θv) ∈ Rd(v)×1 denote the learned image feature
which corresponds to the output of the DNN for the image modality. F ∈ Rd(v)×n denotes
the deep learning feature matrix of the training instances in the image modality with the ith
column vector being f (vi; θv). Furthermore, let g(ti; θt) ∈ Rd(t)×1 denote the learned text
features which correspond to the output of the MLP DNN for the text modality. G ∈ Rd(t)×n

represents the deep learning feature matrix of the n training instances in the text modality
with the ith column vector being g(ti; θt).

3.3.1. Deep Hash Code Learning with Non-Redundant Feature Selection Strategy

Assume that the projected deep learning features PT
v f (vi; θv) and PT

t f (ti; θt) of the ith
training instance in image and text modalities can produce binary hash codes b(v)i and b(t)i
in Hamming spaces, respectively. In general, image and text modalities contain redundant
features. It is beneficial to minimize the redundancy among the features in the image
modality and text modality. Inspired by the theory of spectral feature selection [55], we
formulate a non-redundant feature selection strategy based on spectral regression with
l2,1-norm regularization for conducting feature selection in both the image modality and
text modality. Then, we formulate the following optimization problem to obtain binary
hash codes for the instances in image and text modalities:

min
{b(v)i }n

i=1,

{b(t)i }n
i=1,

Pv ,Pt ,θv ,θt

J1 =
n

∑
i=1

∥∥∥PT
v f (vi; θv)− b(v)i

∥∥∥2

2
+ γ1

(∥∥∥FT Pv − Z(v)
∥∥∥2

F
+ ∥Pv∥2,1

)

+
n

∑
i=1

∥∥∥PT
t g(ti; θt)− b(t)i

∥∥∥2

2
+ γ2

(∥∥∥GT Pt − Z(t)
∥∥∥2

F
+ ∥Pt∥2,1

)
+ γ3

(∥∥∥PT
v F1

∥∥∥2

F
+
∥∥∥PT

t G1
∥∥∥2

F

)
(1)

s.t. b(v)i ∈ {−1,+1}k×1, b(t)i ∈ {−1,+1}k×1

where γ1, γ2 and γ3 are non-negative trade-off parameters, 1 represents a vector with all
elements being 1, ∥· ∥2,1 and ∥· ∥F respectively denote the Frobenius norm and l2,1-norm of

a matrix [56]. Following the reference [55], Z(v) = [z(v)1 , . . . , z(v)n ]T and Z(t) = [z(t)1 , . . . , z(t)n ]T

are obtained based on two similarity matrices and singular value decomposition, where
z(v)i ∈ Rk×1 and z(t)i ∈ Rk×1(i = 1, 2, . . . , n).

The first and third terms of J1 in Equation (1) are the quantization errors in the image
modality and text modality, respectively. The terms

∥∥PT
v F1

∥∥2
F and

∥∥PT
t G1

∥∥2
F in Equation (1)

are employed to make each bit of binary hash code balanced on all the training instances.
More specifically, the numbers of +1 and −1 for each bit on all the training instances should
be almost the same. This constraint can be used to maximize the information provided by
each bit.

The terms
∥∥∥FT Pv − Z(v)

∥∥∥2

F
+ ∥Pv∥2,1 and

∥∥∥GT Pt − Z(t)
∥∥∥2

F
+ ∥Pt∥2,1 in Equation (1) are

respectively formulated to select discriminative and non-redundant features from the
image modality and text modality to generate binary hash codes with more discriminability.
For the l2,1-norm based regularization terms ∥Pv∥2,1 and ∥Pt∥2,1 in the above-stated two
terms, when they are applied together with regression, they can select features across all
data points with joint sparsity, i.e., each feature either has small scores for all data points or
large scores over all data points [57]. We call the above-stated feature selection strategy as
the non-redundant feature selection strategy in our RSDDH approach.
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3.3.2. Intra-Modal Consistency Preservation

Intra-modal similarity can reflect the neighborhood relationships among feature vec-
tors in each modality. The intra-modal similarity S(v)

ij of two feature vectors vi and vj in the
image modality can be defined as follows:

S(v)
ij =

1, if vi ∈ Nki
(vj) or vj ∈ Nki

(vi)

0, otherwise
(2)

where Nk1(vi) denotes the set of k1-nearest neighbors of the feature data point vi. Similarly,

the intra-modal similarity S(t)
ij of two feature vectors ti and tj in the text modality can be

defined as follows:

S(t)
ij =

1, if ti ∈ Nki
(tj) or tj ∈ Nki

(ti)

0, otherwise
(3)

where Nk1(ti) denotes the set of k1-nearest neighbors of the feature data point ti.
To preserve the intra-modal consistency of each modality between original feature

space and Hamming space, we formulate the minimization problem as follows:

min
{b(v)i }n

i=1,

{b(t)i }n
i=1

J2 =
n

∑
i=1

n

∑
j=1

S(v)
ij

∥∥∥b(v)i − b(v)j

∥∥∥2

2
+

n

∑
i=1

n

∑
j=1

S(t)
ij

∥∥∥b(t)i − b(t)j

∥∥∥2

2
(4)

s.t. b(v)i ∈ {−1,+1}k×1, b(t)i ∈ {−1,+1}k×1

Overall, by conducting intra-modal consistency preservation, i.e., by ensuring that
the neighborhood structure of each data point in original space can be well preserved in
Hamming space, we can improve the discriminability of learned Hamming space.

3.3.3. Inter-Modal Consistency Preservation

By using label information, we can define the semantic affinity matrix of feature
vectors vi(i = 1, 2, . . . , n) from the image modality and tj(j = 1, 2, . . . , n) from the text
modality as follows:

Cij =

1, if vi and tj have the same semantics

0, otherwise
(5)

To clarify, we consider vi and tj to have the same semantics if vi shares at least
one label with tj, i.e., yT

i yj > 0 is satisfied. To preserve inter-modal consistency between
the image modality and text modality in Hamming spaces, we formulate the minimization
problem as follows:

min
{b̂(v)i }n

i=1,{b̂(t)i }n
i=1

J3 =
n

∑
i=1

n

∑
j=1

Cij

∥∥∥b̂(v)i − b̂(t)j

∥∥∥2

2
(6)

s.t. b̂(v)i ∈ {−1,+1}k×1, b̂(t)i ∈ {−1,+1}k×1

In short, performing inter-modal consistency preservation can effectively exploit the
heterogeneous correlations across the image modality and text modality and reduce the
gap between the two modalities in Hamming spaces.
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3.4. Overall Objective Function

According to the above analysis, the overall objective function of our RSDDH approach
can be formulated as follows:

min
{b(v)i }n

i=1,{b(t)i }n
i=1,

Pv ,Pt ,θv ,θt

J = J1 + J2 + J3 (7)

s.t. b(v)i ∈ {−1,+1}k×1, b(t)i ∈ {−1,+1}k×1

Existing works demonstrate that if data described in different modal spaces have the
same semantics, they are expected to have the same common latent space [9,58]. In this
paper, we assume that the instances in image and text modalities with the same semantics
are eventually represented by the same binary hash codes in a low-dimensional common
Hamming space. Then, we set b(v)i = b(t)i = bi(i = 1, 2, . . . , n). Further, the problem in
Equation (7) can be transformed to the following problem:

min
{b(v)i }n

i=1
Pv ,Pt ,θv ,θt

J̃ = J̃1 + J̃2 + J̃3 (8)

s.t. bi ∈ {−1,+1}k×1

where

J̃1 =
n

∑
i=1

∥∥∥PT
v f (vi; θv)− bi

∥∥∥2

2
+ γ1

(∥∥∥FT Pv − Z(v)
∥∥∥2

F
+ ∥Pv∥2,1

)
+

n

∑
i=1

∥∥∥PT
t g(ti; θt)− bi

∥∥∥2

2
+ γ2

(∥∥∥GT Pt − Z(t)
∥∥∥2

F
+ ∥Pt∥2,1

)
+ γ3

(∥∥∥PT
v F1

∥∥∥2

F
+
∥∥∥PT

t G1
∥∥∥2

F

)
(9)

J̃2 =
n

∑
i=1

n

∑
j=1

S(v)
ij

∥∥bi − bj
∥∥2

2 +
n

∑
i=1

n

∑
j=1

S(t)
ij

∥∥bi − bj
∥∥2

2 (10)

J̃3 =
n

∑
i=1

n

∑
j=1

Cij
∥∥bi − bj

∥∥2
2 (11)

Through a simple derivation, J̃1 can be rewritten as follows:

J̃1 =
∥∥∥FT Pv − B

∥∥∥2

F
+ γ1

(∥∥∥FT Pv − Z(v)
∥∥∥2

F
+ ∥Pv∥2,1

)
+
∥∥∥GT Pt − B

∥∥∥2

F
+ γ2

(∥∥∥GT Pt − Z(t)
∥∥∥2

F
+ ∥Pt∥2,1

)
+ γ3

(∥∥∥PT
v F1

∥∥∥2

F
+
∥∥∥PT

t G1
∥∥∥2

F

)
(12)

where B = [b1, b2, . . . , bn]T . J̃2 + J̃3 can be reformulated as

J̃3 =
n

∑
i=1

n

∑
j=1

wij
∥∥bi − bj

∥∥2
2 = 2tr

(
BT LB

)
(13)

where L = D − W is Laplacian matrix, D is diagonal matrix with the ith (i = 1, 2, . . . , n)

diagonal element being Dii =
n
∑

j=1
wij, W is a matrix with the element of the ith row and
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jth column being wij = S(v)
ij + S(t)

ij + Cij, and tr(· ) is the matrix trace operator. Combining
Equations (12) and (13), Equation (8) can be rewritten as follows:

min
B,Pv ,Pt ,θv ,θt

J̃ =
∥∥∥FT Pv − B

∥∥∥2

F
+ γ1

(∥∥∥FT Pv − Z(v)
∥∥∥2

F
+ ∥Pv∥2,1

)
+
∥∥∥GT Pt − B

∥∥∥2

F
+ γ2

(∥∥∥GT Pt − Z(t)
∥∥∥2

F
+ ∥Pt∥2,1

)
+ γ3

(∥∥∥PT
v F1

∥∥∥2

F
+
∥∥∥PT

t G1
∥∥∥2

F

)
+ 2 tr

(
BT LB

)
(14)

s.t. B ∈ {−1,+1}n×k

4. Optimization
To the best of our knowledge, the objective function in Equation (14) is not jointly

convex over all variables B, Pv, Pt, θt and θv. We adopt an alternating optimization strategy
to solve the unknown variables [7,37,40,52,59]. In other words, we update one variable
with the other variables fixed each time.

4.1. Update θv of Image Modality with B, Pv, Pt and θt Fixed

When B, Pv, Pt and θt are fixed, we learn the DNN parameter θv of the image modality
by using a back-propagation (BP) algorithm. As most existing deep learning methods [23],
we utilize stochastic gradient descent (SGD) with the BP algorithm to learn θv. More
specifically, in each iteration, we sample a mini-batch of instances from the training instance
set, and then carry out our learning algorithm based on the sampled instances.

Concretely, for each image feature data point vi of the sampled instances, we first
compute the following gradient:

∂ J̃
∂ f (vi; θv)

= 2(1 + γ1)PvPT
v f (vi; θv)− 2Pvbi − 2γ1Pvz(v)i + 2γ3PvPT

v F1 (15)

Then we can compute ∂ J̃
∂θv

with ∂ J̃
∂ f (vi ;θv)

by using the chain rule, based on which BP can be
used to update the parameter θv. Algorithm 1 displays the algorithm for obtaining the
DNN parameter θv.

Algorithm 1 Algorithm for obtaining DNN parameter θv.
Input: image feature matrix v, projection matrix Pv, binary hash code
matrix B, mini-batch size Nv, and iteration number iterv = [n/Nv].
Output: DNN parameter θv.
1: Initialize DNN parameter;
2: for i = 1, 2, . . . , iterv do;
3: Randomly sample Nv feature vectors from v to construct a mini-batch;
4: For each sampled point vi in the mini-batch, calculate f (vi; θv) by
forward propagation;
5: Calculate the derivative according to Equation (15);
6: Update the DNN parameter θv by using back propagation;
7: end for

4.2. Update θt of Text Modality with B, Pv, Pt and θt Fixed

When B, Pv, Pt and θt are fixed, we also learn the DNN parameter θt of the text
modality by using SGD with a BP algorithm. More specifically, for each text feature data
point ti of the sampled instances, we first compute the following gradient:

∂ J̃
∂g(ti; θt)

= 2(1 + γ2)PtPT
t g(ti; θt)− 2Ptbi − 2γ2Ptz

(t)
i + 2γ3PtPT

t G1 (16)
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Then we can compute ∂ J̃
∂θt

with ∂ J̃
∂g(ti ;θt)

by using the chain rule, based on which BP can be
used to update the parameter θt. We employ an algorithm similar to Algorithm 1 to obtain
DNN parameter θt.

4.3. Update Pv with B, Pt, θv and θt Fixed

When B, Pt, θv and θt are fixed, the problem in Equation (14) is reformulated as follows:

min
Pv

∥∥∥FT Pv − B
∥∥∥2

F
+ γ1

(∥∥∥FT Pv − Z(v)
∥∥∥2

F
+ ∥Pv∥2

F

)
+ γ3

∥∥∥PT
v F1

∥∥∥2

F
(17)

We propose an iterative algorithm based on the half-quadratic minimization [56,60,61] to
solve the objective function in Equation (17).

The minimization problem in Equation (17) can be reformulated as follows:

min
Pv

∥∥∥FT Pv − B
∥∥∥2

F
+ γ1

(∥∥∥FT Pv − Z(v)
∥∥∥2

F
+ tr(PT

v AvPv)

)
+ γ3

∥∥∥PT
v F1

∥∥∥2

F
(18)

In Equation (18), Av ∈ Rd(v)×d(v) is a diagonal matrix with the ith diagonal element being

aii
v = 1/

(
2
√∥∥Pi

v
∥∥2

2 + ϵ

)
(19)

where ϵ is a smoothing term, which is usually set to a small constant value [62].
By differentiating the objective function in Equation (18) with respect to Pv and setting

the derivative of Pv to zero, we obtain

F
(

FT Pv − B
)
+ γ1

(
F
(

FT Pv − Z(v)
)
+ AvPv

)
+ γ3F11T FT Pv = 0 (20)

Through a simple derivation, we have

Pv =
(
(1 + γ1)FFT + γ1 Av + γ3F11T FT

)−1
F(B + Zv) (21)

where (· )−1 denotes the inverse of a matrix.
Since the problem in Equation (18) is a convex problem, Pv is a global optimum

solution to the problem if and only if Equation (21) is satisfied. Note that Av is dependent
on Pv and is also an unknown variable. In this paper, we employ an iterative algorithm to
obtain the solution Pv such that Equation (21) is satisfied. It can be proved that the iterative
algorithm will converge to the global optimum [57]. Algorithm 2 briefly illustrates the
iterative algorithm for solving projection matrix Pv.

Algorithm 2 The iterative algorithm for solving projection matrix Pv.
Input: features F, binary hash code matrix B, maximum
iteration number itermax, threshold δ.
Output: projection matrix Pv.
1: Initialize Pv;
2: for iter = 1, 2, . . . , itermax do;
3: Compute aii according to Equation (19) and construct diagonal matrix Aiter

v ;
4: Compute Piter+1

v =
(
(1 + γ1)FFT + γ1 Av + γ3F11T FT)−1F(B + Zv);

5: if
∥∥Piter+1

v − Piter
v
∥∥2

F ≤ δ then
6: break
7: end if
8: end for
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4.4. Update Pt with B, Pv, θv and θt Fixed

When B, Pv, θv and θt are fixed, the problem in Equation (14) is reformulated as follows:

min
Pt

J̃ =
∥∥∥GT Pt − B

∥∥∥2

F
+ γ2

(∥∥∥GT Pt − Z(t)
∥∥∥2

F
+ ∥Pt∥2

1

)
+ γ3

∥∥∥PT
t G1

∥∥∥2

F
(22)

Similar to the optimization for solving Pv, we can achieve

Pt =
(
(1 + γ2)GGT + γ2 At + γ3G11TGT

)−1
G
(

B + Z(t)
)

(23)

where At ∈ Rd(t)×d(t) is a diagonal matrix with the ith diagonal element being

aii
t = 1/

(
2
√∥∥Pi

t
∥∥2

2 + ϵ

)
. Then, we solve Pt by using an algorithm similar to Algorithm 2.

4.5. Update B with Pv, Pt, θv and θt Fixed
4.5.1. Objective Function Reformulation

When Pv, Pt, θv and θt are fixed, the problem in Equation (14) is reformulated
as follows:

min
B

J̃ =
∥∥FT Pv − B

∥∥2
F +

∥∥GT Pt − B
∥∥2

F + 2tr
(

BT LB
)

(24)

s.t. B ∈ {−1,+1}n×k

By conducting a simple derivation for Equation (24), we have

min
B

J̃ =
∥∥FT Pv

∥∥2
F − 2tr

(
BPT

v F
)
+ ∥B∥2

F +
∥∥GT Pt

∥∥2
F

−2tr
(

BPT
t G
)
+ ∥B∥2

F + 2tr
(

BT LB
)

(25)

s.t. B ∈ {−1,+1}n×k

Since Pv, Pt, θv and θt are fixed,
∥∥FT Pv

∥∥2
F and

∥∥GT Pt
∥∥2

F are constant terms. They can be
ignored as they do not affect the optimization of B. Due to s.t. B ∈ {−1,+1}n×k, it can be
known that ∥B∥2

F = nk. Then, the term ∥B∥2
F can also be omitted. By dropping the constant

terms, Equation (25) can be reformulated as follows:

min
B

J̃ = tr
(

BT LB
)
− tr(BQ) (26)

s.t. B ∈ {−1,+1}n×k

where Q = PT
v F + PT

t G. It can be seen that the Q incorporates the feature information from
both image and text modalities.

4.5.2. Singular Value Decomposition-Based Discrete Hashing

Due to the discrete constraint, it is hard to directly solve the objective function in
Equation (26) to obtain the solution of the unknown binary hash code matrix B. In-
spired by the discrete cyclic coordinate descent method [63], we propose a Singular Value
Decomposition-based Discrete Hashing (SVDDH) scheme to solve the unknown discrete
variable B.

We can obtain Ũ ∑ ṼT by conducting singular value decomposition [64] for matrix L.
Then, Equation (26) can be rewritten as follows:

min
B

J̃ = tr
(

BTŨ ∑ ṼT B
)
− tr(BQ), s.t. B ∈ {−1,+1}n×k (27)
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Through a simple derivation, we have

tr
(

BTŨ ∑ ṼT B
)
= tr

(
bi

(
ũi

T ∑ ṼT
−iB−i + ṽi

T ∑ ŨT
−iB−i

))
+ const (28)

tr(BQ) = tr(QB) = tr(qibT
i + Q−iB−i) = tr(qibT

i ) + const (29)

where bT
i , ũi

T and ṽi
T respectively denote the ith row of B, Ũ and Ṽ; B−i, Ũi

T and Ṽi
T

represent all other rows in B, Ũ and Ṽ excluding bT
i , ũi

T and ṽi
T respectively; qi denotes

the ith column of Q; Q−i represents all other columns in Q excluding qi.
According to Equations (28) and (29), the solution of the unknown variable B in

Equation (27) can be obtained by solving the problem with respect to bi(i = 1, 2, . . . , n)
as follows:

min
bi

tr(bi(ũi
T ∑ ṼT

−iB−i + ṽT
i ∑ ŨT

−iB−i)− qibT
i ) (30)

s.t. B ∈ {−1,+1}k×1

Through a simple derivation, the problem in Equation (30) can be transformed to the
optimization problem as follows:

min
bi

bT
i (BT

−iṼ
T
−i ∑ Ũi + BT

−iŨ−i ∑ ṽi − qi) (31)

s.t. B ∈ {−1,+1}k×1

The problem in Equation (31) has a closed-form solution as follows:

bi = sign
(

qi − BT
−iṼ

T
−i ∑ Ũi − BT

−iŨ−i ∑ ṽi

)
, s.t. B ∈ {−1,+1}k×1 (32)

Algorithm 3 briefly summarizes the procedures of SVDDH.

Algorithm 3 SVDDH scheme.
Input: deep learning feature matrices F and G, projection matrices Pv
and Pt, Laplacian matrix L.
Output: binary hash code matrix B=[b1, b2, . . . , bi, . . . , bn]T ∈ {−1,+1}n×k.
1: Compute Q = PT

v F + PT
t G;

2: Obtain Ũ, Ṽ and ∑ by conducting SVD for matrix L;
3: for i = 1, 2, . . . , n do
4: Obtain ŨT ,ṼT

i and qi from Ũ, Ṽ and Q, respectively;
5: Obtain B−i, Ũ−i and ṼT

−i from B, Ũ and Ṽ, respectively;
6: Compute bi according to Equation (32);
7: end for

4.6. Complexity Analysis

In this subsection, we detail the time complexity of our RSDDH approach. The ob-
jective function of RSDDH is optimized by iteratively updating five different variables.

In the training phase, the time complexity of each iteration is O(N + Iv((d(v))
3
+ (d(v))

2
n)

+ It(d(v))
3
+ (d(v))

2
n) + kn3), where N denotes the number of trainable neural network

parameters in image and text modalities [65], Iv and It are the iteration numbers of the
iteration procedures for solving Pv and Pt, respectively.
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5. Experiments
5.1. Datasets

We conduct experiments on three widely used multi-modal datasets, i.e.,Wiki [66],
MIRFlickr [67], NUS-WIDE [68] and MSCOCO [69] datasets, to evaluate the performance
of our RSDDH approach.

The Wikidataset [66] contains 2866 pairs of images and documents from 10 categories.
The dataset was randomly split into a training set of 2173 image–document pairs and a
query set of the remaining 693 image–document pairs. Each document associated with
the corresponding image consists of several paragraphs, resulting in at least 70 words.
For each image, a 128-dimensional SIFT bag-of-visual words (BoVW) vector is used to feed
the hand-crafted feature-based methods. For texts, following the practices in [13] and [70],
each instance in the text modality is represented by a 3000-dimensional bag of words
(BoW) vector.

The MIRFlickr dataset [67] is a real-word dataset originally containing 25,000 instances
collected from the Flickr website, each being an image with its associated textual tags.
For each instance, i.e., each image–tag pair, it is annotated with at least 1 of 24 provided
semantic categories. Following the pretreatment in [7], we select those instances which
have at least 20 textual tags for our experiment. We randomly select 10,000 instances
to construct a training set, and 1000 instances to construct a query set. The text of each
instance in the text modality is represented as a 1386-dimensional BoW vector. For the
hand-crafted feature-based methods, each image is represented by a 512-dimensional GIST
feature vector.

The NUS-WIDE dataset [68] is a web image dataset downloaded from Flickr. The
dataset contains images with annotated tags from 81 semantic concepts. Each image
with its tag annotations can be taken as an image–text pair. Since some concepts contain
scarce image–text pairs, following state-of-the-art work [7], we choose those image–text
pairs that belong to the 21 largest concept categories as the experimental data. The se-
lected 21 categories include animal, buildings, clouds, grass, lakes, etc. In the chosen
experimental data, we randomly select 100 image–text pairs per category as the query set,
and 500 image–text pairs per category as the training set. The text of each instance in the
text modality is represented as a 1000-dimensional BoW vector. The hand-crafted feature
for each image is a 500-dimensional BoVW vector which is only used for hand-crafted
feature methods.

The MSCOCO dataset [69] serves as a broadly adopted benchmark that spans
object recognition, multimedia retrieval and semantic segmentation. It aggregates
123,287 real-world images whose objects have been meticulously segmented from com-
plex daily scenes. For our experiments, we retained 87,081 images annotated with 91
concept classes; associated captions were encoded as 2000-dimensional bag of words vec-
tors. From these, 5000 image–caption pairs were randomly designated as queries, and the
remainder formed the retrieval pool. A further random subset of 10,000 image–phrase
pairs from this pool was chosen for training.

5.2. Evaluation Metrics

We perform two kinds of cross-modal retrieval tasks. One is Img-to-Txt, i.e., using
images as a query to retrieve relevant texts. The other is Txt-to-Img, i.e., using texts as
queries to retrieve relevant images. We employ two popular metrics, i.e., mean aver-
age precision (MAP) and precision–recall, to evaluate the performance of cross-modal
retrieval. The larger value of MAP demonstrates the better cross-modal retrieval perfor-
mance. The precision–recall metric shows the precision at different recall levels, which can
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be obtained by varying the Hamming radius of the retrieved instances in a certain range
and calculating the precision and recall accordingly.

To obtain the MAP, average precision (AP) needs to be computed first. Given a query
with a group of retrieved instances, the value of its AP is defined as follows:

AP = 1/

(
R

∑
r=1

P(r)δ(r)

)
(33)

where N is the number of relevant instances in the retrieved set, P(r) denotes the precision
of the top r retrieved instances, δ(r) = 1 of the rth retrieved instance is a truly relevant
instance of the query instance, and otherwise δ(r) = 0. In this paper, for a query, its truly
relevant instances are defined as those sharing at least one label with it. Finally, the MAP
can be obtained by averaging the APs of all queries in the query set.

5.3. Baseline Methods and Experimental Settings

Baseline Methods. We compare our RSDDH approach with several recently published
state-of-the-art cross-modal hashing methods, including three shallow cross-modal hashing
methods, i.e.,CMFH [35], SCM [43] and SMFH [39], and four deep cross-modal hashing
methods, i.e., CDQ [18], PRDH [52], DCMH [7] and DNPH [71]. For CMFH, SCM, SMFH,
CDQ, DCMH and DNPH methods, we use the codes kindly provided by the authors. We
carefully implement the PRDH method as its code is not publicly available.

Parameter Settings. For our deep cross-modal hashing approach RSDDH, we use mini-
batch SGD with momentum being 0.9 and weight decay being 0.0001. And the mini-batch
size is fixed as 128. We employ the AlexNet pre-trained on the ImageNet dataset to initialize
the first five layers of the DNN for the image modality. A similar initialization strategy has
also been adopted by other deep cross-modal hashing methods [7]. All the other parameters
of the DNNs in our RSDDH approach are randomly initialized. For image DNN, we set
the learning rate of the last fully connected layer to 0.01. We reduce the learning rate of the
remaining layers to 0.0001 to avoid overfitting and destroying the representative abstract
features already learned during pre-training. For text DNN, the learning rate of all fully
connected layers is set to 0.01. Similar to [53,72], the output dimensions of the image and
text DNNs are both set as 2048. The optimal values of three hyper-parameters γ1, γ2 and
γ3 are set by employing cross-validation. We tune the parameters of the other compared
methods as suggested in the corresponding studies, and then report the optimal results
of them. It is important to point out that all the reported results are averaged over 10
independent trials.

Feature Representation. For the image modality, the raw image pixels are used as the
input of those deep cross-modal hashing methods, and the hand-crafted features mentioned
in the dataset description are utilized as the input of those shallow cross-modal hashing
methods. For the text modality, all the compared methods use BoW vectors of texts as
the input.

Software and Hardware Settings.We implemented our RSDDH approach using
Python 3.8 and utilized TensorFlow version 1.15.0 for the computations. All the experi-
ments are conducted on a computer which has an Intel(R) Core(TM) i7-7700K 4.20 GHz
CPU, NVIDIA TITAN Xp GPU, 128 GB DDR4 RAM and Ubuntu 16.04 64bit operating
system. And we use OpenCV 3.2, CUDA 8.0, and cuDNN v5.1 in TensorFlow. For the
deep cross-modal hashing methods, we train deep networks on a single NVIDIA TITAN
Xp GPU.
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5.4. Overall Comparison with Baseline Methods

In this subsection, we compare the cross-modal retrieval performance of our RSDDH
approach with that of the other compared methods. We first evaluate the cross-modal
retrieval performance of all compared methods by employing MAP. Subsequently, the
precision–recall metric is used to further investigate the cross-modal retrieval performance
of all compared methods.

Table 4 reports the experimental results with respect to MAP of all compared methods
on Wiki, MIRFlickr, NUS-WIDE and MSCOCO datasets at different code lengths. It can be
seen from Table 4 that the MAPs of deep cross-modal hashing methods outperform those of
shallow cross-modal hashing methods on Wiki and MSCOCO datasets at the four different
lengths of binary hash codes. But in some cases, our deep hashing method is at a slight
disadvantage to the latest deep hashing methods. The experimental phenomenon illustrates
that the deep architecture-based learning model can learn preferable features for generating
binary hash codes in cross-modal hashing retrieval. Additionally, the experimental results
in Table 4 show that our RSDDH approach outperforms the other deep cross-modal hashing
methods in both two cross-modal retrieval tasks on Wiki, MIRFlickr, NUS-WIDE and
MSCOCO datasets at all four different code lengths. It indicates that our RSDDH approach
can exploit more discriminative features for improving cross-modal retrieval performance.

Figure 2 shows the precision–recall curves of all compared methods on Wiki, MIRFlickr
and NUS-WIDE datasets at the code length of 32 bits. We find that our RSDDH approach
outperforms the other compared methods in two retrieval tasks on all three datasets. This
observation is consistent with the evaluation with regard to MAP for all the compared
methods in Table 4. It again demonstrates that our RSDDH approach can exploit more
discriminative features for improving cross-modal retrieval performance. Additionally, we
find that our RSDDH approach can also achieve the best retrieval performance on other
cases with different values of code length such as 16, 64 and 128 bits. For brevity, we omit
those experimental results.
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Table 4. The MAPs of all compared methods on Wiki, MIRFlickr, NUS-WIDE and MSCOCO datasets.

Task Method
Wiki MIRFlickr NUS-WIDE MSCOCO

16 bits 32 bits 64 bits 128 bits 16 bits 32 bits 64 bits 128 bits 16 bits 32 bits 64 bits 128 bits 16 bits 32 bits 64 bits 128 bits

Img-to-Txt

CMFH [35] 0.1900 0.2059 0.2014 0.1853 0.5883 0.5858 0.5891 0.5899 0.4962 0.5006 0.5325 0.5314 0.3660 0.3690 0.3700 0.3650

SCM [43] 0.2393 0.2303 0.2332 0.2510 0.6129 0.6345 0.6436 0.6581 0.5097 0.5248 0.5434 0.5670 0.5670 0.6150 0.6430 0.6600

SMFH [39] 0.2276 0.2060 0.2129 0.2321 0.5672 0.5645 0.5691 0.5506 0.5524 0.5655 0.5676 0.5744 0.6210 0.6440 0.5250 0.5620

PRDH [52] 0.2437 0.2372 0.2464 0.2600 0.6383 0.6633 0.6831 0.6710 0.6104 0.6200 0.6318 0.6377 - - - -

CDQ [18] 0.2398 0.2495 0.2576 0.2629 0.6477 0.6676 0.7005 0.7052 0.6055 0.6156 0.6251 0.6413 0.6120 0.6070 0.6420 0.6730

DCMH [7] 0.2364 0.2559 0.2660 0.2642 0.6728 0.6965 0.7101 0.7220 0.6139 0.6315 0.6439 0.6436 0.6530 0.6678 0.6909 0.7100

DNPH [71] - - - - 0.7330 0.7240 0.7450 0.7500 0.6430 0.6620 0.6730 0.6810 0.6727 0.6903 0.6860 0.6989

RSDDH (Ours) 0.2556 0.2909 0.2819 0.2801 0.6909 0.7367 0.7503 0.7518 0.6509 0.6992 0.7179 0.7201 0.6954 0.7135 0.7212 0.7210

Txt-to-Img

CMFH [35] 0.5875 0.6135 0.6053 0.6124 0.5876 0.5868 0.5919 0.5906 0.5027 0.5106 0.5311 0.5405 0.3460 0.3460 0.3460 0.3460

SCM [43] 0.3492 0.4035 0.3945 0.4046 0.5936 0.6081 0.6242 0.6482 0.5188 0.5321 0.5515 0.5749 0.6080 0.6120 0.6330 0.6490

SMFH [39] 0.6136 0.6453 0.6531 0.6090 0.6576 0.6503 0.6600 0.6643 0.5749 0.5859 0.5959 0.5901 0.6270 0.6600 0.5520 0.5950

PRDH [52] 0.6206 0.6296 0.6374 0.6469 0.6588 0.6672 0.6656 0.7320 0.6102 0.6156 0.6338 0.6481 - - - -

CDQ [18] 0.6406 0.6485 0.6675 0.6681 0.6968 0.7212 0.7134 0.7194 0.6457 0.6697 0.6319 0.6475 0.5890 0.6480 0.6250 0.6640

DCMH [7] 0.6321 0.6338 0.6510 0.6566 0.6860 0.7038 0.7288 0.7482 0.6321 0.6518 0.6625 0.6663 0.6415 0.6789 0.7023 0.7113

DNPH [71] - - - - 0.7540 0.7410 0.7910 0.8010 0.7000 0.7100 0.7240 0.7260 0.6562 0.6860 0.6928 0.7100

RSDDH (Ours) 0.6346 0.6808 0.6959 0.6976 0.7383 0.7436 0.7827 0.8067 0.6536 0.7264 0.7250 0.7223 0.6864 0.7052 0.7101 0.7222

The bolded data represents the optimal MAPs.
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Figure 2. The precision–recall curves of RSDDH and the other compared methods on Wiki, MIRFlickr
and NUS-WIDE datasets.

5.5. Further Comparison with Shallow Learning-Based Baseline Methods

To further verify the effectiveness of our proposed approach RSDDH, we feed deep
feature representations into shallow cross-modal hashing retrieval methods, i.e., CMFH,
SCM and SMFH methods, to perform cross-modal retrieval. Concretely, for the image
modality, we employ the AlexNet pre-trained on the ImageNet dataset, which is the
same as the initial DNN of the image modality in our RSDDH approach, to conduct
fine-tuning on Wiki, MIRFlickr, NUS-WIDE datasets and MSCOCO datasets, respectively.
And then we extract the deep features of each image from the Fc7 layer to feed shallow
cross-modal hashing retrieval methods. For the text modality, we utilize ReLU as the
nonlinear activation function for the first two fully connected layers, and employ TanH as
the activation function of the last layer. Then the output of the last fully connected layer is
fed into a c − way softmax, which generates predictive scores (i.e., semantic features) over
c classes. And the learning rate for each fully connected layer is set to 0.01 at the beginning
and dynamically changed according to the squared loss. The output of the last fully
connected layer Fc3 is used as deep feature representations of text. Table 5 summarizes the
MAPs of RSDDH, CMFH, SCM and SMFH methods on Wiki, MIRFlickr and NUS-WIDE
datasets at different code lengths. It is noticeable that our RSDDH approach outperforms
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the other methods in two cross-modal retrieval tasks on all three datasets at all four different
lengths of hash codes. The experimental phenomenon demonstrates that our end-to-end
deep cross-modal hashing approach RSDDH can learn more discriminative features than
the other methods even though they are fed with deep feature representations for training
cross-modal hashing models.

Table 5. The MAPs of our RSDDH approach and three shallow hashing methods fed with deep
learning features.

Task Method
Wiki MIRFlickr NUS-WIDE

16 bits 32 bits 64 bits 128 bits 16 bits 32 bits 64 bits 128 bits 16 bits 32 bits 64 bits 128 bits

Img-to-Txt

CMFH [35] 0.2108 0.2257 0.2267 0.2051 0.6305 0.6368 0.6426 0.6493 0.5476 0.5526 0.5691 0.5708

SCM [43] 0.2425 0.2359 0.2447 0.2586 0.6505 0.6568 0.6741 0.6771 0.5517 0.5635 0.5792 0.5889

SMFH [39] 0.2386 0.2218 0.2354 0.2513 0.6138 0.6227 0.6379 0.6461 0.5869 0.6231 0.6334 0.6474

RSDDH (Ours) 0.2556 0.2909 0.2819 0.2801 0.6909 0.7367 0.7503 0.7518 0.6509 0.6992 0.7179 0.7201

Txt-to-Img

CMFH [35] 0.5986 0.6279 0.6197 0.6328 0.6384 0.6419 0.6535 0.6618 0.5565 0.5583 0.5611 0.5769

SCM [43] 0.3708 0.4362 0.4461 0.4583 0.6523 0.6615 0.6751 0.7212 0.5671 0.5693 0.5907 0.5826

SMFH [39] 0.6212 0.6637 0.6629 0.6301 0.6712 0.6883 0.7041 0.7069 0.6115 0.6324 0.6528 0.6662

RSDDH (Ours) 0.6346 0.6808 0.6959 0.6976 0.7383 0.7436 0.7827 0.8067 0.6536 0.7264 0.7250 0.7223

The bolded data represents the optimal MAPs.

6. Discussion
6.1. Effect of Non-Redundant Feature Selection Strategy

In this subsection, we investigate the effectiveness of a non-redundant feature selection
strategy in our approach RSDDH. Concretely, we reformulate the objective function by
discarding the two feature selection terms of the objective function of RSDDH, obtaining a
variant of RSDDH. For convenience, we denote the variant by supervised deep discrete
hashing (SDDH). The two feature selection terms are used to select optimal features with
minimum redundancy to generate hash codes with more discriminability. Then we eval-
uate the retrieval performance of SDDH and RSDDH. The performance drop in SDDH
(Figure 3) and RDDH (Figure 4) quantitatively reflects the necessity of feature selection and
consistency preservation. Figure 3 shows the MAPs of RSDDH and SDDH methods on
the MIRFlickr dataset at 16, 32, 64 and 128 bits. We can see that the MAPs of the RSDDH
method for Img-to-Txt and Txt-to-Img tasks are both superior to those of the SDDH method
for the same tasks, which demonstrates that RSDDH can learn hash codes with higher
discriminability than the SDDH method. And it also illustrates that our non-redundant
feature selection strategy is beneficial for generating hash codes with more discriminability
to effectively accomplish cross-modal retrieval. Similar phenomena also exist in the other
two datasets.
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Figure 3. The MAPs of RSDDH and SDDH methods on the MIRFlickr dataset at different code lengths.

Figure 4. The MAPs of RSDDH and its three variants on the MIRFlickr dataset at different
code lengths.

6.2. Effect of Inter-Modal and Intra-Modal Consistency Preservation Strategies

In this subsection, we investigate the effectiveness of inter-modal and intra-modal
consistency preservation strategies in our approach RSDDH. Specifically, we make three
variants of RSDDH by abnegating one of the strategies and both of the strategies. The inter-
modal consistency preservation strategy is utilized to reduce the gap between modalities.
And the intra-modal consistency preservation strategy can enhance the discriminability
of learned Hamming space. For convenience, we denote the variant of RSDDH without
the inter-modal consistency preservation strategy by RSDDH-Inter. And RSDDH-Intra
represents the variant of RSDDH without the intra-modal consistency preservation strategy.
The variant of RSDDH without both inter-modal and intra-modal consistency preservation
strategies is denoted as RDDH. We evaluate the effectiveness of the consistency preservation
strategies according to the MAPs of RSDDH and its three variants. Figure 4 shows the
MAPs of RSDDH and its variants on the MIRFlickr dataset. From Figure 4, we can find
that our RSDDH approach outperforms RSDDH-Inter, RSDDH-Intra and RDDH methods,
which illustrates that inter-modal and intra-modal consistency preservation strategies are
crucial and beneficial. And the effectiveness of the two consistency preservation strategies
is also confirmed by the experimental results. On Wiki and NUS-WIDE datasets, analogous
phenomena can also be found.

6.3. Effect of Discrete Hashing Scheme

In this subsection, we evaluate the effectiveness of our discrete hashing scheme in our
approach RSDDH. For the overall objective function in our RSDDH, the unknown discrete
variable B can also be solved by relaxing it as a continuous variable. Here, we denote the
method that solves the discrete variable B in a continuous manner by robust supervised
deep hashing (RSDH). We evaluate the effectiveness of our discrete hashing scheme by
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investigating the MAPs of RSDDH and RSDH methods. Note that RSDH shares identical
consistency preservation mechanisms and feature selection with RSDDH, differing only in
the optimization of binary codes. Figure 5 shows the MAPs of RSDDH and RSDH methods
on the MIRFlickr dataset at 16, 32, 64 and 128 bits, respectively. From Figure 5, we can see
that the MAPs of the RSDDH method are superior to those of the RSDH method, which
demonstrates that directly solving the discrete variable B can preserve the binary property
and avoid the adverse effects caused by relaxation. As a result, binary hash codes with
more discriminability can be learned to effectively accomplish cross-modal retrieval. We
find similar phenomena on Wiki and NUS-WIDE datasets as well.

Figure 5. The MAPs of RSDDH and RSDH methods on the MIRFlickr dataset at different code lengths.

6.4. Training Time Comparison

Table 6 shows the training time of different methods on Wiki, MIRFlickr and NUS-
WIDE datasets. The code length is set to 32 bits in this experiment. As shown in Table 6,
deep cross-modal hashing methods are slower than shallow cross-modal hashing methods.
That is because those deep methods employ more complex architecture to learn hash codes
compared with shallow methods. According to Table 6, it is obvious that the training
times of the four deep cross-modal hashing methods are similar. However, our RSDDH
approach achieves superior cross-modal retrieval performance to shallow methods. There-
fore, RSDDH possesses a competitive computational speed as well as superior performance
compared with existing state-of-the-art deep cross-modal hashing methods.

Table 6. Training time (in seconds) of all compared methods on the Wiki, MIRFlickr and NUS-
WIDE datasets.

Method Wiki MIRFlickr NUS-WIDE

CMFH [35] 7.59 13.95 14.36

SCM [43] 5.41 8.23 8.61

SMFH [39] 10.18 20.67 21.19

PRDH [52] 2.4316 × 103 1.9067 × 104 1.9824 × 104

CDQ [18] 2.0528 × 103 1.6884 × 104 1.7244 × 104

DCMH [7] 2.2639 × 103 1.7538 × 104 1.8391 × 104

RSDDH (Ours) 2.6562 × 103 1.9079 × 104 2.0647 × 104

6.5. Effect of the Size of Training Set

For all the experiments in this paper except that in this subsection, the training sets on
MIRFlickr and NUS-WIDE datasets are formulated following the practice in [7]. To investi-
gate the effect of the size of the training set on the cross-modal retrieval performance of
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our RSDDH approach, we conduct experiments on the training sets with different sizes
of sets. Tables 7 and 8 tabulate the MAPs and training time of our RSDDH approach
on MIRFlickr and NUS-WIDE datasets. The code length is set to 32 bits in the experi-
ments. From Tables 7 and 8, it is obvious that when the size of training sets on MIRFlickr
and NUS-WIDE increases, MAPs improve slowly while training time increases quickly.
The phenomenon shows that compromise is needed between MAP and training time for the
cross-modal retrieval in large-scale dataset scenarios. For the other comparison methods,
similar phenomena can also be observed.

Table 7. MAPs of RSDDH at different sizes of training set.

Task Size of Training
Set on MIRFlickr MAP Size of Training

Set on NUS-WIDE MAP

Img-to-Txt

10,000 0.7367 10,500 0.6992

15,000 0.7412 14,700 0.7035

20,000 0.7528 21,000 0.7106

Txt-to-Img

10,000 0.7436 10,500 0.7264

15,000 0.7505 14,700 0.7328

20,000 0.7637 21,000 0.7413

Table 8. Training time of RSDDH at different sizes of training set.

Size of Training
Set on MIRFlickr

Training Time
(Seconds)

Size of Training
Set on NUS-WIDE

Training Time
(Seconds)

10,000 1.9079 × 104 10,500 2.0647 × 104

15,000 2.4336 × 104 14,700 2.5603 × 104

20,000 2.9632 × 104 21,000 3.3739 × 104

6.6. Parameter Sensitivity Analysis

In this subsection, we conduct experiments to analyze the effects of different hyper-
parameter settings on the cross-modal retrieval performance. Concretely, we analyze the
effects based on investigating the performance variation of Img-to-Txt and Txt-to-Img tasks
on the MIRFlickr dataset. The MAPs are used to demonstrate the cross-modal retrieval
performance variation with respect to different hyper-parameter values. And we fix the
length of hash codes to 32 bits. There are three hyper-parameters in our RSDDH approach,
including γ1, γ2 and γ3 in the objective function. Hyper-parameters γ1 and γ2 are the pa-
rameters of two feature selection terms, which are used to control the importance of feature
selection. Hyper-parameter γ3 is used to control the significance of hash code balance terms.
When we investigate the effect of one hyper-parameter, we perform experiments by varying
the value of the hyper-parameter and fixing the other two hyper-parameters. We change
the values of hyper-parameters γ1, γ2 and γ3 in the set of

{
10−3, 10−2, 10−1, 1, 10, 102, 103}.

Figure 6 illustrates the MAPs of our RSDDH approach versus different values of γ1, γ2 and
γ3 on the MIRFlickr dataset. It can be seen from Figure 6 that RSDDH can achieve stable
and satisfactory performance under a wide range of hyper-parameter values. It verifies
that RSDDH is robust to hyper-parameters. Similar phenomena can be observed on the
Wiki and NUS-WIDE datasets as well.
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Figure 6. MAPsof RSDDH with different values of the hyper-parameters γ1, γ2 and γ3 on the
MIRFlickr dataset at 32 bits.

7. Conclusions
In this paper, we propose a novel cross-modal hashing approach termed RSDDH.

It can learn more appropriate feature representations for specific cross-modal retrieval
tasks by employing an end-to-end hybrid deep learning architecture. The non-redundant
feature selection strategy in RSDDH can select optimal and non-redundant features in
each modality to generate hash codes which contain more discriminability. With the
inter-modal consistency preservation strategy, RSDDH can effectively bridge heteroge-
neous modalities and reduce the semantic gap between different modalities in Hamming
spaces. With the intra-modal consistency preservation strategy, the learned Hamming
space can possess more discriminability. And the two binary hash code balance terms in
RSDDH can maximize the information provided by each bit. Additionally, the SVDDH
scheme designed for our RSDDH approach can enable the generated hash codes to possess
beneficial characteristics.

Experimental results on three standard cross-modal retrieval datasets demonstrate that
our approach RSDDH is superior to state-of-the-art cross-modal hashing methods. And the
results also illustrate that our RSDDH approach can outperform several state-of-the-art
shallow cross-modal hashing methods which are fed with deep learning features. Accord-
ing to the experimental results, the effectiveness of the non-redundant feature selection
strategy, discrete hashing scheme, and inter-modal and intra-modal consistency preserva-
tion strategies are all confirmed. Additionally, experimental results also demonstrate the
robustness of our RSDDH to hyper-parameters. In the future, we will extend our work
to the weakly supervised case even with unpaired cross-modal data. In addition, we will
further investigate the effectiveness on multi-modal data with audio or video.
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