4
& acrospace
g ey

Article

Parallel Reconfiguration Planning for Modular
Self-Reconfigurable Satellites via Multi-Agent
Reinforcement Learning

Bo Wang *, Shilong Li, Jialin Yu, Dong Ye

W) Check for updates

Academic Editors: Andrew W. H. Ip,
Zhuming Bi and Kai Leung Yung

Received: 7 July 2026

Revised: 8 August 2026

Accepted: 8 August 2026

Published: 17 August 2026
Copyright: © 2026 by the authors.
Licensee MDPI, Basel, Switzerland.
This article is an open access article
distributed under the terms and
conditions of the Creative Commons
Attribution (CC BY) license.

and Zhaowei Sun

Research Center of Satellite Technology, Harbin Institute of Technology, Harbin 150001, China;
1s101012001@163.com (S.L.); xucytltdrk3@163.com (J.Y.); yed@hit.edu.cn (D.Y.); sunzhaowei@hit.edu.cn (Z.S.)
* Correspondence: wangbo1028@hit.edu.cn

Abstract

Modular self-reconfigurable satellites can adapt to diverse space missions by dynamically
rearranging their configurations. Enabling multiple modules to move simultaneously
enhances reconfiguration efficiency but remains constrained by existing planning algo-
rithms. This article introduces the Parallel Reconfiguration Planner (PRP), a learning-based
approach that ensures safe, concurrent module movements. PRP leverages multi-agent
reinforcement learning to generate reconfiguration policies while incorporating safety
constraints modeled using Linear Temporal Logic (LTL). To improve learning efficiency,
PRP integrates a guarded exploration mechanism based on these safety specifications.
Experiments on 3D reconfiguration scenarios demonstrate that PRP achieves more efficient
reconfiguration policies in scenarios that have more moving modules compared to the
baseline method.

Keywords: modular self-reconfigurable satellite; parallel reconfiguration planning; multi-
agent reinforcement learning; modular reconfigurable robotic system; reconfiguration
planning; reinforcement learning

1. Introduction

The modular self-reconfigurable satellite (MSRS) is a type of modular self-reconfigurable
robotic system [1] composed of multiple interconnected modules [2—4]. These modules
serve different functions, including payload modules, structural modules, battery modules,
and Guidance, Navigation, and Control (GNC) modules. These modules are able to move
relative to one another, allowing the system to rearrange its shape, commonly referred to as
the satellite’s configuration [5,6]. By changing the configurations, the MSRS achieves greater
flexibility, making it well-suited for diverse space missions [7-11]. The MSRS has adopted
the pivoting cube model [12] (as seen in Figure 1), which belongs in the lattice architecture
category. An example of this model is M-blocks [13,14], where the modules connect along
the faces and edges using magnets and achieve locomotion through pivoting driven by
internal flywheels. The connection-locomotion mechanism is both simple and effective.
Each module shares a similar architecture to a cubic satellite [15] and employs a pollution-
free actuation system, making it particularly suitable for space applications. Research
on MSRSs spans several aspects (see Figure 2): hardware design [14,16,17], task-shape
matching [18-20], reconfiguration planning [5,6,21-23], and reconfiguration control [24-26].
Our work focuses on reconfiguration planning, specifically, developing algorithms that
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generate action command sequences to guide MSRSs from an initial configuration to a
target configuration.

A

@@

Figure 1. Illustration of pivoting cube model. Yellow cubes are moving. Grey cubes are static.
(A) shows the yellow cube pivoting 90°. (B) shows the yellow cube pivoting 180°.
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Figure 2. Overview of the modular self-reconfigurable satellite task. The solid-line box highlights the
role of reconfiguration planning in the task.

Although the hardware of an MSRS is designed to allow multiple modules to move
simultaneously, most existing reconfiguration planning algorithms [5,6,12,21,27-30] require
the modules to move sequentially, one by one; therefore, the reconfiguration process is not ef-
ficient enough. Ref. [31] enables parallel movement; however, it solves swarm tasks instead
of parallel reconfiguration tasks. In this article, we explore parallel reconfiguration planning,
where all movable modules are considered capable of moving simultaneously during the
planning process. One of the challenges in designing a parallel reconfiguration algorithm
is that, when modules move together, collisions become more likely, and maintaining the
integrity of the configuration connection becomes more difficult. To address this, we model
the safety specifications for parallel reconfiguration using Linear Temporal Logic (LTL).
Another challenge arises from the hierarchical nature of most existing algorithms, which
typically first select a module and its target position, then plan a path from its initial position
to the target using graph-based methods such as BFS [21] or A* [28-30]. This hierarchical
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approach is not well-suited for parallel reconfiguration, as the planned path for a single
module may be disrupted by the motion of other modules. To overcome this limitation, we
propose a deep reinforcement learning-based algorithm that directly predicts the pivoting
actions of each movable module, enabling concurrent motion while avoiding conflicts.

Deep reinforcement learning (DRL) has found numerous applications in motion plan-
ning and control [32-35]. However, the application of reinforcement learning to reconfigura-
tion planning for an MSRS is still limited. Ref. [36] proposed a deep Q-learning-based algo-
rithm for reconfiguration planning. Ref. [6] introduced a deep recurrent Q-learning-based
algorithm for planning a single module’s path in partially observable scenarios. Ref. [27]
introduced a goal-orientated deep reinforcement learning algorithm. These approaches,
however, focus on moving one module at a time. To enable parallel reconfiguration, the
action space must be redefined, and potential action conflicts need to be addressed. Further-
more, to enhance learning efficiency, it is crucial to integrate a multi-agent framework into
reinforcement learning algorithms. While numerous multi-agent reinforcement learning
algorithms exist [37-41], most do not address the issue of safe exploration. Although
there are safe exploration techniques, including those designed specifically for multi-agent
systems [42], none are tailored for parallel reconfiguration planning. In this article, we
introduce a novel multi-agent reinforcement learning algorithm, trained within a custom-
built simulator designed for MSRS parallel reconfiguration. Our algorithm incorporates
guarded exploration to minimize conflicts during the learning process. To the best of our
knowledge, this is the first reinforcement learning-based approach specifically aimed at
parallel reconfiguration planning for an MSRS.

Our contributions are highlighted as follows:

1.  Formulating the parallel reconfiguration planning of an MSRS as a multi-agent
Markov decision process, including the modeling of its state representation, action
space, and reward function.

2. Modeling the single-agent and two-agent safety specifications with Linear Temporal
Logic (LTL).

3.  Proposing a multi-agent reinforcement learning-based algorithm named the Parallel
Reconfiguration Planner (PRP) to solve parallel reconfiguration planning problem.

4.  Introducing guarded exploration to enable safer exploration during learning, which
leverages graph-based conflict modeling and an evolutionary conflict solver.

5. Evaluating PRP on 3D reconfiguration scenarios and demonstrating its ability to
achieve parallel and efficient reconfiguration.

The meaning of abbreviations can be found in the Table 1.

Table 1. Table of abbreviations.

Abbreviation Meaning

MSRS Modular self-reconfigurable satellite
PRP Parallel reconfiguration planner
LTL Linear temporal logic

GNC Guidance, Navigation, and Control
DRL Deep reinforcement learning
MMDP Multi-agent Markov decision process
ANN Artificial neural network

VDN Value-decomposed Q-learning
DON Deep Q-learning

MLP Multi-layer perceptron

AM Action mask

CSs Centralized shielding
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2. Problem Formulation
2.1. Parallel Reconfiguration

Reconfiguration is the process of an MSRS changing its arrangement from an initial
configuration ¢ to a goal configuration c;. When multiple modules move simultaneously
during this process, it is referred to as parallel reconfiguration. In an MSRS, some modules
are designed to be movable, while others are fixed. The movable modules are also referred
to as agents, as they assess their observation at the current time step and select an action
for the next time step.

State: The state of an MSRS is its configuration c;, where t demonstrates the time
step. Several types of configuration representation will be introduced in Section 2.2. The
relative position information can be propagated through connected modules; therefore,
the entire configuration can be observed by traversing the connected structure [5]. Each
agent has its own observation. We use o; to represent joint observation and o' to represent
observation of agent i. Observation includes MSRS’s configuration ¢; and agent’s position
vl. The states where the MSRS either reaches the goal configuration, fails due to unsafe
actions, or terminates exploration are referred to as terminal states. We use oy to denote the
observation received by agents in a terminal state.

Actions: In an MSRS, each module is a cube. Agents move by pivoting (rotating)
around the edges they share with other modules, following the rules of the pivoting cube
model [12]. This model abstracts away inertia, actuation delays, force limits, and joint
errors, leaving these factors to be addressed in reconfiguration control studies. The action
of a single agent defines its movement, as described in [6]: with action 4, its supporting
neighbor index n, pivot edge L, and pivot angle 6 will be

n=a—|¢]-6
L=a—[%] -4 (1)
6 =90°[1+ (a— 5] -2)]

Here, the pivotedge L € {1,2,3,4} is the edge around which the agent rotates, the
supporting neighbor index n € {1,2,3,4,5,6} is the index of module that provides the
pivot edge, and the pivot angle 6 € {90°,180°} is the angle by which the agent rotates.
For parallel reconfiguration, an additional action a = 0 is included in the action space to
indicate that the agent has chosen to remain stationary. At each time step, an agent’s action
is selected based on its individual policy 7’. The joint policy 7r, derived from the set of
individual policies, maps the global state to a distribution over joint action a.

For brevity, we denote the configuration at the next time step as ¢/, the observation of
agent i as 0", the joint action as a’, and the individual action of agent i as a".

Reward: After executing a joint action a¢, the MSRS transitions to a new configuration
cty1- If ¢p41 is goal configuration cg, all agents receive reward ;1 = 7. If a; is not safe,
all agents receive penalty ;1 = r,. Otherwise, all agents receive an intrinsic reward
riq1 = —d(ceq1,cq)ri. Here, 1 is a positive constant, and d(-) represents the distance
between two configurations.

In this article, we use the optimal assignment metric defined in [43] as d(-). This
metric defines the distance between two configurations as the optimal assignment of each
element in the first configuration to an element in the second configuration, such that the
sum of the Manhattan distances for the assignment is minimized. The assignment can be
computed using the Hungarian algorithm, and the resulting sum of distances is the optimal
assignment metric. In parallel reconfiguration, all agents share the same reward.

The above setup of parallel reconfiguration is a special instance of what is known in
the RL community as a multi-agent Markov decision process (MMDP). In an MMDP, all
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agents are cooperative and aim to maximize the cumulative global reward. For any joint
policy 7, the action-value function Q™ (c, a) represents the expected return starting from
configuration c, taking joint action a, and subsequently following the joint policy 7. It is
defined as

oo

Q™(c,a) = Ex py Yrep1leo=ca0=a 2)

t=0
where E p,(-) denotes the expectation over trajectories generated by following 7 under
the transition dynamics Pr, and v is the discount factor. The action-value function for
the optimal joint policy 7r* is defined as Q*(c,a) = sup,. Q™ (c,a). The goal of parallel
reconfiguration planning is to find this optimal joint policy rr*.

2.2. Configuration Representation

This article introduces an artificial neural network (ANN) for approximating the
action-value function, known as a Q-network, along with several safety specifications for
safe exploration. We propose a matrix representation of configurations as input for the
ANN and use graph and set representations to help define these safety specifications.

2.2.1. Matrix Representation

Let v; represent the position vector of module i. For simplicity, v; is also used to donate
module i itself. The configuration of an MSRS with M modules can be represented as an
M x 3 matrix, V. Each row of V corresponds to the position vector of a module.

2.2.2. Set Representation

AsetV = {v1,03,...,0p} can represent the configuration, where v; (fori = 1,2,..., M)
denotes the i-th module of the MSRS. The intersection of two sets, V? N VY, represents the
modules that occupy the same positions. Sets can also represent positions, such as the obstacle
position set 1°. The intersection ¥ N V° indicates the modules located at obstacle positions.

2.2.3. Graph Representation

An undirected graph G(V, £) can represent a configuration, where the vertex set V
represents the modules, and the edge set £ represents the connections between pairs of
modules. In an MSRS, two modules joined by a face are considered connected. The graph
g is considered connected if, for every pair of vertices v; and v} in V), there exists a path (a
sequence of edges) that starts at v; and ends at v;.

3. Safety Specification

The MSRS breaks down when modules collide or when the configuration loses con-
nectivity [12]. The motion constraint that prevents these two situations is referred to
as the safety specification. If joint actions violate the safety specification, the parallel
reconfiguration process fails, and the corresponding MMDP reaches its terminal state.
We use Linear Temporal Logic (LTL) [44] to express the safety specification. In addition
to propositional logic operators, LTL includes temporal operators such as [ (always)
and O (next). The LTL formula for the safety specification of parallel reconfiguration
is O—((two modules collide) V (G is disconnected)). Although some collisions can be
avoided through carefully designed control policies, this work focuses on reconfigura-
tion planning. Accordingly, the proposed safety specifications are designed to guarantee
safety regardless of the underlying control policy.

To provide a more detailed formulation, the safety specification is divided into single-
agent and multi-agent safety specifications. The single-agent safety specification ensures
that each agent can operate independently in a safe manner, assuming other agents remain
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static, represented as @ (see Section 3.2). In the context of parallel reconfiguration, a conflict
occurs when the actions of multiple agents individually satisfy the single-agent safety
specification but their simultaneous execution results in unsafe conditions, represented as
@c. The LTL formula for the safety specification of parallel reconfiguration is L—¢. A @s.
The multi-agent safety specification ensures that joint actions avoid conflicts.

In this article, we formulate the two-agent safety specification (see Section 3.3), which
addresses conflicts between any two agents. Some safety violations arise when more than
two agents move simultaneously, potentially disrupting the connectivity of the configura-
tion. Rather than explicitly modeling these scenarios, this paper directly verifies whether
the new configuration remains connected. In cases where connectivity is lost, agents receive
a negative global reward, encouraging them to learn to avoid such situations.

3.1. Influencing Area

The first step is to define the influencing area of each agent’s movement. For each
agent, modules connected by face are the neighbors. Each module can have at most
six neighbors. We define the neighbor matrix

1 0 0
0 1 0
Neo |0 0 1
0 0 -1
0 -1 0
-1 0 0]

With this matrix, the position of the supporting neighbor can be represented as
vy = v; + Ne[n] 3)

where Ne[n] is the nth row of the matrix Ne. The supporting neighbor is the module that
provides a pivot for the moving module to rotate.

To formulate safety specifications, the influencing area is defined, which is shown in
Figure 3. The position vectors of positions in the influencing area can be calculated as

v1 = v; + Ne[7 — n]
vp = v1 + Ne™[L]
v3 =v;+2-Ne [L]
vy =vy+2-Ne [L]
v5 = v; + Ne™ [L]
v = Uy + Ne ™ [L]

where subscript is the mark of the position, which can be found in Figure 3, and Ne™ is
a new matrix generated by removing the jth line and the (7 — n)th line of the neighbor
matrix Ne.
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Figure 3. 2D projection of the influencing area. The calculation of each position’s position vector is
shown in Equation (4).

Positions in influencing area can be divided into three types:

(1) Obstacle: While pivoting, the agent will sweep through obstacle positions. Thus,
modules in these positions will be the obstacles of locomotion. If # = 90°, the obstacle
setis V° = {v1,vp,v5}. If 6 = 180°, the obstacle set is V° = {v1, v, v3,v4, U5, V6 }.

(2) New neighbor: Modules connected with the agent by face. After pivoting, the agent
will form new magnetic connections with modules at the new neighbors set, denoted
asset V. If 0 = 90°, V" = {uv3,v6}. If 6 = 180°, V" = {v, }.

(3) Supporting neighbor: The neighbor provides a pivot for the moving module to rotate,
denoted as v,,.

3.2. Single-Agent Safety Specification

Each agent’s pivoting involves the requirement of having one supporting neighbor,
indicating a stable structural foundation during movement. Furthermore, there is an
absence of obstacles, avoiding collision risks. Additionally, the module must establish
connection with at least one new neighbor after pivoting, ensuring the maintenance of
connectivity. This is described as follows:

Safety Specification 1. (Individual movement) For agent v;, its supporting neighbor denotes v",
the obstacle position set denotes O, and neighbor position set denotes N; it follows O((V° NV =
DYN (v, € V)ANO-(V'NY =) A ((G — v;) is connected)).

3.3. Two-Agent Safety Specification
3.3.1. Collision Free

To ensure collision-free parallel reconfiguration, a strict rule is applied to every pair
of agents. The obstacle areas associated with these agents must not overlap at any point
during the reconfiguration process. This constraint guarantees that the trajectories of
any two agents do not intersect, thereby preventing collisions and minimizing the risk of
damage during reconfiguration. This is described as

Safety Specification 2. (Collision free) For two agents, v; and v;, their obstacle position sets are
Vi and VI, respectively. Their actions follow O((V% N V% # @) — ((a' = 0) V (a/ = 0))).

This means, for every two moving modules, their obstacle positions cannot overlap.
Figure 4A is an example of violating the specification 2.
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Figure 4. Illustration of two-agent conflict examples. Yellow and green modules are moving.

The grays are static. (A) is an example of violating Specification 2. (B) is an example of violating
Specification 3. (C) is an example of violating Specification 4.

3.3.2. Connectivity

Maintaining the overall connectivity of the configuration is a critical safety considera-
tion during parallel reconfiguration. To meet this requirement, agents are prohibited from
creating a cut in the connection graph of the current configuration. This ensures that, as
modules undergo reconfiguration, the overall connectivity remains intact, preventing the
potential disintegration of the MSRS. This is described as

Safety Specification 3. (Connectivity) For two agents, v; and v, their actions a' and al follow
O(=((G — v; — v}) is connected) — (@' =0) Vv (a/ =0))).

This means that two agents forming a cut in the configuration’s connection graph
cannot move simultaneously. Figure 4B is an example of violating the specification 3.

3.3.3. Stable Pivoting

There is a risk when one moving module designates another moving module as its
supporting neighbor. This scenario introduces potential instability, as both modules are
in motion simultaneously, violating the requirement that safe movement relies on a static
supporting neighbor. To avoid this, safety specification is defined as

Safety Specification 4. (Stable pivoting) For two agents, v; and vj, their supporting neighbors
are v} qnd v}, respectively. Their actions a' and o/ follow O(((vj =0}) V (v; = v?)) — ((a' =
0) Vv (a =0))).

Figure 4C is an example of violating the specification 4.

Remark 1. A violation may occur if agent i attempts to select another agent j as its new neighbor
after locomotion. If 8 = 180°, this scenario is already addressed by Specification 4. If § = 90°,
another new neighbor position can either be empty, occupied by fixed module, or occupied by another
agent k. The latter represents a typical conflict involving three agents: i, j, and k. For simplicity,
this article does not formulate a specific safety specification for this case. Instead, we allow the agent
to learn how to act through reward-based learning.

4. Parallel Reconfiguration Planning Method

We propose a novel multi-agent reinforcement learning algorithm, termed the Parallel
Reconfiguration Planner (PRP), designed to achieve a safe and efficient parallel recon-
figuration policy (see Figure 5). As MMDP formulated (see Section 2.1), agents” actions
jointly, rather than independently, determine rewards and state transitions in parallel re-
configuration. This interdependence necessitates a multi-agent reinforcement learning
approach. PRP addresses this challenge by employing Value-Decomposed Q-learning
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(VDN) as its backbone, where a neural network is trained for each agent to output its action
in a decentralized manner (see Section 4.1). As input to the neural network, each agent
has access to the full MSRS configuration as well as its own position within it. Parallel
reconfiguration involves complex safety specifications, making conventional reinforcement
learning approaches sample-inefficient due to the extensive exploration required to meet
these specifications. To enhance exploration efficiency, PRP employs a centralized shielding
mechanism for guarded exploration (see Section 4.2), selecting joint actions that satisfy
the safety specifications outlined in (see Section 3) for execution. To further enhance sam-
ple efficiency, PRP integrates prioritized experience replay [45], enabling more effective
sampling of training data (see Section 4.3).

Evolutionary Simulation

Conflict Graph
Conflict Solver a Environment

01,a4,—1,07 >

< 04,34,1,01 > / \

oy, ay, —1,0¢ ;
< op,ay,7,0

[
N ]

r + ymaxQ’

—— Decentralized execution

Prioritized
Experience Replay

—— Centralized learning Experiences

Figure 5. Illustration of parallel reconfiguration planning (PRP) algorithm. The blue line denotes
the decentralized execution process, where each mobile module decides its action independently.
The red line denotes the centralized training process, in which the Q-networks are trained in a
centralized manner. The VDN learner, evolutionary conflict solver, and prioritized experience replay
are introduced in Section 4.1, Section 2.2, and Section 4.3, respectively.

4.1. Multi-Agent Reinforcement Learning

As defined in the MMDP, each joint policy 7 has an associated action-value function
Q™(c,a), where c represents the MSRS'’s configuration and a the joint action. The PRP
aims to determine the parallel reconfiguration policy by finding the optimal joint policy
7t*, whose action-value function corresponds to the optimal action-value function Q*(c, a).
Derive from Equation (2):

Q*(c,a) = max Ez p, Y1k e =ca = a] ()
k=0
=EBire1 +ymaxEr Yo ek | Ct+11 |ct =car = a] (6)
k=0
=E[rp1 + 7 max Q*(cty1,ar41)[ct = c,ar = a (7)

Equation (7) is called the optimal Bellman equation of action-value. Q-learning [46] is
a value iteration algorithm based on the Bellman equation, which iteratively updates the
action-value function as

Qle,a) (1= F)Q(c,a) + plr+ 7max Qe a'). ®
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where B is the learning rate. It has been proven that such value iterations converge to the
optimal action-value function Q*(c, a). Consequently, the optimal reconfiguration policy
is to select the action that maximizes the action-value function at every configuration:
% = argmaxQ*(c, a).

Implaementing Q-learning in multi-agent scenarios presents two major limitations.
First, Q-learning requires maintaining the value of each action in the joint action space,
which grows exponentially with the number of agents. Second, each agent must know the
actions of all other agents to make decisions, making distributed execution infeasible. To
address these challenges, the PRP adopts Value-Decomposed Q-learning as its backbone.
PRP decomposes the action-value function of the joint policy as

z

Qlc,a) =Y Qi(, ") 9)
1

1

where Q;(0',a') is defined as the independent action-value function for agent i, a' is action
of agent i, and o' is the observation of agent i. Instead of relying on a joint policy, the
independent action-value function is determined by each agent’s individual pivoting policy.
Consequently, rather than centrally computing the action-value function for joint actions
in the joint action space, PRP allows each agent to compute its independent action-value
function for actions within its individual action space in a distributed manner, based solely
on its local observation.

The decomposition in Equation (9) ensures that performing a global argmax on the
action-value function produces the same result as applying argmax operations individually
on each agent’s independent action-value function:

argmaxQ (o', a!)
al
argmaxQ(c,a) = : (10)
? argmaxQy (oV, aN)
aN

As a result, the optimal reconfiguration policy involves each agent selecting the action
that maximizes its independent action-value function at every time step, based on the
observation it receives.

To address the large state (observation) space in reconfiguration planning problems [47],
PRP employs artificial neural networks (ANNSs) to approximate independent action-value
functions, referred to as Q-networks. Each agent is equipped with its own Q-network,
Qi (o',a'|@"), where &' represents the parameters of the Q-network. The joint action-value
function is then approximated as Q(c,a) = YV, Q:(0',a'|@"). At each time step t, PRP
collects the experience of each agent, e} = (0}, a}, 741, 0} Jrl), through guarded exploration
(see Section 4.2) and trains the Q-networks using a supervised learning approach.

Approximating the action-value function using ANNs is known to affect the stability
of Q-learning algorithms [48]. Inspired by Deep Q-Learning (DQN, [49]), PRP incorporates
target networks and experience replay, two signature techniques of DQN, to address such
instability. To include target networks, each agent uses an additional neural network,
Qi (o, a'|@"), referred to as the target network, with parameters '. This yields the target
action-value function: Q(c,a) = Y-, Q:(0’,a|@"). To incorporate experience replay, PRP
stores each agent’s experience e! at time step ¢ in a dataset D = {¢},... el }.

During learning, each agent sample minibatches of experiences (o',a’,r,0") ~ D'
from their experience memory dataset using prioritized experience replay (see Section 4.3).
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To perform the Q-learning update, the Q-networks are trained using backpropagation to
minimize the loss function:

L(@Y,...,oN) = E (oi ai r,0)~Di i1, N [loss(Q(c, a),y)]. (11)

where loss(-) is Huber loss [50]:

Ly —p)? —9|<s
loss(y,9) = 2 (v ]/)A - v ‘1{| -, (12)
Oly=9l=%, ly—-9l>9d
and y is the target of supervised learning, derived from Equation (8):
r if ¢/ is a terminal state

r+ymaxy Q(c/,a’) otherwise

The Q-networks are updated at every time step once a sufficient number of experiences
are accumulated in the memory. To ensure stability, the parameters of the target networks
are periodically synchronized with the Q-network parameters after a fixed number of steps.

All agents use the same Q-network architecture. The Q-network takes the agent’s
observation as input, which consists of a matrix representation of the configuration and
a position vector. These are concatenated and flattened into a single observation vector,
which is then passed through a multi-layer perceptron (MLP) with one hidden layer and a
leaky ReLU [51] activation function. The Q-network outputs the independent action-values
for all actions in the agent’s action space. To reduce the number of learnable parameters,
PRP shares network weights between agents. This weight sharing introduces the concept
of agent invariance, which aligns with module invariance in reconfiguration. With agent
invariance, all agents exhibit identical policies under the same conditions, a property that
is desirable in parallel reconfiguration.

4.2. Guarded Exploration

PRP uses guarded exploration (see line 10 to line 23 in Algorithm 1) to gather experi-
ences for training. At the beginning of the guarded exploration, each agent independently
computes its masked action space A’ using the Action Mask (AM, see Algorithm 2). The
action space Al contains only those actions that satisfy the single-agent safety specifications.
The AM takes the observation o’ of each agent i as input and iterates through all actions
in the action space to evaluate whether each action satisfies the Safety Specification 1 . If an
action meets the criteria, it is added to AL

After applying the AM, each agent i selects an action a’ from A’ using the e-greedy
policy. With probability €, the agent chooses a random action, and with probability 1 — ¢, it
selects the action that maximizes its independent action-value function. Guarded explo-
ration employs the e-greedy policy as it effectively encourages exploration.

While these actions, forming a joint action a = (ai, o aN ), can be executed safely
on an individual basis, executing them simultaneously may violate safety specifications.
Guarded exploration uses centralized shielding (CS, see Algorithm 3) to produce a revised
joint action a, referred to as the shielded joint action, which satisfies the two-agent safety
specifications (see Section 3.3). During guarded exploration, agents store not only transi-
tions generated by executing shielded joint actions but also the original unsafe transitions.
This leads to a distribution shift in the experience dataset. However, since VDN is an
off-policy multi-agent reinforcement learning method, this distribution shift does not harm
the training process.
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Algorithm 1 Parallel reconfiguration planning.

Input: Initial configuration ¢g and goal configuration cg
Output: Parallel reconfiguration policy 7
1: foragenti =1,N do

2: Initialize replay memory D!
3: Initialize Q-network Q' with random parameters ('
4: Initialize target network Q' with parameters @' = &'
5: end for
6: for episode =1,K do
7: Initialize configuration ¢; = cg
8  Setobservation o} = (c1,0}) for all agent i
9: forstept =1,T do
10: foragenti =1,N do
11: // action masking
12: Al + AM(0}) (Algorithm 2)
13: With probability € sample an a} ~ U(AL)
14: otherwise select ai = argmain <olt', ai)
a € AL
15: end for
16: // centralized shielding
17: a; < CS(ct, ar) (Algorithm 3)
18: if a; # a; then
19: Store (oi,ai,rp,of) in D' for all agent i
20: end if
21: Execute joint action a; in emulator and observe reward r;; 1 and new configuration c¢;
22: Set obsgrvgtion oi_H = (Ctﬂ/ vi_H) for all agent i
23: Store (Oi,ﬁ;,rt+1,0;+l) in D' for all agent i
24: Sample minibatch of experiences (o;, aj., rivls oj. 1) from D! using prioritize memory replay
25: Set supervision target Yj .Wit,h Equation (13)
26: Q(cj, aj) < Zfil Qj(o;.,aﬂdﬂ)
27: Perform a gradient descent step on Huber loss between y; and Q(cj, a;) with respect to the
network parameters ol oN
28: Every C step reset @' = &' for all agent i
29: End current episode when observe a terminal state
30: end for
31: end for

32: return 7T = I—LN argmaij <0i,ai)

at

Algorithm 2 Action Mask (AM).

Input: Observation o’

Output: Masked action space Al
1: Initialize A% < @
2: for each action a in the action space A do
3 if a satisfies Safety Specification 1 then
4 Addato Al
5 end if
6: end for
7: return Al

The CS takes a and the configuration ¢ as input. It first examines each pair of agents to
determine whether their selected actions lead to conflicts (i.e., violations of safety Specifica-
tions 2, 3, or 4). Based on this analysis, it constructs a conflict graph G.(V,, &), where V,
represents the set of all agents, and &£ denotes the set of edges connecting agents in conflict
(illustrated in Figure 6). CS produce a by finding an optimal strategy where each agent
selects a role as either a “hawk” or a “dove”. A dove ceases its motion (4 = 0) to prevent
conflict while a hawk proceeds with its pivoting motion (& = a') to keep reconfiguration.
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In this cooperative framework, a penalty is applied to all agents if two hawks are connected
in the conflict graph G, indicating unresolved conflicts. If no such conflicts exist (i.e., no
connected hawks), the agents receive a payoff determined by the sum of their independent
action-value functions: YN | Q;(0?,a"). Under this evaluation, the optimal hawk-dove
strategy corresponds to the shielded joint action with the maximum action value, thereby
aligning the exploration process with the Q-learning objective.

Algorithm 3 Centralized Shielding (CS).

Input: Configuration c, joint action a
Output: Shielded joint action a
: Check for conflicts between all pairs of agents
Build the conflict graph G,
if no conflicts exist in G, then
returna = a
else
// Use evolutionary conflict solver (ECS)
a < ECS(G.) (see Algorithm 4)
return a
end if

R A R o e

Inspired by Evolutionary Programming [52], CS employs an evolutionary conflict
solver (see Algorithm 4) to determine the optimal strategy. Initially, all agents are assigned
the hawk strategy. During each generation, the solver selects one agent to undergo mutation,
switching its strategy either from hawk to dove or vice versa. The updated strategies are
then evaluated based on their payoff. If the mutation results in a higher payoff, it is retained;
otherwise, it may still be accepted with a probability determined by an annealing schedule.
This iterative process continues for up to G generations, after which the final strategies are
output (illustrated in Figure 6).

Algorithm 4 Evolutionary Conflict Solver.

Input: Conlflict graph G, of joint action a
Output: Shielded joint action a
1: Initialize a = a, heat i = hg, and evaluation score E with a large penalty
2: for generation ¢ = 1to G do
3: Randomly select one agent to mutate and generate a new joint action ag

4: Evaluate ag:
5: if two hawks are connected in G, then
6: Assign a large penalty to the evaluation
7: else o
8: Compute payoff as Zfil Q;(o, ﬁé)
9: end if
10: if evaluation improves or with probability exp (AT) then
11: Accept mutation: a = ag
12: end if
13: Update heat: h < y;,h
14: end for
15: return a
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Figure 6. Illustration of the conflict graph and Evolutionary Conflict Solver (ECS). The red vertex
represents the hawk agent, and the green vertex represents the dove agent. (A) illustrates the original
strategy, where hawk agents are connected. (B) illustrates the strategy generated by the ECS, where
hawk agents are only connected with dove agents.

4.3. Prioritized Experience Replay

PRP samples transition experiences e; = (6]1, . ,e;\] ) from the experience dataset
D = (D,...,DN), ensuring that all agents sample experiences corresponding to the same
time step j. Instead of uniformly sampling from D, PRP employs prioritized experience
replay [45] to accelerate convergence. In prioritized experience replay, each experience is
assigned a priority based on its importance to learning, with higher-priority experiences
replayed more frequently. A practical proxy for importance is the TD error, defined as

6j = fjx1 + ymax Qlejr1,aj41) — Qlej, ), (14)
7

which measures how unexpected a transition is. PRP adopts rank-based prioritization,

where transitions e; are ranked by ‘5]- , denoted as rank(j). To mitigate sensitivity to noise,

PRP uses stochastic sampling with probabilities defined as

pj 1

(]) = Eip;?’ p] = rank(]-)/ (15)

where a controls the degree of prioritization, resulting in a power-law distribution. This
sampling balances greedy prioritization and random sampling to improve learning stability
and performance.

5. Experiments
5.1. Scenarios and Evaluation Metrics

We evaluated our approach on three parallel reconfiguration tasks: (1) A 4-module
MSRS with 2 agents (2A4M): The MSRS consists of four modules, two of which are mov-
able and two are fixed. The initial configuration is a “Z” shape, and the goal configuration
is a square shape. (2) A 4-module MSRS with 4 agents (4A4M): The MSRS consists of
four movable modules. The initial configuration is a “T” shape, and the goal configuration
is a square shape. (3) A 8-module MSRS with 8 agents (8A8M): The MSRS has eight
modules, all of which are movable. The initial configuration is a “windmill” shape. The
goal configuration is a cube shape. The illustrations of these three initial configurations
are shown in Table 2. The “T” configuration can be applied to Earth observation missions,
where the central module serves as the GNC module, and the remaining three modules
function as two solar array modules and one camera module, respectively. The “windmill”
configuration is suitable for on-orbit takeover tasks: the four central modules provide
the docking structure to interface with the target spacecraft, while the four surrounding
modules act as thrust modules to generate attitude control torque. The square and cube con-
figurations are applicable to on-orbit repair missions; in these configurations, each module
can be safely removed, which facilitates MSRS maintenance by replacing faulty modules.
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Table 2. Examples of configuration representation.

Configuration “T” Shape “Z” Shape “Windmill” Shape
Mlustration '
[0 0 0]
02 -1
0o 0 0 0 00 03 1
. . -1 0 0 1 20 01 2
Mat tat
atrix representation 0 -1 0 01 0 01 0
0 1 0 110 01 1
02 0
0 2 1]

Graph representation

We propose two evaluation metrics. The first metric, Normalized Score (Norm.Score),
is based on the total rewards collected during an episode, referred to as the episode’s Score.
For each scenario, the episode score lies within the range [Score,,;,, 7g). We use the score

of the worst episode encountered during training as the Score,,;;,. Norm.Score is defined
Score—Score,i,
rg—Scoreyy

running a random policy from the initial configuration. From this set, we randomly sample

as . Before training begins, we collect a fixed set of agents” observations by
a subset called the held-out set of observations. The second metric, Average Action Value
(Average.Q), is defined as the average of the maximum predicted independent action
values for the observations in the held-out set.

5.2. Our PRP Method Enables Parallel Reconfiguration

Although MSRSs are designed to move multiple modules simultaneously, existing re-
configuration planning algorithms can only make sequential, one-by-one motion decisions.
We evaluated our PRP on three 3D reconfiguration scenarios. The Adam optimizer [53], an
adaptive stochastic optimization algorithm that computes individual learning rates for each
parameter based on estimates of the first and second moments of the gradients, is employed
to update the parameters of the Q-network. By combining the advantages of momentum
and RMSProp, Adam provides efficient and stable convergence in large-scale and noisy
optimization problems. Table 3 lists the hyperparameters for training. The performance
of the MSRS using PRP across different scenarios is shown Figures 7 and 8. As training
progresses, both the Norm.Score and the Average.Q increase steadily, indicating that the
training is progressing successfully. The generated reconfiguration policies are illustrated
in Figure 9. The results shows that PRP can make simultaneous pivoting decisions, truly
enabling MSRS modules to move in parallel. Moreover, the three evaluation scenarios cor-
respond to different initial configurations of the MSRS. For each scenario, a separate model
is trained with the corresponding initial configuration and evaluated on the same initial
configuration during testing. The results demonstrate that the proposed learning algorithm
can effectively solve reconfiguration tasks under different predefined starting states.
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Figure 7. Performance of MSRS using PRP and each ablated algorithms in each scenarios. We report
how normalized score changes during learning process (random seeds = 0, 42, 123, 2147483647, and
3491726381). The shaded areas indicate the 95% confidence intervals. (A—C) are the Norm.Score of
2A4M, 4A4M, and 8A8M, respectively. See Section 5.1 for Norm.Score and reconfiguration scenarios,
and Section 5.4 for the ablated algorithms.
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Figure 8. Average.Q of MSRS using PRP and each ablated algorithms in each scenarios. We report
how Average Action Value (Average.Q) changes during learning process (random seeds = 0, 42,
123, 2147483647, and 3491726381). The shaded areas indicate the 95% confidence intervals. (A-C)
are the Average.Q of 2A4M, 4A4M, and 8A8M, respectively. See Section 5.1 for Average.Q and
reconfiguration scenarios, and Section 5.4 for the ablated algorithms.
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Table 3. Hyperparameters for PRP training.

Hyperparameter Value
Goal reward r¢ 10
Penalty reward ) -1
Reward constant ; 15
Learning rate 1x10°4
Replay-buffer size 800
Discount factor y 0.99
Batch size 32
Max mutation generation G 100
Initial heat hg 100
Annual rate v, 0.9

97 v &
VOPIhwro

‘AL

Figure 9. Illustration of the reconfiguration policy generated by PRP.The red cubes are movable

modules. The blue cubes are fixed modules. (A-C) are the reconfiguration policies of 2A4M, 4A4M,
and 8A8M, respectively.

5.3. Our PRP Method Outperforms Baseline Methods

We include three baseline methods for comparison. (1) RECONFIGURES3D: a cen-
tralized, rule-based reconfiguration planning method proposed in [12]. This algorithm
employs a line configuration as an intermediate step. RECONFIGURE3D plans reversible
paths for both the initial and goal configurations to reconfigure to line configuration. It
first reconfigures the system into a line configuration and then follows the reverse path
to transition from the line configuration to the goal configuration. (2) A*: a search-based
planning algorithm. We follow the implementation proposed in [5] to adapt it to the recon-
figuration planning task. (3) Proximal Policy Optimization (PPO): a single-agent deep
reinforcement learning method proposed in [54]. When adapting PPO to reconfiguration
planning, the MSRS is treated as a centralized agent that moves only one module at a
time. Table 4 presents the normalized score (Norm.Score) of PRP compared to baseline
methods. PRP outperforms RECONFIGURE3D across all three scenarios. Both A* and
PPO can only generate sequential reconfiguration plans, in which modules move one at a
time. They produce identical trajectories across all three scenarios, corresponding to the
optimal one-by-one reconfiguration paths. As centralized planning methods, A* and PPO
outperform PRP in the 2A4M and 4A4M scenarios, where PRP operates in a decentralized
manner and therefore faces greater difficulty in learning optimal solutions. In contrast,
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PRP outperforms A* and PPO in the 8A8M scenario, as PRP explicitly supports parallel
reconfiguration, enabling more efficient.

Table 4. Comparison of Norm.Score with baseline methods. The bold numbers denote the highest
values for each scenario.

2A4M 4A4M 8ASM
RECONFIGURE3D 0.78 0.80 —1.65
A* 0.99 0.99 0.97
PPO 0.99 0.99 0.97
Ours (PRP) 0.98 0.96 0.99

The optimal assignment metric, introduced by [43], is employed during the
reconfiguration process to assess the efficiency of different methods (see Figure 10). A
value of zero indicates that the reconfiguration is complete. The experimental results show
that RECONFIGURES3D produces the longest reconfiguration trajectories across all three
scenarios. Its optimal assignment metric initially increases and then decreases, as the
method first reconfigures the system into a line configuration, which reduces the overall
efficiency of the reconfiguration process. In the 2A4M setting, PRP, A*, and PPO complete
reconfiguration in the same number of steps, as all three methods yield optimal policies.
In the 4A4M setting, PRP requires more reconfiguration steps than A* and PPO, since its
decentralized nature makes learning optimal reconfiguration policies more challenging,
whereas A* and PPO, as centralized planning methods, can generate optimal solutions.
In contrast, in the 8A8M setting, the model trained with the proposed PRP achieves the
shortest reconfiguration trajectories by enabling parallel reconfiguration.
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Figure 10. The optimal assignment metric between the goal configuration and the MSRS configuration
at each reconfiguration step. Solid blue lines denote the test-time performance of PRP. The red,
green, and yellow dashed lines represent the performance of reconfiguration policies generated by
RECONFIGURES3D, A*, and PPO, respectively. (A-C) correspond to the performances of 2A4M,
4A4M, and 8A8M, respectively.

5.4. Ablation Study Reveals Critical Component Designs

We systematically ablated several key components of our parallel reconfiguration
algorithm and present the results in Table 5 and Figure 7. PRP refers to the full algorithm.
PRP-Id. is an algorithm where agents are trained independently using DQN, sharing
network parameters and experiences, and utilizing both guarded exploration and priori-
tized experience replay. This ablated algorithm failed in all three scenarios, indicating that
value decomposition is crucial for the stable convergence of learning. PRP-VS is the full
algorithm with prioritized experience replay removed. The failure in the 8A8M scenario
indicates that prioritized experience replay is essential for scenarios with a larger number
of agents. PRP-VP is the full algorithm with centralized shielding removed. The failure in
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the 8A8M scenario indicates that the guarded exploration mechanism is effective for better
parallel reconfiguration planning.

Table 5. Comparison of Norm.Score with ablated methods. The bold numbers denote the highest

7

values for each scenario. The symbol “-” indicates that the model failed to reconfigure to the target

configuration during testing.

2A4M 4A4AM 8ASM
PRP-VS 0.99 0.98 -
PRP-VP 0.98 0.96 -
PRP-Id. - - -
Ours (PRP) 0.98 0.96 0.99

6. Conclusions

This article introduces the Parallel Reconfiguration Planner (PRP), a reconfiguration
planning algorithm for modular self-reconfigurable satellites (MSRSs) that enables mul-
tiple modules to move simultaneously, thus improving reconfiguration efficiency. The
article uses Linear Temporal Logic (LTL) to define the safety specifications during parallel
reconfiguration. Evaluation results on 3D reconfiguration scenarios demonstrate that in
the larger module number setting, PRP outperforms the baseline method, which requires
modules to move sequentially. PRP comprises three key components: a value-decomposed
Q-learning as the backbone of the multi-agent reinforcement learning algorithm, guarded
exploration, and prioritized experience replay. The ablation study confirms that each com-
ponent contributes to the success of parallel reconfiguration planning. While the proposed
PRP demonstrates the effectiveness of multi-agent reinforcement learning for parallel re-
configuration planning, several limitations remain. First, the current formulation assumes
perfect state observability; incorporating partial observability would improve robustness
and better reflect real-world deployment conditions, such as the presence of sensor noise
or communication delays. In future work, methods using fuzzy logic and Hidden Markov
Models [55,56] could be incorporated to address partially observable problems. Second, the
proposed method is evaluated under fixed starting and goal configurations. Developing a
model capable of generalizing to a broader range of unseen starting and goal configurations
represents an important research direction for future work. Third, because the cooperative
behavior of agents becomes harder to learn as the number of moving modules gets higher,
training PRP for larger systems incurs substantial computational cost. Future work will
focus on developing more efficient learning algorithms and studying the scalability of the
learning algorithms.
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