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Abstract

Flight dynamics modeling is a fundamental cornerstone of aircraft design, simulation, and
control. Traditional approaches rely on aerodynamic look-up tables for numerical inte-
gration, which suffer from high data-acquisition costs, poor extrapolation capability, and
difficulty in assimilating flight test data. This paper proposes an architectural integration
of physics-informed neural networks (PINNs), graph neural networks (GNNs), and known
flight mechanics equations for flight dynamics modeling. Without requiring aerodynamic
coefficient labels, the method predicts flight state derivatives using state-transition data.
The approach encodes the structural knowledge of flight mechanics equations into graph
topology and a physics computation layer (PhysicsLayer), so that the neural network
only needs to learn the unknown aerodynamic coefficients while all remaining physical
relationships are computed by the governing equations. Using an F-16 fighter six-degree-
of-freedom model as the verification platform, an ablation study involving Direct-MLP,
PINN, PIGNN, and GNN is conducted. Results show that the PIGNN architecture im-
proves single-step derivative prediction accuracy by 86.6% over Direct-MLP, 60.9% over
pure PINN, and 90.8% over GNN. In 499-step (approximately 5 s) rollout state prediction,
the PIGNN Core RMSE is 1.1554, with approximately linear error growth within the first
100 steps indicating well-controlled short-range error accumulation. The graph-structural
prior enables the network to learn aerodynamic coefficients that closely match the F-16
reference aerodynamic database without aerodynamic coefficient supervision. The re-
sults demonstrate that combining graph-based dependency modeling with hard physical
constraints is effective for interpretable flight dynamics surrogate modeling.

Keywords: flight dynamics modeling; physics-informed neural network; graph neural
network; aerodynamic coefficient prediction; flight simulation

1. Introduction
With the rapid advancement of aviation technology, modern aircraft face increasingly

stringent requirements for maneuverability, agility, and safety. Their flight envelopes con-
tinue to expand, frequently involving extreme flight conditions such as high angles of attack,
high rotation rates, and even spin. In these complex flow fields dominated by nonlinear,
unsteady aerodynamic forces, establishing an accurate flight dynamics model is a critical
prerequisite for flight control design, performance evaluation, and flight safety analysis [1].
However, aerodynamic forces under extreme flight conditions exhibit strong nonlinearity,
time-varying behavior, and severe flow separation, posing formidable challenges to existing
modeling methods [2–4].
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Traditional aircraft parameter estimation and system identification methods mainly
include the output error method, the equation error method, and the filter error method.
These methods typically rely on a prescribed mathematical model structure (e.g., Taylor
series expansion or polynomial models) and assume that the system operates in a quasi-
steady or weakly nonlinear regime [5]. Although these methods have been successful
within conventional flight envelopes, their prescribed model structures often fail to capture
the complex nonlinear dynamic characteristics encountered during high-angle-of-attack
maneuvers, rapid maneuvers, or free-flight conditions, resulting in insufficient model
generalization and significantly degraded identification accuracy [6].

In recent years, with the rise of artificial intelligence and data science, data-driven
methods—especially neural networks—have provided new perspectives for flight dynam-
ics modeling. Leveraging their powerful nonlinear function approximation capability [7],
neural networks have been successfully applied to aerodynamic parameter estimation [8].
Early studies primarily used static neural networks to map state variables and control
inputs to aerodynamic force coefficients, and extracted aerodynamic derivatives through
post-processing techniques such as the Delta method, the Modified Delta method, or the
neural partial differential method [9–11]. However, purely data-driven “black-box” models
often lack physical interpretability and are prone to producing predictions that violate
physical laws under small-sample or extrapolation conditions.

Physics-informed neural networks (PINNs), proposed by Raissi et al. [12], achieve the
fusion of data-driven learning and physical constraints by embedding physical equations
into the loss function or network architecture. PINNs have been widely applied in the
flight dynamics domain. Sun et al. [13] used the PINN approach for integrated modeling
and optimization of airfoil aerodynamic shapes. Michek et al. [14] employed an improved
non-deterministic physics-informed neural network to directly utilize position, velocity,
and acceleration measurements from F-16 flight data, training a parameter estimation
network through a physics-informed loss function to simultaneously predict aerodynamic
force and moment coefficients in six-degree-of-freedom nonlinear flight dynamics. Chen
et al. [15] replaced the differential loss in the PINN with an integral loss, proposing a new
online aerodynamic parameter identification method. Existing PINN methods typically
adopt Multi-Layer Perceptrons (MLPs) as the backbone network, which cannot explicitly
model the complex coupling relationships among flight state variables.

Graph neural networks (GNNs) model relationships between entities through graph
structures and have demonstrated unique advantages in physical system modeling [16].
Sanchez-Gonzalez et al. [17] proposed interaction networks that were successfully applied
to multi-body physics simulation. Pfaff et al. [18] applied a GNN to mesh-based physical
simulation, achieving results superior to traditional numerical methods.

This paper proposes an architectural integration of the PINN, graph-based aerody-
namic dependency modeling, and known flight mechanics equations. The main contribu-
tions are as follows:

1. A GNN architecture based on physics-prior graph topology is proposed, which
encodes the physical dependency relationships between aerodynamic coefficients
and flight states as edge connections in the graph, enabling the network to propagate
information precisely along physically meaningful paths.

2. An end-to-end prediction framework incorporating a PhysicsLayer is designed, which
hard-codes the known flight mechanics equations into the network structure, ensuring
that the output strictly satisfies Newtonian mechanics constraints.

3. The learned aerodynamic coefficients are evaluated against the F-16 reference aerody-
namic database without using aerodynamic coefficient labels during training, provid-
ing a physically interpretable validation of the latent variables.
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2. Materials and Methods
2.1. F-16 Flight Dynamics Model
2.1.1. F-16 Physical Constants and Inertial Parameters

Before establishing the F-16 flight dynamics model, the physical constants and inertial
parameters are defined. These parameters are determined by the aircraft geometry, mass
distribution, and engine configuration, and are kept constant throughout the simulations.
The data are taken from the classical reference by Stevens and Lewis [1]. Table 1 lists all
constants and their numerical values used in this paper.

Table 1. F-16 physical constants and inertial parameters.

Symbol Physical Meaning Value

g Gravitational acceleration 32.17 ft/s2

m Mass 637.4 slug
S Reference area 300 ft2

b Wingspan 30 ft
c̄ Mean aerodynamic chord 11.32 ft
hx Engine angular momentum 160 slug·ft2/s
AXX Roll moment of inertia 9496 slug·ft2

AYY Pitch moment of inertia 55,814 slug·ft2

AZZ Yaw moment of inertia 63,100 slug·ft2

AXZ Product of inertia 982 slug·ft2

Γ Inertia coupling determinant, AXX AZZ − A2
XZ 598,636,076 slug2·ft4

XPQ Inertia coupling coefficient, AXZ(AXX − AYY + AZZ) 16,918,892 slug2·ft4

XQR Inertia coupling coefficient, AZZ(AZZ − AYY) + A2
XZ 462,847,124 slug2·ft4

ZPQ Inertia coupling coefficient, (AXX − AYY)AXX + A2
XZ −439,156,880 slug2·ft4

Here, S, b, and c̄ are wing geometric parameters that appear in the computation of
aerodynamic forces and moments; AXX , AYY, AZZ, and AXZ are the aircraft’s moments and
product of inertia, which determine the angular acceleration response to applied moments;
and Γ, XPQ, XQR, and ZPQ are auxiliary inertia combinations used to simplify the coupled
roll–yaw moment equations. Additionally, x̄cg,re f = 0.35 is the reference center-of-gravity
position (in units of mean aerodynamic chord), and xcg is the actual center-of-gravity
position. In this study, xcg = x̄cg,re f is used to isolate the modeling effect of the proposed
network architecture from center-of-gravity variation. Modeling variable center-of-gravity
effects is straightforward by treating xcg as an additional input, but is outside the scope of
the present validation.

2.1.2. State Vector and Control Inputs

Based on the above aircraft parameters, the F-16 fighter employs a six-degree-of-
freedom rigid-body flight dynamics model [1]. This model treats the aircraft as a rigid
body with six degrees of freedom (three translational and three rotational) in three-
dimensional space, representing the most classical and complete description in flight
dynamics modeling.

The state vector contains 13 variables:

X = [VT , α, β, ϕ, θ, ψ, p, q, r, h, P, xN , xE]
T (1)

The physical meaning and domain of each state variable are shown in Table 2.
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Table 2. F-16 state vector definition and value ranges.

Symbol Physical Meaning Unit Valid Range

VT True airspeed ft/s 300–800
α Angle of attack rad −0.17–0.79 (−10–45◦)
β Sideslip angle rad −0.52–0.44 (−30–25◦)
ϕ Roll angle rad −π–π
θ Pitch angle rad −π/2–π/2
ψ Yaw angle rad 0–2π
p Roll rate rad/s −5.24–5.24 (±300◦/s)
q Pitch rate rad/s −3.49–3.49 (±200◦/s)
r Yaw rate rad/s −3.49–3.49 (±200◦/s)
h Altitude ft 0–40,000
P Engine power state % 0–100
xN Northward position ft −∞–+∞
xE Eastward position ft −∞–+∞

The selection of these 13 state variables follows the classical flight mechanics modeling
paradigm and they can be grouped by physical attributes into four categories:

(1) Aerodynamic state group (VT , α, β): True airspeed VT describes the aircraft’s
velocity relative to the air and is the basis for computing dynamic pressure and aerodynamic
forces. Angle of attack α and sideslip angle β describe the direction of the airflow relative
to the body longitudinal and lateral axes, respectively, and are the most critical variables
determining aerodynamic coefficients. These three variables jointly define the aircraft’s
motion state in the wind-axis frame and directly determine the magnitude of aerodynamic
forces and moments.

(2) Attitude group (ϕ, θ, ψ): Roll angle ϕ, pitch angle θ, and yaw angle ψ form the Euler
angle triplet, describing the orientation of the body frame relative to the ground frame.
The attitude angles are coupled with angular rates through kinematic equations, and their
derivatives are determined exactly by pure kinematic relationships without depending on
aerodynamic coefficients.

(3) Angular rate group (p, q, r): Roll rate p, pitch rate q, and yaw rate r describe the
aircraft’s rotational velocities about the three body axes. Changes in angular rates are driven
by aerodynamic moments, while simultaneously feeding back through damping derivative
terms to influence aerodynamic coefficients, forming an aerodynamic–kinematic coupling.

(4) Auxiliary state group (h, P, xN , xE): Altitude h affects atmospheric density and
engine thrust and is an important parameter for aerodynamic force computation. Engine
power state P describes the engine response dynamics, and its evolution is computed
exactly by a known engine model. Northward position xN and eastward position xE

describe the aircraft’s horizontal position in the ground frame, and their derivatives are
determined by pure kinematic relationships.

The valid ranges of α and β are determined by the interpolation range of the aerody-
namic data tables; extrapolation results beyond these ranges are unreliable.

The control input contains 4 variables:

U = [δth, δe, δa, δr]
T (2)

The domain of each control variable is shown in Table 3.
The selection of control inputs covers all major control channels of the F-16 fighter.

Throttle δth controls engine thrust, normalized to the [0, 1] interval. Elevator δe is the
primary longitudinal control surface, controlling the aircraft’s pitching motion by altering
the pitching moment. Aileron δa produces a rolling moment through differential deflection
and is the primary means of lateral control. Rudder δr generates a yawing moment for
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heading control and coordinated turns. These four control variables influence the aircraft’s
forces and moments through the aerodynamic coefficient model, thereby driving the
state evolution.

Table 3. F-16 control input definition and value ranges.

Symbol Physical Meaning Unit Valid Range

δth Throttle setting – 0–1
δe Elevator deflection ◦ −25–25
δa Aileron deflection ◦ −20–20
δr Rudder deflection ◦ −30–30

2.1.3. Aerodynamic Coefficient Model

The aerodynamic characteristics of the F-16 are described by six total aerodynamic
coefficients, each composed of a static aerodynamic coefficient, control surface effects, and
damping derivative corrections. The complete formulas for each coefficient are given below,
where the geometric parameters such as wingspan b and mean aerodynamic chord c̄ are
listed in Table 1. These formulas reveal the physical dependency relationships between
aerodynamic coefficients and flight states, forming the basis for constructing the graph
topology in this paper.

(1) Axial force coefficient CXT :

CXT = CX(α, δe) +
c̄q

2VT
· CXq(α) (3)

where CX(α, δe) is the static axial force coefficient obtained from a two-dimensional α–δe

look-up table, and CXq(α) is the pitch damping derivative obtained from a one-dimensional
α look-up table. Therefore, CXT depends on α, q, δe, and VT .

(2) Side force coefficient CYT :

CYT = −0.02β + 0.021
δa

20
+ 0.086

δr

30
+

b
2VT

(
CYr (α) · r + CYp(α) · p

)
(4)

where the static side force is a linear function of β, the control surface effects are linear
functions of δa and δr, and the damping terms depend on p, r, and α. Therefore, CYT

depends on β, p, r, δa, δr, α, and VT .
(3) Normal force coefficient CZT :

CZT = CZ(α)

(
1 −

(
β

57.3

)2
)
− 0.19

δe

25
+

c̄q
2VT

· CZq(α) (5)

where CZ(α) is the static normal force coefficient obtained from a one-dimensional α look-
up table, with a quadratic correction by β. Therefore, CZT depends on α, β, q, δe, and VT .

(4) Rolling moment coefficient CLT :

CLT = CL(α, β) + ∆CLδa
(α, β)

δa

20
+ ∆CLδr

(α, β)
δr

30
+

b
2VT

(
CLr (α) · r + CLp(α) · p

)
(6)

where CL(α, β) is the static rolling moment, and ∆CLδa
and ∆CLδr

are the rolling moment
increments due to aileron and rudder, all obtained from two-dimensional α–β look-up
tables. Therefore, CLT depends on α, β, p, r, δa, δr, and VT .

(5) Pitching moment coefficient CMT :

CMT = CM(α, δe) +
c̄q

2VT
· CMq(α) + CZT(x̄cg,re f − xcg) (7)
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where CM(α, δe) is the static pitching moment obtained from a two-dimensional α–δe look-
up table. The last term is the center-of-gravity offset correction; the inclusion of CZT makes
CMT indirectly dependent on β. Therefore, CMT depends on α, β, q, δe, and VT .

(6) Yawing moment coefficient CNT :

CNT = CN(α, β) + ∆CNδa
(α, β)

δa

20
+ ∆CNδr

(α, β)
δr

30

+
b

2VT

(
CNr (α) · r + CNp(α) · p

)
− CYT

(x̄cg,re f − xcg)c̄
b

(8)

where CN(α, β) is the static yawing moment, and ∆CNδa
and ∆CNδr

are the control surface
yawing moment increments. The last term is the center-of-gravity offset correction; the
inclusion of CYT makes CNT indirectly dependent on δa and δr. Therefore, CNT depends on
α, β, p, r, δa, δr, and VT .

Summarizing the above analysis, Table 4 presents the physical dependency relation-
ships of each aerodynamic coefficient. These dependencies directly determine the edge
connections in the graph topology of the PIGNN architecture.

Table 4. Physical dependencies between aerodynamic coefficients and flight states.

Aerodynamic Coefficient Dependent State/Control Variables

CXT VT , α, q, δe
CYT VT , α, β, p, r, δa, δr
CZT VT , α, β, q, δe
CLT VT , α, β, p, r, δa, δr
CMT VT , α, β, q, δe
CNT VT , α, β, p, r, δa, δr

It should be noted that in the neural network framework of this paper, control surface
deflections (δe, δa, δr) are injected into the features of all nodes through the control input
vector U, rather than as independent graph nodes. Therefore, the edge connections of aero-
dynamic coefficient nodes in the graph topology only involve state variables (VT , α, β, p, q, r),
and the influence of control surfaces is implicitly conveyed through node features.

2.1.4. Equations of Motion

Based on the above state variables, control inputs, and aerodynamic coefficient model,
the evolution of flight states is described by the six-degree-of-freedom equations of motion.
The state derivatives Ẋ = f (X, U, C) are computed by the following equation set, where the
physical constants and inertial parameters are given in Table 1. The adopted formulation
follows the standard F-16 body-axis convention used in the flight dynamics literature [1]:
the body-fixed x-axis points forward along the fuselage, the y-axis points toward the right
wing, and the z-axis points downward. The aerodynamic force coefficients used in this
paper are therefore body-axis components rather than direct lift and drag coefficients;
the aerodynamic force is resolved as XA = QSCX, YA = QSCY, and ZA = QSCZ before
entering the translational dynamics. The aerodynamic moments Lm, Mm, and Nm act
about the corresponding body axes, thrust is assumed to act along the body x-axis, and
gravity is introduced through the standard Euler-angle transformation in the body-axis
velocity equations.

In the following equations, the newly introduced symbols are defined as follows: TK

is the atmospheric temperature at the current altitude (K); T0 = 288.15 K is the sea-level
standard temperature; p0 is the sea-level standard pressure; ρ is the atmospheric density;
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R is the specific gas constant for air; γ = 1.4 is the ratio of specific heats; ft2m = 0.3048
is the feet-to-meters conversion factor; fpa2lb f is the Pascals-to-pounds-per-square-foot
conversion factor; Ma is the Mach number; Q is the dynamic pressure (lbf/ft2); u, v, w are
the body-axis velocity components; ax, ay, az are the body-axis acceleration components; T is
the engine thrust; Lm, Mm, Nm are the rolling, pitching, and yawing aerodynamic moments,
respectively; and fthrust and fpdot are empirical model functions for thrust and power
derivative. The atmospheric calculation is performed in SI units to obtain temperature,
density, and Mach number, and the dynamic pressure is then converted back to lbf/ft2 for
consistency with the English-unit F-16 equations. All other symbols retain their previously
defined meanings.

(1) Atmospheric model. Temperature, density, Mach number, and dynamic pressure
are computed according to the International Standard Atmosphere model:

TK = max(288.15 − 0.0065 · h · ft2m, 216.65), ρ =
p0(TK/T0)

5.256

RTK
(9)

Ma =
VT · ft2m√

γRTK
, Q =

1
2

ρ(VT · ft2m)
2 · fpa2lb f (10)

(2) Body-axis velocity components.

u = VT cos α cos β, v = VT sin β, w = VT sin α cos β (11)

(3) Force equations. Aerodynamic coefficients and thrust are converted to body-
axis accelerations:

ax =
QSCX + T

m
, ay =

QSCY
m

, az =
QSCZ

m
(12)

(4) Body-axis velocity derivatives.

u̇ = rv − qw − g sin θ + ax (13)

v̇ = pw − ru + g cos θ sin ϕ + ay (14)

ẇ = qu − pv + g cos θ cos ϕ + az (15)

(5) Wind-axis derivatives.

V̇T =
uu̇ + vv̇ + wẇ

VT
(16)

α̇ =
uẇ − wu̇
u2 + w2 (17)

β̇ =
VT v̇ − vV̇T

u2 + w2 cos β (18)

Equations (16)–(18) are obtained by differentiating the wind-axis definitions of VT ,
α, and β and substituting the body-axis velocity derivatives in Equations (13)–(15).
They therefore represent transformed translational dynamics rather than independent
empirical equations.

(6) Attitude kinematic equations (independent of aerodynamic coefficients; ex-
actly known).

ϕ̇ = p +
sin θ

cos θ
(q sin ϕ + r cos ϕ) (19)

θ̇ = q cos ϕ − r sin ϕ (20)
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ψ̇ =
q sin ϕ + r cos ϕ

cos θ
(21)

(7) Moment equations. The aerodynamic moments are:

Lm = QSbCL, Mm = QSc̄CM, Nm = QSbCN (22)

The angular accelerations are:

ṗ =
XPQ pq − XQRqr + AZZLm + AXZ(Nm + qhx)

Γ
(23)

q̇ =
(AZZ − AXX)pr − AXZ(p2 − r2) + Mm − rhx

AYY
(24)

ṙ =
ZPQ pq − XPQqr + AXZLm + AXX(Nm + qhx)

Γ
(25)

(8) Position derivatives (independent of aerodynamic coefficients; exactly known).

ḣ = u sin θ − v sin ϕ cos θ − w cos ϕ cos θ (26)

ẋN = u cos θ cos ψ + v(sin ϕ sin θ cos ψ − cos ϕ sin ψ) + w(cos ϕ sin θ cos ψ + sin ϕ sin ψ) (27)

ẋE = u cos θ sin ψ + v(sin ϕ sin θ sin ψ + cos ϕ cos ψ) + w(cos ϕ sin θ sin ψ − sin ϕ cos ψ) (28)

(9) Thrust and engine model (known model; computed exactly).

T = fthrust(P, h, Ma), Ṗ = fpdot(P, δth) (29)

The thrust model is based on three 6 × 6 empirical look-up tables (idle, military, and
maximum thrust), obtained through bilinear interpolation and power-state weighting.

2.1.5. Problem Definition

Based on the above flight dynamics model, the flight state prediction problem can
be formalized as follows: given the current state Xt and control input Ut, predict the state
derivatives Ẋt, and then obtain the next-step state through Euler integration:

Xt+1 = Xt + Ẋt · ∆t (30)

The core challenge is that the aerodynamic coefficients C cannot be directly measured
during actual flight and must be implicitly learned from state-transition data.

2.2. Method Design
2.2.1. Overall Framework

The core idea of this paper is to incorporate the governing equations of flight mechanics
into the neural network training process, following the philosophy of physics-informed
neural networks (PINNs) [12]. For the F-16 flight dynamics system, the state derivatives
are determined by the governing equations:

Ẋ = F (X, U; C) (31)

where the aerodynamic coefficients C are unknown parameters. PINN incorporates physi-
cal knowledge in two ways: (1) soft constraints—including the physical equation residuals
as part of the loss function; (2) hard constraints—embedding the physical equations di-
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rectly into the network computation graph (PhysicsLayer). This paper employs both
approaches simultaneously.

Meanwhile, this paper introduces graph neural networks (GNNs) to model the cou-
pling relationships among flight state variables. GNN updates node representations on
graph structures through a message-passing mechanism:

mij = ϕe(h
(l)
i , h(l)

j , eij), h(l+1)
i = ϕv

h(l)
i , ∑

j∈N (i)
mij

 (32)

where h(l)
i is the hidden vector of node i at layer l, eij is the edge feature, and ϕe and

ϕv are learnable message and update functions. The key advantage of GNN is that the
graph topology can encode the physical dependency relationships between aerodynamic
coefficients and flight states, allowing information to propagate only along physically
meaningful paths.

Based on the fusion of these two methods, three physics-informed architectures are
designed for comparative study. A conventional Direct-MLP surrogate is also used as an
external neural baseline:

• Direct-MLP: MLP directly predicts the 13-dimensional state derivatives from the
current state, control input, Mach number, and dynamic pressure. It has neither a
graph-structural prior nor a PhysicsLayer hard constraint.

• PINN: MLP predicts aerodynamic coefficients → PhysicsLayer computes derivatives.
Physical knowledge is only reflected at the output end (PhysicsLayer hard constraint),
with no graph-structural prior at the input end.

• PIGNN: GNN predicts aerodynamic coefficients on a physics-prior graph → Physic-
sLayer computes derivatives. Physical knowledge is reflected at both the input end
(graph topology) and the output end (PhysicsLayer).

• GNN: GNN directly predicts derivatives on an augmented physics-prior graph, with-
out PhysicsLayer. Physical knowledge is only reflected at the input end (graph
topology), while the output end is purely data-driven.

2.2.2. Direct-MLP Baseline

The Direct-MLP baseline is a conventional data-driven surrogate model. It uses the
same 19-dimensional input as PINN, including all 13 state variables, 4 control inputs, Mach
number, and dynamic pressure, but directly outputs the 13 state derivatives:

ˆ̇X = MLP(X, U, Ma, Q) (33)

The network structure is 19 → 512 → 512 → 256 → 13, with LayerNorm and SiLU
activation functions. This baseline is included to distinguish the proposed physics-informed
architecture from a standard neural surrogate without graph message passing or hard
physical constraints.

2.2.3. PINN Architecture

The PINN architecture employs a 4-layer MLP to predict 6 aerodynamic coefficients:

C = MLP([VT , α, β, p, q, r, P, ϕ, θ, ψ, h, xN , xE, δe, δa, δr, δth, Ma, Q]; θ) (34)

The network structure is 19 → 256 → 256 → 128 → 6, with LayerNorm and SiLU activa-
tion functions. The MLP receives all 13 state variables, 4 control inputs, Mach number, and
dynamic pressure (19 dimensions total), fully connecting them to 6 outputs without distin-
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guishing which inputs affect which aerodynamic coefficient. The predicted aerodynamic
coefficients are fed into the PhysicsLayer, where the flight mechanics equations exactly
compute the 13-dimensional state derivatives.

The PhysicsLayer is the core component of the proposed method. It hard-codes the
flight mechanics equations from Section 2.1.4 into the network’s computation graph. The
PhysicsLayer itself has no trainable weights; it is a deterministic differentiable computation
module. The aerodynamic coefficients supplied to it are predicted by the neural network,
and gradients are backpropagated through the PhysicsLayer to train that network.

Given the current state X, control input U, and the network-predicted 6 aerodynamic
coefficients Ĉ, the PhysicsLayer computation proceeds as follows:

1. Compute atmospheric parameters Ma and Q from Equations (9) and (10);
2. Compute thrust T and power derivative Ṗ exactly using the known thrust model from

Equation (29);
3. Compute body-axis velocity components u, v, w from Equation (11);
4. Convert Ĉ and T to body-axis accelerations ax, ay, az from Equation (12);
5. Compute body-axis velocity derivatives u̇, v̇, ẇ from Equations (13)–(15);
6. Compute wind-axis derivatives V̇T , α̇, β̇ from Equations (16)–(18);
7. Compute attitude kinematics ϕ̇, θ̇, ψ̇ exactly from Equations (19)–(21);
8. Compute angular accelerations ṗ, q̇, ṙ from Equations (22)–(25);
9. Compute position derivatives ḣ, ẋN , ẋE exactly from Equations (26)–(28).

The key property of the PhysicsLayer is that among the 13-dimensional output deriva-
tives, the attitude kinematics in step 7 (ϕ̇, θ̇, ψ̇), the position derivatives in step 9 (ḣ, ẋN , ẋE),
and the engine derivative (Ṗ) are computed exactly from the current state and known
models, independent of the network-predicted aerodynamic coefficients Ĉ. Therefore,
the prediction error for these 7 dimensions is zero. The network only needs to accurately
predict 6 aerodynamic coefficients, while the derivatives for the remaining dimensions are
given exactly by the physical equations. This design substantially reduces the learning
difficulty for the network while ensuring the physical self-consistency of the output.

2.2.4. PIGNN Architecture

The PIGNN architecture introduces graph neural networks on top of PINN, explicitly
encoding the physical dependency relationships between aerodynamic coefficients and
flight states as graph topology. This is the core method proposed in this paper.

Physics-Prior Graph Structure

A graph G = (V , E) with 19 nodes is constructed: state nodes (13) correspond to
each component of the 13-dimensional state vector, and aerodynamic coefficient nodes (6)
correspond to the 6 aerodynamic coefficients as intermediate latent variables. Nodes are
grouped by physical attributes into 5 categories: aerodynamic state group (VT , α, β), attitude
group (ϕ, θ, ψ), angular rate group (p, q, r), auxiliary group (h, P, xN , xE), and aerodynamic
coefficient group (CX ∼ CN).

The edge set E contains three types: (1) Intra-group edges: Full connections among
state variables within the same group, reflecting the strong coupling of co-grouped vari-
ables. (2) Inter-group edges: State-to-state couplings based on the physical equations.
(3) Physical dependency edges: Connections between aerodynamic coefficient nodes and
their physically dependent state nodes, established strictly according to the dependency
relationships in Table 4. All edges are bidirectional.
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Node Feature Construction

The initial feature of each node is a 14-dimensional vector:

h(0)
i = [si, ni, u, Ma, Q, α, β] (35)

where si is the state value corresponding to the node (initialized to 0 for aerodynamic
coefficient nodes), ni is a 5-dimensional node-type encoding, u is the 4-dimensional control
input, and Ma and Q are atmospheric parameters.

Message Passing and Decoding

After the node features are mapped to 128-dimensional hidden vectors by an encoder,
3 rounds of message passing are performed:

mij = MLPe([h
(l)
i , h(l)

j , eij]) (36)

h(l+1)
i = LayerNorm

h(l)
i + MLPv

[h(l)
i , ∑

j∈N (i)
mij]

 (37)

After 3 rounds of message passing, an attention mechanism is used to decode 6
aerodynamic coefficient values from the aerodynamic coefficient nodes:

Ĉk = MLPk

(
[h(L)

Ck
, Attn(h(L)

Ck
, {h(L)

j }j∈deps(k))]
)

(38)

The decoded aerodynamic coefficients are then fed into the PhysicsLayer to compute derivatives.

2.2.5. GNN Architecture

The GNN architecture serves as an ablation control group for the PhysicsLayer. It
uses the same 19-node graph structure as PIGNN and adds dependency edges from
aerodynamic coefficient nodes to state-derivative nodes according to the equations of
motion. For example, CX and CZ are connected to the translational derivatives, while CL

and CN are connected to the roll and yaw acceleration channels. After message passing,
the 13-dimensional derivatives are decoded directly from the hidden vectors of the 13 state
nodes. No PhysicsLayer is used in this architecture, so the known kinematic and dynamic
relationships must be learned from data.

A schematic illustration of the three architectures is shown in Figure 1.

2.2.6. Training Strategy
Loss Function

For architectures with PhysicsLayer (PINN, PIGNN), the loss function includes data
loss and physical residual losses:

L = Ldata + λkinLkin + λaltLalt + λengLeng + λnavLnav + λmomLmom + λvelLvel (39)

where Ldata is the normalized derivative MSE, and the 6 physical residual terms respectively
constrain the self-consistency of the kinematic, altitude, engine, navigation, moment, and
velocity equations. For GNN, only the data loss and the kinematic residuals that do
not depend on aerodynamic coefficients are used. A conventional Direct-MLP baseline,
when used for comparison, is trained only with Ldata because it does not contain either
graph-structured message passing or a PhysicsLayer.

The loss weights used in all reported experiments are λkin = 0.5, λalt = 0.3, λeng = 0.3,
λnav = 0.3, λmom = 0.5, and λvel = 0.5. All trainable layers are initialized with Xavier
normal initialization and zero bias. The optimizer is AdamW with an initial learning rate
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of 10−3 and a weight decay of 10−5. A cosine annealing learning-rate schedule is used
with Tmax = 200 epochs and a minimum learning rate of 10−6. The batch size is 1024, the
maximum number of epochs is 200, and gradient clipping with a maximum norm of 10 is
applied. The checkpoint with the lowest training data loss is used for evaluation.

(a) PINN-Based Training Framework

(b) GNN-Based Training Framework

(c) PIGNN-Based Training Framework

Figure 1. Schematic illustration of the three training frameworks. Arrows indicate the direction of
data flow and information propagation, and different colors distinguish the neural network modules,
physics-based computation layers, and output quantities.
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3. Results
3.1. Experimental Setup
3.1.1. Dataset

Training data were generated by an F-16 six-degree-of-freedom simulator, comprising
four categories of flight data: Dataset A (single-variable independent variation), Dataset B
(multi-variable coupled variation), Dataset C (typical maneuver actions), and Dataset D
(extreme operating conditions). The training set contains 374,880 samples and the test
set contains 129,306 samples, covering a flight envelope of 300–800 ft/s in airspeed and
0–40,000 ft in altitude. Each sample includes the current state (13-dimensional), control
input (4-dimensional), and state derivatives (13-dimensional), but does not include aerody-
namic coefficients.

3.1.2. Ablation Study Design

To systematically evaluate the contributions of the physics-prior graph structure and
the PhysicsLayer hard constraint—the two key design elements—to prediction accuracy,
an ablation study with three main architectures is designed, as shown in Table 5. The
three architectures are: PINN (PhysicsLayer only, no graph structure), PIGNN (both graph
structure and PhysicsLayer, the complete method proposed in this paper), and GNN (graph
structure only, no PhysicsLayer). Comparing PINN with PIGNN evaluates the contribution
of the graph-structural prior, while comparing PIGNN with GNN evaluates the contribution
of the PhysicsLayer hard constraint. In addition, a conventional Direct-MLP surrogate
is included as an external neural baseline that directly maps the 19-dimensional input to
13 state derivatives without graph message passing or hard physical constraints.

The trainable parameter counts differ because the graph-based models contain node
encoders, edge/message functions, and decoders in addition to ordinary feed-forward
layers. Therefore, the comparison should be interpreted primarily as an architectural
ablation rather than a strictly parameter-matched capacity study. The fact that the GNN
baseline has the largest parameter count but the largest prediction error also indicates
that parameter count alone does not explain the performance difference; the hard physical
constraint introduced by the PhysicsLayer is essential for stable flight dynamics prediction.

Table 5. Ablation study design. A check mark (✓) indicates that the corresponding component is
included, whereas a cross (×) indicates that it is not included.

Architecture Physics-Prior Graph PhysicsLayer Trainable Parameters

Direct-MLP × × 410,125
PINN × ✓ 105,862
PIGNN ✓ ✓ 856,454
GNN ✓ × 1,455,885

3.1.3. Evaluation Metrics

This paper adopts Root Mean Square Error (RMSE) as the primary evaluation metric.
Single-step derivative RMSE: For the j-th state dimension, the single-step derivative

prediction RMSE is defined as

RMSEj =

√√√√ 1
N

N

∑
i=1

(
ˆ̇Xi,j − Ẋi,j

)2
(40)

where ˆ̇Xi,j is the predicted derivative of the i-th sample for the j-th dimension, Ẋi,j is the
ground-truth derivative, and N is the number of test samples.
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Core state RMSE (Core RMSE): To comprehensively evaluate the prediction accuracy
of the core flight dynamics states, the Core(9) RMSE is defined as the joint RMSE over
nine core state dimensions:

Core RMSE =

√√√√ 1
N × 9

N

∑
i=1

∑
j∈Score

(
ˆ̇Xi,j − Ẋi,j

)2
(41)

where Score = {VT , α, β, ϕ, θ, ψ, p, q, r} is the core state set. These nine dimensions are
selected because they directly reflect the aircraft’s aerodynamic state, attitude, and angular
motion characteristics, which are the primary concerns of flight dynamics modeling. The
position state derivatives (h, xN , xE) are computed exactly by pure kinematic equations,
and the power state derivative (P) is computed exactly by the known engine model; for
architectures with PhysicsLayer, these errors are zero and are therefore excluded from the
Core RMSE.

Multi-step rollout RMSE: For K-step rollout prediction, autoregressive prediction is
performed on each test segment. Let there be M test segments, and let em,k be the core state
RMSE of the m-th segment at step k. The mean and standard deviation are reported:

Rollout Core RMSE(k) =
1
M

M

∑
m=1

em,k ±

√√√√ 1
M

M

∑
m=1

(em,k − ēk)2 (42)

Aerodynamic coefficient RMSE: Only for architectures with PhysicsLayer (PINN,
PIGNN), the six latent variables predicted by the network are compared post hoc with
the ground-truth aerodynamic coefficients in the test set. It must be emphasized that
aerodynamic coefficient labels are never used during training; this metric is used to verify
whether the network has learned physically correct aerodynamic coefficient decompositions
from state-transition supervision alone.

3.2. Training Process and Analysis

Figure 2 shows the training behavior of the three architectures. Both the total training
loss (left panel) and the data fitting loss (right panel) indicate that PIGNN (red) performs
best, with its loss decreasing fastest and ultimately converging to the lowest level (approxi-
mately 10−5), far superior to PINN (blue) and GNN (green). PINN converges at a moderate
rate, stabilizing around 10−3, while GNN performs worst, with its loss only decreasing
to approximately 100 and converging slowly. Notably, PIGNN exhibits pronounced os-
cillations during training, which may be related to gradient variations introduced by the
physics-information embedding mechanism, but the overall downward trend is clear. Over-
all, the PIGNN algorithm with embedded physics information significantly outperforms
both traditional PINN and purely data-driven GNN in terms of convergence speed and
final accuracy, demonstrating that the fusion of physical constraints can effectively improve
training efficiency and fitting capability.

3.3. Prediction Results and Ablation Analysis
3.3.1. Single-Step Derivative Prediction and Multi-Step Rollout Prediction Results

The model’s predictive capability is evaluated from two complementary perspectives:
(1) Single-step derivative prediction—Given the true state Xt and control input Ut, the
RMSE between the model-predicted state derivatives ˆ̇Xt and the ground-truth derivatives
Ẋt is evaluated, reflecting the model’s instantaneous dynamics fitting accuracy. (2) Multi-
step rollout state prediction—Starting from an initial state, the model autoregressively
predicts future state values X̂t+k, which are compared against the true states Xt+k, reflecting
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the error accumulation characteristics in actual simulation. The two metrics are measured
in derivative space and state space, respectively, with different physical meanings but
complementary roles.
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Figure 2. Training loss curves for the three architectures.

Table 6 presents the single-step derivative prediction Core(9) RMSE for the four archi-
tectures over all test samples.

Table 6. Single-step derivative prediction Core(9) RMSE.

Metric Direct-MLP PINN PIGNN GNN

Single-step derivative Core RMSE 1.6213 0.5541 0.2166 2.3518

PIGNN achieves a single-step derivative Core RMSE of 0.2166, representing an 86.6%
improvement over Direct-MLP (1.6213), a 60.9% improvement over PINN (0.5541), and a
90.8% improvement over GNN (2.3518).

Table 7 and Figure 3 further present the per-dimension single-step derivative RMSE
for the four architectures.

PINN and PIGNN achieve zero RMSE on the attitude angle derivatives (ϕ̇, θ̇, ψ̇), posi-
tion derivatives (ḣ, ẋN , ẋE), and engine derivative (Ṗ), because the PhysicsLayer computes
these dimensions exactly through kinematic equations and known models, independent of
the network-predicted aerodynamic coefficients. Direct-MLP and GNN must learn these
known relationships from data, resulting in nonzero attitude derivative errors. The RMSE
of PIGNN on V̇T (0.567) is only 37.6% of that of PINN (1.510), demonstrating that the
graph-structural prior significantly improves prediction accuracy for aerodynamic-force-
related states.

Table 7. Per-dimension single-step derivative RMSE.

State Direct-MLP PINN PIGNN GNN

VT 4.7633 1.5098 0.5673 6.9804
α 0.0569 0.0175 0.0059 0.0633
β 0.0645 0.0062 0.0018 0.0762
ϕ 0.1653 0.0000 0.0000 0.1840
θ 0.1064 0.0000 0.0000 0.1454
ψ 0.1022 0.0000 0.0000 0.1297
p 0.9098 0.6702 0.3092 0.9611
q 0.1274 0.0621 0.0481 0.1265
r 0.2600 0.1733 0.0484 0.1738

Table 8 and Figure 4 present the multi-step rollout state prediction Core(9) RMSE for
the four architectures over 200 test trajectories. The rollout prediction starts from the true
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initial state and advances autoregressively for 499 steps (∆t = 0.01 s, approximately 5 s
total) via Euler integration, evaluating the error between predicted and true states.

Table 8. Multi-step rollout state prediction Core(9) RMSE.

Rollout Step Direct-MLP PINN PIGNN GNN

1 0.0017 0.0010 0.0003 0.0069
10 0.0139 0.0091 0.0024 0.0605
50 0.0612 0.0357 0.0091 0.2820
100 0.1540 0.0685 0.0210 0.5497
200 0.6123 0.2362 0.1053 1.6360
499 5.2722 2.8814 1.1554 10.1141

PIGNN achieves the best performance at all rollout steps. At 100 steps (1 s), the
state RMSE of PIGNN is 0.0210, representing an 86.4% improvement over Direct-MLP
(0.1540), a 69.3% improvement over PINN (0.0685), and a 96.2% improvement over GNN
(0.5497). At 499 steps (approximately 5 s), the state RMSE of PIGNN is 1.1554, still signifi-
cantly better than Direct-MLP (5.2722), PINN (2.8814), and GNN (10.1141). Within the first
100 steps, error growth is approximately linear, indicating that the physical constraints of
the PhysicsLayer effectively suppress error divergence in short-range prediction; beyond
200 steps, error growth accelerates, primarily limited by the accuracy of the Euler integra-
tion scheme. GNN, lacking the PhysicsLayer hard constraint, reaches a 499-step error of
10.1141, approximately 8.8 times that of PIGNN.

Comparing PINN and PIGNN, the graph-structural prior yields a 60.9% improvement
in single-step derivative accuracy. This improvement stems from the GNN graph topology
precisely restricting each aerodynamic coefficient to receive information only from its
physically dependent state variables, avoiding the information redundancy caused by
MLP full connectivity. Both architectures receive identical input information (all 13 state
variables, 4 control inputs, Mach number, and dynamic pressure), but the MLP processes
them through fully connected layers without distinguishing which inputs affect which
output, while the graph structure encodes the physical dependency relationships as edge
connections. Comparing PIGNN and GNN, the PhysicsLayer yields a 90.8% improvement
in single-step derivative accuracy. The disadvantage of GNN is mainly reflected in: (1) the
need to learn known exact kinematic relationships from data, and (2) the inability to
guarantee the physical self-consistency of the output.

As shown in Figure 4, the GNN architecture exhibits significantly larger rollout errors
than the two PhysicsLayer-based architectures, making the difference between PINN
and PIGNN difficult to discern at the same scale. Figure 5 therefore presents a focused
comparison between PINN and PIGNN only, showing the per-step median state prediction
error for each of the 12 state dimensions (excluding engine power). This focused view
reveals that PIGNN consistently outperforms PINN across all aerodynamic-force-related
states (VT , α, β) and angular rate states (p, q, r) throughout the rollout horizon, with the
advantage being most pronounced in VT and α where the force coefficient prediction
accuracy plays a dominant role. The errors of all architectures accumulate approximately
linearly within the first 100 steps, with PIGNN exhibiting the lowest accumulation rate.
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Figure 3. Single-step derivative RMSE comparison across four architectures. Colors and diagonal
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Figure 4. Median Core(9) state RMSE during multi-step rollout prediction for four architectures, with
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3.3.2. Aerodynamic Coefficient Prediction Accuracy

Table 9 and Figure 6 present the comparison between the aerodynamic coefficients pre-
dicted by PINN and PIGNN and the ground-truth values (with no aerodynamic coefficient
supervision during training). Direct-MLP and GNN are not included in this aerodynamic
coefficient comparison because they directly output state derivatives and do not contain
aerodynamic coefficients as physically interpretable latent variables. To further examine
whether the learned coefficients preserve physically meaningful trends, Figure 7 plots sec-
tional coefficient trends of PINN and PIGNN against the dominant aerodynamic variables.
The longitudinal coefficients CX, CZ, and CM are shown as functions of angle of attack α,
while the lateral-directional coefficients CY, CL, and CN are shown as functions of sideslip
angle β.

Table 9. Aerodynamic coefficient prediction RMSE (post hoc verification without aerodynamic
coefficient supervision).

Coefficient PINN PIGNN

CX 0.0096 0.0042
CY 0.0279 0.0080
CZ 0.1029 0.0429
CL 0.0028 0.0013
CM 0.0060 0.0045
CN 0.0043 0.0012
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Figure 5. Per-step median state prediction error for 12 state dimensions: PINN vs. PIGNN comparison,
with interquartile range shading.
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Figure 6. Scatter plot of predicted versus ground-truth aerodynamic coefficients.
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PIGNN significantly outperforms PINN across all six aerodynamic coefficients: CX

(56.3% improvement), CY (71.3%), CZ (58.3%), CL (53.6%), CM (25.0%), and CN (72.1%).
These results demonstrate that, without aerodynamic coefficient labels during training,
the physics-prior graph structure effectively guides the network to discover a physically
meaningful aerodynamic coefficient decomposition.
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Figure 7. Sectional trends in aerodynamic coefficients learned by PINN and PIGNN compared with
the F-16 reference aerodynamic database. Longitudinal coefficients are binned by angle of attack, and
lateral-directional coefficients are binned by sideslip angle.

4. Discussion
An important property of the proposed method is its physical interpretability. The

intermediate outputs of PIGNN—the six aerodynamic coefficients—have clear physical
meanings and can be compared and validated against traditional aerodynamic databases.
Experimental results demonstrate that, without aerodynamic coefficient supervision, the
network can learn latent variable representations that closely match the reference aero-
dynamic coefficients, relying on state-transition supervision, the structural constraints of
the physical equations, and the graph topology prior. This means that the method is not
merely a “black-box” predictor but can also provide physical insights into the aerodynamic
characteristics of the aircraft.

The core assumption of this method—“the equations of motion are structurally known,
while the aerodynamic coefficients are unknown”—holds for any rigid-body aircraft, in-
cluding eVTOL, blended-wing-body, and distributed-propulsion aircraft and other novel
configurations. Extending this method to new aircraft types requires only redefining the
dependency relationships in the graph topology according to their aerodynamic character-
istics and modifying the computation logic of the PhysicsLayer according to the equations
of motion. The advantage of using the F-16 as a verification platform lies in its publicly
available complete aerodynamic database, which can serve as ground truth for validating
the accuracy of network-predicted aerodynamic coefficients. For novel aircraft lacking com-
plete aerodynamic data, this method can learn aerodynamic characteristics from limited
flight test data, compensating for the insufficiency of wind tunnel data.

Furthermore, a high-fidelity flight dynamics model is the foundation of flight simula-
tion verification. The model generated by this method possesses physical self-consistency
(the PhysicsLayer guarantees that the output satisfies Newtonian mechanics), interpretabil-
ity (aerodynamic coefficients as intermediate variables are available for expert review), and
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potential computational efficiency after training, making it suitable for flight simulation
verification and flight safety assessment scenarios.

The present study also has limitations. First, the experiments are based on F-16
simulation data and have not yet been validated on real flight data. Sensor noise and
unmodeled effects in real flight data may affect the effectiveness of the method. Second, the
ablation study is intended to isolate the roles of graph-based dependency modeling and
the PhysicsLayer within the proposed architecture family; it should not be interpreted as
a comprehensive superiority claim over all existing flight dynamics system identification
methods. Third, the parameter counts of the compared architectures are not identical
because graph message passing and attention decoding introduce additional trainable
modules. Although the GNN baseline has more parameters than PIGNN and still performs
worse, a fully parameter-matched comparison is left for future work. Finally, PhysicsLayer
relies on accurate physical equations; for systems where the equations are not fully known,
it may be necessary to explore compromise schemes between soft and hard constraints.

5. Conclusions
This paper proposes an architectural integration of physics-informed neural networks,

graph-based dependency modeling, and known flight mechanics equations for flight
dynamics modeling. The effectiveness of the method is verified through systematic ablation
experiments. The main conclusions are as follows:

1. The physics-prior graph structure is the most critical factor for improving prediction
accuracy. PIGNN achieves an 86.6% improvement over the conventional Direct-MLP
surrogate and a 60.9% improvement over pure PINN in single-step derivative pre-
diction. In 100-step rollout state prediction, PIGNN improves over Direct-MLP by
86.4% and over PINN by 69.3%. PINN and PIGNN receive identical input informa-
tion, but the graph topology encodes the physical dependency relationships between
aerodynamic coefficients and flight states into the network structure, enabling infor-
mation to propagate along physically meaningful paths rather than through fully
connected layers.

2. The PhysicsLayer hard constraint is indispensable for flight dynamics modeling.
PIGNN achieves a 90.8% improvement over GNN (without PhysicsLayer) in single-
step derivative prediction and a 96.2% improvement in 100-step rollout state predic-
tion. The PhysicsLayer guarantees the physical self-consistency of the output and
allows the network to learn only six unknown aerodynamic coefficients, substantially
reducing the learning difficulty. In 200 long-trajectory (5 s) rollout tests, PIGNN
maintains approximately linear error growth within the first 100 steps (1 s) with a
Core RMSE of only 0.0210; at 499 steps (approximately 5 s), the Core RMSE is 1.1554,
still significantly outperforming Direct-MLP, PINN, and GNN.

3. Without aerodynamic coefficient labels during training, PIGNN can learn aerodynamic
coefficients that closely match the F-16 reference aerodynamic database, demonstrat-
ing the physical interpretability of the method.

The performance differences among the compared architectures are consistent with
their structural differences: Direct-MLP has neither graph message passing nor hard
physical constraints, PINN benefits from the PhysicsLayer but lacks graph-structured
dependency modeling, GNN uses graph message passing but must learn known kinematic
and dynamic relationships directly from data, and PIGNN combines both graph-based
dependency modeling and hard physical constraints.

The results indicate that combining graph-based dependency modeling with known
flight mechanics equations is a promising approach for building interpretable flight dy-
namics surrogate models. Future work will validate the effectiveness of the method on
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real flight data, conduct broader parameter-matched comparisons with additional system
identification baselines, and explore extensions to novel aircraft such as eVTOL.
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