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Abstract

The remote tower operation mode has changed how controllers acquire, integrate, and
interpret operational information, making Situation Awareness (SA) prediction more chal-
lenging because of the coupling of multiple heterogeneous information sources. To address
the limitations of existing physiological-data-based studies in modeling cross-modal rela-
tionships and deep multimodal interactions, this study proposes MGRF-Net, a multimodal
physiological data-driven model for predicting remote tower controllers’ SA. The model
first encodes eye-tracking, electroencephalography, electrocardiography, and electrodermal
activity signals independently to obtain high-level temporal representations. A graph
attention-enhanced relational learning module is then introduced to capture interactive
dependencies among modalities, followed by a dual-branch gated fusion mechanism to
adaptively integrate multimodal information and improve prediction stability. Using
multimodal physiological data collected from a remote tower simulation experiment and
evaluated with 12-fold cross-validation, MGRF-Net achieved 0.0658 RMSE, 0.0461 MAE,
0.8579 R2, and 0.9308 PCC, outperforming LightGBM, MLP, PatchTST, iTransformer, and
TimeMixer. Ablation experiments and SHAP analysis further confirmed the effectiveness
and interpretability of the proposed model. The results indicate that MGRF-Net can ef-
fectively capture cross-modal coupling patterns in the formation of controllers’ SA and
provides a promising approach for complex cognitive state monitoring and intelligent
assistance in remote tower operations.

Keywords: situation awareness prediction; multimodal physiological data; graph attention;
relational learning; gated fusion

1. Introduction
As an important direction in the digitalization and intelligent development of air traffic

management, the remote tower is gradually transforming the traditional tower operation
mode that relies on direct out-the-window observation. Compared with conventional
towers, remote towers acquire airport surface operational information through multiple
sensing devices, such as cameras, radar, and ADS-B, and present the traffic situation to
controllers via centralized display terminals [1]. This operating mode offers clear advan-
tages in reducing the construction and operating costs of small and medium-sized airports
and in improving the efficiency of air traffic management resource allocation [2]. However,
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when information presentation shifts from natural continuous visual scenes to digital
multi-window and multi-channel interfaces, controllers must continuously switch visual
attention and integrate information across different views and sources. As a result, their
cognitive processing patterns and task load characteristics also change accordingly [3]. In
this context, accurately capturing the dynamic changes in controllers’ SA has become a
critical issue in remote tower operational safety research.

SA is generally defined as the perception of elements in the environment, the com-
prehension of their meaning, and the projection of their future status, and it constitutes
a key cognitive basis for operational judgment and decision-making in air traffic control
tasks [4,5]. Previous studies have shown that variations in SA directly affect operators’
ability to extract, integrate, and interpret dynamic information, making SA particularly
important in highly dynamic and safety-critical task environments such as air traffic con-
trol [6]. However, traditional SA measurement methods, such as the freeze-probe technique,
post-task subjective rating scales, and real-time probe methods, have always involved clear
trade-offs among directness, continuity, and task intrusiveness [7,8]. For remote tower
scenarios characterized by continuous information flow and a fast task rhythm, intermittent
measurements alone are insufficient to meet the demands of real-time monitoring and
continuous prediction.

With the development of wearable sensors and physiological computing technologies,
non-intrusive SA sensing based on physiological data has gradually become an important
research direction. A systematic review by Zhang et al. indicated that physiological indi-
cators such as eye movements, electroencephalography, and heart rate variability show
considerable potential for reflecting visual attention allocation, cognitive workload, and
task-state changes [9]. Among them, eye-tracking (ET) indicators currently provide the
strongest body of evidence, with the largest number of related studies and generally promis-
ing predictive potential. For example, Li et al. demonstrated that design improvements
based on fixation behavior analysis could enhance pilots’ decision-making efficiency and
SA during task-critical moments by evaluating fixation counts and fixation duration [10].
In addition, electroencephalography (EEG) has become another mainstream approach
for monitoring SA changes by recording brain activity [11]. For instance, Yeo et al. used
features such as α-, θ-, and β-band power, entropy, and power ratios as inputs to ma-
chine learning models for predicting air traffic controllers’ SA and showed that EEG-based
support vector regression achieved favorable predictive performance [12]. Furthermore,
electrocardiography (ECG) and electrodermal activity (EDA) can provide complementary
representations of cognitive-state changes from the perspective of autonomic nervous sys-
tem regulation [13]. For example, Wei et al. found in a flight simulation study comparing
different cockpit display interfaces that conditions associated with higher SA corresponded
to higher heart rates, suggesting that heart rate may be sensitive to SA variation, while
Wang et al. reported correlations between EDA and SA in cockpit display research, indicat-
ing that electrodermal activity can reflect SA-related changes in arousal [14,15]. In remote
tower scenarios, previous studies have constructed SA prediction models using ET and
heart rate variability features and have demonstrated the feasibility of using non-intrusive
physiological indicators for SA prediction [16]. Overall, however, existing remote tower SA
studies still mainly rely on limited modalities and shallow feature-learning frameworks
and remain insufficient in characterizing more complex multimodal coupling patterns and
their dynamic relationships.

Meanwhile, the combination of multimodal physiological data and deep learning
methods is becoming an important direction for modeling complex cognitive states. Ex-
isting studies have shown that, compared with unimodal approaches, multimodal phys-
iological signals usually provide better robustness and generalization in tasks such as
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fatigue detection, workload assessment, and state recognition. For example, Yang et al.
proposed a neural network for binary SA recognition in autonomous driving and achieved
a maximum accuracy of 90.6% using 11 EEG and ET features [17]. Yu et al. used multisensor
physiological signals and deep learning models to recognize air traffic controllers’ mental
fatigue, demonstrating the effectiveness of multimodal fusion for monitoring complex
human factor states [18]. Du et al. improved fatigue detection performance by fusing heart
rate and percentage of eyelid closure over the pupil over time (PERCLOS) information,
further showing that cross-modal feature complementarity can significantly enhance model
representation capability [19]. In remote tower-related studies, multimodal physiological
data have also been used for visual fatigue modeling and state recognition, and the results
suggest that ET, EEG, ECG, and EDA can reflect operator states from different dimensions,
including visual behavior, cortical activity, autonomic regulation, and arousal level [20].
These studies suggest that multimodal physiological fusion has become an important ap-
proach for modeling complex human factor states. However, for continuous SA prediction,
existing studies still focus mainly on feature selection and performance comparison, with
limited attention to the explicit modeling of cross-modal dynamic relationships and deep
fusion mechanisms. Traditional multimodal methods usually rely on feature concatenation,
weighted averaging, or shallow ensemble strategies, which are easy to implement but often
insufficient to capture the dynamically changing dependencies among modalities under
different task states.

In recent years, graph neural networks and graph attention mechanisms have pro-
vided new ideas for modeling complex multivariate relationships [21,22]. Compared with
traditional concatenation-based fusion, graph structures can more naturally represent non-
Euclidean dependencies among different variables, while graph attention mechanisms
can highlight critical connections and suppress irrelevant information through adaptive
weight allocation, thereby enhancing information propagation across features and modal-
ities [23,24]. Song et al. proposed a dynamical graph convolutional neural network for
EEG emotion recognition, which learns inter-channel relationships through a trainable
adjacency matrix and improves classification performance [25]. In remote tower-related
human factors research, graph structure learning and graph attention mechanisms have
already been applied to fatigue detection and have been shown to improve the fusion
of multimodal physiological data [26]. However, this line of research has not yet been
fully extended to the problem of SA prediction for remote tower air traffic control, and
there is still a lack of an integrated framework tailored to SA prediction that combines
graph-enhanced relational modeling with gated fusion.

To address these issues, this study proposes MGRF-Net, a prediction framework
for remote tower controllers’ SA based on multimodal physiological data. Specifically,
multimodal physiological signals, including EEG, ET, ECG, and EDA, are first encoded
independently to extract high-level representations for each modality. A graph attention-
enhanced relational learning module is then introduced to characterize the interactive
dependencies among different modalities in a data-driven manner. On this basis, a gating
mechanism is further incorporated to achieve adaptive multimodal information fusion,
thereby improving the accuracy and stability of SA prediction. Experimental results show
that the proposed method outperforms several representative baseline models across
multiple evaluation metrics and demonstrates strong predictive performance.

The main contributions of this paper are as follows:

• A multimodal physiological data-based prediction framework for controllers’ SA is
developed for remote tower operation scenarios, providing a new research perspective
for the data-driven modeling of complex cognitive states;
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• A method combining graph attention-enhanced relational learning and a gating mech-
anism is proposed to explicitly characterize cross-modal dependencies and achieve
adaptive fusion of heterogeneous physiological information, thereby improving multi-
modal feature representation capability;

• Systematic validation is conducted based on remote tower simulation data, and the
results demonstrate the effectiveness of the proposed method. In addition, ablation
experiments and SHAP-based interpretability analysis further verify the rationality of
the model design and its explanatory value.

2. Data Acquisition
2.1. Participants and Task Scenarios

A total of 36 participants were recruited in this study, all from the School of Air
Traffic Management of the Civil Aviation Flight University of China, including 6 controller
instructors with extensive practical experience (mean control experience: approximately
9000 ± 500 h) and 30 controller trainees who had completed professional training and
passed the required assessments (mean control experience: approximately 500 ± 100 h).
All participants met the Class I medical certification standards specified in the Rules for
the Management of Medical Certificates for Civil Aviation Personnel issued by the Civil
Aviation Administration of China. Before the experiment, all participants were informed of
the research purpose, experimental procedures, and potential risks, and written informed
consent was obtained. During the experiment, all participant information was anonymized
to ensure privacy and data security.

It should be noted that the participants included both highly experienced controller
instructors and trained controller trainees. This mixed composition was retained in the
main modeling process for two reasons. First, the primary objective of this study was to
develop a general multimodal physiological prediction framework for SA rather than to
compare experience-related cognitive mechanisms. Second, remote tower operations in
practical deployment may involve personnel with different levels of operational experi-
ence, and a mixed-subject modeling strategy can provide a preliminary approximation of
such heterogeneous user conditions. Nevertheless, because only six highly experienced
instructors were included, the influence of experience level on model generalization should
be interpreted cautiously. Therefore, an exploratory experience-level analysis was further
conducted in Section 4.4.

The experimental tasks were conducted using the Tower Client remote tower sim-
ulation system. This system integrates airport scene rendering, flight operation logic
simulation, and interactive dispatching functions, and is capable of realistically reproduc-
ing the apron control environment in remote tower operations. During the experiment,
participants completed typical control tasks through the controller interface, including
issuing voice instructions, managing electronic flight progress strips, and planning taxi
routes. Considering both the operational characteristics of remote tower environments and
the objectives of this study, three representative experimental scenarios were designed: a
low-traffic routine scenario, a high-traffic scenario, and an emergency aircraft blockage
scenario. The specific settings are shown in Table 1.

To minimize the influence of external factors on physiological signals, participants
were instructed to avoid consuming stimulating beverages such as coffee and strong
tea within 24 h before the experiment and to ensure no less than 7 h of sleep on the
night before testing. Before the formal experiment, each participant first completed a
brief practice session to become familiar with the experimental platform and operating
procedures. During the formal experiment, participants maintained a standard controller
seated posture and simultaneously obtained external virtual tower scene information
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through three display screens. Each participant completed two sets of experimental tasks,
comprising a total of 10 scenarios, including four Scenario 1 trials, four Scenario 2 trials, and
two Scenario 3 trials. To reduce order effects, the flight sequence and flight numbers within
the same type of scenario were randomized. A rest period of approximately 5 min was
arranged between adjacent scenarios, and the two task sets were completed on separate
days with a one-day interval.

Table 1. Experimental task scenarios.

Scenario Arrivals Departures Design Purpose

1 3 4 Low traffic density and low ground traffic pressure;
represents routine remote tower operations.

2 7 7 High traffic density and high ground traffic pressure;
represents increased operational complexity.

3 3 4 Taxiway blockage caused by an aircraft malfunction;
represents an abnormal conflict resolution scenario.

2.2. Data Acquisition and Situation Awareness Labeling

During the experiment, four types of physiological data were synchronously collected,
including ET, EEG, ECG and EDA. In addition, the operation logs of the Tower Client
simulator, together with the responses and reaction times to the Situation Present Assess-
ment Method (SPAM) probe questions, were also recorded. Specifically, ET data were
collected using Tobii Pro Glasses 3 (Tobii AB, Stockholm, Sweden) at a sampling rate of
100 Hz. ECG signals were acquired using the ErgoLAB Biosensing wearable device (Kingfar,
Guangzhou, China) at 512 Hz. EEG data were recorded using the ErgoLAB Portable EEG
system (32 channels, 512 Hz; Kingfar, China), while EDA signals were collected using the
ErgoLAB Wireless EDA sensor (bilateral hand electrodes, 512 Hz; Kingfar, China). The
remote tower experimental scenario and data acquisition devices are shown in Figure 1.
Specifically, Figure 1a illustrates the remote tower experimental interface and its area-of-
interest (AOI) partitioning, which was used to support the subsequent extraction of visual
attention allocation features, whereas Figure 1b presents the multimodal physiological data
acquisition devices used in the experiment.

 

Figure 1. (a) Remote tower experimental interface and AOI partitioning; (b) Task scenario and
multimodal data acquisition setup.
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Situation Awareness labeling was performed using SPAM. SPAM is a real-time probe-
based SA measurement method that evaluates participants’ perception, comprehension,
and projection abilities by inserting task-relevant questions during task execution. To make
the probe questions more compatible with the remote tower context, the apron control
workflow was first analyzed using hierarchical task analysis, and key task stages were then
annotated according to Endsley’s three-level SA model. Based on this process, SPAM probe
questions matching the experimental scenarios were designed.

In the experiment, two SPAM probes were embedded in each scenario at predefined
task-critical moments rather than at fixed clock-time intervals. This event-based strategy
was adopted because the cognitive relevance of remote tower tasks is more closely associ-
ated with operational events, such as aircraft taxiing, runway crossing, departure release,
and abnormal blockage handling [27]. Typical questions required participants to identify
aircraft movement and taxiway traffic status, judge congestion, safe separation, and park-
ing stand occupancy, and predict potential taxiway conflicts or the expected departure
readiness time of a specific flight. Each participant completed ten scenarios, resulting in
20 SPAM probe responses per participant and 720 valid probe-centered samples across all
36 participants.

To align the physiological signals with the discrete SPAM responses, a fixed 30 s
physiological window immediately preceding each probe onset was used for feature
extraction. This pre-probe window was selected to ensure that the extracted physiological
features reflected the cognitive state before the SA response rather than the response process
itself. The 30 s length was adopted as a compromise between temporal specificity and
feature stability: it was sufficient for extracting relatively stable features, while short enough
to reduce the inclusion of unrelated task states.

In this study, the SPAM score was calculated as a weighted combination of response
accuracy and reaction time, as follows:

SPAMscore = wA·Accuracy+wRT·(1 − RTnorm) (1)

where Accuracy denotes the response accuracy to the probe questions, and RTnorm denotes
the normalized reaction time. Considering that SA judgment primarily depends on whether
the participant can provide a correct response, whereas reaction time mainly reflects the
efficiency of information retrieval, the weights were set to wA = 0.7 and wRT = 0.3, respec-
tively. This setting was based on the characteristics of safety-critical remote tower tasks
and domain expert judgment. In remote tower operations, the correctness of perceiving,
comprehending, and projecting traffic situations is more directly related to SA than re-
sponse speed, whereas reaction time mainly reflects information retrieval efficiency under
the same or similar level of response accuracy. Therefore, accuracy was assigned a higher
weight, while reaction time was retained as a supplementary component.

To further examine whether the constructed SA labels were overly dependent on
this fixed weighting scheme, a sensitivity analysis was additionally designed. Several
alternative combinations of the accuracy weight and reaction time weight were considered.
For each weighting scheme, the SPAM-derived SA labels were reconstructed while keeping
the physiological input windows, model architecture, and cross-validation procedure
unchanged. The corresponding prediction results are reported in Section 4.3. This analysis
was used to evaluate the robustness of the proposed model and the rationality of assigning
a higher weight to response accuracy in remote tower tasks.

2.3. Data Preprocessing and Feature Construction

The raw eye-tracking data were first imported into the ErgoLAB platform for prepro-
cessing, including sliding median filtering, interpolation-based signal repair, and event
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detection. The processed data were then aligned with task timestamps, from which fixation-,
saccade-, blink-, pupil-, and AOI-related features were extracted. To quantify the dispersion
of visual attention across different functional regions, Stationary Gaze Entropy (SGE) was
further calculated based on the fixation probability distribution over AOIs [28].

The EEG, ECG, and EDA signals were processed in MATLAB R2024a with relevant tool-
boxes. EEG signals were preprocessed using the EEGLAB toolbox through re-referencing,
band-pass filtering, independent component analysis, and artifact removal, followed by the
extraction of band power, spectral entropy, and typical band ratio features from different
brain regions [29,30]. ECG and EDA signals were processed using adaptive band-pass
filtering, wavelet denoising, and corresponding toolbox-based procedures, from which
RR-interval features, time and frequency domain HRV features, and indicators related
to skin conductance level (SCL) and skin conductance response (SCR) were extracted,
respectively [31,32].

To ensure that the heterogeneous physiological signals are comparable, all signals were
normalized before being input into the graph neural network. Specifically, EEG and ECG
signals were Z-score normalized across their respective channels to account for individual
variability. Eye-tracking features were min–max normalized to scale them between 0 and 1.
EDA signals were also Z-score normalized to standardize their range. This preprocessing
step ensures that all signals are dimensionless and comparable for the model input.

During feature construction, a candidate set of physiological features was established
from EEG, ET, ECG, and EDA modalities by integrating representative indicators that have
been widely reported in previous studies as effective for characterizing cognitive state,
alertness, and workload variations, while also considering the combined demands of visual
scanning, cognitive processing, and autonomic response in remote tower tasks [16,33–37].
The selected features not only cover the core representational dimensions of different
physiological channels but also facilitate subsequent multimodal modeling within a unified
framework. The composition of the candidate feature set is presented in Table 2.

Table 2. Candidate physiological feature set.

Type Feature Brief Description

EEG

Frontal Theta Power Frontal theta-band relative power
Frontal Delta Power Frontal delta-band relative power

Occipital Alpha Power Occipital alpha-band relative power
Parietal Beta Power Parietal beta-band relative power

ET

Pupil Diameter Mean pupil diameter
Blink Count Number of blinks

Saccade Amplitude SD Standard deviation of saccade amplitude
Mean Fixation Duration Mean fixation duration

Stationary Gaze Entropy (SGE) Entropy of fixation distribution across AOIs

ECG
LF/HF Ratio Ratio of low- to high-frequency power

Mean RR Interval Mean interval between adjacent heartbeats
RR Interval Standard Deviation (SDNN) Overall variability of RR intervals

EDA
Skin Conductance Level (SCL) Mean skin conductance level

Skin Conductance Response Count
(SCR Count) Number of skin conductance responses

Skin Conductance Response Amplitude
(SCR Amplitude) Amplitude of skin conductance responses

The final dataset consisted of 720 valid probe-centered samples collected from 36 par-
ticipants. Each sample corresponded to a 30 s physiological window immediately preceding
a valid SPAM probe. Within each 30 s window, modality-specific features were extracted
over successive time steps and organized into temporal feature sequences for ET, EEG,
ECG, and EDA, which were then used as model inputs.
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3. Methodology
3.1. Problem Definition and Overall Framework of the Proposed Model

In the remote tower operational environment, controllers’ SA is a continuous cognitive
state that evolves dynamically over time, and its formation depends on the integration
and processing of multisource information. To effectively characterize this cognitive state,
this study develops a SA prediction model based on multimodal physiological signals.
Let the multimodal physiological signals collected within a time window of length NT be
denoted as:

X = {Xeeg, Xet, Xecg, Xeda}, Xm∈RNT×dm , (2)

where Xeeg, Xet, Xecg and Xeda denote the feature sequences of EEG, ET, ECG, and EDA,
respectively. The objective of the model is to learn a mapping function:

f : X→^
y, (3)

where
^
y∈R denotes the predicted SA score. This problem can be formulated as a mul-

timodal time series regression task, whose main challenges lie in the heterogeneity of
different modalities in both feature space and temporal scale, the complex and dynamically
changing interactions among modalities, and the uncertainty of modality contributions
across samples.

To address these challenges, this study proposes a Multimodal Graph Relational Fusion
Network (MGRF-Net). The model follows a unified framework of intra-modal temporal
modeling, inter-modal relational learning, and adaptive fusion prediction for effective
multimodal physiological signal modeling. Specifically, each modality-specific time series
is first encoded independently to extract its intrinsic dynamic features. The resulting high-
level modality representations are then regarded as graph nodes, and a learnable relational
function is used to construct the cross-modal connectivity structure, followed by graph
attention-guided information propagation within the relational learning module. Finally, a
gated fusion mechanism is introduced to adaptively integrate multimodal information for
each sample, generating a unified representation for SA prediction. The overall architecture
of the proposed model is shown in Figure 2.

Figure 2. Overall architecture of the proposed MGRF-Net model.

3.2. Unimodal Temporal Representation Learning

Given the substantial differences among physiological signals in sampling mecha-
nisms, noise characteristics, and physiological meanings, directly performing early fusion
on multimodal data may introduce unnecessary interference. Therefore, each modality
was first encoded independently to obtain high-level representations in a unified seman-
tic space.

https://doi.org/10.3390/aerospace13050452
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For any modality m∈{eeg, et, ecg, eda}, its input sequence Xm is mapped by the
encoder as:

Hm = Encoderm(Xm), Hm∈RNT×d, (4)

where Encoderm consists of a Temporal Convolutional Network (TCN) and a self-attention
mechanism. The TCN captures local temporal dependencies through a dilated convolution
structure, while the self-attention mechanism further models long-range dependencies
among different time steps in the sequence, thereby yielding a more comprehensive repre-
sentation of temporal dynamics. This combined architecture provides strong representation
capability while maintaining good training stability, making it suitable for physiological-
signal scenarios with relatively limited sample sizes.

To obtain a global representation for each modality, the temporal dimension was
further aggregated. In this study, average pooling was applied to compress the temporal
features into a fixed-dimensional vector:

hm =
1

NT
∑NT

t=1 Hm
t , hm∈Rd, (5)

thus yielding the multimodal representation set:

H =
{

heeg, het, hecg, heda
}

. (6)

This process maps the raw time series into a high-level semantic space, enabling the
model to capture key dynamic features related to cognitive state while providing a unified
input for subsequent cross-modal relational modeling.

3.3. Cross-Modal Relational Modeling Enhanced by Graph Attention

After obtaining high-level representations for each modality, effectively character-
izing the interactions among different modalities becomes a key factor affecting model
performance. The formation of SA essentially depends on the integrated processing of
multisource information. Physiological signals from different modalities do not function
independently; instead, they jointly reflect an individual’s cognitive state through dynamic
interactions. However, most existing multimodal methods rely on feature concatenation or
attention-based weighting for fusion, which often lack explicit modeling of inter-modal
structural relationships and therefore struggle to accurately capture the collaborative mech-
anisms among modalities.

To address this issue, the multimodal representations were modeled as a graph struc-
ture, in which the relationship strength among modalities was learned dynamically in a
data-driven manner. Specifically, each high-level modality representation hm was treated
as a node in the graph, forming the node set:

V = {h1, h2, h3, h4}, (7)

where the four nodes correspond to EEG, ET, ECG, and EDA, respectively. Unlike graph
models that rely on predefined priors, this study does not preset the connectivity among
nodes. Instead, the adjacency matrix is adaptively constructed at the sample level through
a learnable function.

For any pair of modality nodes hi and hj, their relational feature representation is first
constructed as:

rij =
[
hi∥hj∥

∣∣hi − hj
∣∣∥hi⊙hj

]
, (8)

where the concatenation terms preserve the original modality information, the difference
term

∣∣hi − hj
∣∣ characterizes the discrepancy between modalities, and the element-wise
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product term hi ⊙ hj reflects their interaction patterns. By integrating these three types of
information, the relational feature can describe the potential association between modalities
from multiple perspectives.

The relational feature is then mapped by a multilayer perceptron to obtain the rela-
tional score between nodes:

eij = MLP(rij
)
. (9)

A softmax operation is subsequently applied along the neighborhood dimension of
each node i to normalize the scores:

aij =
exp(eij)

∑j exp(eij)
, (10)

thus yielding the cross-modal relational matrix A∈R4×4. This matrix is generated dynami-
cally for each sample, enabling it to reflect the relative importance and interaction strength
among different modalities under the current state.

Based on the learned relational matrix, a graph attention mechanism is further em-
ployed to enhance the modality representations through relationally guided information
propagation. Compared with simple weighted summation or concatenation, the graph
structure explicitly models the dependencies among modalities and thus guides informa-
tion flow under structural constraints. Specifically, taking the multimodal representation
set H = {h1, h2, h3, h4} as graph nodes and the relational matrix A as the connection
weights, the enhanced representation of node:

~
hi = σ(∑4

j=1 aijWhj), (11)

where W∈Rd×d is a learnable linear transformation matrix, aij denotes the influence weight
of node j on node i, and σ(·) is a nonlinear activation function such as ReLU. Through this
mechanism, each modality representation preserves its own information while incorporat-
ing features from other related modalities.

Different from conventional graph neural networks with fixed adjacency structures,
the relational matrix A in this study is dynamically generated based on the current sample.
Therefore, the graph attention process can adaptively adjust the inter-modal interaction
pattern across different samples. For example, in some cases EEG signals may exhibit
stronger associations with ET features, whereas in other cases autonomic nervous system
indicators, such as ECG and EDA, may play a more important role. Through this dynamic
relational modeling strategy, the model can flexibly adjust the information fusion path
under different situations, thereby improving feature representation capability.

After graph-based relational enhancement, the updated modality representation set is
obtained as:

~
H =

~
h1,

~
h2,

~
h3,

~
h4,

~
hi∈Rd. (12)

This representation preserves modality-specific characteristics while incorporating
cross-modal contextual information, thus providing a more informative semantic basis for
the subsequent fusion stage.

3.4. Gated Fusion and Prediction

Although the preceding relational modeling and graph attention modules have en-
abled inter-modal information interaction, the quality and usefulness of different modalities
may still vary significantly across samples. Affected by individual differences, sensor noise,
and task-state variations, the reliability of each modality is not always consistent over time.
For example, under some conditions EEG signals may better reflect changes in cognitive
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workload, whereas in other situations eye-tracking or autonomic indicators may provide
more stable information. Therefore, assigning fixed weights to all modalities or simply
averaging them during fusion is unlikely to yield optimal performance.

To address this issue, a dual-branch gated fusion mechanism is introduced on top of
the cross-modal relational enhancement module to enable adaptive selection and weighted
fusion of multimodal information.

To incorporate global contextual information, all modality representations are first
aggregated to construct a global context vector:

c =
1
4∑4

i=1

~
hi, (13)

then, each modality representation is concatenated with the global context to form a
context-enhanced representation:

ui = [
~
hi||c]. (14)

Based on this representation, a dual-branch gating structure is designed to perform
feature selection and reconstruction.

On the one hand, in the candidate mapping branch, the input is transformed through
a linear mapping followed by a nonlinear activation function:

pi = ϕ
(
Wpui + bp

)
, (15)

where pi∈Rd denotes the candidate feature representation generated under the current
contextual constraint, and ϕ(·) is the nonlinear activation function ReLU.

On the other hand, in the gate generation branch, a Sigmoid function is used to
produce element-wise gating weights:

gi = σ(Wgui + bg
)
, (16)

where gi∈Rd is used to characterize the importance of different feature dimensions.
Subsequently, the original feature and the candidate feature are fused in an element-

wise manner to obtain the gated enhanced representation:

^
hi = gi⊙pi + (1 − gi)⊙

~
hi. (17)

This structure introduces a residual path, allowing the model to adaptively incorpo-
rate transformed features according to the gating weights while preserving the original
information, thereby preventing important information from being excessively suppressed
during fusion.

After obtaining the gated enhanced representation
^
hi for each modality, a normalized

weight allocation mechanism is further introduced at the modality level. First, a fusion
score is computed for each modality:

si = Ws
^
hi + bs, (18)

then, the modality weights are normalized using the Softmax function:

αi =
exp(si)

∑4
j=1 exp(sj)

. (19)
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Finally, the multimodal fused representation is obtained as:

z = ∑4
i=1 αi

^
hi. (20)

Through this design, the proposed fusion strategy achieves two-level adaptive regula-
tion, from feature dimension selection to modality-level weight allocation. Compared with
conventional fusion methods, it enables fine-grained feature selection through element-wise
gating, incorporates global contextual information to better reflect the overall multimodal
state, and preserves useful original information through the residual fusion structure,
thereby alleviating information loss during fusion.

Based on the fused representation z, a regression prediction module is further em-
ployed to estimate the SA level. Specifically, MLP is used as the prediction head:

^
y = freg(z). (21)

In implementation, the regression module consists of a two-layer fully connected network:

^
y = W2ϕ(W1z + b1) + b2, (22)

where W1, W2, b1 and b2 are learnable parameters, and ϕ(·) denotes the ReLU activation

function. The final output
^
y∈R represents the predicted SA score.

Since SA is treated as a continuous variable, a regression loss function is adopted for
model optimization. To balance predictive accuracy and robustness, a weighted combina-
tion of mean squared error (MSE) and mean absolute error (MAE) is used:

L = λ1LMSE + λ2LMAE, (23)

where
LMSE =

1
N∑N

n=1 (yn − ^
yn)

2, (24)

LMAE =
1
N∑N

n=1

∣∣∣∣yn − ^
yn

∣∣∣∣, (25)

here, λ1 and λ2 are used to balance the contributions of the two loss terms. MSE imposes
a larger penalty on large prediction errors, thereby improving the fitting capability of
the model, whereas MAE is more robust to outliers and helps enhance overall prediction
stability. Their combination allows the model to achieve a better trade-off between accuracy
and robustness.

3.5. Implementation Details

To ensure training stability and the reproducibility of experimental results, the pro-
posed model and all comparison models were trained and evaluated under a unified
experimental setting. All models were implemented in Python3.8, and the deep learning
models were developed using the PyTorch2.0.1 framework. During training, the Adam
optimizer was adopted with an initial learning rate of 0.001, a batch size of 32, and a
maximum of 100 training epochs. To improve convergence stability, a learning rate decay
strategy was applied, and early stopping was used when the validation performance no
longer improved. To reduce the risk of overfitting, a dropout mechanism with a dropout
rate of 0.2 was introduced in the deep models.

For the proposed MGRF-Net, the output dimension of each unimodal encoder was
set to 64 by considering both representation capability and the relatively limited sample
size. The TCN consisted of two dilated convolutional layers with a kernel size of 3 and
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dilation factors of 1 and 2, respectively. This configuration was adopted to capture local
temporal dependencies under different receptive fields while avoiding excessive model
complexity. The self-attention module employed four attention heads to model long-range
dependencies within each modality-specific temporal sequence. The number of attention
heads was selected as a compromise between representation capacity and training stability.
A larger number of attention heads may increase model complexity and overfitting risk
under limited samples, whereas fewer heads may restrict the ability to capture diverse
temporal dependency patterns.

In the cross-modal relational learning module, the dynamic relational matrix was
learned by a multilayer perceptron. For each pair of modality representations, the relational
input was constructed by combining the two modality vectors, their difference, and their
element-wise interaction. This input was then passed through an MLP consisting of one
hidden layer with 128 units, ReLU activation, and an output layer that generated the
relational score between the two modalities. The relational scores were subsequently
normalized to obtain the sample-specific cross-modal relational matrix. In the graph
attention-enhanced relational learning module, a single graph attention layer was used
to propagate and enhance inter-modal features. This single-layer design was chosen to
balance relational modeling capability and training stability, and to avoid over-smoothing
or overfitting that may occur when multiple graph propagation layers are used with a
small number of modality nodes. Finally, the regression prediction module consisted of a
two-layer fully connected network with a hidden dimension of 64 and an output dimension
of 1 to generate the predicted SA value.

The main hyperparameters were determined through preliminary validation experi-
ments rather than an exhaustive grid search. Candidate settings were compared for key
components, including the encoder output dimension, the number of attention heads, the
hidden dimension of the relational MLP, the number of graph attention layers, the dropout
rate, and the learning rate. The final configuration was selected according to validation
performance, convergence stability, and the risk of overfitting. In general, more complex
settings, such as larger hidden dimensions or multiple graph attention layers, did not
provide stable performance improvement and increased the risk of overfitting. Therefore, a
compact model configuration was adopted in the final experiments.

All experiments were evaluated using 12-fold cross-validation, and the final results
are reported as the mean and standard deviation. In each fold, the test fold was held out
and used only for final performance evaluation. The remaining data were further divided
into a training subset and a validation subset. The validation subset was independent of
the training subset and was used only for early stopping and hyperparameter selection; it
was not involved in model parameter updating. The test fold was not used during training,
validation, or hyperparameter tuning. This procedure was adopted to reduce the risk of
data leakage and to ensure a fair evaluation of model performance. To ensure fairness in
the comparative experiments, all baseline models were trained and tested using the same
input data, the same data partitioning strategy, and the same evaluation metrics.

4. Results
4.1. Overall Prediction Performance

To comprehensively evaluate the effectiveness of the proposed MGRF-Net for predict-
ing remote tower controllers’ SA, both a traditional machine learning model and several
representative deep time series models were selected for comparison, including LightGBM,
MLP, PatchTST, iTransformer, and TimeMixer. Among them, LightGBM, as an ensemble
learning model based on gradient boosting decision trees, is capable of modeling nonlinear
feature relationships and is widely used for regression tasks with tabular features. MLP, as
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a classical feedforward neural network, was employed as a basic deep regression model.
PatchTST enhances local temporal pattern modeling by dividing time series into local
patches for Transformer encoding; iTransformer takes the variable dimension rather than
the temporal dimension as the basic unit of attention and thus emphasizes correlations
among variables; and TimeMixer decomposes and integrates sequence variation patterns
across multiple temporal scales through a multi-scale mixing mechanism. These models
represent traditional regression methods, baseline deep learning approaches, and recent
mainstream time series modeling methods, thereby providing a comprehensive basis for
validating the performance advantage of the proposed model.

All models were trained under the same input features, identical data partitioning,
and a unified training strategy, and were evaluated using 12-fold cross-validation. Multiple
continuous prediction metrics were used to comprehensively assess model performance,
including root mean square error (RMSE), MAE, coefficient of determination (R2), and
Pearson correlation coefficient (PCC). Among them, RMSE is more sensitive to large
prediction deviations and reflects the overall prediction accuracy of the model. MAE
measures the average absolute deviation between predicted and true values, providing
intuitive and stable error estimation. R2 characterizes the model’s ability to fit the variation
trend of SA, with values closer to 1 indicating stronger explanatory power for the target
variable. PCC is used to measure the linear correlation between the predicted and true
values, with values closer to 1 indicating higher consistency in characterizing the trend of
SA variation. These metrics are defined as follows:

RMSE =

√
1
N∑N

i=1 (yi − ^
yi)

2, (26)

MAE =
1
N∑N

i=1 |yi − ^
yi|, (27)

R2 = 1 − ∑N
i=1 (yi − ^

yi)
2

∑N
i=1 (yi − ¯

y)2
, (28)

PCC =
∑N

i=1 (yi − -
y)(

^
yi − ^

y)√
∑N

i=1 (yi − -
y)2

√
∑N

i=1 (
^
yi − ^

y)2

, (29)

where N denotes the number of test samples, yi denotes the true SA value of the i-th sample,

and
^
yi denotes the corresponding predicted value.

-
y = 1

N ∑N
i=1 yi and

^
y = 1

N ∑N
i=1

^
yi

represent the mean of the true values and the mean of the predicted values in the test set,
respectively. The overall experimental results of all models are presented in Table 3, and
the corresponding performance trends are shown in Figure 3.

Table 3. Evaluation metric results of each model on the situation awareness prediction task.

Model RMSE MAE R2 PCC

LightGBM 0.0968 0.0735 0.6884 0.8347
MLP 0.0904 0.0662 0.7278 0.8589

PatchTST 0.0789 0.0586 0.7913 0.8939
iTransformer 0.0751 0.0539 0.8115 0.9064
TimeMixer 0.0728 0.0517 0.8256 0.9148
MGRF-Net 0.0658 0.0461 0.8579 0.9308
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Figure 3. Performance comparison of different models on the SA prediction task.

As shown in Table 3 and Figure 3, the proposed MGRF-Net achieved the best perfor-
mance across all four evaluation metrics. Compared with the baseline models, MGRF-Net
yielded lower prediction errors in terms of RMSE and MAE, while achieving higher R2 and
PCC values, indicating superior overall performance in the continuous SA prediction task.

A further comparison of the different models shows that LightGBM and MLP exhibited
relatively weaker overall performance, whereas modern deep time series models such as
PatchTST, iTransformer, and TimeMixer achieved better predictive performance than these
two baseline methods, suggesting that stronger temporal modeling capability contributes
to improved SA prediction. Nevertheless, MGRF-Net still outperformed all comparison
models across the overall metrics, demonstrating better error control and fitting capability.

4.2. Ablation Study

To further evaluate the effects of the key components of the proposed model and the
contributions of different input modalities to the SA prediction task, ablation experiments
were conducted from two perspectives: model architecture and modality composition.
Specifically, module ablation was designed to examine the contributions of cross-modal
relational learning, graph attention enhancement, and the gated fusion mechanism to
the overall performance, whereas modality ablation was used to compare the predictive
roles of different physiological modalities and to verify the effectiveness of multimodal
input fusion.

4.2.1. Module Ablation

To further verify the contribution of each key component in the proposed model to SA
prediction performance, a progressive module ablation design was adopted. Under the
same input data, training strategy, and evaluation criteria, a stepwise enhanced framework
was constructed, evolving from basic relational modeling to the complete model. It should
be noted that, in the full model, the relational learning process is embedded within the graph
attention-enhanced cross-modal relational modeling module. In this section, however, to
separately examine the contribution of relational modeling itself, it was extracted in its
basic form and used for prediction through relation-guided fusion. The specific settings are
as follows.

• Relation: Only the cross-modal relational learning and relation-guided fusion pro-
cesses were retained. Specifically, the relational learning module was first used to
construct a sample-level cross-modal relational matrix to characterize the association
strength among different modalities. The relational matrix was then aggregated to
obtain modality-level relational weights, which were further used to perform weighted
fusion of modality representations for final regression prediction. This setting was
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used to evaluate the independent contribution of cross-modal relational modeling to
the prediction task;

• Relation + Graph Attention: Based on the Relation model, a graph attention enhance-
ment module was further introduced to enable inter-modal information propagation
and feature enhancement under the guidance of the learned relational matrix;

• MGRF-Net: Based on Relation + GAT, the gated fusion mechanism was further incor-
porated to form the complete model.

All ablation models were trained and tested using the same input data, training
strategy, and evaluation criteria. The experimental results are presented in Table 4.

Table 4. Performance comparison of module ablation models.

No. Relation Graph
Attention Gate RMSE MAE R2 PCC

1
√

0.0812 0.0601 0.7814 0.8892
2

√ √
0.0709 0.0516 0.8347 0.9184

3
√ √ √

0.0658 0.0461 0.8579 0.9308

As shown in Table 4, with the progressive introduction of relational learning, graph
attention enhancement, and gated fusion, the model exhibited a consistent improvement
across RMSE, MAE, R2, and PCC. When only the Relation module was used, the model was
already able to exploit inter-modal relational information to some extent for SA prediction,
although its overall performance remained slightly lower than that of some general time se-
ries models. After introducing the graph attention enhancement module, all four evaluation
metrics improved markedly, and the resulting model outperformed the general time series
baselines. With the further inclusion of the gated fusion mechanism, the complete model
achieved the best results, indicating that relational learning, graph attention enhancement,
and gated fusion contribute to performance improvement in a progressive manner.

These results indicate that cross-modal relational learning provides an effective struc-
tural basis for the model, while graph attention enhancement and gated fusion further
improve feature representation capability and predictive performance on top of this foun-
dation. Overall, the progressive module ablation experiment verifies the effectiveness of
the proposed architecture, from relational modeling to feature enhancement and then to
adaptive fusion.

4.2.2. Modality Ablation

To analyze the influence of different physiological modalities on model performance,
comparative experiments with different modality combinations were conducted while
keeping the overall model architecture unchanged. Specifically, taking the full input of
EEG, ET, ECG, and EDA as the reference condition, one modality was removed at a time to
construct multiple input combinations for performance comparison. The specific modality
combinations and the corresponding experimental results are presented in Table 5.

Table 5. Performance comparison of modality ablation models.

No. EEG ET ECG EDA RMSE MAE R2 PCC

1
√ √ √

0.0846 0.0628 0.7623 0.8781
2

√ √ √
0.0819 0.0604 0.7776 0.8873

3
√ √ √

0.0718 0.0526 0.8297 0.9142
4

√ √ √
0.0731 0.0537 0.8231 0.9101

5
√ √ √ √

0.0658 0.0461 0.8579 0.9308
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As shown in Table 5, the complete multimodal input yielded the best performance,
outperforming all single-modality removal conditions in terms of RMSE, MAE, R2, and PCC.
This result indicates that EEG, ET, ECG, and EDA provide complementary information for
the SA prediction task, and that multimodal fusion contributes to improving the overall
predictive performance of the model.

A further comparison of the different modality removal conditions shows that the
degree of performance degradation varies depending on which modality is excluded,
suggesting that the contributions of different modalities are not identical. Overall, the
full model achieves lower prediction error and stronger fitting ability by jointly exploiting
multimodal information. These modality ablation results further validate the effectiveness
of multimodal fusion modeling for the task addressed in this study.

4.3. Supplementary Robustness Analyses

To further examine the robustness and applicability of the proposed model, two
supplementary analyses were conducted. First, considering the unequal distribution of par-
ticipants with different experience levels, an exploratory subgroup analysis was performed
to examine whether the predictive performance of MGRF-Net differed between controller
trainees and experienced instructors. Second, because the SPAM-derived SA score was cal-
culated using fixed weights for response accuracy and reaction time, a sensitivity analysis
was conducted to evaluate whether the prediction results were overly dependent on this
weighting scheme.

4.3.1. Exploratory Experience-Level Subgroup Analysis

As described in Section 2.1, the participants included both experienced controller
instructors and controller trainees. Although the main model was trained and evaluated
using the pooled dataset to reflect the heterogeneous personnel composition that may
occur in practical remote tower deployment, the imbalance between the two groups may
affect the generalization of the model. Therefore, an exploratory subgroup analysis was
conducted based on participant experience level.

Specifically, the test samples obtained from the 12-fold cross-validation procedure
were divided into trainee and instructor groups, and the prediction metrics were calculated
separately for each group. This analysis was intended to provide preliminary evidence on
whether the proposed model could maintain predictive capability across participants with
different experience levels, rather than to draw definitive conclusions about experience-
related cognitive mechanisms.

As shown in Table 6, MGRF-Net achieved stable prediction performance in both
experience groups. The trainee group showed slightly better performance, which may
be partly related to its larger sample size and greater influence on the overall training
distribution. The instructor group still achieved acceptable predictive performance, al-
though its RMSE and MAE were slightly higher and its R2 and PCC were slightly lower
than those of the trainee group. These results suggest that the proposed model retained
preliminary cross-experience generalization ability. However, because only six experienced
instructors were included, this subgroup analysis should be interpreted as exploratory
rather than conclusive.

Table 6. Prediction performance across different experience groups.

Group Participants Samples RMSE MAE R2 PCC

Trainees 30 600 0.0649 0.0455 0.8618 0.9324
Instructors 6 120 0.0702 0.0493 0.8326 0.9178
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4.3.2. Sensitivity Analysis of SPAM Weight Settings

To evaluate the influence of the SPAM weight setting on the prediction results, MGRF-
Net was retrained and tested under different combinations of response accuracy and
reaction time weights. The original 0.7/0.3 setting was compared with four alternative
settings. All other experimental conditions, including the 30 s pre-probe physiological
window, input features, model architecture, and 12-fold cross-validation strategy, were
kept unchanged.

As shown in Table 7, the prediction performance varied only slightly across different
weighting schemes. The original 0.7/0.3 setting achieved the best overall performance, with
the lowest RMSE and MAE and the highest R2 and PCC. Nevertheless, the performance
under the neighboring settings of 0.6/0.4 and 0.8/0.2 remained very close to that of the
original setting, and no substantial performance degradation was observed under the
other alternative settings. These results indicate that the proposed model is not overly
dependent on a single subjective weighting configuration. Meanwhile, the relatively favor-
able performance of settings with higher accuracy weights supports the reasonableness
of assigning greater importance to response accuracy, because accuracy more directly re-
flects the correctness of perception, comprehension, and projection in safety-critical remote
tower tasks.

Table 7. Sensitivity analysis results of SPAM weight settings.

Accuracy
Weight

Reaction Time
Weight RMSE MAE R2 PCC

0.5 0.5 0.0706 0.0495 0.8364 0.9187
0.6 0.4 0.0674 0.0472 0.8509 0.9271
0.7 0.3 0.0658 0.0461 0.8579 0.9308
0.8 0.2 0.0666 0.0468 0.8541 0.9289
0.9 0.1 0.0693 0.0487 0.8423 0.9224

4.4. Model Interpretability Analysis

To further reveal the decision basis of the proposed model, SHAP was employed to
perform a global interpretability analysis of the prediction results of MGRF-Net. Figure 4
presents the SHAP summary beeswarm plot of the model, in which the horizontal axis
indicates the magnitude of each feature’s impact on the model output, with a larger absolute
value representing higher importance. The color represents the feature value, where red
denotes a high value and blue denotes a low value.

As shown in Figure 4, the high-contribution features are distributed across multiple
physiological modalities, including ET, EEG, EDA, and ECG, indicating that the prediction
of remote tower controllers’ SA is not dominated by a single channel but instead results
from the joint effect of multisource physiological information. Overall, Frontal Theta Power,
Pupil Diameter, SGE, Parietal Beta Power, Blink Count, Mean RR Interval, and SCL rank
among the most important features, suggesting that indicators related to visual attention
allocation, brain functional activity, and autonomic nervous responses all play important
roles in the model output, with ET and EEG features contributing particularly prominently.

A closer inspection of the color distribution on both sides of the SHAP axis further
shows that the effect directions of different features are not consistent. For features such
as Pupil Diameter, Parietal Beta Power, SCR Count, and Saccade Amplitude SD, higher
feature values are more frequently distributed in the positive SHAP region, indicating
that increases in these indicators generally make positive contributions to the predicted
SA level. In contrast, higher values of Frontal Theta Power, SGE, Mean Fixation Duration,
and SCR Amplitude are more concentrated in the negative SHAP region, suggesting that
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increases in these features are more likely to be associated with negative contributions. This
finding indicates that the model has learned not a simple and uniform linear physiological
response pattern, but rather a differentiated joint influence mechanism with heterogeneous
effect directions across modalities during SA formation.

Figure 4. SHAP summary beeswarm plot of MGRF-Net for the SA prediction task.

The SHAP results demonstrate that the proposed model is capable of identifying key
multimodal physiological variables with high contributions to SA prediction, and that the
relationships between these features and the predicted outcome do not exhibit a simple
linear structure but instead reflect a certain degree of nonlinearity and heterogeneity. This
finding is consistent with the conclusions drawn from the modality ablation experiments
and further confirms the necessity of multimodal fusion modeling. From an interpretability
perspective, it also supports the rationality of the proposed model design.

5. Discussion
5.1. Main Findings

In this study, we proposed MGRF-Net, a multimodal graph relational fusion net-
work for predicting remote tower controllers’ SA from physiological data. Compared
with conventional approaches that mainly rely on single-modal features or simple fusion
strategies, the proposed model establishes a unified framework consisting of unimodal
temporal representation learning, cross-modal relational modeling enhanced by graph
attention, and gated fusion-based prediction. The overall results showed that MGRF-Net
outperformed all comparison models in RMSE, MAE, R2, and PCC, indicating that it can
more effectively capture the continuous variation in SA. These findings suggest that, for
SA prediction in remote tower operations, stronger general temporal modeling alone is
not sufficient, and that effective modeling of cross-modal interactions is critical for further
performance improvement.

An important reason for the effectiveness of the proposed model is that it does not
treat multimodal inputs as simple parallel feature sets but explicitly incorporates the
latent associations among modalities into the modeling process. After unimodal temporal
encoding, the model constructs a sample-specific cross-modal relational matrix and further
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performs information propagation and feature enhancement through graph attention. The
module ablation results showed a progressive improvement from Relation to Relation +
GAT and finally to the complete MGRF-Net, indicating that relational modeling, graph-
based enhancement, and gated fusion contribute jointly to the final prediction performance.
This also suggests that the advantage of the proposed model comes not only from using
multiple modalities, but from organizing and exploiting the relationships among them
more effectively.

To more intuitively understand this synergistic mechanism, the cross-modal rela-
tional matrix and the graph attention weight distribution within the model were further
visualized, as shown in Figure 5.

Figure 5. Cross-modal relational matrix and graph attention weight distribution.

The visualization results provide intuitive evidence that inter-modal interactions are
not uniformly distributed but instead exhibit clear selectivity. As shown in Figure 5a, EEG
and ET display relatively stronger relational strength, indicating tighter coupling between
brain activity and eye movement behavior in SA modeling. In contrast, ECG and EDA
form a comparatively stable auxiliary interaction pattern, suggesting that autonomic physi-
ological responses provide complementary support. This relational pattern is consistent
with the modality ablation results, which showed that removing EEG or ET led to more
evident performance degradation, whereas ECG and EDA mainly played supportive roles.

Figure 5b further illustrates the graph attention weight distribution. It can be seen that
attention is not evenly assigned across all modality connections but is more concentrated on
modality pairs that are more relevant under the current state. In particular, the connections
involving EEG and ET receive relatively higher attention weights, while ECG and EDA
also form a more concentrated propagation pathway. This suggests that the graph attention
mechanism does not simply aggregate all modality information in a fully connected man-
ner; rather, it selectively emphasizes more task-relevant interactions under the structural
guidance of the relational matrix, thereby reducing the influence of irrelevant or weakly
related information on the final fused representation. This helps explain why the complete
model achieves better performance than both the basic Relation variant and the version
without gated fusion.

At the modality level, the results indicate that EEG, ET, ECG, and EDA all contribute
to SA prediction, although their roles are not identical. The complete multimodal input
achieved the best performance, confirming the complementarity among modalities. Further
comparison showed that removing EEG or ET caused larger performance degradation,
suggesting that brain activity and eye movement behavior are more directly related to SA
variation in remote tower tasks. This result is consistent with the human factor characteris-
tics of remote tower operations. Compared with conventional tower control, remote tower
controllers obtain out-the-window information mainly through video-based displays and
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must integrate aircraft movement, taxiway status, runway use, parking stand occupancy,
and flight plan information across multiple interface areas. Therefore, SA formation in
remote towers depends not only on visual detection, but also on visual attention alloca-
tion and cognitive integration of information from different display regions. This may
explain why EEG and ET showed more prominent contributions and stronger cross-modal
relationships in the proposed model. By contrast, ECG and EDA provide complementary
information related to autonomic nervous activity and physiological arousal.

The SHAP-based interpretability analysis further supports these findings at the feature
level. Important features were distributed across ET, EEG, ECG, and EDA rather than
concentrated in a single modality, indicating that the model extracts discriminative infor-
mation jointly from multiple channels. Among them, SGE, pupil diameter, blink count,
and frontal theta power are particularly relevant to the remote tower context. SGE reflects
gaze distribution across AOIs and corresponds to visual scanning and information sam-
pling across multiple functional regions of the interface. Pupil diameter and frontal theta
power are related to cognitive effort and information-processing demand, suggesting that
maintaining SA under video-based remote monitoring requires continuous integration of
dispersed visual and operational information. Blink count and fixation-related features may
further reflect visual workload and monitoring stability during prolonged screen-based ob-
servation. These feature-level results indicate that SA prediction in remote towers is closely
associated with visual search, attention allocation, and cognitive integration. In addition,
the asymmetric distribution of SHAP values suggests that physiological features affect SA
in nonlinear and heterogeneous ways across modalities. Combined with the visualization
results in Figure 5, this nonlinear cross-modal coupling is precisely the mechanism that the
proposed model is designed to capture.

Overall, the results suggest that remote tower controllers’ SA has a clear multimodal
physiological basis involving cognitive activity, visual attention allocation, and autonomic
nervous responses. More importantly, the stronger roles of EEG and ET, together with
the contribution of gaze distribution and cognitive-load-related features, indicate that
SA prediction in remote tower operations is strongly shaped by the screen-based and
multi-source information environment.

5.2. Limitations and Future Work

Although the proposed MGRF-Net showed promising performance in SA prediction,
several limitations should be acknowledged. First, the SA labels used in this study were
derived from SPAM, which remains an intermittent probe-based measurement method.
Therefore, the constructed labels should be regarded as probe-centered approximations of
SA rather than direct moment-to-moment ground truth measurements. Although a 30 s pre-
probe physiological window was used to improve the temporal correspondence between
physiological features and SPAM responses, temporal misalignment and label noise may
still exist. Future studies may combine SPAM with operational logs, behavioral indicators,
dynamic temporal alignment, label smoothing, and semi-supervised label refinement to
improve the temporal precision and reliability of SA labeling.

Second, the participant composition was relatively limited and imbalanced in terms of
experience level. The dataset included six experienced controller instructors and thirty con-
troller trainees but did not include active frontline controllers. Although the mixed-subject
modeling strategy reflects, to some extent, the heterogeneous personnel composition that
may occur in practical remote tower deployment, the learned physiological SA mapping
may still be influenced more strongly by trainee data. The exploratory experience-level
analysis provided preliminary evidence of cross-experience applicability, but it is not suffi-
cient to fully characterize the effect of operational experience on SA prediction. Future work
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should collect more data from active controllers and expert controllers, and may introduce
mixed-effect models, experience-aware modeling, or domain adaptation techniques to
reduce potential experience-related bias.

Finally, future work may further explore the practical integration of the proposed
model into safety-critical remote tower systems. MGRF-Net should not be regarded as
an autonomous decision-making module or a replacement for certified ATC procedures.
Instead, it may serve as a predictive engine for controller state monitoring within a human–
machine collaborative assistance framework. In future applications, the model output
could be integrated into the remote tower workstation as a non-intrusive SA risk indicator.
When the predicted SA score falls below a predefined safety threshold, the system could
trigger graded support measures, such as highlighting critical aircraft or taxiway conflicts,
prioritizing relevant information windows, prompting confirmation of key clearances, or
notifying a supervisor for additional monitoring. Such interventions should be designed
as advisory and explainable support functions, and their thresholds, timing, and human–
machine interaction logic must be validated against existing ATC safety requirements and
operational standards before deployment.

6. Conclusions
This study proposed MGRF-Net, a prediction model based on multimodal physiologi-

cal data for remote tower controllers’ SA. To address the limitation of existing methods in
insufficiently characterizing cross-modal interactions during heterogeneous physiological
information fusion, a unified framework integrating unimodal temporal representation
learning, graph attention-enhanced relational learning, and gated fusion-based prediction
was developed. By jointly modeling multimodal physiological signals, including ET, EEG,
ECG, and EDA, the proposed model can more effectively capture the coupling relationships
among different modalities, thereby improving SA prediction performance.

Experimental results showed that the proposed model outperformed LightGBM, MLP,
PatchTST, iTransformer, and TimeMixer in terms of RMSE, MAE, R2, and PCC, demon-
strating superior prediction accuracy and fitting capability. Further ablation experiments
confirmed the effectiveness of the graph attention-enhanced relational learning and gated
fusion mechanisms in improving model performance, while the modality ablation results
indicated that multimodal input provides more comprehensive complementary informa-
tion, with EEG and ET contributing more prominently. Meanwhile, the SHAP-based
interpretability analysis further demonstrated that the model can identify key multimodal
physiological variables closely related to SA, thereby supporting the rationality of the
proposed model design.

The findings of this study indicate that combining multimodal physiological data
with graph attention-enhanced relational learning and a gated fusion mechanism can
effectively characterize the cross-modal interaction patterns underlying the formation of SA
in remote tower controllers. This provides an effective data-driven approach for complex
cognitive state prediction and also offers a new perspective for human-state monitoring
and intelligent assistance in remote tower operations. Further validation with larger and
more diverse operational datasets will help strengthen the generalizability and practical
applicability of the proposed framework.
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Abbreviations
The following abbreviations are used in this manuscript:

AOI Area of Interest
ET eye-tracking
EEG electroencephalography
ECG electrocardiography
EDA electrodermal activity
HRV Heart Rate Variability
LF/HF Low Frequency/High Frequency
MAE Mean Absolute Error
MGRF-Net Multimodal Graph Relational Fusion Network
MLP Multilayer Perceptron
MSE Mean Squared Error
PatchTST Patch Time Series Transformer
PCC Pearson Correlation Coefficient
PERCLOS Percentage of eyelid closure over the pupil over time
RMSE Root Mean Square Error
R2 Coefficient of Determination
SA Situation Awareness
SART Situation Awareness Rating Technique
SCL Skin Conductance Level
SCR Skin Conductance Response
SDNN Standard Deviation of Normal-to-Normal intervals
SHAP SHapley Additive exPlanations
SPAM Situation Present Assessment Method
TCN Temporal Convolutional Network
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