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Abstract

The continuous growth of air traffic has significantly increased the workload of air traffic
controllers (ATCOs), posing challenges to the efficient and safe operation of area con-
trol. This paper proposes an intelligent decision-making framework for en-route sector
operations based on an analysis of the primary tasks of area controllers. Firstly, a sector
altitude profile planning (APP) model is developed using multi-objective mixed-integer
programming, with linearisation techniques applied to enhance solving efficiency. The
multi-objective model is addressed using a hierarchical sequencing method. Secondly,
a multi-aircraft conflict resolution (MACR) model is developed based on a partially ob-
servable Markov game (POMG) framework, utilising a discrete action space. The altitude
profile generated by the planning model is input into the conflict resolution model as a
pre-planning scenario to enable constrained, sector-based, conflict-free operations. Addi-
tionally, invalid action masking techniques are applied within the model to enhance its
effectiveness and ensure operational feasibility. To address scalability issues, the multi-
agent deep deterministic policy gradient (MADDPG) algorithm is enhanced with a dynamic
scaling mechanism. Scenario samples are constructed for validation at the 3D level using
real airspace structures and traffic flow data. Experimental results demonstrate that the
planning model reduces conflicts in 86.6% of the scenario samples and optimises flight
altitudes in 65.6% of the samples. The trained multi-aircraft conflict resolution model
resolves 80.52% of conflicts in the test scenarios. The average control task completion rate
in joint simulation experiments reaches 97.16%. In addition, we investigate the model
performance under different traffic scales. The proposed framework provides guidance for
the development of intelligent decision-making systems for en-route sector operations.

Keywords: air traffic control; trajectory planning; multi-aircraft flight conflict resolution;
mixed integer programming; multi-agent deep reinforcement learning

1. Introduction
In the context of constrained airspace resources and the annual increase in air

traffic [1,2], the prevalence of flight conflicts during the area control phase is anticipated
to persist, thereby exacerbating controllers’ workload. This, in turn, leads to flight delays
and an increased risk of aircraft collisions. The European ATM Master Plan [3] highlights
the use of intelligent decision-making techniques as a means to assist air traffic controllers
in addressing the discrepancy between the growth of air traffic and the limited airspace.
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The implementation of intelligent decision-making technologies in area control has the
potential to alleviate the workload of controllers, reduce delays, and enhance safety.

The core task of area control is to plan the trajectory of aircraft crossing the sector
in advance based on the air traffic situation, so that the aircraft can exit the sector at the
specified outbound sector altitude and dynamically resolve flight conflicts that arise during
the aircraft exit process.

Build an intelligent decision-making framework for en-route sector operation based
on the core tasks of area control. The framework consists of two parts: en-route sector
trajectory planning and sector conflict-free operation deployment. The en-route sector
trajectory planning must account for both deterministic and stochastic constraints during
the flight process, and has high requirements on the accuracy of model parameters and
computational speed. The conflict configurations and traffic patterns formed by dynamic
flight flows are very different, and the flight conflict resolution (CR) method, in addition
to having the ability to adapt to all scenarios and a high solution speed, should also link
the results of trajectory planning in order to avoid destroying optimised flight flow. Most
of the current studies address trajectory planning and conflict resolution in isolation, and
there are few trajectory planning studies from the micro-level perspective of the en-route
sector, which can not meet all the above task requirements. This paper investigates the en-
route sector trajectory planning and conflict resolution problem from a holistic perspective.
A hierarchical decision-making framework is adopted: firstly, a mathematical model is
used to plan the altitude profile of incoming aircraft; then, based on the planned scheme
as constraints, a multi-agent deep reinforcement learning (MADRL) model is trained to
resolve real-time flight conflicts within the en-route sector.

This study aims to assist ATCOs in managing flight flows within en-route sectors.
Based on the dynamic decision-making process of ATCOs, a decision support framework
for en-route sectors is proposed to deal with continuous traffic flow, which consists of
altitude profile planning based on the rolling time domain (RTD) and forward rolling
conflict detection and resolution (CD&R).

To achieve this goal, three targeted research tasks were carried out. First, a multi-
objective mixed-integer linear altitude-profile-planning model is developed. By introducing
altitude-adjustment time windows, the model accounts for flight-trajectory uncertainties
and optimises vertical trajectories subject to sector-exit altitude requirements and aircraft-
performance limits. Second, a scalable multi-aircraft conflict resolution model is established
based on the partially observable Markov game and an enhanced multi-agent deep deter-
ministic policy gradient algorithm. A bidirectional recurrent neural network (BiRNN) is
adopted for critic-network construction, and invalid action masking is utilised to guarantee
that conflict resolution outputs comply with pre-calculated altitude-profile constraints.
Third, joint performance of the APP-MACR framework is evaluated under high-density
three-dimensional scenarios mimicking real-world airspace, with quantitative metrics for
conflict mitigation and control-task completion.

Methodologically, a simulation-driven rolling time domain mechanism is first adopted
to divide continuous incoming traffic flows into planning pools and frozen pools. The
multi-objective programming formulation is then linearised and solved via a hierarchical
sequential optimisation strategy to produce robust altitude profiles with time-window
margins. Afterwards, the improved MADDPG equipped with parameter sharing and a
BiRNN-based critic network is trained for constrained multi-aircraft conflict resolution.
Finally, joint-simulation tests are implemented on the Air Traffic Operations Simulation Sys-
tem (ATOSS), a real-airspace-based simulation platform, to assess the overall performance
of the proposed framework.
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The remainder of this paper is organised as follows. Section 2 introduces the literature
on trajectory planning and flight conflict resolution. Section 3 constructs a framework
for area sector decision support, which specifically consists of two parts: altitude profile
planning and conflict detection and resolution. Sections 4 and 5 describe the planning
model and conflict resolution model, respectively. Section 6 verifies the rationality of the
proposed framework based on the simulation platform. The strengths and weaknesses of
the model are discussed in Section 7. Section 8 provides a summary and outlook.

2. Related Work
Aiming at the safety of aircraft in area sector control, this paper proposes an area

sector-assisted decision-making framework. The framework performs trajectory planning
and real-time conflict resolution for aircraft traversing the sector separately, linking the
results of altitude profiles with conflict resolution.

For the flight ensemble trajectory planning problem, the mainstream research methods
include optimal control, simulation optimisation, and mathematical programming. (1) The
optimal control-based trajectory planning method seeks to find the trajectory planning
scheme with the best performance metrics while satisfying constraints by establishing an
aircraft model (Seenivasan et al. [4]; González-Arribas et al. [5]). This approach is extremely
demanding in terms of on-board navigation and flight control of the aircraft; moreover, the
aircraft state and environmental data are dynamically time-varying and rich in uncertainties,
and these perturbations will inevitably disrupt the planning scheme. Therefore, there are
limitations when the method is applied to real operations. (2) Mathematical programming
is used to represent the constraints and planning objectives in mathematical form, and use
classical computational methods to find the optimal solution or meta-heuristic algorithms
to find a satisfactory solution (Cecen et al. [6]; Hao et al. [7]; Chen et al. [8]). The established
mathematical models are usually fast to solve, but it is difficult to fully reflect the influence
of complex constraints and accurately portray the complex motion process of the aircraft.

For the multi-aircraft flight conflict resolution problem, the main research methods are
based on swarm intelligent optimisation, mathematical programming and deep reinforce-
ment learning. (1) Although swarm intelligent optimisation methods cannot guarantee
to obtain a global solution, they can shorten the solution time by obtaining a reasonable
solution (e.g., Ma et al. [9]; Emami et al. [10]; Han et al. [11]; Sui et al. [12]). However,
with swarm intelligent optimisation methods, it is difficult to establish a series of rules
that match the actual problem, and the problem of constraint comprehensiveness of the
solved model has not been solved. (2) Mathematical programming methods predominantly
employ mixed-integer nonlinear programming (MINLP) or mixed-integer linear program-
ming (MILP) to establish mathematical models (e.g., Mercedes et al. [13]; Dias et al. [14];
Liu et al. [15]). Mathematical programming methods aim at obtaining a globally optimal
solution, mostly at the macro level for the overall deployment of aircraft. The solution
is simple, but it relies heavily on the accuracy of the model, and certain constraints are
difficult to express mathematically. (3) Deep reinforcement learning methods are suitable
for high-dimensional data and complex scenarios, and they can give a solution that meets
the actual situation in a very short time (e.g., Wei et al. [16–18]; Sui et al. [19]; Ramon
et al. [20,21]; Ralvi et al. [22]; Huang et al. [23,24]). Deep reinforcement learning (DRL)
methods focus on making models self-learning and giving them a human-like behavioural
style. It is a move that improves the acceptable level of ATCO’s recommendations for
model conflict resolution. Deep reinforcement learning methods give good results even
in high-density scenarios. Current DRL research focuses on ensuring the scalability and
stability of the model [25] which improves the performance of the model while enabling it
to cope with other different scenarios and highly simulate the real control environment.
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Trajectory planning and CD&R are indispensable in area sector control. However,
most existing studies only focus on either trajectory planning or CD&R separately, with-
out considering the spatial and temporal relationship between the two or accommodat-
ing the programmes generated by each other. In addition, existing studies have the
following limitations:

(1) Insufficient accuracy and less consideration of uncertainty in trajectory planning
methods.

Most of the existing studies focus on long-term (e.g., between airports) trajectory
planning, and such scenarios do not require high model parameter accuracy and model
ability to accommodate uncertainty. In contrast, from the micro perspective of area sector
control, the planning process requires a high level of model parameter accuracy, and existing
models should accommodate the uncertainty of aircraft flying within an en-route sector.
Aircraft usually fly along flight paths, so there is not much room for horizontal trajectory
optimisation. In contrast, the flight altitude resource has a large space to be allocated and
has a significant impact on flight conflicts and economic and environmental protection.
However, existing studies have paid insufficient attention to the flight altitude profile.

(2) Challenges in multi-aircraft conflict resolution methods in simultaneously satisfy-
ing the conditions of adapting to complex surrounding environments, high scalability, and
fast solution speeds.

In existing research, swarm intelligence optimisation class methods and mathematical
planning methods have long computation times in complex scenarios, which may make
the CR scheme lose its timeliness. Deep reinforcement learning methods have advan-
tages in terms of solving time and can also adapt to complex surrounding environments
through neural networks, but this class of solving models requires in-depth research in
terms of scalability. Although there is the literature on the use of LSTM or attention net-
works to improve model scalability (ability to deal with varying numbers of conflicting
aircraft) [17,18], the experimental scenario is a two-dimensional low-traffic-density airspace
and only uses speed adjustment. The aim of this paper is to achieve conflict resolution in
high-density three-dimensional airspace using a variety of adjustments that are routinely
used by ATCOs.

In the intelligent decision-making process of area sector control, the challenge is to
plan usable and optimised trajectories for dynamic, continuous traffic flows with flight
uncertainties, to handle complex and changing flight conflict scenarios in real time, and to
ensure the unity and compatibility of all the deployment scenarios. This work expands the
existing “isolated, static, offline” deployment of control sectors to “collaborative, dynamic,
online” intelligent optimisation. We consider multiple demands and constraints, and
achieve organic synergy between trajectory optimisation and conflict resolution tasks.
The key parameters of the trajectory planning model are accurately extracted based on
online, fast simulation. The use of a turn-up time window in the flight altitude profile
accommodates the horizontal uncertainty of the aircraft and leaves a provisioning margin
for the subsequent MACR. In MADDPG, parameter sharing is applied to improve the
scalability of the CR model, and invalid action masking is used to enable the CR model
to interface with the sector altitude profile planning results to achieve integrated sector
intelligent assisted decision-making.

3. Area Sector Decision Support Framework
Altitude profile planning is modelled and solved using operations optimisation tech-

niques. In order to meet the need for continuous planning of dynamic traffic flows, this
study uses a rolling time domain technique to solve the continuous optimisation problem,
where flights entering the sector in the previous period may have an impact on flights
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entering in the subsequent period. Planning pools and frozen pools are delineated based on
the temporal and spatial locations of the flights—the planning pool is the set of flights that
have not yet entered the sector but are within the set time domain of the planning pools;
and the frozen pool is the set of flights that have already been planned and are operating
within the en-route sector. The set of flights in the frozen pool will be used as a constraint
during planning when performing altitude profile planning for flights in the planning
pool. The overall area sector decision support framework is shown in Figure 1. The overall
framework consists of two parts: the planning module and the conflict resolution module.

 

Figure 1. A Decision Support Framework for Area Sector.

The planning module uses the time axis as the reference system, ∆tres is the solution
time reserved for the planning model, and tn

plan and tn+1
plan are the moments when the nth and

n + 1th planning starts to solve, respectively. The basic logic of the planning mechanism
based on the rolling time domain is as follows.

(1) Situational derivation. At moment t, the moment when each flight arrives at
the area sector in a future segment of the time domain tpre (tpre ≥ tplanMin) is calculated
by the situational derivation, and tplanMin is the lower limit of the planning pool time
domain length.

(2) Split flight flow. Select a moment t + tn
plan in the interval

[
t + tplanMin, t + tpre

]
to

partition the flight flow, so that the difference between the arrival moment of the first flight
arriving at the area sector after this moment (flight C) and t + tn

plan is greater than ∆tres,
giving the n + 1th planning enough solution time.

(3) Determine the planning pool. The planning pool time domain for the nth planning
is
[
t, t + tn

plan

]
.

(4) Start the next planning. When the moment arrives at t + tn
plan, repeat steps (1) to (3)

to start the n + 1th planning.
By means of a rolling time-domain-based planning mechanism, the continuous traffic

flow can be partitioned into separate planning pools, and flights that are within an area
sector at the planning moment are placed into a frozen pool.
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Based on the statistics of the actual flight flow, the parameter tpre = 10 min, tplanMin =

4 min, ∆tres = 1 min.
One of the core objectives of sector conflict-free operation deployment is conflict

resolution. In the current actual operation, area sector controllers generally perform conflict
resolution by means of two-aircraft flight conflicts. If there are multiple pairs of two-aircraft
conflicts at the same moment or within a certain time zone, the conflicts will be prioritised
based on factors such as danger and urgency, etc., and resolved in turn. Due to the small
number of two-aircraft conflicts in the area sector under the existing traffic flow and the
weak spatial and temporal correlation between the two aircraft, this conflict resolution
method is effective in practical operation for the time being. In the future, the civil aviation
industry will develop at a high speed, so the traffic flow in the area sector will increase, and
the density of two-aircraft conflicts will also increase, resulting in the correlation between
the conflicts to increase; then, according to the two-aircraft conflict resolution, there will be a
low-priority aircraft without resolution or the creation of a new conflict situation. Therefore,
the concept of multi-aircraft conflict resolution comes into being, which combines multiple
two-aircraft conflicts that are connected according to specific rules, and considers them as
one multi-aircraft conflict, and then solves them together in a comprehensive plan, so as to
eliminate the contradiction between conflict resolution strategies due to the independent
resolution of two-aircraft conflicts.

Conceptually, a multi-aircraft conflict is a situation in which an aircraft is in conflict
with two or more other aircraft in a given time and space. To further refine this concept,
a multi-aircraft conflict can be considered to be a combination of no fewer than two two-
aircraft conflicts with spatial and temporal correlation. Spatio-temporal correlation means
that the moments of multiple two-aircraft conflicts are in the same time frame (temporal
correlation) and the locations of these twin-aircraft conflicts are in the same spatial frame
(spatial correlation). The spatial and temporal correlation metrics of a multi-computer
conflict are expressed as a vector r = (τ, ϕ). When one component or r remains constant
while the other component increases, the weaker the spatio-temporal correlation, the more
aircraft are involved in the conflict. For the set of aircraft involved in a multi-aircraft conflict,
it is necessary to coordinate the overall deployment to help avoid the shortcomings of the
two-aircraft conflict resolution model.

Unlike autonomous interval holding [16] or segment-based time domain aircraft
CD&R method [19], sector conflict-free operational deployment requires a CD&R mecha-
nism capable of handling a continuous flow of flights, focusing exclusively on adjusting
aircraft involved in conflicts. In addition, the mechanism must also be able to be organically
integrated with a time-domain control-based sector altitude profile planning mechanism to
form a closed-loop control of aircraft in the sector.

In accordance with relevant regulations, the vertical separation between aircraft within
an area control sector shall not be less than 300 m, and the horizontal separation shall
not be less than 9.3 km. The object of sector conflict-free operation deployment is the
conflict aircraft in the whole en-route sector, so in the spatio-temporal correlation metric
r = (τ, ϕ) for multi-aircraft conflicts, ϕ is set to the whole sector’s airspace space. Based
on this, a rolling time-domain-based sector conflict-free operation deployment mechanism
is proposed, as shown in the conflict resolution in Figure 1. In the figure, t is the current
moment, tinte is the time interval for conflict detection, thori is the time domain for conflict
detection, ∆tcal is the reserved computation time for conflict detection and the deployment
scheme, and τ is the time range in the spatio-temporal correlation metrics, and all the
involved aircraft are in the spatial range ϕ (the en-route sector). The flow of the mechanism
is described below.
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(1) Conflict detection. At time t, the airspace situation is projected to t + thori + τ,
and whether there is any two-aircraft conflict in the time interval [t + thori, t + thori + τ] is
determined. If there is no two-aircraft conflict, the next conflict detection starts after tinte + τ.
If N ≥ 2 two-aircraft conflicts ci

t =
{

f i
1, f i

2
}

, i = 1, 2, . . . , N exist, they are constituted as
a multi-aircraft conflict Ct = c1

t∪c2
t∪, . . . ,∪cN

t ( f i
1 and f i

2 refer to the two aircraft in the
two-aircraft conflict ci

t). If there exists only one two-aircraft conflict c1
t , the two-aircraft

conflict is regarded as a special multi-aircraft conflict and no distinction is made, Ct = c1
t .

Because as long as the number of aircraft in Ct is not less than 2, it means that there is a
conflict, and the aircraft in Ct can be used as a whole to solve the deployment scheme in a
unified way. After constructing Ct, we enter the conflict resolution step.

(2) Conflict resolution. Let condition Ω be a condition for successful resolution of a
multi-aircraft conflict Ct: “(a) The deployment instruction needs to ensure that there can be
no flight conflict between any aircraft f ∈ Ct and any aircraft f ′ ∈ ϕ in the time domain
(t, t + 2thori + 2τ]; (b) The deployment instruction must be within the deployment range
given by the attitude profile planning module.” The deployment instruction is computed
and generated before the arrival of moment t + tinte to resolve the multi-aircraft conflict Ct.
It is necessary to determine whether the deployment instruction satisfies condition Ω. If it
does, it means that Ct is successfully resolved and the deployment instruction is sent to the
air traffic controller; otherwise, the air traffic controller resolves the conflict manually.

Note that there should be ∆tcal ≤ tinte + τ, because conflict detection at moment
t + tinte requires access to the deployment scheme for Ct in order to accurately perform the
situational derivation for the conflict detection step. Conflict detection uses a geometric ap-
proach, i.e., predicting the future trajectory of an aircraft based on an Air Traffic Operations
Simulation System, and then determining whether or not a conflict has occurred based on
the predicted relative position of the aircraft according to the definition of flight conflict
described above.

Among the above parameters, tinte, thori, ∆tcal, and τ are required to be set in advance
by humans. According to reference [23], tinte = 30 s, thori = 240 s, ∆tcal = 30 s are set. The
setting of τ is related to the definition of multi-aircraft conflict and the difficulty of resolve,
which cannot be set arbitrarily. Therefore, the subsequent experiments will compare the
effects of different values on the MACR effect, and accordingly analyse what values are the
most appropriate.

4. Altitude Profile Planning Model
In this chapter, a multi-objective MILP-based sector altitude profile planning model

is developed. A simulation-driven approach is used to obtain the key parameters of the
model in advance, improving the feasibility of the planning results. The flight level profile
is the planning scheme output from the model, which contains the information of the
aircraft’s altitude adjustment amplitude and altitude adjustment time window. The time
window can make the planning results resistant to perturbation and accommodate the
uncertainty of the trajectory.

4.1. Problem Analysis

The horizontal speed of an aircraft is often affected by weather, navigation errors, and
other factors. In order to deal with the horizontal uncertainty deviation between the real
trajectory and the predicted trajectory used at the planning moment, this paper adopts the
idea of altitude profiles and represents the timing of the aircraft’s altitude adjustment as a
time window. In order to make the model parameters accurate, an air traffic simulation
engine that integrates aircraft performance and airspace structure is used to derive the
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predicted horizontal trajectory of the aircraft before the planning model is launched to
determine the planning time domain and obtain the key parameters.

In order to improve the solution speed of the model, the following assumptions are
made for the model:

(1) Time domain discretisation
In order to obtain a limited number of decision variables, this paper discretizes the

continuous time domain into a discrete time domain with 30 s intervals. The conflict
detection of the aircraft, the altitude adjustment moment, and the climb and descent
process are all in 30 s.

(2) Climb rate and descent rate approximation calculation
Aircraft must fly in the specified altitude layer, and the interval between vertical

altitude layers after the implementation of RVSM is 300 m or 600 m. Therefore, the altitude
adjustment of aircraft in the planning pool should be made a multiple of 300 m. The climb
and descent rates for aircraft are approximated with the following formula:

vc′ = 10/([10/vc] + 1)+ (1)

where vc is the actual aircraft climb or descent rate, vc′ is the approximated calculated
climb or descent rate, and [x] denotes the largest integer not greater than x. In this way, the
time required for the aircraft to climb 300 n metres is shown in Equation (2), and the climb
and descent process of the aircraft can be measured in units of 30 s.

Time = 300n/vc′ = 30n× ([10/vc] + 1), n ∈ Z+ (2)

(3) The horizontal and vertical displacements of an aircraft do not affect each other, and
the horizontal position and altitude of the aircraft can be calculated using the horizontal
velocity and the climb/descent rate, respectively.

(4) Aircraft flights between different en-route sectors are continuous, so the aircraft’s
trajectory during the period of time when it first enters this en-route sector is planned in
the previous en-route sector. This en-route sector planning model only needs to consider
the constraints when the aircraft exits the sector.

4.2. Model Formulation

Based on the above planning objectives, constraints, and assumptions, this subsection
develops a multi-objective MILP model. The core of the sector altitude profile planning
model is to generate an altitude profile for each aircraft in the planning pool, involving the
following key factors.

(1) As shown in Figure 2, the altitude profiles are inscribed in such a way that they
include the 1st and 2nd altitude profiles as upper and lower boundaries, respectively, as
well as the number of altitude adjustments and the magnitude of each adjustment for the
altitude profile.

(2) Conflict identification is performed for conflicts between aircraft in the planning
pool and aircraft in the frozen pool. Conflict identification is based on the use of mathemat-
ical expressions to portray the future trajectories of aircraft.

Based on assumption (3), the air traffic operation simulation engine is used to de-
rive the horizontal trajectories of aircraft in the planning pool and the four-dimensional
trajectories of aircraft in the frozen pool, and to identify the aircraft whose horizontal
distance is less than the horizontal critical interval and the set of moments when the aircraft
violates the horizontal critical interval, which is 10 km + 2 nm = 13.704 km. Then, the
aircraft’s vertical intervals in these moments are deployed to 300 m and above through
altitude deployment to ensure the conflict-free aircraft operation process. Then the vertical

https://doi.org/10.3390/aerospace13100855

https://doi.org/10.3390/aerospace13100855


Aerospace 2026, 13, 855 9 of 39

separation of aircraft at these moments is adjusted to 300 m and above through altitude
deployment to ensure the conflict-free operation of aircraft.

Figure 2. Aircraft sector altitude profile.

(3) Through the simulation engine, deduce the trajectory of each aircraft in the planning
pool and determine its time domain in the en-route sector, which is used as the planning
time domain of the aircraft. The starting point of the planning time domain is the time
when the aircraft arrives at the en-route sector with the highest permitted speed, and
the end point is the time when it leaves the en-route sector with the slowest permitted
cruising speed.

4.2.1. Notation and Decision Variables

Table 1 shows the notation used to formulate the model.

Table 1. Notations and definitions.

Parameter Definition

F The set of aircraft in planning pool

FF The set of aircraft in frozen pool

FV1 = {( f p1, f p2), . . .} The set of aircraft in the planning pool that violate horizontal separation,
f p1, f p2 ∈ F

FV2 = {( f p1, f f1), . . .} The set of aircraft in the planning and frozen pools that violate horizontal
separation, f p1 ∈ F , f f2 ∈ FF

Fout The set of aircraft required to meet the outbound sector altitude

I( f ) The set of moments contained in the planning time domain of the aircraft f in the
planning pool

IF( f ) The set of moments in frozen pool of aircraft f in a certain time domain

IC( f 1, f 2) The pair of aircraft violates the horizontal separation, ( f1, f2) ∈ FV1 ∪ FV2

https://doi.org/10.3390/aerospace13100855
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Table 1. Cont.

Parameter Definition

K The set of altitude adjustment times

P The set of altitude profiles

T out( f ) The set of moments when aircraft f leaves the en-route sector

h f f i Altitude of aircraft f in the frozen pool at time i, f ∈ FF, i ∈ IF( f )

h0 f Altitude at which the aircraft f enters the sector, f ∈ F
∆hmax Maximum altitude adjustment per adjustment of the aircraft

tINT Time interval of discretized continuous time

tC ∈ Z+ Lower limit of the time interval between two adjacent altitude adjustments

tP ∈ Z+ Lower limit of the width of the altitude adjustment time window
for flight altitude profile

hout f Protocol altitude of aircraft f leaving the en-route sector

vcc f Climb rate of aircraft f

vcd f Decline rate of aircraft f

Based on the set defined above, the decision variables are as follows:
(1) spk

f i , f ∈ F , i ∈ I( f ), p ∈ P , k ∈ K, a binary decision variable that determines
whether or not to start performing an altitude adjustment. 1 represents that the kth altitude
adjustment has been performed in the pth altitude profile of the aircraft f in the time
interval [i, i + 1]. 0 represents that the kth altitude adjustment has not been performed.

(2) epk
f i , f ∈ F , i ∈ I( f ), p ∈ P , k ∈ K, a binary decision variable that determines

whether an aircraft has finished performing an altitude adjustment. 1 represents that the kth
altitude adjustment has finished performing in the pth altitude profile of the aircraft f in the
time interval [i, i + 1]. 0 represents the kth altitude adjustment has not finished performing.

(3) upk
f i , f ∈ F , i ∈ I( f ), p ∈ P , k ∈ K, a binary decision variable that determines

whether the aircraft has performed a climb or a descent. 1 represents that the kth climb
has been performed in the pth altitude profile of the aircraft f in time interval [i, i + 1].
0 represents that the kth descent has been performed.

(4) zv f 1, f 2,i, ( f 1, f 2) ∈ FV1 ∪ FV2, i ∈ IC( f 1, f 2), a binary decision variable for deter-
mining whether two aircraft violate the vertical critical interval. A value of 1 means that the
vertical separation between aircraft f 1 and f 2 at moment i is less than the vertical interval,
and a value of 0 means that there is no violation.

(5) zvα
f 1, f 2,i, zvβ

f 1, f 2,i, ( f 1, f 2) ∈ FV1, i ∈ IC( f 1, f 2), are auxiliary binary decision
variables.

(6) hp
f i f ∈ F , i ∈ I( f ), p ∈ P , k ∈ K, the altitude of aircraft f in the planning pool at

moment i, on the pth altitude profile, Hp
f i ∈ [6000, 12000]

(7) vcpk
f i denotes the vertical rate (climb rate for climbing and descent rate for descend-

ing) in the pth altitude profile of the aircraft f at the kth adjustment of altitude at moment i.
vcpk

f i is the continuous decision variable, and vcmax is the vertical rate ceiling.

vcpk
f i =

 vcc f , upk
f i = 1

vcd f , upk
f i = 0

, f ∈ F , i ∈ I( f ), p ∈ P , k ∈ K (3)

The way to characterise the altitude profile of an aircraft by spk
f i , epk

f i and upk
f i is shown

in Figure 3.
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Figure 3. Use decision variables to represent the altitude profile.

4.2.2. Objective Functions

The core objective of en-route sector operations is the safe, orderly and economical
operation of flights within the sector. Considering the interests of area control units and
airlines, the model involves several objective functions.

(1) Minimise conflict duration during area sector operations
The safety of an aircraft while operating within a sector is of paramount importance.

Identifying the moment when the solution of the model corresponds to a conflict in the
sector is actually identifying the moment when the vertical critical interval is still violated
by the aircraft after the altitude of the aircraft has been deployed using the model solution,
and optimising the conflict duration is more meaningful than optimising the false-alarm
type of conflict. Therefore the planning model needs to minimise the conflict duration
between aircraft during sector operation.

min ∑
f 1, f 2 ∈ FV1 ∪ FV2,
i ∈ IC( f 1, f 2)

zv f 1, f 2,i (4)

(2) Maximising the percentage of aircraft flight time at high altitudes
Most modern civil passenger aircraft are jet aircraft, which consume less fuel and

have low operating costs when maintaining high-altitude flights. Therefore maximise the
proportion of aircraft high-altitude flight time:

max ∑
f ∈ F , i ∈ I( f ),
p ∈ P

hp
f i (5)

4.2.3. Constraints

The constraint set of the flight altitude profile planning model is shown below, taking
into account the aircraft outbound sector altitude, aircraft performance, control deployment
rules, rules for the use of flight levels, and sector available altitude resource constraints:
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(
h2

f 1,i − h1
f 2,i − 300

)(
2× zvα

f 1, f 2,i − 1
)
≤ 0, ∀( f 1, f 2) ∈ FV1, ∀i ∈ IC( f 1, f 2) (6)

(
h2

f 2,i − h1
f 1,i − 300

)(
2× zvβ

f 1, f 2,i − 1
)
≤ 0, ∀( f 1, f 2) ∈ FV1, ∀i ∈ IC( f 1, f 2) (7)(

h2
f 1,i − h f f 2,i − 300

)(
2× zvα

f 1, f 2,i − 1
)
≤ 0, ∀( f 1, f 2) ∈ FV2, ∀i ∈ IC( f 1, f 2) (8)(

h f f 2,i − h1
f 1,i − 300

)(
2× zvβ

f 1, f 2,i − 1
)
≤ 0, ∀( f 1, f 2) ∈ FV2, ∀i ∈ IC( f 1, f 2) (9)

zv f 1, f 2,i = zvα
f 1, f 2,i ∧ zvβ

f 1, f 2,i, ∀( f 1, f 2) ∈ FV1 ∪ FV2, ∀i ∈ IC( f 1, f 2) (10)

vcpk
f i = vcc f × upk

f i + vcd f ×
(

1− upk
f i

)
, ∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P , ∀k ∈ K (11)

hp
f ,i+1 = h0 f + ∑

k∈K

i
∑

j=min[I( f )]

[(
spk

f ,j − epk
f ,j

)
×
(

2upk
f ,j − 1

)
× vcpk

f ,j × tINT

]
,

∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P
(12)

spk
f ,i+1 − spk

f i ≥ 0, ∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P , ∀k ∈ K (13)

epk
f ,i+1 − epk

f i ≥ 0, ∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P , ∀k ∈ K (14)

spk
f i − epk

f i ≥ 0, ∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P , ∀k ∈ K (15)

∑
i∈I( f )

[(
spk

f i − epk
f i

)
× vcpk

f i × tINT

]
≤ ∆hmax, ∀ f ∈ F , ∀p ∈ P , ∀k ∈ K (16)

tC/tINT + ∑
i∈I( f )

sp,k+1
f i ≤ ∑

i∈I( f )
epk

f i , ∀ f ∈ F , ∀p ∈ P , ∀k ∈ K (17)

upk
f i = upk

f ,i+1, ∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P , ∀k ∈ K (18)

hp
f i = hout f , ∀ f ∈ F , i ∈= T out( f ), ∀p ∈ P (19)

∑
i∈I( f )

(
s1,k

f i − e1,k
f i

)
= ∑

i∈I( f )

(
s2,k

f i − e2,k
f i

)
, ∀ f ∈ F , ∀k ∈ K (20)

u1,k
f ,i=max[I( f )] = u2,k

f ,i=max[I( f )], ∀ f ∈ F , ∀k ∈ K (21)

h1
f i ≥ h2

f i, ∀ f ∈ F , ∀i ∈ I( f ) (22)

u1,k
f ,i=max[I( f )] = u1,k+1

f ,i=max[I( f )], ∀ f ∈ F , ∀k ∈ K (23)∣∣∣∣∣∣ ∑
i∈I( f )

s1,k
f i − ∑

i∈I( f )
s2,k

f i

∣∣∣∣∣∣ ≥ tP/tINT , ∀ f ∈ F , ∀k ∈ K (24)

Constraints (6) through (7) identify whether an aircraft pair violates the vertical critical
interval by comparing the 1st altitude profile and the 2nd altitude profile of the planning
pool aircraft pair. Constraints (8) through (9) identify if the vertical critical interval is
violated by the 1st and 2nd altitude profiles of the planning pool aircraft and the frozen
pool aircraft. Constraint (10) is an “and” expression, which is an auxiliary constraint
to determine whether the two aircraft violate the vertical critical interval. Constraint
(11) defines the vertical rate. Constraint (12) represents the altitude of the aircraft in the
planning pool at any given moment. Constraints (13) through (14) indicate that after an
aircraft begins/ends its altitude adjustment at a given moment, all subsequent moments
should be expressed as if this adjustment has begun/ended. Constraint (15) states that
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the moment of ending the altitude adjustment must be after the moment of starting the
altitude adjustment. Constraint (16) specifies the criteria associated with the upper limit
of an aircraft’s altitude adjustment amplitude. Constraint (17) ensures that there is a time
interval between two adjacent altitude adjustment of the aircraft and that the start of the
second altitude adjustment is later than the end of the first altitude adjustment. Constraint
(18) means that the aircraft has been in a climbing or descending state during an altitude
adjustment process. Constraint (19) indicates that the flight’s outbound sector altitude
meets the intersector handover altitude requirements when entering the next en-route
sector. Constraint (20) ensures that the aircraft’s 1st and 2nd altitude profiles are adjusted to
the same amplitude, and (21) ensures that the climb or descent is consistent during a single
altitude adjustment. Constraint (22) indicates that the altitude of the aircraft’s 1st altitude
profile is not less than the 2nd altitude profile. Constraint (23) ensures that the aircraft’s
altitude adjustment process is a gradient ascent/descent. Constraint (24) sets the lower
limit of the altitude profile’s time window, giving sufficient margin to the subsequent sector
conflict-free operation deployment module. The model is formulated as a multi-objective
MILP by transforming the nonlinear constraints into linear constraints using mathematical
techniques; see Appendix A for details.

5. Multi-Aircraft Conflict Resolution Model Based on MADDPG
Multi-aircraft conflict resolution is fundamentally a multi-agent problem, where

each conflict aircraft is treated as an agent. To address the “dimensionality catastro-
phe” encountered by single-agent algorithms in solving multi-aircraft conflicts and the
non-stationarity issue arising from independent learning paradigms that overlook com-
munication between aircraft agents, each conflict aircraft in Ct is modelled as an agent.
A multi-agent deep reinforcement learning approach, based on the Centralized Train-
ing and Decentralized Execution (CTDE) paradigm, is employed to train these agents
effectively. Multi-aircraft conflict resolution is modelled using a partially observable
Markov game, where the partially observable Markov game is described by the tuple
⟨N,S ,O1, . . . ,ON ,A1, . . . ,AN ,P , γ, R1, . . . , RN⟩, where N is the number of agents. The
Markov game established in this paper involves an aircraft’s complex motion process,
which makes it difficult to establish an accurate dynamics model for the environment.
Therefore, a Model-Free approach is used, i.e., no transfer function P . The discount factor,
γ, is a fixed value set according to the experimental scenario.

5.1. POMG Description

(1) State space and observation space
The system state St ∈ S comprises the states of all aircraft within sector ϕ at time t,

including their positions, flight attitudes, and other relevant parameters. The system state
can be accurately obtained using advanced ground-based equipment. In theory, the system
state could be provided to each agent as a global observation. However, as the number
of aircraft within the area sector increases, the issue of dimensionality explosion remains
a significant challenge. The advantage of the CTDE paradigm lies in its ability to enable
agents to utilise local observations and communication mechanisms to achieve performance
comparable to that of the centralised learning paradigm while operating within a limited
state and action space. Consequently, each agent is designed to take the state of the aircraft
within a certain airspace centred on itself as its local observation. The local observation of
the conflict aircraft agent i at moment t is Oi

t ∈ Oi as described in the following equation:

oi
T = (in f oT

1 , in f oT
2 , . . . , in f oT

20), T = t, t + Thori (25)
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where in f oT
j is the information of the jth aircraft in a 100 km× 100 km× 1.8 km rectangular

airspace centred on aircraft i. in f oT
j is expressed as:

in f oT
j =

(
xT

j , yT
j , zT

j , vspdT
j , hspdT

j , hT
j , typeT

j

)
(26)

where xT
j , yT

j , zT
j , vspdT

j , hspdT
j , hT

j , typeT
j are the longitude, latitude, altitude, rate of climb,

horizontal speed, heading and aircraft type (denoted by the sequence number) of the jth
aircraft at time T Divide the rectangular airspace into small 5 km× 5 km× 0.15 km squares,
number each square, and determine the jth aircraft by the number of squares it is in. For
example, if three aircraft, A, B and C in rectangular airspace, are in small squares numbered
23, 10, and 35, respectively, then B is the first aircraft, A is the second aircraft, and C is the
third aircraft. If there are fewer than 20 aircraft in the rectangular airspace, the remaining
in f oT

j are all 0 vectors. Oi
t are standardised to eliminate the magnitude scale using the

extreme variance standardisation method.
(2) Action space.
The conflict resolution actions available to a conflict aircraft i constitute the action

space, denoted as Ai. The resolution action is represented as a two-dimensional vector
(Adj, Twait), where Adj denotes the adjustments to altitude, speed, and heading, and Twait

represents the waiting time, i.e., the time between the initiation of conflict resolution and
the actual execution of the adjustments by the aircraft agent. The concept of waiting time
is introduced to ensure that conflict aircraft execute adjustments at the optimal moment.
Furthermore, the design of the conflict resolution action must consider the constraints of
the APP model scheme, which permits a specific range of heading and speed adjustments.

1⃝ Heading Adjustment. In area sector operations, air traffic controllers often employ
“Dog-Leg” manoeuvres to stagger the arrival times of conflict aircraft at a specific point.
The deviation angle and distance of these manoeuvres are determined by the air traffic
controller based on their operational experience. The ‘Dog-Leg’ manoeuvre can be broken
down into an outbound angle α, an outbound distance d and an inbound angle β, as shown
in Figure 4. In this paper, d and β are assumed to be fixed at 8 nautical miles and 30 degrees,
respectively, while α is treated as a variable parameter to facilitate the aircraft’s return to its
original course. In alignment with the allowable heading adjustments of the APP model,
α is set to ±30 or ±60 degrees, where α > 0 indicates a rightward deviation, and α < 0
indicates a leftward deviation.

Figure 4. Diagram of the “Dog-Leg” manoeuvre.

2⃝ Altitude Adjustment. Altitude adjustments include both climb and descent. In
accordance with the RVSM altitude tier assignment principles, the aircraft’s altitude adjust-
ments are set at 300 m, 600 m, 900 m, and 1200 m. Considering the altitude constraints, the
corresponding boundary values are taken when the adjusted altitude is more than 12,000 m
or less than 6000 m.

3⃝ Speed Adjustment. Speed adjustments include acceleration and deceleration actions.
Based on the speed adjustment range permitted by the APP model, the adjustment values
are set to 10 and 20 knots. Considering speed limitations, the corresponding boundary
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value is applied if the adjusted target speed exceeds the allowable range for the aircraft at
its current altitude.

4⃝ No Adjustment. In certain flight conflicts, only a subset of the conflict aircraft is
required to perform resolution manoeuvres to resolve the conflict. Therefore, it is essential
to include the “no adjustment” option in the action space to minimise the issuance of
unnecessary instructions.

In summary, the aircraft resolution actions are presented in Table 2.

Table 2. Action space.

Method of Adjustment Adjustment Actions Adjustment Range Waiting Time Twait

Altitude Adjustment Climb or descent (m) 300, 600, 900, 1200

∆Tcal + 20x seconds,
x ∈ [0, 6]Speed Adjustment Acceleration or

deceleration (knots) 10, 20

Heading Adjustment Left or right deviation 30◦ or 60◦

No Adjustment / / /

(3) Reward function.
The reward function is designed to guide the agent in learning strategies that achieve

higher rewards. In multi-agent deep reinforcement learning, the reward function also
characterises the game relationship between agents. Given that the APP model framework
constrains the agents’ actions, the reward function primarily aims to maximise the success
rate of multi-aircraft conflict resolution. Furthermore, resolving multi-agent conflicts
requires cooperation among the conflict aircraft agents, so a unified reward function is
applied to all agents. In summary, the reward function is defined as:

Ri =

{
1, Multi-aircraft conflict successfully resolved
−1, Multi-aircraft conflict resolution failed

, i = 1, . . . , N (27)

The definition of whether the multi-aircraft conflict resolution is successful or not is: if
condition Ω is met, the resolution is successful; if condition Ω is not met, the resolution fails.

(4) State Termination
The Multi-Aircraft Flight Conflict Resolution Model is designed to address problem

Ct, as defined in Section 3. Upon detecting a multi-aircraft conflict Ct at time t, each
conflict aircraft agent within Ct determines and executes a resolution action Ai

t based on its
observation Oi

t. Each agent then receives a reward Ri
t, as defined by the reward function,

and the system transitions to a termination state, marking the end of an episode. Agents
employ one-step actions to resolve multi-aircraft conflicts, aiming to approximate the actual
control model. Moreover, this approach reduces the number of conflict resolution actions,
serving as a tool to assist air traffic controllers in conflict resolution. Providing fewer
but more effective suggestions enhances the likelihood of their acceptance by air traffic
controllers and decreases the risk of errors during execution [25].

5.2. Solution Approach Based on MADDPG

The MADDPG algorithm [26,27] is typical of the CTDE paradigm, the AC framework.
“Centralized training” means that while training, each agent uses a critic with access to
global information to guide the actor to optimise its strategy. In contrast, “distributed
execution” means that each agent is not guided by global information during testing and
uses a trained actor to select an action based only on its observations. The algorithmic
learning framework of MADDPG is shown in Figure 5.
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Figure 5. MADDPG algorithmic learning framework.

5.2.1. Multi-Agent Deep Deterministic Policy Gradient (MADDPG)

This section provides a detailed explanation of the MADDPG algorithm. In a multi-
agent game system with N agents, the MADDPG algorithm assigns each agent an Actor
and a Critic, both represented by neural networks. Each agent’s critic network is its own
target centralised action value function. The target centralised action value function is
defined as Q(x, A1, . . . , AN ; ω), where x is the system state information, A1 to AN are
the actions of the N agents, and ω is a network parameter. Let the set of parameters
of the network of actors (i.e., the policy network) of the N agents be θ = {θ1, . . . , θN},
the ith agent’s deterministic policy µθi (abbreviated as µi), and combining this with the
deterministic version of the strategy gradient theorem [27], the gradient of the expected
return can be written as:

∇θi J(µi) = Ex,a∼D
[
∇θi µi(Oi; θi)∇Ai Qi(x, A1, . . . , Ai, . . . , AN ; ωi)

∣∣∣Ai=µi(Oi)

]
(28)

where D is the Experience Replay Buffer, which stores a batch of tuples ⟨x, x′, A1, . . . , AN ,
R1, . . . , RN⟩ representing the experiences of all agents. As an algorithm for the AC frame-
work, the target centralised action value function Qi also needs to be updated, and the
following equation shows the loss function when Qi is updated:

L(ωi) = Ex,A,R,x’

[
(Qi(x, A1, . . . , AN ; ωi)− y)2

]
(29)

where

y = Ri + γQi

(
x’, A′1, . . . , A′N ; ω

target
i

) ∣∣∣∣A′j=µj(Oj ;θ
target
i )

(30)

where ωi is the parameter of the target centralised action value function (target critic
network) of the ith agent, and θ

target
i is the parameter of the target actor network of the

ith agent.

5.2.2. Scalable Conflict Resolution

The sector conflict-free operational deployment proposed in this paper must accom-
modate a variable number of aircraft. However, the original MADDPG algorithm cannot
address this issue, primarily because the centralised action value function is represented
by a neural network with fixed input dimensions. This limitation prevents the algorithm
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from handling changes in the dimensions of joint state-action vectors when the number
of agents varies, a challenge commonly referred to as the scalability problem of the critic
network. Secondly, in MADDPG, each agent has an independent actor network and a critic
network. A key issue that needs to be addressed is how multiple agents are matched with
multiple conflict aircraft. If the number of conflict aircraft requiring resolution exceeds
the number of predefined agents, no corresponding agents will be available to handle the
additional aircraft. These challenges are collectively referred to as the scalability problem
of the actor network.

The problem of scalability of the actor network is addressed by using the parameter
sharing (PS) approach between agents [28–30]. In the multi-aircraft conflict resolution
model developed in Section 5.1, all conflict aircraft agents can be considered homogeneous,
as they share the same goals, constraints, and reward functions. Therefore, all conflict
aircraft agents utilise a shared actor and critic network. During training and testing, a
variable number of aircraft agents sequentially input their observations O1, . . . , ON into a
shared actor network to obtain their respective actions A1, . . . , AN . As shown in Figure 6
“FC” represents a fully connected layer, with the number in parentheses indicating the
number of nodes in that layer.

 
Figure 6. Actor network based on the PS mechanism.

The scalability problem of the critic network is addressed using a bidirectional re-
current neural network. BiRNN, a type of RNN, retains the primary characteristic of
RNNs—dynamic network architecture, which allows it to adapt its structure based on the
dimensions of the input data. The critic network is constructed using a combination of
BiRNN and MLP, as illustrated in Figure 7. The BiRNN comprises two independent RNNs
stacked on each other and employs Long Short-Term Memory (LSTM) networks as the
recurrent units within the BiRNN. The observation vectors of each agent are first reduced
in dimension through feature extraction using a fully connected layer. These reduced
observation vectors are then concatenated with the corresponding action vectors and fed
into the respective LSTM units. Subsequently, the forward hidden state h1

end and backward
hidden state h2

end (both with a dimension of 64) generated by the BiRNN are concatenated
and used as input vectors for the MLP. Finally, the shared Q-value for all agents is output.
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Figure 7. Scalable critic network architecture.

5.2.3. Combined with the APP Model

In this paper, sector conflict-free operational deployment imposes a strict requirement:
the conflict resolution scheme must adhere to the deployment margins defined by the APP
model. Specifically, the APP model’s planning scheme serves as a hard constraint, meaning
that feasible conflict resolution actions vary depending on the state of the conflict aircraft.
For instance, if an aircraft misses the time window planned by the APP model, the altitude
adjustment action becomes invalid. To address the challenge of a dynamically changing
space of valid actions based on the state, common approaches include assigning negative
rewards for invalid actions [19], and integrating policy gradient algorithms with the invalid
action masking technique [31–33]. Literature [34] demonstrated that, in a discrete action
space, the use of the invalid action masking technique ensures that the gradient during the
policy network update remains valid. This guarantees that the backpropagation process of
the neural network can be conducted through a state-dependent differentiable function.
Furthermore, the literature indicates that using negative rewards is less effective than the
invalid action masking technique. Additionally, from a theoretical perspective, negative
rewards do not guarantee that an agent will completely avoid taking invalid actions. In
contrast, sector conflict-free operational deployment requires conflict resolution under strict
hard constraints. In summary, this paper employs an invalid action masking technique
based on Gumbel-Softmax [35] to ensure that the conflict resolution actions for aircraft
remain within the limits defined by the APP model.

The primary constraint in the planning scheme generated by the APP model is the
altitude adjustment time window. The sector conflict-free operational deployment method
allows heading and speed adjustments within a certain magnitude. As a result, conflict res-
olution actions involving speed and heading adjustments in the action space are considered
valid. However, not all altitude adjustment actions in the action space are valid. Actions
become invalid if the adjustment occurs outside the time window of the altitude profile
planning, if the magnitude of the adjustment does not meet the requirements of the altitude
profile planning, or if a descending (ascending) adjustment command is assigned to an
ascending (descending) aircraft. The mechanism of the invalid action masking technique is
illustrated in Figure 8.

Let there be a total of N aircraft agents, and the set of invalid actions of agent j ∈ [1, N]

in state St
j is Ainvalid

j,t , and the observation is Ot
j . During the training phase, the actions of

agent j involve two key stages: the action sampling phase and the actor network updating
phase. The invalid action masking technique is applied in both stages. The process of
applying this technique to the output of the actor network is detailed below:
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(1) After agent j outputs l = (l1, l2, . . . , lK) = µ
(

Ot
j ; θ
)

through the shared actor

network µ, invalid action masking is performed on l to obtain l̃ =
(

l̃1, . . . , l̃K
)

:

l̃i = Mask(li) =

{
li, ifAt

i /∈ Ainvalid
i,t

M, else
, i = 1, 2, . . . , K (31)

where At
i is the action represented by the li component, M is a negative constant with a

very large absolute value (e.g., −1× 1010), Mask(·) is the invalid action masking function.
(2) Generate an independent, identically distributed random vector G = (G1, . . . , Gk)

that follows the standard Gumbel distribution, and then get l̃′ =
(

l̃1 + G1, . . . , l̃K + Gk

)
,

The following formula is used to obtain l̃
gs

=
(

l̃gs
1 , . . . , l̃gs

K

)
.

l̃gs
i =

el̃i/τ

K
∑

j=1
el̃j/τ

, i = 1, 2, . . . , K (32)

 

Figure 8. Invalid action masking technique.

The l̃
gs

obtained using the above formula has an important feature: all invalid actions
represented by the component l̃gs

i equal to 0, i.e., the invalid action corresponds to a
probability of 0 in the Gumbel-Softmax distribution represented by l̃

gs
. This means that it

is not possible for the agent to pick an invalid action during the action sampling phase.
When updating the critic network, i.e., there is no need to use the Gumbel-Softmax

method when sampling action A′j. It is sufficient to directly select the action represented

by the component with the largest value in l̃, which is equivalent to using the unexplored
ε− greedy strategy. In the test phase, the invalid action mask is still deployed and the
action represented by the component with the largest value in l̃ is selected.

In summary, Appendix B provides the full procedure of the Discrete Action MADDPG
Algorithm Based on Dynamic Scaling Mechanism and Invalid Action Masking.

6. Results
6.1. Experimental Setup

In this chapter, the sector altitude profile planning model presented in Section 4 and
the sector conflict-free operation deployment discussed in Section 5 are experimentally
validated. Utilising the Air Traffic Operation Simulation System developed by the labora-
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tory, area sector operation scenarios with continuous traffic flow are constructed for the
experiments. The Wuhan 02 sector, covering approximately 340 km from north to south
and 310 km from east to west, is selected as the target area for the experiment. The sector
altitude profile planning model is applied to perform altitude profile planning for flight
flows, enabling the verification and analysis of the model’s optimisation capabilities. The
optimised set of new scenarios is then used as a training dataset for conflict aircraft agents
in the sector conflict-free operational deployment. ATOSS serves as the deep reinforcement
learning environment for training the agents during the training process. The reinforce-
ment learning environment interacts with the agents to generate training data. ATOSS,
developed by our laboratory, integrates with the airspace database to construct a simulation
motion engine based on the Base of Aircraft Data (BADA) [36], enabling the simulation
of aircraft operational postures. The BADA database provides performance data for over
200 aircraft types, including cruise speeds at different altitudes, climb rates, descent rates,
turn rates, fuel consumption rates, and vacuum speeds during climb, descent, and level
flight. The airspace database contains flight plans, waypoint coordinates, route structures,
and airport coordinates sourced from the 2018 National Aeronautical Information Pub-
lication (NAIP). ATOSS facilitates the implementation of trajectory prediction, airspace
situational awareness, and other functionalities discussed in previous sections.

All experiments are conducted on an HP Z8-G4 workstation equipped with an Intel
Xeon(R) Gold 6242 CPU and 64 GB of RAM. The software environment is configured
as follows: IntelliJ PyCharm 2024.1.7 was used as the integrated development environ-
ment; Python 3.7 is employed to implement the airspace situational simulation, planning
model solving, and MADDPG algorithms; and the deep learning framework used is
PyTorch 1.12.1.

The flight plan from 1 June 2018 is selected for traffic flow simulation, with 25 to
30 aircraft randomly loaded to simulate continuous traffic flow over a specified period.
This is achieved by adjusting the departure times of the aircraft so that they fly to sector
02 in Wuhan within 10 min. Each aircraft is assigned a random but reasonable outbound
sector altitude for transfer between sectors and a random moment for altitude adjustment,
serving as the initial deployment plan. A total of 500 scenario samples are generated using
this method. Two samples with 25 and 30 loaded aircraft are randomly selected for sector
traffic analysis and compared with real traffic data. The traffic averages for the two scenario
samples are 1.71 and 2.10 times higher than the actual traffic, respectively, representing
high-traffic scenarios suitable for experimental validation.

In sector altitude profile planning based on time-domain control, the flight streams are
segmented to define the planning time domain, thereby ensuring sufficient solution time
for the planning model. To standardise the planning pool time domains across different
scenario samples and facilitate comparison, the length of the planning pool time domain is
fixed at 5 min. Additionally, the solution time for the planning module is constrained to no
more than ∆Tres, as specified in the experimental setup ∆Tres = 1 min.

In each scene sample, aircraft will sequentially enter the sector over 10 min, with Tf irst

denoting when the first aircraft is about to enter the sector. Two stages of planning are
conducted for each scene sample. Using the division technique described in Section 3, the
aircraft in each scene sample are categorised into two groups: those entering the sector
during the first five minutes and those entering during the last five minutes. The number of
aircraft in both phases of the experiment is approximately 13. In Stage 1 planning, aircraft
arriving during the first five minutes are added to the planning pool, while no aircraft are
in the frozen pool. In Stage 2 planning, aircraft arriving during the second five minutes
are added to the planning pool, while those arriving in the first five minutes have already
entered the sector and were placed in the frozen pool. Stage 1 planning represents the
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initial planning phase and is not generalizable; therefore, the results from Stage 2 planning
are selected for analysis to evaluate the optimisation performance of the planning model.

In addition, upon completion of the Stage 2 planning solution, all flights in the sample
scenario are assigned their respective planning solutions, enabling experimental validation
of the sector conflict-free operational deployment method. The experiment begins at
Tf irst + 5 min. By default, all aircraft follow the first altitude profile of their planned flight
altitude profiles, and the rolling time domain sector conflict-free operational deployment
mechanism described in Section 4 is applied to the aircraft operating within the sector.
During the operation of this mechanism, multi-agent training is conducted.

6.2. Results of Altitude Profile Planning

The APP model is a multi-objective MILP, with its objectives divided into two cat-
egories: safety (minimising the number of conflicts) and economy (optimising flight al-
titudes). In civil aviation, safety takes precedence over economy. While the economy is
primarily a concern for airlines, safety is a critical priority for both airlines and air traffic
control units. Consequently, the objective function (4) is given higher priority than the
objective function (5). The hierarchical sequential method effectively addresses this optimi-
sation requirement, which assigns artificial priorities to each objective and optimises them
sequentially in decreasing order of priority.

When solving the established multi-objective MILP model using the hierarchical
sequential method, the problem is transformed into a single-objective optimisation problem.
First, the single-objective MILP model is solved by considering only the objective function
(4) while disregarding the other objective functions. Let the optimal solution obtained be X,
and the corresponding value of the objective function (4) be Objbest

X . This optimal solution
is then incorporated into the model as a constraint by adding the following conditions: ∑

f ∈ F , i ∈ I f ,
p ∈ P

zvp
f i

−Objbest
X ≥ 0 (33)

The single-objective MILP model is then solved again, considering only the objective
function (5) while ignoring the other objective functions. This approach represents the
hierarchical sequential method without introducing tolerance, meaning the solution is
selected exclusively from the set of optimal solutions where the objective function (4)
equals Objbest

X . To enhance computational efficiency, X can be used as the initial feasible
solution for this step.

A commercial optimisation solver offers extensive support for solving multi-objective
optimisation problems and is recognised as the fastest solver for MILP problems. Consider-
ing the model’s high requirements for solution speed and quality, the commercial solver
was directly employed to solve the formulated MILP problem.

Following the simulation experiment method described above, the altitude profile
planning model is constructed and solved for 500 scenario samples, and the Stage 2 solution
results for each sample are statistically analysed. The solving time of the planning model
does not exceed ∆tres = 60 s. The custom parameters used in the model are specified in
Table 3. Additionally, the altitude adjustment set is configured as K = {1}, meaning a
one-time altitude adjustment method is adopted to reduce model complexity and improve
solving efficiency.
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Table 3. Settings of input parameter values.

Input Parameters Meaning of Input Parameters Value

∆Hmax
Maximum altitude adjustment

for each aircraft 1200 (m)

TINT
Time intervals when discretizing

the continuous time domain 30 (s)

TC ∈ Z+ Lower limit of time between two
adjacent altitude adjustments 120 (s)

TP ∈ Z+
Lower limit of the width of the

altitude adjustment time window
for flight altitude profiles

240 (s) or 360 (s)

The width of the time window for the flight altitude profile is the most critical custom
parameter in the model, as it directly impacts conflict detection and, consequently, the
optimisation results. Additionally, this parameter determines the deployment margin
provided by the planning scheme for conflict-free operational deployment within the sector.
To evaluate its influence, experiments are conducted using different lower bounds for
the width of the time window, and the optimisation results of the two parameter sets are
compared to perform a sensitivity analysis on the model. Furthermore, the subsequent
sector conflict-free operational deployment is separately trained using the two sets of
optimisation results.

The primary metric used to evaluate the model’s performance is its optimisation
capability within a given solution time. Since minimising conflict duration during sector
operations is a key objective, the conflict optimisation rate OptC is introduced to charac-
terise the model’s optimisation performance:

OptC =
cbe f − ca f t

cbe f
(34)

where cbe f is the number of conflicts in the sector before optimisation and ca f t is the number
of conflicts in the sector after optimisation. The number of conflicts is calculated as the total
number of conflicts between aircraft operating within the sector from the planning moment
until the end of the period when all aircraft in the planning pool have exited the sector.
Conflicts between aircraft within the planning pool are excluded from this calculation, as
the model does not optimise the deployment of aircraft within the planning pool. OptC > 0
indicates the presence of optimisation, where a larger value signifies better optimisation,
and a smaller value indicates poorer performance. The second objective is to maximise
the time share of aircraft at their optimal altitudes, which is represented by the altitude
optimisation rate OptH:

OptH =
ha f t − hbe f

hbe f
(35)

where hbe f is the pre-optimisation aircraft flight altitude sum and, ha f t is the post-
optimisation aircraft flight altitude sum. The sum of the flight altitude is calculated as the
sum of the altitude of the aircraft in the planning pool operating in the sector. OptH > 0
indicates that optimisation exists; the larger the value, the better the optimisation, and
vice versa.

Following sequential solving of 500 scenario samples, 93.8% of the samples achieved
the optimal solution at Tp = 240, while the remaining samples obtained feasible solutions.
At Tp = 360, 99.8% of the samples reached the optimal solution of the model, with only
one sample obtaining a feasible solution. The optimal solution of the model satisfies both
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objective functions simultaneously. Feasible solutions, on the other hand, arise in two
scenarios: (1) the conflict objective function reaches its optimal value, but due to the time
constraint, the altitude objective function cannot be fully optimised, or (2) neither the
conflict objective function nor the altitude objective function achieves the optimal value.
The histograms of conflict optimisation rates for 500 scenario samples under different Tp

values are shown in Figure 9. On average, 83.4% of the scenario samples achieve a conflict
optimisation rate greater than 0 under both parameter settings. However, there are still
some samples where the number of conflicts increases after optimisation. This can be
attributed to two main reasons: (1). Before planning, the conflict scenario involving aircraft
entering the sector is a random, feasible solution of the planning model. Although the
entry moment is random, it satisfies the control rule constraints and the aircraft altitude
constraints. Suppose the planning model fails to find the optimal solution for the conflict
objective function within the allocated 1 min solving time. In that case, the output feasible
solution may be inferior to the aforementioned random feasible solution. (2). In the sector
altitude profile planning model, the climb and descent rates are approximated to simplify
the model and improve computational efficiency. However, when the conflict optimisation
rate is calculated using the ATOSS simulation system, which provides high-fidelity aircraft
trajectories, this approximation may lead to discrepancies. Restricting the model’s solution
time reduces the accuracy of its representation of aircraft motion. As a result, trajectory
errors may occasionally cause the planning model to exhibit suboptimal optimisation
performance. This highlights the purpose of the sector conflict-free operational deployment
method: to address conflicts not resolved by the planning model or occasionally introduced
due to constraints such as limited solving time.

  
(a) P 240=T  (b) P 360=T  

Figure 9. Conflict optimisation rate for 500 scene samples at different Tp.

To provide a more intuitive representation of conflict optimisation, 50 scenario samples
were randomly selected. Bar charts are used to depict the number of conflicts before and
after planning under different Tp values, as shown in Figure 10. The results indicate that
the model effectively optimises conflict across different Tp settings. The average conflict
optimisation rate for the 50 samples is 0.264 at Tp = 240 and 0.138 at Tp = 360. Combined
with Figure 10, it can be seen that the conflict optimisation of Tp = 240 is slightly better
than Tp = 360, but the model of Tp = 360 is better in terms of the percentage of optimal
solutions. This may be because the lower limit of the time window becomes larger, resulting
in a larger space occupied by the aircraft, causing many conflicts no matter how the model
is deployed. Therefore, moderate spurious conflicts can allow the model to deploy aircraft
with a safety margin. However, too many spurious conflicts will reduce the optimisation
performance of the model.
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Figure 10. Degree of conflict optimisation for a random sample of 50 scenarios.

The histogram of the altitude optimisation rate for 500 scene samples at different Tp is
shown in Figure 11. Regarding the number of samples with optimisation rates greater than
0, altitude optimisation is less effective than conflict optimisation. The primary reasons
for this include the following: solution time constraints, which may result in the model
outputting suboptimal solutions; the model’s insufficient accuracy in representing the
aircraft motion process; and the use of the hierarchical sequence method for multi-objective
optimisation, which prevents the planning model from compromising previously obtained
conflict optimisation solutions while optimising altitude. In other words, a certain degree
of altitude ‘degradation’ is the ‘price’ of reducing sector conflicts, and altitude optimisation
at Tp = 240 is still slightly better than at Tp = 360.

 

(a) P 240=T  (b) P 360=T  

Figure 11. Altitude optimisation rates for 500 scene samples at different Tp.

In summary, the parameter Tp adjusted within a certain range has little effect on the
optimisation performance of the model, i.e., the optimal solution of the model for both
objectives is insensitive to Tp. In addition, the overall optimisation at Tp = 240 is slightly
better than Tp = 360. Figure 12 illustrates the relationship between the number of conflicts
and the model solution time at Tp = 240 before planning. As the number of conflicts
increases before planning, the model solution time grows at a rate consistent with a power
function until reaching the upper limit of the solution time. This phenomenon occurs
because an increase in conflicts leads to a rapid rise in the number of decision variables
within the altitude profile planning model, significantly increasing the model’s complexity.
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Overall, the model effectively reduces conflicts in the sector and optimises altitudes within
the constraints of the solution time. The optimal solution is achieved in over 90% of the
scenario samples, demonstrating the model’s efficiency in addressing the problem.

 
Figure 12. Relationship between the number of conflicts and the solution time before planning.

In the APP model, conflict duration is represented by the accumulated conflict oc-
cupancy over successive 30 s time slots, consistent with the temporal resolution of the
optimisation model. The pair-count metric is retained as a complementary operational
indicator. As summarised in Table 4, a 10 s trajectory replay of all 500 scenarios confirms
consistent aggregate improvement: conflict-pair count decreases from 4031 to 2929 (27.3%),
while total conflict duration decreases from 451,590 s to 242,440 s (46.3%). At the scenario
level, the count- and duration-based optimisation rates have the same direction in 437 of
500 scenarios (87.4%) and a Pearson correlation of 0.546. The stronger reduction in duration
is consistent with the duration-oriented planning objective.

Table 4. Consistency between conflict count and conflict duration metrics across 500 scenarios.

Metric Before APP After APP Reduction

Conflict pairs (OptC) 4031 2929 27.3%

Total conflict duration (s) 451,590 242,440 46.3%

Same-direction scenarios — 437/500 87.4%

These results also delineate the capability boundary of the planning model: as the
number of conflicts in the sector increases, the model complexity rises rapidly and the
global optimum may no longer be attainable within the prescribed solving time. The
residual conflicts that cannot be eliminated in the pre-planning phase are deliberately left
to the MACR model at the tactical level.

6.3. Training and Testing of MACR Models

Based on the planning scheme for 500 scenario samples described in the previous
section, a discrete-action MADDPG algorithm incorporating dynamic scaling and invalid
action masking is employed to train the multi-agent system. Using the leave-out method,
400 samples are randomly selected as the training set, while the remaining 100 samples
are used as the test set. The training steps are detailed in Table 5. Even for the same
scenario sample, agents’ different strategies to address each conflict can result in varying

https://doi.org/10.3390/aerospace13100855

https://doi.org/10.3390/aerospace13100855


Aerospace 2026, 13, 855 26 of 39

operational situations. Consequently, the agents encounter a wide range of conflict types
during training. In order to reduce the instability caused by too frequent changes in conflict
types for training, the moment 10 min after the scenario is run is set to be TEnd.

Table 5. Multi-agent training based on a flight altitude profile interval planning scheme and MADDPG.

Training steps: Multi-agent training based on planning scheme and MADDPG
algorithm

1: For step = 1 to totalStep do:
2: Randomly selecting a sample of scenes S, Run to t + 5 min as described in
Sections 3 and 6.1: load the flight altitude profile planning programme.
3: endSign = 0
4: While endSign = 0 do:
5: A rolling time-domain-based sector conflict-free operational deployment
mechanism is applied to S until a multi-aircraft conflict C occurs
6: The multi-agent system is then trained using the MADDPG algorithm, with
each conflicting aircraft in the multi-aircraft conflict C treated as an individual agent.
7: If the multi-agent conflict C is successfully resolved (satisfying condition Ω
of Section 3) and the scenario sample has not run to the termination time TEnd:
8: endSign = 0
9: Else:
10: endSign = 0
11: End if
12: End while
13: End for

In the previous section, the planning of flight altitude profiles is conducted under time
windows TP of 240 s and 360 s, respectively. While the results indicate that optimisation
performance is better when TP is set to 240 s, a wider time window may expand the conflict
resolution solution space and enhance the conflict resolution rate of the sector conflict-free
operational deployment model. In civil aviation, where safety is the primary objective,
selecting parameters that ensure successive flight streams pass through the sector without
conflicts remains essential. In addition, as mentioned in Section 3, the time parameter τ

that defines the multi-aircraft conflict also needs to be determined through experiments by
observing the effect of MACR under different values. In summary, four sets of experiments
are conducted under four sets of parameters: ⟨TP = 240, τ = 0⟩ (referred to as Group
comb240

0 ), ⟨TP = 240, τ = 30⟩ (referred to as Group comb240
30 ), ⟨TP = 360, τ = 0⟩ (referred

to as Group comb360
0 ) and ⟨TP = 360, τ = 30⟩ (referred to as Group comb360

30 ), respectively.
In addition, the hyperparameters of the discrete action MADDPG algorithm based on
dynamic expansion and invalid action masking are set as in Table 6, where the detailed
meaning of the target network update parameter ξ is shown in Appendix A.

Table 6. Hyperparameters of the discrete-action MADDPG algorithm based on dynamic scaling and
invalid action masking.

Hyperparameter Parameter Value Hyperparameter Parameter Value

Number of critic networks 1 Discount factor γ 0.99

Type of critic network Bidirectional LSTM Training step totalStep 6 × 104

Number of actor networks 1 Batch size 128

Type of actor network MLP Target network update parameters ξ 0.001

Critic network learning rate 5 × 10−4 Frequency of target network updates 100
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Table 6. Cont.

Hyperparameter Parameter Value Hyperparameter Parameter Value

Actor network learning rate 5 × 10−4 Network start training steps 3000

Temperature parameters of
Gumbel-Softmax λ

1
Maximum number of experience for
each type of multi-agent conflict in

experience pool D
2 × 104

(1) Model training.
According to the previously mentioned hyperparameters, the MACR model is trained

under Group comb240
0 , Group comb240

30 , Group comb360
0 and Group comb360

30 . The ultimate
goal of the MACR model is to resolve multi-aircraft conflicts, so the average success rate
during the training process is used as an indicator to compare the training effect, as shown
in Figure 13. The average success rate is the percentage of successfully resolved multi-
aircraft conflicts out of all the multi-aircraft conflicts encountered in every 1000 training
steps (totalStep = 1000). In terms of the average success rate, the training effect of Group
comb240

0 is the best among the four groups, and the effect of comb360
0 is in second place.

Figure 13. Variation in average success rate with number of training steps.

After analysis, it can be concluded that, for scenario samples with the same opti-
misation effect, a smaller value of τ results in fewer conflicting aircraft being involved
in the multi-aircraft conflict, thereby facilitating conflict resolution. Simultaneously, the
conflict resolution condition Ω is more easily satisfied. The average success rate does not
exceed 90% because the action masking technique restricts the model’s conflict resolution
actions to those permitted by the planning scheme of the planning model. This constraint
compresses the action space, reducing the number of feasible solutions and making it more
challenging for the model to learn actions to resolve conflicts successfully. An additional
reason may be that the sector flight altitude profile planning model has already resolved
some of the conflicts when planning the flight altitude, leaving only the conflicts that are
difficult to resolve using the MACR model. The distribution of different conflict types in
the experience base is shown in Table 7.
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Table 7. Number of experiences of different types of conflicts in the experience base (Group comb240
0 ).

Multi-Aircraft
Conflict Types

Number of
Experience

Multi-Aircraft
Conflict Types

Number of
Experience

Two-aircraft conflict 20,000 Five-aircraft conflict 289

Three-aircraft conflict 2331 Six-aircraft conflict 229

Four-aircraft conflict 6306 Ten-aircraft conflict 98

In the established MACR model, all agents share a common reward function. The
average shared reward is calculated every 100 training steps to smooth the curve, as
shown in Figure 14. In reinforcement learning, the reward value serves as a key metric
for evaluating the learning effectiveness of the agents. It can be observed that the reward
value increases rapidly after 3000 steps (the initial training steps of the network), indicating
that the agents begin updating the actor and critic networks and learning to optimise
their strategies to achieve higher rewards. After approximately 8000 steps, the reward
value gradually increases, during which the agents learn to handle complex multi-aircraft
conflicts that are more challenging to resolve. Finally, the reward value converges after
around 30,000 steps, signifying that the agents have learned a stable strategy capable of
reliably addressing various multi-aircraft conflict scenarios.

Figure 14. Variation in reward with training steps (Group comb240
0 ).

Figure 15 illustrates the loss value profile during training, where the loss values are
averaged every 100 training steps to smooth the curve. As training progresses, the loss
function value of the critic network gradually decreases and converges, indicating that the
critic successfully learns to estimate the Q-value. Similarly, the loss function value of the
actor network also decreases over time, reflecting the effective updating of the model’s
strategy. However, after approximately 25,000 steps, fluctuations in the loss function value
are observed. This is attributed to the emergence of new scenarios that differ significantly
from previous ones, such as scenarios involving a large number of conflicting aircraft.
In such cases, the loss function of the executor network, as defined in Equation (36), is
essentially the opposite of the centralised action value function. Consequently, outdated
strategies become unsuitable, leading to a sudden drop in the Q-value and a corresponding
increase in the loss function. As gradient descent is applied to adapt to the new scenarios,
the loss function value decreases again, resulting in the observed fluctuations.

Loss(θ) = −Q(x, A1, . . . , AN ; ω)
∣∣∣Aj=µ(Oj)

(36)

https://doi.org/10.3390/aerospace13100855

https://doi.org/10.3390/aerospace13100855


Aerospace 2026, 13, 855 29 of 39

Figure 15. Variation in loss values with training steps (Group comb240
0 ).

(2) Model testing
In the scenario samples used for training the MACR model, the average traffic volume

in Sector 02 of Wuhan was more than 1.7 times that on 1 June 2018. This represents a stress-
testing environment that enables the agent to adapt to extremely complex operational
situations. In practice, flow control measures are often implemented to prevent such high
traffic volumes. Therefore, even with an assisted decision-making system, operating under
traffic levels that exceed the airspace and controllers’ capacity poses an unacceptable safety
risk. The primary objective of testing the MACR model was to evaluate its ability to resolve
conflicts under high traffic volumes that are realistically likely to occur.

The scenario samples are generated using the method described in Section 6.1 but with
15 aircraft directed to enter Wuhan Sector 02 within a 10 min period to moderate the traffic
flow. This approach generates 100 test scenario samples with continuous traffic flow. One
scenario sample is randomly selected, and its average traffic value is 1.23 times the average,
representing a high-traffic scenario that could realistically occur during actual operations.

The 100 scenario samples are processed using a flight altitude profile planning model,
and the performance of the trained MACR model on these test samples, under the con-
straints of the planning scheme, is evaluated. The success rate is defined as the percentage of
conflicts successfully resolved out of all conflicts encountered during the test scenario runs.
As shown in Figure 13, the average conflict resolution rate during the final 10,000 training
steps is 83.25%. As shown in Table 8, the success rate on the test set is only 2.73% lower,
demonstrating that the trained MACR model exhibits strong generalisation capabilities.
At the same time, it can further reduce the number of aircraft conflicts. Testing the perfor-
mance of the model under low to medium traffic flow shows that the number of aircraft
significantly affects the model’s success rate.

Table 8. Performance of the model on 100 different traffic flow test samples.

Number of Aircraft Success Rate Average Reward

15 80.52% 0.45

10 83.57% 0.53

5 87.61% 0.61

All conflict scenarios encountered in the test samples can be resolved within 0.2 s,
and the feasibility of the resolved schemes is verified through situational deduction in
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the simulation system. In comparison, traditional methods such as swarm intelligence
optimisation algorithms require dozens of seconds to iteratively search for optimal solutions
when handling multi-aircraft conflicts.

Table 9 reports summary statistics aggregated over the same 100 operational test
scenarios for each of seven independently trained and saved model instances, denoted
Model 1–Model 7. The APP layer reduces the mean pair count from 3.84 to 2.54 before
tactical processing. Across Models 1–7, 4.03–4.27 online conflict points are encountered
per scenario, and 2.10–2.65 are resolved on the first attempt. The control task completion
rate refers to the proportion of aircraft that exit Wuhan Sector 02 without conflict and
with compliant altitudes among all sector-entering aircraft. Task completion ranges from
0.802 to 0.851, and each resolution instruction is produced in 0.12–0.15 s. Together with
the density-specific results in Table 9, these statistics show consistent behaviour across
scenario conditions.

Table 9. Scenario-based performance across seven independently trained and saved model instances
(100 scenarios per model).

Model Aircraft Initial Pairs After APP Online
Points

Resolved
First

Task
Completion Time (s)

Model 1 27.2 3.84 2.54 4.12 2.57 0.849 0.118

Model 2 27.2 3.84 2.54 4.11 2.45 0.849 0.145

Model 3 27.2 3.84 2.54 4.03 2.65 0.851 0.137

Model 4 27.2 3.84 2.54 4.11 2.39 0.840 0.145

Model 5 27.2 3.84 2.54 4.13 2.47 0.835 0.123

Model 6 27.2 3.84 2.54 4.27 2.23 0.802 0.147

Model 7 27.2 3.84 2.54 4.11 2.10 0.804 0.145

To evaluate generalisability across different traffic scales and aircraft compositions,
three aircraft combinations were independently sampled from each operational test scenario
at traffic scales of 10, 15, 20, and 25 aircraft. Each selected flight retained its original route
and scheduled time, and all combinations were evaluated using the seven independently
trained model instances. The metrics in Table 10 are defined as follows: Evaluations/model
denotes the total evaluation times for one model under a given traffic scale. Conflicts/scene
is the average number of conflicts per scenario, e.g., a value of 0.74 means an average of
0.74 conflicts per scenario under the traffic scale of 10 aircraft. First-attempt rate represents
the proportion of conflicts resolved successfully by the first deconfliction instruction, which
is generally lower than the overall conflict resolution success rate.

Table 10. Performance across traffic scales, averaged over seven independently trained and saved
model instances.

Aircraft Evaluations/Model Conflicts/Scene First-Attempt
Rate

Task
Completion

Decision Time
(s)

10 300 0.74 0.79 0.948 0.04

15 300 1.57 0.72 0.913 0.08

20 300 2.79 0.63 0.864 0.12

25 300 4.15 0.56 0.822 0.16

25–30 100 4.13 0.58 0.833 0.14
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As shown in Table 10, the mean number of conflicts per scenario increased from 0.74 to
4.15 as the traffic scale increased from 10 to 25 aircraft, while the control-task completion rate
decreased from 0.948 to 0.822. For the original full scenarios, which contained 25–30 aircraft
without subsampling, the completion rate was 0.833 and was therefore comparable to that
obtained in the sampled 25-aircraft scenarios. The mean decision time remained below
0.16 s per instruction under all evaluated traffic scales. These results demonstrate that
the model maintains consistent computational efficiency and satisfactory task-completion
performance under variations in traffic scale and aircraft composition.

6.4. Joint Simulation Experiment

A sample of 100 test scenarios generated in Section 6.3 is optimised using a joint
sector flight altitude profile planning model combined with sector conflict-free operational
deployment. The test scenarios begin execution at the start of the second planning time
domain and continue until all aircraft entering Sector 02 of Wuhan within the last five
minutes of the runtime have exited the sector. The number of conflict aircraft in the
sector is recorded during this period, as shown in Figure 16. Figure 16a demonstrates
that using only the sector altitude profile planning model reduces the number of conflict
aircraft compared to the original deployment plan. However, some conflicts remain due
to solution time constraints and model accuracy limitations. When sector conflict-free
operational deployment is applied jointly, as shown in Figure 16b, most test scenario
samples significantly reduce the number of conflict aircraft. In 88% of the test samples, the
number of conflict aircraft is reduced to zero. The few remaining conflicts can be resolved
manually by controllers.

 
(a) 

(b) 

Figure 16. Optimisation effects of sample test scenarios. (a) Optimisation results using sector altitude
profile planning only; (b) optimisation effects of joint use of sector altitude profile interval planning
and sector conflict-free operational deployment.
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The control task for an aircraft within a sector is considered complete if the aircraft
exits Wuhan Sector 02 without conflict and complies with the altitude agreement. The
control task completion rate for a test scenario sample is the ratio of the number of aircraft
with completed control tasks to the total number of aircraft that entered the sector during
the last five minutes of the scenario. Statistics on the control task completion rate for the
100 test scenario samples, following joint sector conflict-free operational deployment using
the planning model, are presented in Figure 17. Among the test samples, 88% achieved a
control task completion rate of 100%, while the average control task completion rate across
all 100 test samples was 97.16%.

Figure 17. Completion rate of the control task for a sample of test scenarios.

7. Discussion
Area control plays a critical role in air traffic management. Its primary tasks are

pre-planning aircraft flight paths across sectors and resolving real-time conflicts. This study
proposes an intelligent decision-making framework for area control tasks, integrating an
altitude profile planning model with a conflict resolution model to simulate the controller’s
command process.

After solving the altitude profile planning model, over 90% of the 500 high-traffic
scenario samples achieve the model’s optimal solution within 1 min. This ensures both the
global optimality of the solution and the efficiency of the solution process. At Tp = 240,
86.6% of the samples reduce the number of conflicts, and 65.6% optimise the flight altitude.
After solving the MACR model, the success rate of multi-aircraft conflict resolution reaches
approximately 85% during the training phase, with both the reward value function and loss
function converging. In the testing phase, the success rate is 80.52%. In the joint simulation
experiments, 88% of the test samples achieve a control task completion rate of 100%, while
the average control task completion rate across 100 test samples is 97.16%.

In other related studies, few approaches combine mathematical planning with multi-
agent reinforcement learning. For instance, Chen et al. [37] employ RainbowDQN with
an adaptive manoeuvring strategy for real-time multi-aircraft conflict resolution under
uncertainty. Because the reported performance depends on a different scenario design, it is
not used as a direct numerical benchmark here. In operational scope, their experimental
environment is restricted to a circular area with a radius of 50 nm and a two-dimensional
setting. In contrast, the present study evaluates a coordinated APP-MACR framework in a
three-dimensional sector reconstructed from the 2018 National Aeronautical Information
Publication. Tables 4 and 8–10 further show that the framework provides consistent conflict
mitigation across complementary metrics and traffic scales.

A subsequent study by Chen et al. [38] extended this research line to real-time three-
dimensional multi-aircraft conflict resolution in high-density free-route scenarios. Because
that study focuses on the tactical conflict resolution policy, its reported performance is
not treated here as a direct numerical benchmark. The operational distinction of the
present work is the explicit coordination of pre-tactical and tactical decisions: the APP
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module generates sector-specific altitude profile constraints for continuous traffic, including
sector-exit altitude agreements, and the MACR module provides rapid online resolution
advice without violating those profiles through invalid action masking. This distinction is
supported by the experiments already reported in Section 6, including 500 high-traffic APP
samples and 100 coupled continuous-traffic samples reconstructed for Wuhan Sector 02.
Because the studies use different airspace structures, separation assumptions, and traffic-
generation settings, the comparison indicates a difference in operational scope rather than
numerical superiority.

However, this study’s altitude planning model lacks sufficiently comprehensive con-
straints to fully reflect actual operational conditions. Additionally, the conflict resolution
model’s success rate did not reach 100%. While a success rate close to 90% is acceptable,
future research should explore using more advanced multi-agent algorithms to enhance
model performance.

8. Conclusions
This paper establishes an intelligent, assisted decision-making framework for area

sector air traffic control to alleviate controller workload and enhance operational safety
amid continuously growing air traffic demand. By combining pre-tactical trajectory optimi-
sation and tactical real-time conflict resolution, the framework supports conflict-free sector
operations. The principal research findings are synthesised as follows.

Key finding 1. The multi-objective APP model generates robust altitude-adjustment
time windows while satisfying sector-exit altitude agreements and aircraft-performance
constraints. In the 500 high-traffic Wuhan Sector 02 scenarios, optimal solutions are ob-
tained for more than 90% of samples within 60 s. At the selected robust configuration,
conflicts are reduced in 86.6% of samples and altitude-related economic performance is
improved in 65.6%. Full-trajectory replay further shows a 27.3% reduction in conflict pairs
and a 46.3% reduction in total conflict duration, confirming that the safety-prioritised
hierarchical optimisation produces both operational and duration-based benefits.

Key finding 2. The parameter sharing BiRNN-critic MADDPG architecture scales to
a dynamically varying number of conflict aircraft, while Gumbel-Softmax invalid action
masking preserves the APP altitude profile constraints. The test conflict resolution success
rate is 80.52%, and the reward and loss curves converge under the shared cooperative re-
ward. Across 10, 15, 20 and 25 aircraft, task completion remains 0.948, 0.913, 0.864 and 0.822,
respectively, with mean decision time no greater than 0.16 s. These results demonstrate
rapid and consistent tactical decision support over a broad traffic-density range.

Key finding 3. Joint simulation confirms the complementary value of the two layers.
Across seven trained configurations, the mean number of conflict aircraft per scenario
decreases from 10.24 in the raw traffic plan to 8.19 after APP and 1.60 after APP-MACR,
corresponding to an 84.4% overall reduction. In the original coupled test, 88% of scenarios
achieve 100% control-task completion and the overall mean completion rate is 97.16%. The
APP results also remain stable under instruction-release delays up to 120 s, with aggregate
conflict duration change limited to +0.9% at the longest delay. The proposed framework
integrates strategic traffic flow regulation with fast residual conflict resolution, enabling
stable and continuous sector operation.

In light of the limitations of the current research, future work can focus on targeted
improvements. The current formulation of the altitude profile planning model lacks suf-
ficient precision to represent the aircraft movement process accurately. Future research
could enhance solution quality by optimising the model’s constraints and decision vari-
ables to better capture the dynamic changes in area sectors. Future work on the conflict
resolution model could incorporate control experience extracted from historical control
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data using inverse reinforcement learning (IRL). This approach would improve air traffic
controllers’ acceptance of conflict resolution suggestions. Additionally, the training process
and algorithm can be further refined, leveraging more advanced algorithms to enhance
model training effectiveness and generalisation performance.
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Appendix A. Linearise Model
Altitude profile planning is a multi-objective mixed-integer nonlinear planning model,

which is much more difficult to solve relative to MILP. Therefore, the model is turned into
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a multi-objective MILP by transforming the nonlinear constraints into linear constraints
through mathematical techniques to reduce the solution difficulty, improve the solution
speed, and ensure the timeliness of the solution.

(1) Linearisation of constraints (6) to (9)
Take constraint (6) as an example of linearisation; the other three constraints can be

obtained in the same way. Equation (6) can be transformed by splitting the terms:

2× h2
f1,i × zvα

f1, f2,i − 2× h1
f2,i × zvα

f1, f2,i − 300× 2× zvα
f1, f2,i − h2

f1,i + h1
f2,i + 300 ≤ 0,

∀( f 1, f 2) ∈ FV1, ∀i ∈ IC( f 1, f 2)
(A1)

Both h2
f1,i × zvα

f1, f2,i and h1
f2,i × zvα

f1, f2,i in the above equation are nonlinear terms. h2
f1.i

and h1
f2,i are continuous variables taking values in the range of [6000, 12000], and zvα

f1, f2,i is

a binary variable, so the introduction of an auxiliary continuous decision variable y2
f1,i ∈ R

and an auxiliary constraint allows the equation to be linearised as:

y2
f1, f2,i = h2

f1,i × zvα
f1, f2,i ⇔


y2

f1,i ≤ h2
f1,i

y2
f1,i ≤ h2

f1,i − 12000
(

1− zvα
f1, f2,i

)
6000× zvα

f1, f2,i ≤ y2
f1,i ≤ 12000× zvα

f1, f2,i

,

∀( f 1, f 2) ∈ FV1, ∀i ∈ IC( f 1, f 2)

(A2)

The h1
f2,i × zvα

f1, f2,i is also a nonlinear term for the multiplication of a binary vari-
able with a continuous variable, introducing an auxiliary continuous decision variable
y1

f1, f2,i ∈ R, expressed as y1
f1, f2,i = h1

f2,i × zvα
f1, f2,i , so that constraints (6) can be expressed

as follows:

2× y2
f1, f2,i − 2× y1

f1, f2,i − 300× 2× zvα
f1, f2,i − h2

f1,i + hi
f2,i + 300 ≤ 0,

∀( f 1, f 2) ∈ FV1, ∀i ∈ IC( f 1, f 2)
(A3)

(2) Linearisation of constraints (10)
Constraints (10) are the “and” in the variable-logic expression, which is linearised by

introducing auxiliary constraints:

zv f1, f2,i = zvα
f1, f2,i ∧ zβ

f1, f2,i ⇔


zv f1, f2,i ≤ zvα

f1, f2,i

zv f1, f2,i ≤ zvβ
f1, f2,i

zv f1, f2,i ≥ zvα
f1, f2,i + zvβ

f1, f2,i − 1

,

∀( f 1, f 2) ∈ FV1 ∪ FV2, ∀i ∈ IC( f 1, f 2)

(A4)

(3) Linearisation of constraints (12) and (16)
Taking constraint (12) as an example, it can be transformed by splitting its terms:

hp
f ,i+1 = h0 f + ∑

k∈K

i
∑

j=min[I( f )]

[
2×

(
spk

f ,j − epk
f ,j

)
× upk

f ,j × vcpk
f ,j × tINT −

(
spk

f ,j − epk
f ,j

)
× vcpk

f ,j × tINT

]
,

∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P
(A5)

An auxiliary decision variable s_epk
f ,i is first introduced and auxiliary constraints

are added:
s_epk

f ,i = spk
f ,i − epk

f ,i, ∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P , ∀k ∈ K (A6)
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Both spk
f ,i and epk

f ,i in the above equation are binary variables and, according to

Equation (15), spk
f i − epk

f i ≥ 0 is satisfied; therefore, s_epk
f ,i is a binary decision variable.

Thus the term in parentheses in Equation (A5) is transformed into:

2× s_epk
f ,j × upk

f ,j × vcpk
f ,j × tINT − s_epk

f ,j × vcpk
f ,j × tINT (A7)

s_epk
f ,j × upk

f ,j is the multiplication of two binary variables. An auxiliary binary decision

variable s_wpk
f ,i and an auxiliary constraint can be introduced to linearise the equation as:

s_wpk
f ,i = s_epk

f ,i × upk
f ,i ⇔


s_wpk

f ,i ≤ s_epk
f ,i

s_wpk
f ,i ≤ upk

f ,i

s_wpk
f ,i ≥ s_epk

f ,i + upk
f ,i − 1

,

, ∀ f ∈ F , ∀i ∈ I( f ), ∀p ∈ P , ∀k ∈ K

(A8)

Thus, Equation (A7) is transformed as follows:

2× s_wpk
f ,j × vcpk

f ,j × tINT − s_epk
f ,j × vcpk

f ,j × tINT (A9)

The only nonlinear terms left in the equation are s_wpk
f ,j × vcpk

f ,j and s_epk
f ,j × vcpk

f ,j,

both multiplying the binary variable and the continuous decision variable vcpk
f ,j ∈

[0, vcmax]. These terms can be linearised by introducing two auxiliary continuous decision
variables, respectively.

(4) Linearisation of constraint (24)
The constraint contains an absolute value term that is nonlinear. Introducing an

infinity constant M and a binary variable µ and introducing an auxiliary binary decision
variable s_absk

f i transforms the absolute value term into a linear constraint as follows:

s_absk
f =

∣∣∣∣∣ ∑
i∈I( f )

s1,k
f i − ∑

i∈I( f )
s2,k

f i

∣∣∣∣∣⇔



∑
i∈I( f )

s1,k
f i − ∑

i∈I( f )
s2,k

f i ≤ s_absk
f

−
(

∑
i∈I( f )

s1,k
f i − ∑

i∈I( f )
s2,k

f i

)
≤ s_absk

f

s_absk
f ≤ ∑

i∈I( f )
s1,k

f i − ∑
i∈I( f )

s2,k
f i + (1− µ)M

s_absk
f ≤ −

(
∑

i∈I( f )
s1,k

f i − ∑
i∈I( f )

s2,k
f i

)
+ µM

µ ∈ {0, 1}

,

∀ f ∈ F , ∀k ∈ K

(A10)

Thus, constraints (24) can be linearised as:

s_absk
f ≥ tP/tINT , ∀ f ∈ F , ∀k ∈ K (A11)

All the nonlinear constraints in the planning model are transformed into linear con-
straints, so the whole model is equivalently transformed into a multi-objective MILP, which
greatly reduces the difficulty of solving it.
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Appendix B. Discrete Action MADDPG Algorithm Based on Dynamic
Scaling Mechanism and Invalid Action Masking

The following table extends GS(·) and Mask(·) to operations on vectors, meaning that
the original GS(·) and Mask(·) operations of Section 5.2 are performed on each component
of the vector.

Algorithm A1: Discrete action MADDPG algorithm based on dynamic scaling
mechanism and invalid action masking (N agents)

For episode = 1 to M do
Initialise the system state x
For t = 1 to Maximum Round Length do

For each agent i, l̃
gs

= GS(Mask(µ(Oi; θ))), then choose action from
Ai = argmaxA′ l̃

gs
(A′)

Execute joint actions A = (A1, . . . , AN), and get a reward R and a new system
state x’

Convert to quaternion
(
x, A, R, x’), Store in the experience base D

x← x’

For i = 1 to Number of task types I:
Randomly select S samples (i.e., one batch) of task type ηi from D, and

sample
(

xj, Aj, Rj, x’ j
)

Let ωi
0 = ω, θi

0 = θ, where ω and θ are parameters for the current critic
network and actor network

Let yj = Rj
i + γQ

(
x’, A′1, . . . , A′N ; ωtarget) ∣∣∣A′q=oneHot{GS[Mask(µ(Oq ;θtarget))]}

Minimising the loss function to update the critic network:
L(ω) = Ex,A,R,x’

1
S ∑j

[(
Q(x, A1, . . . , AN ; ω)− yj)2

]
Update critic network parameters under task type ηi ωi

k ← ωi
k−1 + ωi

k
Update the actors’ network parameters under task type ηi by gradient

descent:

θi
k = θi

k−1 +
1
S ∑j∇θµ(O; θ)∇AQ(x, A1, . . . , AN ; ω)

∣∣∣∣Aj=detch(̃l
one_hot−l̃

gs
)+l̃

gs

Where l̃
one_hot

= oneHot
{

GS
[
Mask

(
µ
(
Oj; θ

))]}
, l̃

gs
= GS

[
Mask

(
µ
(
Oj; θ

))]
End for
Update the target network parameters at the right time:

θtarget ← ξθ + (1− ξ)θtarget , ωtarget ← ξω + (1− ξ)ωtarget

End for
End for
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