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Abstract: The presence of water accumulation on aircraft surfaces constitutes a considerable hazard
to both performance and safety, necessitating vigilant inspection and maintenance protocols. In
this study, we introduce an innovative semantic segmentation model, grounded in deep learning
principles, for the precise identification and delineation of water accumulation areas within infrared
images of aircraft exteriors. Our proposed model harnesses the robust features of ResNet, serving as
the foundational architecture for U-Net, thereby augmenting the model’s capacity for comprehensive
feature characterization. The incorporation of channel attention mechanisms, spatial attention
mechanisms, and depthwise separable convolution further refines the network structure, contributing
to enhanced segmentation performance. Through rigorous experimentation, our model surpasses
existing benchmarks, yielding a commendable 22.44% reduction in computational effort and a
substantial 38.89% reduction in parameter count. The model’s outstanding performance is particularly
noteworthy, registering a 92.67% mean intersection over union and a 97.97% mean pixel accuracy.
The hallmark of our innovation lies in the model’s efficacy in the precise detection and segmentation
of water accumulation areas on aircraft skin. Beyond this, our approach holds promise for addressing
analogous challenges in aviation and related domains. The enumeration of specific quantitative
outcomes underscores the superior efficacy of our model, rendering it a compelling solution for
precise detection and segmentation tasks. The demonstrated reductions in computational effort and
parameter count underscore the model’s efficiency, fortifying its relevance in broader contexts.

Keywords: aircraft skin; water accumulation detection; infrared image segmentation; deep learning

1. Introduction

The aircraft skin is a critical component of an aircraft, with its structure illustrated
in Figure 1. During flight operations, it is subjected to various complex loads and envi-
ronmental influences, rendering it susceptible to defects such as dents, cracks, corrosion,
and others [1]. Among these defects, water ingress in aircraft honeycomb structures is
particularly hazardous, as it can lead to a deterioration in structural performance and
potentially catastrophic accidents [2]. Swiftly identifying areas of water accumulation
within the honeycomb panels and accurately assessing their impact on structural strength
and aerodynamic performance can help promptly identify and eliminate potential risks.
This, in turn, extends the aircraft’s lifespan and reduces maintenance costs.

Currently, there are several methods commonly used for detecting water accumulation
on aircraft skin, including the ultrasonic method, resistance method, capacitance method,
X-ray method, and others [3]. However, these methods have various limitations, such as
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low efficiency, complicated operation, and expensive equipment. Recently, infrared thermal
imaging technology has emerged as a promising non-destructive testing technique for
inspecting water accumulation on aircraft skin. This technology uses infrared radiation
to measure surface temperatures and employs image processing techniques to analyze
damage distribution. In comparison to other methods, infrared thermal imaging offers
several advantages, including non-contact and non-destructive testing, high sensitivity,
efficiency, and rapid sweeping capabilities [4].

Face Sheet

Face Sheet

Core

Figure 1. Structure of aircraft skin.

Although infrared inspection methods are used for off-airport inspections and are
deployed in many domestic and international airports, there are still numerous technical
challenges, especially concerning image processing and accurate segmentation of water
accumulation areas from infrared images of aircraft skin. Accurate segmentation is crucial
as it forms the basis for identifying and repairing skin damage. Infrared images possess
inherent characteristics of low quality, high noise, and poor contrast, making it difficult to
accurately segment water accumulation areas from the aircraft skin surface using traditional
image segmentation methods. These methods may also misidentify background and cold-
end parts as water accumulation areas due to radiation similarity.

Our proposal, therefore, conducts a comprehensive study on the segmentation of
infrared images of aircraft skin water accumulation, along with the development of effective
infrared image segmentation methods, to address these challenges.

The remainder of this paper is organized as follows: Section 2 provides a brief overview
of related work. Section 3 describes the proposed method in detail. Section 4 shows the
experimental setup and evaluation metrics. Section 5 presents the experimental results and
analysis. Section 6 discusses the advantages and disadvantages of the proposed model.
Finally, Section 7 concludes the paper.

2. Related Work

Image segmentation is a fundamental task in the field of computer vision. Its pri-
mary objective is to subdivide an image into multiple sub-regions with similar or identical
features [5]. This technique finds extensive use across several domains, including target de-
tection [6,7], medical image analysis [8–10], autonomous driving [11], robot navigation [12],
and more [13,14]. Infrared image segmentation delineates targets from backgrounds in
infrared images via algorithms. However, infrared images possess inferior resolution and
contrast compared to visible images [15]. They also lack rich texture information, which
poses many challenges for infrared image segmentation.

Traditional image segmentation methods mainly include thresholding [16], edge de-
tection [17], region growing [18], watershed [19], etc. Neves et al. [20] used a combination
of wavelet transform and watershed transform to segment infrared images of ship surveil-
lance, which can be robust to the noise commonly found in infrared images. Zhou et al. [21]
proposed an infrared image segmentation method based on Otsu and genetic algorithm,
which significantly improved the quality of image segmentation. Cui et al. [22] suggested
using edge detection for infrared image segmentation to facilitate state detection and
fault diagnosis of petrochemical thermal equipment. The results demonstrated that the
optimal threshold edge detection operator was ideal for infrared image target extraction.
Zhang et al. [23] proposed a generalized gradient vector flow snake model for infrared im-
age segmentation, which outperformed other snake models with respect to infrared image
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segmentation by combining generic gradient vector flow (GGVF) and normally biased
gradient vector flow (NBGVF) approaches. Liu et al. [24] applied the two-dimensional
maximum inter-class variance method for infrared image segmentation and introduced an
improved particle swarm algorithm to accelerate the computational time while ensuring
effective segmentation. Although traditional methods can yield promising results, they
are susceptible to noise and background interference and often depend on manual feature
selection and thresholding. Furthermore, they are not capable of handling large-scale
images or complex object shapes.

For the past few years, the wide application of deep learning techniques in image pro-
cessing has provided a new paradigm for image segmentation [25], especially convolutional
neural network [26]. Deep learning methods automatically learn the features and represen-
tations of images by using convolutional neural network models to achieve more accurate,
robust, and efficient image segmentation results. In 2015, Long et al. [27] introduced an
end-to-end image segmentation model called a fully convolutional network (FCN). This
model replaced the fully connected layer with a convolutional layer, enabling it to directly
produce pixel-level segmentation results. FCN laid the groundwork for subsequent image
segmentation models. Also in 2015, Ronneberger et al. [28] proposed U-Net, a semantic
segmentation convolutional neural network. U-Net utilizes an encoder–decoder structure
and skip connections to better preserve high-resolution information and contextual features.
It has found widespread application in medical image segmentation and other fields. In
2016, Paszke et al. [29] presented ENet, a lightweight real-time semantic segmentation
network. ENet achieved efficient image segmentation by reducing network parameters
and adopting a fast structure, making it suitable for real-time segmentation on mobile and
embedded devices. In 2017, the Google team introduced a series of image semantic segmen-
tation models under the name DeepLab [30]. These models utilized dilated convolution to
extend the receptive field and incorporated conditional random fields (CRFs) to enhance
segmentation accuracy. DeepLab achieved significant improvements in both accuracy and
speed. In the same year, Mask R-CNN proposed by He et al. [31] and PSPNet proposed
by Zhao et al. [32] also contributed to the performance improvements in image segmen-
tation models. In 2020, Sun et al. [33] proposed a network structure called HRNet, which
focused on retaining high-resolution information. This structure significantly improved the
accuracy of image segmentation by constructing multiple branches at different resolutions.

To date, many scholars at home and abroad have conducted research on infrared image
segmentation based on deep learning. Zhang et al. [34] developed Res-UNet, an infrared
image segmentation model that utilizes residual learning, transfer learning, and U-Net to
detect photovoltaic panel errors. Nan et al. [35] proposed a lightweight real-time infrared
image instance segmentation algorithm model based on Tiny YOLO, which achieved high
segmentation accuracy for small targets. Chen et al. [36] introduced R-Net, a new deep
learning-based infrared image segmentation method that effectively handles low-resolution,
weakly illuminated, and noise-interrupted infrared images for better segmentation results.
Yu et al. [37] integrated a hierarchical-split depthwise separable convolutional block into a
U-Net network for wind turbine blade infrared image segmentation, which achieved higher
accuracy. Zhao et al. [38] improved the DeepLabv3+ semantic segmentation algorithm by
utilizing the convolutional block attention module (CBAM) to accurately segment armor
targets from complex battlefield environments.

Although the methods mentioned above can achieve satisfactory segmentation results,
there is limited research on deep learning-based infrared image segmentation for detecting
water accumulation in aircraft skin. To address this gap, this study proposes an infrared
image segmentation model for aircraft skin water detection. The detailed operation process
is depicted in Figure 2. This model utilizes ResNet [39] as the feature extractor of the U-Net
backbone and introduces CBAM to enhance its performance. Additionally, the structure
of the network model is optimized using depthwise separable convolutional blocks. In
comparison to the baseline Res-UNet, our proposed model exhibits a notable reduction
in computational complexity by 22.44% and a decrease in parameter count by 38.89%.
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Moreover, there is an improvement in the mean intersection over union by 1.41% and an
increase in the mean pixel accuracy by 0.32%.

Aircraft skin 

inspection Image acquisition
Segmentation 

model Water accumulation area

Maintenance 

decision

Figure 2. Schematic of aircraft skin water accumulation detection via deep learning.

The main contributions of this paper are as follows:

1. We propose an improved U-Net-based method for infrared image segmentation of
aircraft skin water accumulation areas, which has not been previously reported.

2. We enhance the model’s robustness and accuracy by introducing a channel and spatial
attention mechanism to the network.

3. We optimize the complexity of the model by replacing traditional convolutions with
depthwise separable convolutions.

4. We construct a dataset of infrared images for aircraft skin water accumulation
areas and evaluate the performance of the proposed method through compara-
tive experiments.

3. Methodology
3.1. Network Architecture

The proposed network architecture constitutes the core algorithm of this paper illus-
trated in Figure 3, which comprises two parts: the encoding process on the left contraction
path and the decoding process on the right expansion path. The network’s encoder adopts
ResNet as the backbone to enhance its feature extraction ability. To further improve perfor-
mance, the channel attention mechanism and spatial attention mechanism are introduced
after the residual block, which enables the model to focus on key information related
to the task at hand. Additionally, depthwise separable convolution is implemented to
replace normal convolution in residual blocks, reducing the network’s parameter count
and computational costs while maintaining model accuracy. Both paths of the network
consist of four analogous submodules, with detailed descriptions provided below.

The model takes the infrared image of the aircraft skin and transforms it into a 3D
matrix as input. The contraction path initiates with two 3 × 3 convolutions that extract
features from the input image. Subsequently, a batch normalization layer is embedded after
the convolution layer to prevent overfitting, followed by a rectified linear unit (ReLU) [40]
as the activation function. The feature maps are then inputted into the residual convolution
block of the first submodule. In the initial stage, a 2 × 2 max pooling downsampling
operation halves the feature size and doubles the number of channels, thereby reducing
the influence of rotation and translation while also averting overfitting. Following this,
two residual blocks with depthwise separable convolution double the number of channels,
leaving the feature map size unchanged. A channel attention mechanism and a spatial
attention mechanism are subsequently applied, allowing the extraction of finer and more
effective features. This process repeats as the obtained feature maps are fed into the
next submodule.

Consistent with the contraction path, the expansion path also contains four submod-
ules with similar structures. Each submodule has a bilinearly interpolated upsampling
layer that restores the feature map’s resolution. Subsequently, two normal convolution
blocks are incorporated after the upsampling process to extract detailed features. Unlike
the contraction path, the expansion path includes a skip connection [41], linking low-level
feature mapping with high-level feature mapping. As the network goes deeper, the per-
ceptual field broadens, and rich detailed information remains within the high-level feature
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mappings. Connecting rich spatial information from the low-level feature mapping in
series with the high-level feature mapping mitigates data loss and benefits segmentation
by providing multi-scale and multi-level information. Finally, a 1 × 1 convolution layer
applies a sigmoid activation function to project multichannel feature maps onto the desired
segmentation results.
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Figure 3. Structure of the proposed network.

3.2. Convolutional Block Attention Module

Attention mechanisms have been widely used in various fields, such as computer
vision, natural language processing, and others [42,43]. Convolutional neural networks
(CNNs) tend to disregard essential information while completing tasks, such as image
classification and target detection, due to various feature scales and channel numbers. To
address this issue, Woo et al. [44] introduced CBAM, designed to help CNNs focus on
relevant yet meaningful features in two dimensions: channel and space.

Figure 4 illustrates the structure of CBAM, comprising two submodules: the channel
attention module and the spatial attention module. The convolution layer’s output sequen-
tially passes through the channel attention module and the spatial attention module. By
element-wise multiplication with the input features, the final output is obtained.

Input 

Feature

Refined 

Feature

Channel 

Attention 

Module

Spatial 

Attention 

Module

Product Product

Figure 4. Structure of CBAM.

The channel attention module refines feature maps by assessing the significance of
individual channels. Figure 5 demonstrates how spatial information is garnered from the
feature map via maximum and average pooling, creating two scalars (Fc

max ∈ RC×1×1 and
Fc

avg ∈ RC×1×1) that suggest the importance of each channel. These descriptors then enter
a multilayer perceptron (MLP) with a hidden layer that determines the relevance of each
channel, enhancing useful features while suppressing unimportant ones. Lastly, the two
descriptors combine element-wise and are normalized using a sigmoid function to produce
a channel attention mapping Mc ∈ RC×1×1.
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Mc(F) =σ(MLP(MaxPool(F))

+ MLP(AvgPool(F)))

=σ(W1(W0(Fc
max)) + W1(W0(Fc

avg))).
(1)

where σ denotes the sigmoid function, W0 ∈ RC/r×C and W1 ∈ RC×C/r are the weights of
the MLP, and r is the channel scaling ratio.

Shared 

MLP

MaxPool

AvgPool

Descriptor

(max)

Descriptor

(avg)

Channel 

Refined 

Feature

Input 

Feature

Sum

Sigmoid

Figure 5. Processes in the channel attention module.

In contrast, the spatial attention module determines feature map pixel importance
by resizing the maps. Figure 6 shows how the channel information undergoes maximum
and average pooling to create two 2D mappings: Fs

max ∈ R1×H×W and Fs
avg ∈ R1×H×W ,

respectively. These two feature mappings are then stitched together along the channel
direction and fed into a standard convolutional layer for convolutional operation. Lastly,
the spatial attention mapping is normalized by the sigmoid function. The specific formula
is as follows:

Ms(F) = σ( f 7×7([MaxPool(F); AvgPool(F)]))

= σ( f 7×7([Fs
max; Fs

avg])).
(2)

where σ denotes the sigmoid function, and f 7×7 is the convolution operation of 7 × 7.

Channel 

Refined 

Feature

MaxPool

AvgPool

Concat Conv  

Spatial 

Refined 

Feature
Sigmoid

Figure 6. Processes in the spatial attention module.

The physical significance of introducing CBAM lies in its ability to mimic human
visual attention, which naturally focuses on the most important aspects of a scene. In the
context of infrared thermal imaging, the attention mechanism allows the model to highlight
key temperature variations associated with water accumulation, which is crucial for precise
segmentation. By focusing on areas with significant thermal contrast, CBAM enhances the
model’s sensitivity to subtle changes in temperature, ultimately improving the accuracy of
moisture detection on the aircraft skin. It is proved that incorporating the CBAM attention
mechanism into the model increases segmentation accuracy, with the best results achieved
when the CBAM module is present in all four residual blocks.

3.3. Depthwise Separable Convolution

Depthwise separable convolution is a novel architecture for convolutional neural net-
works that was initially proposed by François Chollet [45] in 2017. It has been demonstrated
that using this method, rather than traditional convolutional operations, can substantially
reduce the number of network parameters and computational costs while maintaining
model accuracy. This approach has been successful in numerous applications, particularly
in resource-constrained mobile device environments, such as MobileNet [46].

Depthwise separable convolution is a two-step architecture, as shown in Figure 7,
consisting of depthwise convolution followed by pointwise convolution. In depthwise



Aerospace 2024, 11, 961 7 of 17

convolution, a separate convolution kernel is applied to each channel of the input tensor
to generate outputs in distinct channels. This step effectively captures correlations be-
tween different channels of the input tensor. In contrast, pointwise convolution applies a
1 × 1 convolution kernel to each pixel of the output tensor after depthwise convolution,
combining information from all channels to produce the final output tensor. The operation
flow diagram is depicted in Figure 7.

Depthwise Conv Pointwise Conv

Figure 7. Processes in depthwise separable convolution.

Compared to traditional convolutional operations, depthwise separable convolution
can significantly reduce the number of parameters and computational operations while
maintaining high accuracy. However, it is not recommended to replace normal convolution
in a model without careful consideration. Doing so may make it difficult for the model to
learn contextual relationships. If the number of parameters is too small, it can reduce the
model’s ability to fit complex backgrounds and targets, resulting in a sharp decrease in
accuracy. In this paper, we discovered that using depthwise separable convolution only in
residual blocks can decrease the number of parameters without sacrificing accuracy.

4. Experiment

This paper employs a deep learning approach to segment infrared images of the
aircraft skin surface, identifying areas of water accumulation. Figure 8 presents a
step-by-step demonstration of our research. We present a detailed description of the
experimental process.

Proposed Model

Testing Set

Training Set

Optimal ModelData Processing

Data Collection

Segmentation Results

Figure 8. Diagram of research method.

4.1. Dataset Collection

In order to obtain infrared images of the aircraft skin, detection is conducted on
an aircraft that has just landed. Multiple sections of the aircraft, including the wings,
fuselage, and other areas prone to moisture accumulation, are imaged to ensure the model’s
applicability across various structural regions. It is worth mentioning that the FLIR E8
infrared thermal camera, manufactured in the United States and shown in Figure 9, is used
in the study, and its parameters are given as follows: The infrared resolution is 320 × 240,
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the thermal sensitivity is 0.06 degrees Celsius, and the field of view is 33 degrees. The
camera provides an accuracy of ±2 °C or ±2% of the reading, with an operating ambient
temperature range of 10 °C to 35 °C and a minimum measurable object temperature of 0 °C.
For accuracy in temperature measurements, the emissivity was set to 1, and the reflected
apparent temperature (RAT) was set to 22.78 °C.

Lens switch

Shutter

Infrared 

lens

Visible lens

Back button

Power button

Joystick

Archive 

button

Emissivity

Reflected

apparent 

temperature

Figure 9. The FLIR E8 infrared thermal camera.

The experimental data were derived from an infrared thermal imaging video. The
video frames were extracted with an interval of 3 frames, resulting in a total of 1180 infrared
images with a resolution of 320 × 240, as depicted in Figure 10a.

  
(a) (b) (c)

Figure 10. Example of the dataset. (a) Original image. (b) Processed image. (c) Ground truth.

To eliminate irrelevant information and focus only on the region of interest, the original
images are cropped to a size of 206 × 206, removing the parameter label on the left side.
This is shown in Figure 10b. The 1180 infrared images are randomly split into 944 images for
the training set, 118 for the validation set, and 118 for the test set, following an 8:1:1 ratio.

Finally, every image is manually annotated at the pixel level using an annotation tool,
as displayed in Figure 10c. The true values were converted to grayscale images with a
0–1 distribution, where 0 represents the background and 1 represents standing water.

In this study, the proposed model segments the infrared images into two classes:
water accumulation and non-water areas. This binary classification approach was chosen
due to the specific nature of the task at hand. Water accumulation on aircraft surfaces,
especially in the context of infrared thermal imaging, is typically the main feature of
interest for maintenance purposes. The model’s primary objective is to identify and
differentiate regions with water accumulation from the rest of the image, which are typically
characterized by standard surface temperatures. Therefore, the binary classification of
water versus non-water regions simplifies the problem and focuses on the most relevant
information for maintenance decision-making.

4.2. Training Strategy

The model presented in this paper is established using the PyTorch deep learning
framework. It is an improved U-shaped network that uses ResNet as the backbone. The
model is trained and tested on a desktop computer with an Intel(R) Core(TM) i7-12700K
3.60 GHz CPU and an NVIDIA GeForce RTX 3070 GPU.

To speed up the convergence of the model and avoid falling into the local optimum,
the optimizer employs the SGD optimization algorithm with momentum. The learning



Aerospace 2024, 11, 961 9 of 17

rate is set to 0.05, the momentum is set to 0.5, and the batch size is set to 8. The model
is trained for 50 epochs in case of overfitting. In this paper, binary cross entropy [47] is
implemented to calculate the loss between the prediction and the ground truth, which is
defined as follows:

Loss = − 1
N

M

∑
i=1

yilog(ŷi) + (1 − yi)log(1 − ŷi). (3)

where N is the batch size, M is the number of classes, yi is the true value of the class i, and
ŷi is the predicted value of the class i.

5. Evaluation Metrics

To comprehensively assess the performance of our segmentation model, commonly
used metrics [48] are employed in our experiment, as follows:

Figure 11 illustrates the assessment of the model’s prediction. Here, region A consists
of the portion of the predicted target that intersects with the true target, while region B
represents the portion of the target that the model failed to predict. Region C corresponds
to the portion of the target that the model incorrectly predicted, and region D contains the
background that was accurately predicted.

D

B

C

A

Image

Prediction

Ground Truth

Figure 11. Diagram of the evaluation index.

The confusion matrix [49] is a fundamental tool for assessing the performance of a
classification model. It presents the relationships between true and predicted categories in a
matrix form. Specifically, Table 1 displays the confusion matrix for the binary classification
problem. The performance of a classification model is evaluated based on the number of
true positive (TP), false negative (FN), false positive (FP), and true negative (TN) samples.
These categories correspond to regions A, B, C, and D in Figure 11, respectively.

Table 1. Confusion matrix.

Confusion Matrix
Predicted

Positive Negative

Ground Truth Positive TP FN
Negative FP TN

1. Mean pixel accuracy (MPA): Calculates the average accuracy of pixel-wise classifica-
tions across all pixels in an image. The formula is defined as follows:

MPA =
1
2
(

TP
TP + FN

+
TN

FP + TN
). (4)

2. Mean intersection over union (MIoU): Computes the average intersection-over-union
values for each class, providing a measure of segmentation accuracy. The formula is
defined as follows:

MIoU =
1
2
(

TP
TP + FN + FP

+
TN

FP + TN + FN
). (5)
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3. Precision: Quantifies the ratio of correctly predicted positive instances to the total
predicted positive instances, indicating the accuracy of positive predictions made by
the model. The formula is defined as follows:

Precision =
TP

TP + FP
. (6)

4. Recall: Measures the ratio of correctly predicted positive instances to the total actual
positive instances, reflecting the model’s ability to capture all relevant instances in the
dataset. The formula is defined as follows:

Recall =
TP

TP + FN
. (7)

5. Dice coefficient: Quantifies the similarity between the predicted and ground truth
segmentations by measuring the overlap between the two. The formula is defined
as follows:

Dice =
2 × TP

2 × TP + FN + FP
. (8)

6. Hausdorff Distance (HD): Measures the maximum distance between the predicted
and ground truth boundaries, defined as follows:

HD(A, B) = max

{
sup
a∈A

inf
b∈B

d(a, b), sup
b∈B

inf
a∈A

d(a, b)

}
. (9)

where A and B represent the boundary points of the predicted and ground truth seg-
mentation regions, and d(a, b) is the Euclidean distance between two boundary points.

7. Cohen’s Kappa: Quantifies the overall agreement between the predicted labels and
the ground truth, and is calculated as follows:

κ =
po − pe

1 − pe
. (10)

where po is the observed agreement, and pe is the expected agreement by chance, both
calculated from the confusion matrix.

8. Floating point operations per second (FLOPs): Measure of the computational complex-
ity of a model, representing the total number of floating-point arithmetic operations.

9. Parameters (Params): The number of model parameters, which measures the total
quantity of trainable parameters in a neural network model.

10. Inference time: Refers to the amount of time required to perform inference using a
deep learning model, which can directly reflect the efficiency of the model operation.

6. Results Analysis

This paper demonstrates the robustness and superiority of the proposed model by
comparing it with several state-of-the-art models, including FCN, U-Net, DeepLabv3,
PSPNet, and HRNet. Figure 12 displays typical aircraft skin infrared images and their
corresponding segmentation results.
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(a) Original image

(b) Ground truth

(c) Threshold segmentation    

(d) FCN

(e) UNet

(f) DeepLabv3

(g) PSPNet

(h) HRNet

(i) Proposed model

        

        

     

    

      

  

Figure 12. Examples of segmentation results.
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Traditional image segmentation methods struggle to accurately identify water accu-
mulation areas in infrared images obtained under actual external field conditions, often
misidentifying cold-end parts or the background as the target. Figure 12c depicts such a
scenario, where the incorrect identification, highlighted by the red boxes, fails to provide
accurate information for subsequent maintenance work. In contrast, deep learning-based
image segmentation methods can mitigate this issue effectively, as shown in Figure 12d–i.
However, it is evident that FCN and UNet exhibit low segmentation accuracy, particu-
larly when dealing with small targets, resulting in misdetection and omission. Despite
DeepLabv3, PSPNet, and HRNet performing well in certain cases, they still have deficien-
cies in processing edge details. The method proposed in this paper not only achieves precise
segmentation of water accumulation areas but also effectively addresses edge details.

When handling small targets, our method deliberately enhances the model’s ability to
capture target boundaries by incorporating an attention mechanism, thereby improving
the precise processing of details and significantly reducing false positives and missed
detections. Moreover, we tackle the shortcomings of PSPNet and HRNet in handling edge
details. Additionally, we have optimized the training process by implementing a more
efficient depth-separable convolutional design, which accelerates model convergence and
enhances generalizability.

After conducting extensive experiments, our approach surpasses the performance of
established methods such as FCN, UNet, DeepLabv3, PSPNet, and HRNet. This superiority
is evident not only in terms of overall performance but also in the attainment of satisfactory
results for small targets and edge details.

Subsequently, the performance of the proposed model is quantitatively evaluated
based on two criteria: segmentation accuracy and inference speed.

6.1. Segmentation Accuracy

We first evaluate the segmentation performance of our proposed model using MPA
and MIoU, which are widely recognized metrics in segmentation tasks. However, both
have certain limitations. Specifically, MPA does not account for the relative importance of
each class, which may be problematic in imbalanced datasets where certain classes, such as
water accumulation, are underrepresented. Similarly, MIoU may be influenced by class
imbalance, as it averages the intersection over all classes, which could lead to a biased
evaluation when small classes dominate the results.

To address these limitations and provide a more comprehensive evaluation of the
model’s performance, we also include additional metrics, such as precision, recall, the
Dice coefficient, the Hausdorff distance, and Cohen’s Kappa. These metrics offer a more
balanced and robust evaluation, especially in the context of imbalanced datasets where
small classes are crucial for accurate performance assessment.

Table 2 presents the experimental results of the test set, where bold numbers indicate
the best performance in each category. It illustrates that the proposed method achieves
outstanding performance with a 92.68% MIoU and a 97.58% MPA. It can be observed that
the two lightweight models, FCN and UNet, have achieved good segmentation results, with
MIoU values of 84.38% and 89.42%, and MPA values of 91.52% and 97.56%, respectively.

Table 2. Segmentation accuracy.

Model MPA MIoU Precision Recall Dice HD κ

FCN 91.52% 84.38% 99.19% 98.57% 98.88% 23.44 0.81
U-Net 97.56% 89.42% 99.86% 98.64% 99.24% 17.99 0.91

DeepLabv3 96.84% 85.43% 99.75% 97.90% 98.81% 9.66 0.87
PSPNet 92.13% 86.08% 99.30% 98.88% 99.09% 13.52 0.83
HRNet 96.79% 89.90% 99.78% 98.93% 99.35% 14.72 0.89

Proposed model 97.97% 92.68% 99.81% 99.27% 99.54% 10.81 0.93
The bold indicates the best results in the table.
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The more recent segmentation models, namely DeepLabv3, PSPNet, and HRNet, did
not perform as well, with MIoU values of 85.43%, 86.08%, and 89.90%, and MPA values of
96.84%, 92.13%, and 96.79%, respectively, even falling short of UNet. This indicates that
larger and deeper networks do not necessarily lead to better segmentation results.

Our model outperforms others in terms of MPA, MIoU, recall, Dice, and Cohen’s
Kappa. The proposed method achieves nearly 3% higher MIoU than the best-performing
model, showcasing its superiority in segmentation accuracy.

6.2. Inference Speed

Apart from segmentation accuracy, a model’s inference speed is also a critical indicator
of its quality. Referring to Table 3 (bold indicates the best performance), we can observe
that the FCN and UNet models are relatively small, with computational volumes of 11.37 G
and 17.51 G, and parameter counts of 15.25 M and 13.40 M, respectively. FCN processes an
image in 3.46 ms, while UNet takes 5.88 ms to do the same.

Table 3. Inference speed.

Model FLOPs Params Inference Time

FCN 11.37 G 15.25 M 3.46 ms
U-Net 17.51 G 13.40 M 5.88 ms

DeepLabv3 23.08 G 39.63 M 7.62 ms
PSPNet 28.42 G 52.49 M 10.27 ms
HRNet 13.20 G 65.85 M 42.98 ms

Proposed model 33.06 G 35.07 M 15.02 ms
The bold indicates the best results in the table.

DeepLabv3 doubles the computational volume and parameter count, reaching 23.08 G
of computation and 39.63 M parameters. Meanwhile, PSPNet and HRNet quadruple the
number of parameters, resulting in 52.49 M and 65.85 M, respectively, and they take longer
to process an image.

The model proposed in this paper reduces the number of parameters by half and
decreases the image processing time by two-thirds compared to the best-performing model
HRNet. This demonstrates the efficiency of our approach, achieving a balance between
segmentation accuracy and faster inference speed.

6.3. Ablation Study

To demonstrate the effectiveness of the convolutional block attention module (CBAM)
and depthwise separable convolution (DW) used in this research, we conducted a series of
ablation experiments. The experiments were carried out using the aforementioned dataset,
and we utilized Res-UNet as the base architecture. The dataset consisted of 944 images for
training, 118 images for validation, and 118 images for testing.

Following the same experimental scheme as mentioned earlier, we trained and tested
four models: Res-UNet without any additional modules, Res-UNet with CBAM, Res-UNet
with dw, and the model proposed in this paper, which combines both CBAM and dw.
The experimental results are summarized in Table 4, where bold values indicate the best
performance across all methods.

Table 4. Ablation study results.

Model CBAM DW MIoU MPA Precision Recall HD κ FLOPs Params Inference Time

Res-UNet (Baseline) 91.27% 97.65% 96.81% 99.82% 9.05 0.83 42.69 G 57.16 M 15.68 ms
Res-UNet with CBAM ✓ 92.19% 97.90% 96.53% 99.92% 10.95 0.93 42.70 G 57.34 M 18.16 ms

Res-UNet with dw ✓ 91.43% 97.20% 96.61% 99.92% 10.81 0.92 33.11 G 34.93 M 9.54 ms
Proposed model ✓ ✓ 92.68% 97.97% 99.81% 99.27% 10.81 0.93 33.06 G 35.11 M 15.02 ms

✓represents the use of the module and the bold indicates the best results in the table.
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As shown in Table 4, the benchmark model Res-UNet achieves an MIoU of 91.27%,
MPA of 97.65%, FLOPs of 42.69 G, Params of 57.16 M, and takes 15.68 ms to process
an image.

When CBAM is added, the MIoU improves by almost 1% compared to Res-UNet,
while the computational and parameter counts do not change significantly.

Replacing the normal convolutional layer with depthwise separable convolution does
not cause a drastic change in the model’s accuracy, but it results in a 22.44% reduction in the
computational workload and a 38.89% reduction in the number of parameters compared
to Res-UNet.

Finally, it is evident that the model proposed in this paper, which utilizes depthwise
separable convolution along with CBAM, not only improves the segmentation accuracy by
1.41% compared to the benchmark model but also reduces the computation by 22.41% and
the number of parameters by 38.58%. This demonstrates that CBAM indeed enhances the
segmentation accuracy of the model, and the usage of depthwise separable convolution
effectively reduces the model’s complexity, validating the soundness of the model design
in this research.

7. Discussion

Our experimental results demonstrated that the proposed method achieved remark-
able performance in terms of segmentation accuracy compared with established methods.
It highlights the effectiveness of our approach in addressing the segmentation of infrared
images, particularly in the context of detecting water accumulation on aircraft surfaces,
which will provide significant assistance for aircraft maintenance decision-making. The
incorporation of attention mechanisms allows the model to better perceive and highlight
crucial regions in the infrared images. It is particularly advantageous for detecting ar-
eas of water accumulation on aircraft surfaces, where specific patterns and details are
essential. Moreover, they empower the model with increased adaptability, enabling it to
dynamically shift focus in response to distinct characteristics in various infrared images.
This adaptability significantly enhances the model’s generalization and robustness across
diverse scenarios.

Notably, it is important to acknowledge the limitations of our approach. As infrared
thermal imaging is primarily effective for detecting surface-level temperature variations,
moisture trapped within deeper layers may not exhibit significant contrast in the thermal
images, limiting the model’s ability to detect subsurface moisture accurately.

In practical terms, our proposed model has the potential to significantly enhance
aircraft maintenance processes by enabling the detection of water accumulation on aircraft
surfaces, which can be critical for identifying potential safety risks. However, integrating
this technology into existing maintenance workflows presents several challenges. One such
challenge is ensuring that infrared thermal imaging systems are deployed effectively across
a fleet of aircraft with varying operational conditions, which may require standardizing
data acquisition procedures and maintaining consistent imaging quality. Furthermore, the
model would need to be adapted to work across different aircraft models and environmental
conditions, which could involve collecting and processing large amounts of diverse data.

Another key challenge is the model’s interpretability. Although attention mechanisms
improve segmentation accuracy by focusing on relevant regions of the image, they also
add complexity to the model, making it more difficult to explain the rationale behind its
decisions. In safety-critical applications like aircraft maintenance, understanding why the
model makes a particular decision is crucial for gaining trust and ensuring correct actions
are taken based on the model’s outputs.

8. Conclusions

In this study, a novel infrared image segmentation network is designed for the detec-
tion of water accumulation on aircraft surfaces. By integrating attention mechanisms and
depthwise separable convolution, our model exhibits superior accuracy and efficiency com-
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pared with the existing networks. Specifically, our approach achieved an MPA of 97.97%,
an MIoU of 92.68%, a recall of 99.27%, a Dice coefficient of 99.54%, and a Cohen’s Kappa
of 0.93, demonstrating significant improvement over traditional methods. The positive
outcomes indicate the viability of our approach in aircraft structural damage detection
while recognizing the need for ongoing refinement and exploration.

Looking forward, our future research endeavors will focus on exploring ways to
mitigate computational costs, optimizing hyperparameters, and investigating methods to
enhance the model’s interpretability. To address the challenge of detecting moisture within
deeper structures, we plan to explore multi-modal sensing approaches, such as integrat-
ing infrared with ultrasound or terahertz imaging, to improve sensitivity to subsurface
moisture. Additionally, we will collect more extensive datasets and conduct experiments
across various aircraft models to further validate the robustness and generalization ca-
pabilities of our proposed approach. We believe this work lays a solid foundation for
future advancements in aviation safety, emphasizing the continuous pursuit of innovation
and improvement.
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