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Abstract

:

With increased interest in climate forecasts and projections, it is important to understand more about their sources and levels of skill. A starting point here is to describe the nature of the skill associated with forecasts and projections. Climate forecasts and projections typically both include time varying forcing of the climate, but only forecasts have initial conditions set close to the observed climate state. Climate forecasts therefore derive skill from both initial conditions and from forcing. The character of the initial condition skill and forcing skill is different. Skill from initial conditions results in a narrowing of expectations relative to a climatological distribution and points toward a more favoured part of the distribution. Forcing skill could result from a shift in the preferred parts of the climatological distribution in response to forcing, or it could result from a shift in the entire distribution, or both. Assessments of forcing skill require time averages of the target variable that are long enough so that the contributions from internal variations are small compared to the forced response. The assessment of skill of climate forecasts and projections is inherently partial because of the small number of repeated trials possible on typical climate time scales but is nonetheless the only direct measure of their performance.
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1. Introduction


The process of adapting to climate variability and change requires us to formulate conceptions of what the future climate will look like [1]. Information about the future climate is generated by running climate models forward in time. The term ‘climate’ covers a vast range of timescales and typically means anything beyond the weather time scale of a couple of weeks [2]. Climate forecasts are typically conducted on subseasonal to seasonal (S2S) [3,4] and seasonal to decadal (S2D) [5,6] timescales. Climate projections usually relate to timescales beyond a decade. Climate forecasts provide information to help adapt to variability and extremes in climate, and projections are used to adapt to a changing climate [7].



Climate forecasts and projections also differ from more familiar weather forecasts in the spatial and temporal scales over which they are assessed. While weather forecasts are often verified over hours or days at individual weather stations [8], the potential predictability of the climate system is thought to reside in large features that span continental and ocean scales that evolve over months or years [9]. As such, climate forecasts and projections should be assessed over long enough periods or large enough spatial scales to capture the relevant scale features.



Since decisions to adapt to climate are partly based on climate forecasts and projections, we want to be able to evaluate forecasts and projections to see how reliable they are [10,11,12]. A comprehensive ‘evaluation’ of climate model forecasts and projections would be based on a range of different criteria [13]. This might include the theoretical underpinnings of results [14,15], the dynamical consistency and coherency of results [14,16,17,18,19], the ability to simulate relevant processes [20,21,22], and the empirical comparison of forecast results with observed outcomes [23,24,25]. In this work we consider issues around only the latter criterion of comparing forecast model outcomes with observed outcomes.



The process of comparing modelled and observed outcomes of a forecast target variable is often called ‘verification’, and there is a rich literature on this in weather and climate forecasting [26]. We are applying the concept of verification to both forecasts and projections here and using it to clarify differences between the two. Of course, a projection of the future climate cannot be ‘verified’ until the time pertaining to the projection is observed. However, projections can be run in a ‘hindcast’ mode, where the projection is initiated from a point in the past to apply to a period for which we do already have observations. Thus, this hindcast mode for projections is assumed here when referring to the verification of projections.



The terms ‘climate forecast’ and ‘climate projection’ are often used interchangably. This can create confusion, since they are not the same thing [27]. The experiments used to generate forecasts and projections are configured differently, and the goals are different [28]. We elaborate on these differences and the consequences for verification in the text that follows.



Any exercise to compare the forecast of a model with observed outcomes requires some measure of the success or otherwise of the model in predicting the outcome. The term for such a measure is the ‘skill’ of a forecast [29]. Skill is central to any discussion of verification. In the section that follows we introduce basic skill concepts and then apply these to forecasts and projections.



Climate ‘forecasts’ and ‘projections’ address different attributes of climate. Climate forecasts are ‘initialised’ to a starting point in time where some desired features of the climate system in the model are set as close as possible to the observed values of these features. For example, in a forecast of the El Niño Southern Oscillation (ENSO), the sea surface temperature (SST) and tropical subsurface ocean state are set close to observations to start the forecast [30,31,32]. The forecast then tracks the time evolution of the ENSO from this starting point and attempts to resolve any transitions of the ENSO from its current state (El Niño/neutral/La Niña) to another state. When the forecast is no longer capable of resolving what state the ENSO is in, it is then said to have lost skill.



For a climate projection, the flow state of the ocean and atmosphere in the model are not initialised to take values close to the real system at the start. The ocean and atmosphere can start in any flow configuration in a projection, and so there is no point trying to track the evolution of individual flow features such as the ENSO from one point in time to the next to compare with the observed evolution. Since many projection experiments are interested in climate change through time, the model is given specified values of the climate forcings (from greenhouse gases and aerosols) that match the historical forcings through time, together with some estimate of the evolution of those forcings in the future [33]. Those forcings can change the climate of the model, including changes in the statistics of processes such as the ENSO [34]. Thus, in a projection, one would generally assess changes in the statistical properties of features like the ENSO rather than worry about what state it was in at any particular point in time.




2. Skill


The skill of a weather or climate forecast is an estimate of how well the forecast performs relative to some well-defined reference forecast (baseline) over repeated forecast trials [35]. For example, one might define a baseline as a ‘chance’ forecast, which would be the success rate for forecasts based on a random guess [36]. For weather forecasts, the baseline is often the ‘persistence’ forecast, which is a forecast that simply persists the initial conditions unchanging, forward in time [37]. In weather terms, ‘persistence’ means that tomorrow will be just like today, and so on for successive days. For climate forecasts, the reference forecast is often ‘climatology’, which is effectively the set of all observed outcomes of the target variable in the past (or a sample of these outcomes over some well-defined period). Together, these outcomes make up an expectation of what the climate of a region will be like. The idea of a ‘climatological’ reference is that users are typically aware of the range of variations of climate in their location, and so we want to improve on that in a forecast by providing a narrowing of expectation down to some subset of all possible outcomes.



Skill is assessed over repeated forecast comparisons between the forecast and the reference forecast [38]. As such, ‘skill’ is a property of a forecast system, which is required to produce repeated forecasts. It is not strictly meaningful to refer to a single forecast as ‘skillful’, though each single forecast contributes to the skill of a forecast system. Many forecast comparisons are needed to get reliable statistical estimates of skill [26]. This is often a problem for climate forecasts because relatively few actual forecasts have been made to test. Even for the more common seasonal climate forecasts, sample size is an issue in estimating skill [5,39,40].



The use of hindcasts to estimate skill is generally applicable for S2S and S2D climate forecasts, where the climate applying in the hindcast period over recent decades is ostensibly not too different from the climate that applies for current forecasts. However, in the case of climate projections, we may be projecting many decades into the future, where greenhouse gas forcing has changed the underlying climatology [41] and some climate feedbacks and processes [42]. The extent to which the skill assessed in ‘projecting’ past decades is relevant to periods well into the future is an open question [13]. Such ‘hindcast’ projections may not be sufficient indicators of future projection skill, but they do provide one of the few forms of verification for climate projections. Alternatively, climate projections have been carried out for some decades now, and this provides a small sample on which to compare actual projections with observations [24,43,44,45].



Skill assessments provide formal comparison of forecasts and projections with observed outcomes. These comparisons are not always straightforward because there are different sources of skill, with different manifestations, and which play out differently in forecasts and projections. We describe here the role of skill from initial conditions and from forcing of the climate.



2.1. Initial Condition Skill


Skill that derives from the initial conditions applies only to forecasts, since projections are not initialised. If a model is well initialised to the currently observed state of the climate, it would start out with high skill. In practice, there is uncertainty in the estimation of the current state of the climate, and a model cannot be systematically initialised in all its free dimensions (over many variables and grid points). Further, the initial conditions are perturbed so that many different runs are made from a set of starting points that are all close to the observed state. The set of runs comprise an ‘ensemble’, which helps characterise the error growth in the forecasts and which allows the forecast outcome to be expressed in probabilistic terms [30]. For all these reasons, the initial skill is high, but not perfect.



We can visualise the forecast process schematically in Figure 1. The forecast starts at some initial time with a set of ensemble members all sitting close to the currently observed value of the forecast target variable. The initialised members sit inside the red ellipse in the left of the figure. Since the initial condition is from observations, the red ellipse in turn sits inside the much broader space representing the climatology (from observations) of all past outcomes for the target variable (represented by the grey space here). The forecast model generates its own climatology, which is defined by all past outcomes of the target variable in past forecasts. The forecast climatology changes as a function of the lead time of the forecasts. When the forecast commences (denoted lead 0), the model climatology is close to the observed climatology because the model is initialised to observations. Thus, the model climatology at lead 0 on the left is represented by the solid green line, which is almost the same as the observational climatology (for a well-initialised system).



The solid red lines in Figure 1 represent a handful of forecast ensemble members (in practice, there may be hundreds). These members typically spread as lead time increases. At the lead time at which the forecast is assessed (lead n), the members span a broader space of the climatology (than when they started) given by the red shaded area enclosed by the solid red line on the right. This red area, in turn, sits within the climatology of the forecast model for this given lead time, represented by the solid green line. This forecast climatology at lead is not the same as the observed climatology. The differences in these climatologies are related to a combination of model errors and experimental set up [46]. The difference between the model and observed climatology is referred to as ‘model bias’. If the bias is large enough, a ‘bias correction’ is usually performed to map the forecast ensemble back into the climatological space of observations [40,47]. This bias-corrected forecast is represented here by the dashed red lines that transform the ensemble members into the space spanned by the dashed red line around the red shaded region. The forecast climatology at this lead time is now transformed by the bias correction and is represented by the dashed green line. This bias-corrected model climatology will, in general, not be identical to the observed climatology (grey shading) because the bias correction process is imperfect.



In this example the dashed red shaded forecast ensemble area is still much smaller than the larger observational climatological space (grey shading), and so this forecast is less spread than climatology. If the (bias corrected) forecast ensemble contains the observed outcome as a plausible member within it, then it is termed a ‘good ensemble’ [30]. Repeated good ensembles like this one would contribute to the skill of the forecast system [35]. The ‘good ensemble’ case is represented by the dark blue observation line falling within the ensemble, and this forecast would have skill relative to a climatological forecast. On the other hand, if the observed outcome is not a plausible member of the ensemble (as shown by the light blue line that is well outside the ensemble), this is termed a ‘bad ensemble’ [30], and the forecast contributes to low skill.



In most cases considered here, we assume that the forecasting system well represents the climatology of the real climate system, either directly (using the raw forecast values) or after some appropriate bias correction. In our example schematic (Figure 1), that means that either the raw model climatology at some given lead (solid green line) or the bias-corrected climatology (dashed green line) is nearly identical to the observed climatology (black line). In practice, neither the raw nor bias-corrected climatology will be identical to the observed climatology, and some bias remains in the forecast ensembles [40]. These biases can have important influences on the evolution of the resulting forecasts by influencing the trajectories of all ensemble members after initiation [41,48]. Treating this topic is beyond the scope of this work, but should be kept in mind by the reader.



Ignoring the biases for now, we can redepict the forecast ensemble through time as in Figure 2. At some sufficiently short lead time, the skillful forecast successfully encapsulates the part of climatological space visited by the observations (middle panel). As the forecast continues with lead time, the ensemble members spread up to a point where they reach a maximum spread (right panel). Though the ensemble members still encapsulate the observations, they ‘predict’ such a wide range of outcomes that they are no more skillful than a climatological forecast. The forecast spread in the right panel ‘saturates’ when the errors in the forecast (the difference between the forecast and observations) have ceased growing. At that point, the forecast has lost all skill from the initial conditions. If the model’s forecast climatology is well representative of the real-world climatology, then there may still be some utility in a saturated forecast, even if no skill is present. We will return to this point in Section 4.1.




2.2. Forcing Skill


The forcing applied to a climate model is another source of skill. For climate projections, the forcing is one of the primary interests, and the goal is to examine the response to the forcing. Climate forecasts also usually contain estimates of climate forcing because it also plays a role, particularly on S2D timescales. For forecasts, initial condition skill tends to be more important in the first year or two (depending on the target variable) and then declines, whereas forcing skill is evident on longer time scales.



The effect of forcing in a climate forecast is not strictly the same as it is in a climate projection. The response of the climate system to forcing depends on the ‘state’ of the system. For example, some climate feedbacks to forcing depend on temperature [42], and so the Earth might respond to forcing at different rates depending on whether it is in a cool or warm phase of ocean cycles, such as the Pacific Decadal Oscillation [49,50]. Thus, a climate forecast might generate a more accurate response to forcing over a given interval (than a climate projection) because it started off in the right place to better reproduce the actual state-dependent response to the forcing. Thus, in a climate forecast, there is a component of initial condition skill that relates to the forcing [51], and one cannot neatly separate out skill from initial conditions and from forcing. This initialised component of forcing skill is likely modest compared to the skill from forcing that is unrelated to whether the model is initialised or not [51]. In the examples and discussion that follow, we assume very simple forcing profiles. As such, we ignore any extra skill from forcing related to initialising. Our focus is on the skill from forcing that is common in initialised (forecast) and uninitialised (projection) experiments.



Forcing can impact model climate in a range of different ways. We outline two different responses to forcing here. One response is by changing the shape of the distribution. It is likely that any applied forcing will have some impact on the shape of the distribution of a climate variable. We will illustrate this behaviour by considering a special case of this, where the change in shape is due to the shift in relative preference for a particular region in climatological space. A second response to forcing is a shift in the climatological distribution of a variable to regions (values) not previously visited. We discuss changes in shape and shifts in distribution separately (to illustrate the concepts), but in practice, both processes operate together, and forcing is likely to change the shape of, and shift, a distribution.



2.2.1. Changing Shape


One possible response to forcing is a shift in the preference for different natural modes of variability. If the climate system has preferred modes [52] or regimes [53], one response to forcing can be a shift in the preference (amount of time spent) in each of these modes [54]. This will result in a change in the distribution of the climatology without necessarily shifting the boundaries of the climatological space per se.



This situation is shown schematically in Figure 3. The climate of the projection variable is given by the broad grey space on the left. Within this space, there is one weakly preferred region in lighter grey and a strongly preferred region in darker grey. The strongly preferred region will typically contain more projection members at any given point in time as they are attracted to this space. A possible response to the applied forcing is a switch such that the weakly preferred region is now strongly preferred, and vice versa. That corresponds to the majority of projection members now sitting in the lower grey space on the right in Figure 3, which is now darker to signify the shift in preference to it. Any projection or forecast that successfully captured this change in preference would maintain skill relative to the original climatology.




2.2.2. Climatology Shift


The second response to forcing shown here is through a shift in the climatological distribution to occupy parts of phase space not previously occupied. The most common example of this is when temperature is the target variable, and forcing induces warming that shifts the climatological distribution to warmer temperatures. Some of the temperatures in the new climatology are warmer than any experienced in the original climatology. This case is represented schematically in Figure 4. The climatological space of the target variable is represented by the grey region on the left. If the model was insensitive to the forcing, then this region would be unchanged after forcing, as shown by the faint grey region on the right. In the example here, all projection members respond to the forcing by shifting the entire distribution upwards, as represented by the red region. The shifted distribution is no narrower than the observed climatology, but it has occupied new parts of climate space that differentiate it from the original observed climatology. If the observed climate were to shift into this new space in response to forcing, then a model that captures this shift would have accuracy (lie closer to the observed outcome) relative to a reference forecast based on the original climatology. If repeated tests of this kind were performed, the forecast system would have skill relative to (the original) climatology, generated by the forcing.



The amount of skill reflected in a shift in climatology depends on the size of the shift. That shift, in turn, depends on the climate response time [55] and on the period used to define the reference climatology [56]. In climate forecast systems, the reference climatology typically spans the past three decades [57]. That period is, on average, much cooler than the present decade for most regions because of the considerable warming of the planet in recent decades [58,59,60,61,62]. Forecasts initialised in the present decade will start warmer (than past climatology) because the observed climate is warmer (than past climatology) and will therefore invariably have ‘skill’ relative to that past climatology in forecasting temperature.



With this view of types and sources of skill in place, we next move to an examination of climate forecasts and projections to show further where this skill can and cannot be realised. We develop and apply a simple model for this purpose and carry out a range of idealised forecast and projection experiments.






3. Forecast and Projection Experiments


We performed a series of idealised experiments with and without initial conditions and with and without climate forcing in order to draw out the implications for forecast and projection skill. The four experiments corresponded in simple terms to the projection runs or forecasts shown in Table 1.



Our experiments use a simple statistical climate model, since it suffices to make the main points about skill. Our simple climate model is an idealised representation of the global mean surface temperature (gmst) time series [58]. We want a simple model that captures some of the persistence characteristics of this series. We chose to use an autoregressive AR(2) model of the form


   y t  =  ϕ 1   y  t − 1   +  ϕ 2   y  t − 2   +  ϵ t   



(1)




where y represent annual values of gmst,    ϕ 1  = 1  ,    ϕ 2  = − 0.7  ,  ϵ  is normally distributed random noise, and t is time. The simple model is intended to perform illustrative experiments only. The details of the model time series are in no way intended as realistic and do not mirror actual variations in gmst.



Experiments with initial conditions were set up as follows. We ran an ensemble of realisations of the model with perturbed initial conditions at the two times prior to initiating the forecast,   y  t − 2    and   y  t − 1   . The spread in initial conditions was generated by sampling from a normal distribution with standard deviation taken from the standard deviation of ‘total uncertainty’ specified with the Cowtan and Way data. In real climate forecasts, there is a data assimmilation process to bring a whole sequence of model climate steps near to the observed state for each member [63]. For climate projection runs with no initial conditions, we generated a set of random start values for the projection members, drawn from a normal distribution with the standard deviation corresponding to that of the climatological distribution of y. Each ensemble size was set to 100 members to generate the statistics of the ensemble distribution, but only 30 members are shown on the plots in each case for ease of viewing.



Each experiment ran for 20 years. That is longer than the usual climate forecast timescale of a season to a decade, but shorter than the usual projection timescale of many decades. This compromise allows for inspection of initial condition skill, where it is present, over the first decade, and a clear role for skill from forcing over the second decade.



The observed or ‘truth’ value for the forecast and projection experiments was taken to be one of the ensemble members. This means that the ‘observations’ here have the same statistical characteristics as the model, but with a different time evolution. For the ‘observations’, a long control run was performed for 1000 years to generate well sampled statistics. The ‘observations’ and the model shared this same climatology by construction here. We constructed it this way to keep our examples simple. In practice, the construction of ‘climatologies’ representing observations and the forecast system is complicated by the non-stationarity of the climate [64,65]. This is an important issue (which is not addressed here) because the assessed skill of forecasts depends on the ways in which the reference climatologies are constructed [23,40,66].



In the following, when we use the term ‘observations’, we always mean the ensemble member from the model selected to represent the ‘truth’ for the purposes of the experiment. We do not use actual observations in these experiments, and so the dates and magnitudes cannot be related to actual observed temperature time series. Since we are not using actual observations here, the skill measures we calculate are idealised and relate only to the model experiment. The role of our idealised skill is to assess the relative change in skill over the course of the experiment (with lead time) and how it differs between experiments with differing initial condition and forcing configurations.



The forcing experiments were generated by simply adding a linear forcing term,   α t  , to all model runs. The magnitude of  α  was set to 0.02    °  C/year, which is roughly the linear rate of warming that applied during the period from 1970 to the early 2000s [62,67,68].



The toy model forecasts were scored using two different measures, the mean square error (  M S E  ) of the forecast and the mean squared skill score (  M S S S  ). The   M S E   measures the difference between the forecast ensemble mean and the ‘observation’. For a set of instances, i, of m matched forecasts,   f i  , and observations,   o i  ,   M S E  ( f , o )  =  1 m   ∑  i = 1  m    (  f i  −  o i  )  2   . We use the   M S E   here to show the degree to which forecasts have exhausted their initial condition skill, which occurs when the errors are no longer growing with lead time. The   M S E   can be applied to a reference forecast such as the ‘climatology’ of observations,   o ¯  , as   M S E  (  o ¯  , o )  =  1 m   ∑  i = 1  m    (  o ¯  −  o i  )  2   . The   M S S S   is then defined from these terms as   M S S S = 1 − [ M S E  ( f , o )  / M S E  (  o ¯  , o )  ]  . For   M S S S  , a perfect forecast scores 1, and a climatological forecast scores 0, so scores greater than 0 are better than climatology and scores less than 0 are worse than climatology. The   M S S S   is used here to show where the forecasts and projections sit relative to a climatological forecast.



The   M S E   and   M S S S   skill score were calculated over a set of forecasts. Such sets of forecasts are often called ‘hindcasts’ when carried out over past years with a forecast system [69]. For this purpose, we generated a set of 150 forecasts with the toy model, stepping through a sequence of 150 years and initiating a new forecast each year. In the set of experiments that follow, with and without initial conditions and with and without applying forcing, we show one illustrative forecast (for the purpose of visualising the forecast data in each case), together with the skill scores from the hindcast set. The sample of 150 forecasts in the hindcast set is large enough to provide rough estimates of skill, but there is still noticeable sampling uncertainty in the scores. This is manifest as small non-monotonic variations in skill from one lead time to the next and is also evident in skill assessments of real forecast systems, which are invariabily undersampled [40]. The results for the four experiments are shown in Figure 5. We discuss each experiment in the subsections below.



3.1. No Initial Conditions, No Forcing


With no initial conditions, we have a projection, not a forecast. Since there is no forcing either in this case, this experiment is more like what is often called a ‘control’ run. If we start a projection at a particular point in time, the members of the projection ensemble will be spread out in a distribution similar to the model’s climatological distribution for the projection variable. We depict what this might look like for an arbitrary projection ensemble in Figure 5a.



The projections in Figure 5a nominally start from 1950 as labelled, though the year has no real meaning here. Remember that the ‘observations’ as shown by the solid black line are not actual observations, but simply a member from the ensemble chosen to represent observations. The simple projection experiment (without forcing) makes the point that the projection ensemble has no additional skill relative to climatology. The 2.5 and 97.5 percentile bounds on the 100 member projection ensemble (in blue) approximately match the ‘observed’ 2.5 and 97.5 percentile bounds (in black) for the entire duration of the experiment (subject to sampling uncertainty). This result is also apparent from the MSSS (bottom panel), which is near 0 at all lead times, indicating skill comparable to climatology. The projection thus has no skill in forecast terms, since it simply ‘forecasts’ the climatological distribution at each point in time.



The MSE score in the bottom panel is roughly constant with lead time. In particular, the error is high, not low, for short lead times, indicating that the model error has already saturated. This is as expected in evaluating a projection in forecast terms.




3.2. Initial Conditions, No Forcing


With initial conditions specified, our experiment now represents a forecast and is shown in Figure 5b. This case with no forcing is more akin to a weather forecast than a climate forecast. The 100 forecast members are all initialised close to the ‘observations’ at the first two times and then spread as the forecast is let go.



For the forecast ensemble in Figure 5b, it is apparent that there is an initial period of skill, followed by a period where skill has been lost. The initial skill is apparent in the narrowing of the forecast ensemble envelope (dashed blue lines) relative to the climatological envelope (dashed black lines) and illustrates the skill response depicted in Figure 1. For the first half decade here the forecast ensemble has less spread than climatology, and the ensemble contains the observed value (black line). Futhermore, the ensemble mean is non-zero and tends to shadow the observed line during this period. Thus, we have a ‘good ensemble’ that is not yet saturated, yielding some initial period of skill.



In the second half of the forecast period the forecast ensemble mean is near constant and the ensemble envelope (dashed blue) nearly matches the climatological envelope (dashed black). We saw in the projection example above that these characteristics indicate that the ensemble has saturated and lost skill relative to climatology. These same characteristics are born out in the hindcast skill scores in the bottom panel of Figure 5b. The   M S S S   score is better than climatology for the first 5-year lead, reflecting the initial condition skill. The model error (  M S E  ) grows during the first 5-year lead while initial condition skill is present. After lead 5, the model error stabilises with the lead, indicating saturation of the forecast ensemble and skill dropping to the level of climatology (indicated by the   M S S S   near 0).




3.3. No Initial Conditions, Forcing


We now have the more usual case for climate projections where forcing is applied, but of course, no initial conditions are given, as in ‘historical’ climate runs. This experiment is shown in Figure 5c. As expected, the projection ensemble mean (dashed blue line) responds to the forcing and increases smoothly. What it does not do, and could not do, because it is not initialised, is follow the year-to-year variations of the observations (black line). Even in the first year or two, the projection ensemble mean is not expected to track the observations.



On the longer timescale here (two decades), both the observations and the projection ensemble respond to the forcing. Towards the end of the projection period shown in Figure 5c, the climate has warmed sufficiently that the projection ensemble envelope (dashed blue lines) has shifted almost entirely outside the original observations’ climatalogical envelope (dashed black lines). The observations also lie inside the projection envelope then, and have shifted outside the original observations’ climatology. The projections thus have forcing skill due to a climatology shift as depicted schematically in Figure 4. The projection ensemble would be a better guide to climate a decade or two ahead here than expectations based around the original observations’ climatology.



While we say that this projection has forcing skill, a large number of these projections need to be made in hindcast mode and scored against observed outcomes in order to make a determination that the system is skillful. The hindcast results (bottom panel of Figure 5c) do bear that out in this case. The   M S S S   is 0 at a short lead, indicating no more skill than climatology, but then grows steadily with lead time, indicating forcing skill that is much better than climatology.




3.4. Initial Conditions, Forcing


Climate forecasts usually include changes in forcing and can benefit from both initial condition skill and forcing skill. This case is shown in Figure 5d. The initial condition skill is evident here in that the forecast ensemble envelope (dashed blue lines) is narrower than the observational climatology envelope (dashed black lines) in the first few years and in that the forecast ensemble mean (dashed blue) tracks the interannual variations in the observations (black line) quite well for the first half decade.



By the second decade in Figure 5d the forecast ensemble mean is no longer tracking the interannual variations in the observations and the forecast has lost skill from initial conditions. However, like the previous projection example, the forecast ensemble captures the shift in climatology due to the forcing and thus has forcing skill. The hindcast results (bottom panel) show this behaviour. The skill (  M S S S  ) starts out high and is due to the initial conditions. The skill from the initial conditions diminishes with lead time over the first few leads as the model errors (  M S E  ) grow. The   M S S S   skill then slowly rises again with lead time (after lead 5), even as the growth of error saturates (  M S E   roughly constant with lead). This is because the forecast is gaining ‘skill’ from the forcing.



It is clear here that the skill conferred by forcing and initial conditions is different in nature. The initial condition skill derives from a narrowing of expected distribution of the target variable (relative to climatology), and the ability to say something about where in the distribution the target variable is more likely to be found. On the other hand, forcing skill leading to a climatological shift tells us how the overall climatology of the target variable is changing, but does not tell us whether one part of the distribution is more favoured or not.





4. Mixing Forecasts and Projections


There are some occasions where it might be convenient to use a set of forecasts as if they were projections, or conversely, to use projections as if they were forecasts. Forecasts can be treated as projections once they have lost initial condition skill. Projections can be treated as forecasts when forcing skill dominates initial condition skill. We discuss these cases in more detail here.



4.1. Forecasts as Projections


Climate forecasts can have both initial condition skill and forcing skill. Once the skill from initial conditions has been exhausted in a forecast, the forecast functions effectively like a projection. Like a projection, the forecast can then reap forcing skill. Such skill is potentially important in any S2D forecast because the change in forcing has an impact on these timescales [68,70,71].



However, suppose there was no change in forcing over the forecast period, as in our example in Section 3.2. What use is such a forecast ensemble when initial condition skill has been lost? The forecast ensemble now effectively just represents climatology, assuming the model climatology is representative of the observed climatology. In our simple example, the model and observed climatology are statistically identical, so this is indeed the case. On the face of it, representing the observed climatology is not offering much. In practice, however, this can be very useful information because the observed climatology of the target variable may not be well known. In particular, we are often interested in cases where the target variable takes on extreme values in its distribution, such as when a severe drought [72], flooding rain [73,74,75] or prolonged heatwave [76] occurs. These extremes sit in the tail of the distribution. For many climate datasets, we will have, at best, a century of instrumental observations. When we consider outcomes like extreme multiyear droughts, there will be very few extreme events in the hundred-year sequence, so the tails of the distribution will be poorly sampled [74].



S2D forecast groups have recognized that the collection of large ensembles of hindcasts and forecasts provides a sample of the population of the target variable that is many orders of magnitude larger than the observed population of the target variable [73]. If the model population has similar statistical characteristics to the observed population, then the model ensemble presents an opportunity to provide much better resolution of the extreme outcomes in the tails of the distribution.



The concept underlying this approach using the model large ensemble is represented schematically in Figure 6. A previously ‘unseen’ [73] event ‘X’ occurs that sits outside the sampled observations’ climatology. Perhaps such events would be observed in a longer sample of observations. However, lacking such observations, we do not know where this event might sit in a better-sampled distribution (represented hypothetically by the unknown region labelled ‘unsampled observations’). With few or no other events of this magnitude, there is little empirical basis to estimate the likelihood of such an event. One way around this is via extreme value theory [77], where one makes assumptions about the shape of the (unobserved) long tail of the observational distribution. The alternate approach considered here uses the large ensemble hindcast data to generate a much larger sample in the model world, represented by the outer shaded red region in Figure 6. The extreme event ‘X’ now lies inside this much broader climatological sample. If the model is deemed to be a sufficiently good representation of the statistics of the observed climate, then the model large ensemble climatology can be used to estimate the likelihood of event ‘X’ occurring, since there are many events of equivalent (or greater) magnitude to ‘X’ in the large ensemble.



Of course, in practice, our model would not have the same statistics underlying its climatology as observations, and we could not be certain that any change in the model tail were not simply a property of the model alone. In order to have some confidence in the model climatology, some tests need to be performed to assess how well the model climatology matches the observed climatology [72,73,78]. Systematic approaches to assess model climatologies are being undertaken as part of the project to share multimodel ensembles from initialised climate model runs [79].



If the model climatology is representative of the observed, then the very large sample generated from the model forecasts can provide a better indication of the likelihoods of very extreme events. Further, the circulation data to explore the mechanisms underlying these events is also available from the model forecasts, which presents an opportunity to better understand the events [73]. In this example, the model forecasts have exhausted their initial condition skill and are not useful for narrowing the expectation from a climatological distribution. However, they help elucidate that distribution more fully.




4.2. Projections as Forecasts


We noted earlier that projections are not initialised and can therefore have no skill from initial conditions. For most climate variables of interest, the short-term variation in values of the variable is driven by internal climate processes, and the response to forcing is felt more slowly over time. These internal variations can be tracked by initialising, as in forecasts. Without initialising, the internal variations in observations are generally not in sequence with equivalent variations in the models. In a projection ensemble, these internal variations will tend to ‘average-out’ in the ensemble mean at any given point in time. This is so because none of the individual projection members are initialised and will each have effectively random sequences of natural variability. For the observations, we only have one realisation, and so there is no ‘averaging-out’ of natural variations. At any given point in time, the observations will have some excursion away from the mean climate state due to internal variability. Therefore, for observations, we need to average over time (rather than members) to arrive at a target variable that can be meaningfully compared with the projections [80].



The time average for comparing observations with projections needs to be long enough so that the contributions from internal variations are small compared to the forced response (but not so long that even the forced response is obscured). Issues can arise in cases where this period is not sufficiently long. For example, the warming trends in climate projections have been compared with the observed trend to assess whether projections are warming at about the right rate [81]. The issues at play in making this judgement can be illustrated in Figure 5c with the toy model data. The projection ensemble here is a ‘good ensemble’ in that it encompasses the observations over the entire time series. While the ensemble mean of the projections (dashed blue line) increases fairly smoothly, the observations (and individual ensemble members) fluctuate between the warm and cold extremes of the projection ensemble envelope. The longer-term trend in observations over the entire period is close to the ensemble mean trend, but the observed trend over shorter periods of a decade or so can be zero, or even negative, for the right choice of start and end years. An assessment of projection trends and observed trend over a single period of a decade or so [81] is thus not an adequate test of model skill because the time average of the observations is not long enough [62,68] and because skill cannot be meaningfully assessed with a single trial. Many such comparisons would need to be performed to make a fair judgement about the projection forcing skill.



Methods have been developed to subsample model projections to more closely mimic forecasts [28,82,83,84]. In a large ensemble of projections, some of the projection members may be more or less in sequence with natural observed variations by chance alone. Such members have about the same initial state as observations, and thus might perform as if they were forecasts. To illustrate the subsampling method, we subsampled the projection members in the projection experiment in Figure 5c, retaining only those members that started close to the observed member and which had the same trend sign as the observed member at that initial time. The subsampled projections are shown in Figure 7. In this case, the ensemble mean of the projection subsample (dashed blue line) now tracks the observations member for half a decade and looks much more like the ensemble mean in the experiment with both forcing and initial conditions (Figure 5d).





5. Conclusions


The evaluation of climate forecasts and projections relates to a broad set of attributes about the quality of a set of model outputs. Verification is only one component of evaluation, but it is the component where model outcomes are compared with real world outcomes. The verification process is formalised through skill measures. The concept of skill is simple enough in as much as it requires comparison of a model forecast with a reference forecast. In practice, the assessment of skill is difficult because that assessment requires large numbers of comparable cases to develop stable skill estimates.



For the case of climate projections many decades ahead, there is no direct comparison with observed outcomes, and the concept of skill is not directly applicable. In this case, hindcasts over past decades can be performed to assess the skill of the system over past climate. Such assessment will be partial because the climate state may be different in the past and because the number of hindcast experiments is still likely to be very limited. Nonetheless, this is the only way to provide some empirical skill assessment pertinent to longer term climate projections.



For shorter-term climate projections over a decade or two, there have been past projections made that can now be compared with observations. However, skill assessment for short term projections is problematic when the target climate variable is influenced by natural variations as well as climate forcing on the time scale assessed. This is the case, for example, with surface temperature projections.



When natural variability is not small relative to the role of forcing, then it is important to initialise the model runs: that is, provide a forecast, not a projection. Climate forecasts are both initialised and provide an estimate of time varying forcing. When skill from initial conditions is exhausted, climate forecasts may still provide skill from forcing.



The skill conferred by initial conditions and forcing is manifested differently. Initial condition skill is usually associated with a narrowing of the expected distribution relative to a forecast baseline such as the climatological distribution. Forcing skill could be expressed through a shift in the overall climatological distribution without narrowing of the distribution per se. There may also be cases where forcing leads to a shift in residence between different preferred climate modes. In this case, forcing is associated with a change in shape of the distribution and could provide information about which part of the distribution is more favoured. In practice, both shifts and changes in the shape of the distribution will occur in response to forcing.



With ongoing warming and changes in the climate, the background climate that sets the experience of variability and extremes is changing. It will be important to update our views of these new climate normals with climate forecasts and projections, and in turn, to provide skill assessments of these outlooks. Without good faith efforts at verification, the accuracy of climate forecasts and projections remains partly, and perhaps substantially, open-ended. With verification, there are still limited trials on climate timescales and limited numbers of forecasts, that mean any resulting skill assessment is also partial. While partial skill assessments may provide only weak ‘truthing’ of a climate product, that is still better than no ‘truthing’. The concept of skill is subtle and there are pitfalls in interpretation [5,26,40,66,69]. Users of climate forecasts and projections may be better placed to interpret skill in climate products and apply them when they have an appreciation of the limitations and sources of skill as outlined here. However, this assessment was substantially simplified and ignored some of the key challenges in skill assessment [85,86,87,88], which need to be addressed and communicated in future work.
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Figure 1. Schematic of a forecast ensemble with biases. The shaded grey area represents the climatological space of the target variable as defined by past observations, with darker shading indicating regions that are occupied more frequently. The area inside the green line on the left represents the climatological space of the target variable at lead 0 defined by many past forecasts in the forecast model. The current forecast is initiated in the red ellipse around the point in climatological space where the target variable is observed to start. The forecast ensemble members follow the solid red lines and land in a region of climatological space (red shading inside solid red line) at a given lead time. The forecast climatology of the model at this lead time is defined by many past forecasts at this lead time and is given by the space inside the solid green line on the right. The bias-corrected forecast ensemble members are represented by the dashed red lines and land inside the space enclosed by dashed red lines. The dashed green lines represent the climatology of the bias-corrected forecasts at lead n. The dark/light blue lines represent the observed outcome for a case where this lies inside/outside the bias-corrected forecast ensemble. 
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Figure 2. Schematic of a forecast ensemble without biases. At lead 0, the forecast members (red) are initialised close to observations (blue). At short lead times (middle panel), the forecast ensemble members have spread somewhat (within the space enclosed by the red line), but still span only a part of the whole climatological space of observations (spanned by the black line). At sufficiently long lead times, the forecast has lost skill and the ensemble members now effectively span the whole climatological space of observations (red and black lines nearly colocated). 
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Figure 3. Internal response to forcing. The projection starts on the left with most of the projection members resident in a strongly preferred region of the climatology represented by the upper darker grey space. In response to forcing, the weakly preferred lower grey space (on the left) becomes the strongly preferred region, attracting more members, as shown by its darker shading on the right. 
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Figure 4. Climatology shifts in response to forcing. The climatological space of the target variable is represented by the grey region on the left. This region shifts in response to forcing to yield the red region on the right. 
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Figure 5. Experiments without and with initial conditions and forcing. The four cases correspond to experiments with (a) no initial conditions and no forcing, (b) initial conditions and no forcing, (c) no initial conditions and forcing, and (d) both initial conditions and forcing. In part (a), top panel, the colored lines show a set of 30 idealised climate projections, nominally starting in 1950. The solid black line is the member taken to represent the ‘observations’. The horizontal dashed black lines represent the 2.5, 50, and 97.5 percentile values of the climatological distribution of ‘observations’ calculated from the long control run of the model. The dashed blue lines are the values of the 2.5 percentile, ensemble mean, and 97.5 percentile from the distribution of 100 projection members, calculated each year to show their variation in time. In part (a), the bottom panel shows the MSE and MSSS skill scores from this experiment as a function of lead time. The skill scores are calculated over the 150 forecasts in each experiment. In part (b), the colored lines are a set of 30 forecast members without forcing. The solid and dashed lines are defined as in part a. In part (c), top panel, the colored lines are a set of 30 projection members with forcing. The observations are represented by the black line, which has the same linear forcing term as the projection members. In part (d), top panel, the colored lines are 30 forecast members with forcing. The same linear forcing has been applied to the forecast members and the observed member (black line). 
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Figure 6. Observed and large ensemble climatologies. The observed climatology is represented by the shaded gray area labeled ‘sampled observations’. With a hypothetical longer sample of observations, the observed climatology could be broader and is represented here as ‘unsampled observations’. The model climatology from a small/large hindcast ensemble is represented by the small/large shaded red regions. A single extreme event ’X’ occurs, which is outside the sampled observation space but inside the large ensemble space. 
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Figure 7. As in Figure 5c, but where only a selected subset of projection members have been included in the projection ensemble. The selected subset are within   ± 0.05   K of the observation member at the second time step and have the same sign of change from the first to second time step. 
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Table 1. Simple model experiments.






Table 1. Simple model experiments.










	
	No Initial Conditions
	Initial Conditions





	No forcing
	Control run
	Weather forecast



	Forcing
	Historical run
	Climate forecast
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