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Abstract

With the rapid evolution of Digital Twins and Embodied Al, achieving fast, dense, and
high-precision 3D perception in unknown environments has become paramount. However,
existing Visual SLAM paradigms face a critical dilemma: geometry-based methods often
fail in texture-less areas due to feature scarcity, while learning-based approaches frequently
suffer from scale drift and unphysical deformations. To bridge this gap, we propose VGGT-
Geo, anovel SLAM system that synergizes generative priors from Large Foundation Models
with multi-modal geometric optimization. Distinguishing itself from simple cascaded
architectures, we construct a Probabilistic Geometric Fusion framework, consisting of
(1) Generative Warm-start, leveraging the holistic scene understanding capabilities of
the VGGT, (2) Confidence-Aware Optimization to extract dense features via DINOv3
and predict their confidence map, and (3) a Multi-Modal Constraint Closure that fuses
point-line features and metric depth priors to constrain rotational Degrees of Freedom in
Manhattan Worlds. We conducted systematic evaluations on TUM, Replica, Tanks and
Temples, and a challenging self-collected dataset featuring extreme lighting and texture-less
walls. Experimental results demonstrate that VGGT-Geo exhibits superior robustness and
accuracy in unseen environments. On our most challenging dataset, it achieves an Absolute
Trajectory Error of 4-5 cm and a Relative Rotation Error of 0.79°, outperforming current
state-of-the-art methods by approximately 50% in trajectory accuracy. This study validates
that synergizing the intuition of Large Foundation Models with geometric rigor is a viable
path toward next-generation robust SLAM.

Keywords: 3D reconstruction; VGGT; SLAM; indoor modeling; digital twin

1. Introduction

Dense Simultaneous Localization and Mapping (SLAM) constitutes a foundational
capability for rapid 3D data collection in fields such as Augmented Reality (AR), robot navi-
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gation, and Digital Twins. Traditional SLAM systems typically adopt a multi-stage pipeline
consisting of “camera pose optimization + dense/sparse mapping”: they first solve for
accurate trajectories via feature matching and Bundle Adjustment (BA), followed by dense
model generation utilizing multi-view geometry or Truncated Signed Distance Function
(TSDF) [1] fusion. While this paradigm excels in precision, it incurs high computational
complexity, requires cumbersome parameter tuning, and imposes a heavy dependency on
hardware resources. For resource-constrained embedded devices or real-time interactive
applications, traditional methods relying on iterative optimization often struggle to meet
the dual requirements of “second-level latency and centimeter-level precision”.

Early dense SLAM approaches relied heavily on depth sensors such as DGS-SLAM and
MVS-SLAM [2,3]. By leveraging depth cameras to directly acquire scale-consistent depth
observations, these systems bypassed the inherent challenges of traditional multi-view
geometry. However, their reconstruction quality is largely contingent upon the precision of
the depth sensors. Recently, dense monocular SLAM methods based on Neural Implicit
Representations [4] and 3D Gaussian Splatting (3D GS) [5] have enabled high-level scene
expression. Nevertheless, these methods are often confined to offline processing, failing
to meet real-time reconstruction standards; furthermore, their reconstruction accuracy is
fundamentally limited by the quality of the initial point cloud.

In recent years, end-to-end learning-based SLAM methods (e.g., DUSt3R, Spann3R,
SLAMB3R) [6-8] have emerged, directly outputting dense point clouds via feed-forward
networks. While these methods bypass the explicit Bundle Adjustment (BA) [9] process
and tedious geometric solving and validation [10], they continue to suffer from limited local
window constraints, significant long-sequence drift, and insufficient global consistency.

Firstly, Vision Geometry Ground Transformer (VGGT) [11] methods predominantly
rely on the “two-frame depth prediction to incremental fusion” paradigm. The networks
learn geometric consistency only within the scope of local disparity, lacking global ge-
ometric closure constraints across frames or loops. Once depth estimation is misled by
texture-less or repetitive regions, these errors are unconditionally integrated into the global

model and accumulate over subsequent frames, eventually leading to geometric artifacts
such as floating blocks and double-layered surfaces (as shown in Figure 1).

Figure 1. Qualitative Comparison of Multi-frame Point Cloud Accumulation. (left) VGGT (Baseline):
The point cloud generated by directly accumulating multi-frame predictions from the raw VGGT
model, showing inconsistent depth predictions across frames. (right) Ours (VGGT-Geo): The resulting
point cloud eliminates the “ghosting” effects, exhibiting single-layered, sharp surfaces and correct
structural consistency.

Secondly, unlike traditional SLAM which relies on Bag-of-Words (BoW) [12] or ge-
ometric retrieval for relocalization and global graph optimization, end-to-end networks
often store historical states “implicitly” via external memory or recurrent networks. This
makes it difficult to accurately determine global correspondences between frames, resulting
in insufficient loop closure capabilities.
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Finally, end-to-end methods directly regress point coordinates; without global con-
straints on cross-scene scale variations, “streaking artifacts” tend to occur in distant regions.
Furthermore, confidence learning struggles to eliminate outliers, leaving floating noise on
smooth surfaces.

In contrast our VGGT-Geo endows the system with the capability to recover funda-
mental visual geometry in unknown scenes and thus outperform previous approaches that
simply treat network outputs as observations. The main contributions of this paper are
summarized as follows:

1. A deeply coupled framework synergizing generative priors and geometric optimiza-
tion: We leverage the generative capabilities of a VGGT to provide “Warm-start”
initialization for the non-convex backend optimization, placing the solver within
the basin of convergence. Simultaneously, we utilize dense features from DINOv3
for fine-grained association. This “Coarse Generation + Fine Optimization” dual-
branch architecture effectively resolves the contradiction between the initialization
difficulties of traditional methods and the poor geometric consistency of pure learning-
based methods.

2. A Confidence-Aware Multi-Modal Backend: Targeting indoor texture-less and struc-
tured environments, we design a joint factor graph incorporating sparse points, se-
mantic line segments, and metric depth priors. The core innovation lies in leveraging
the confidence map predicted by large models to dynamically re-weight residuals
across different modalities. This allows the system to adaptively utilize line features
to constrain rotational Degrees of Freedom (e.g., in Manhattan Worlds) and employ
MoGe-2 priors as adaptive Anchors, thereby strictly eliminating monocular scale drift.

3. SOTA performance and robust Zero-Shot generalization in challenging real-world
scenarios: We conducted extensive evaluations on benchmarks ranging from stan-
dard datasets (TUM, Replica) to challenging self-collected scenarios (featuring long
corridors and white walls). Rigorous verification against LIDAR Ground Truth
demonstrates that VGGT-Geo not only outperforms existing SOTA methods in stan-
dard scenes but also maintains centimeter-level trajectory consistency in Out-of-
Distribution (OOD) scenarios where baseline methods completely fail.

2. Related Work

In recent years, the field of Visual SLAM has undergone a profound paradigm shift
from “rule-based hand-crafted designs” to “data-driven deep learning” paradigms. We
review related advancements across three dimensions: foundation model priors, hybrid
SLAM architectures, and the application of geometric constraints.

2.1. Foundation Models for 3D Vision

Traditional SLAM systems rely on hand-crafted features [13-15] (e.g., ORB, SIFT) and
geometric models. While these methods excel in accuracy within controlled environments,
they exhibit poor robustness in texture-less or illumination-varying scenarios. Transform-
ers, holistic geometric regression models, represented by DUSt3R, have changed the game.
DUSH3R discards traditional epipolar geometry constraints and utilizes Transformers to
directly regress dense point clouds (Point maps) from image pairs, demonstrating astonish-
ing Zero-shot generalization capabilities. Subsequently, MASt3R further enhanced feature
association capabilities by introducing a matching head. VGGT introduced more compre-
hensive generative priors, capable of parallelly outputting camera poses, intrinsics, and
dense depth. However, these foundation models are typically designed for “image pairs”
or “short windows”. When applied directly to long video sequences, due to the lack of
Global Consistency constraints, inter-frame prediction errors accumulate unboundedly,
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leading to “scale drift” and even severe geometric distortion of the scene. This indicates
that relying solely on feed-forward predictions from large models is insufficient to construct
a reliable, globally consistent SLAM system.

2.2. Hybrid SLAM: Bridging Learning and Optimization

To address the drift issue inherent in pure feed-forward methods, researchers have
begun exploring hybrid architectures combining “Deep Priors” with “Traditional Opti-
mization,” which has become the mainstream direction for current State-of-the-Art (SOTA)
approaches. Feed-forward Enhanced: SLAM3R adopts a “local prediction-global fusion”
strategy, utilizing sliding windows to generate local point clouds and incrementally register
them. Although it introduces smoothing terms, it remains fundamentally a pure feed-
forward system, lacking an explicit Bundle Adjustment (BA) [9] backend. Experiments
show that SLAM3R is prone to geometric fractures or “double-wall” phenomena in long
corridors or large loop scenarios. Optimization Enhanced: MASt3R-SLAM [16] represents
the current state-of-the-art. It utilizes MASt3R for frontend matching and introduces point-
based graph optimization in the backend. Although incorporating BA significantly reduces
drift, MASt3R-SLAM is overly dependent on the matching quality of point features. In
weak-texture regions such as indoor white walls or glass curtains, point features are often
sparse and unreliable, leading to optimization degradation. On the other hand, VGGT-
SLAM [17] attempts global optimization of submaps on the Lie Group SL (4) manifold.
However, our empirical tests reveal that this method is extremely sensitive to the quality
of frontend initialization. In unknown real-world scenarios that differ significantly from
the training distribution (Out-of-Distribution), the VGGT-SLAM frontend often generates
numerous outliers, causing backend optimization divergence.

Unlike the mentioned methods, VGGT-Geo does not attempt to replace geometry with
networks but rather dedicates itself to quantifying geometric confidence via networks. We
not only utilize VGGT for initialization but also introduce a Probabilistic Multi-Modal BA,
thereby finding a new equilibrium between generalization and precision.

2.3. Geometric Priors and Uncertainty Modeling

In indoor man-made environments (Manhattan World [18]), point features alone
are often insufficient to constrain all Degrees of Freedom (DoF) [19]. Line Constraints:
Traditional methods like PL-SLAM [20] have long demonstrated the effectiveness of Line
Features in structured scenes. However, traditional line detection (e.g., LSD [21]) is not only
prone to fragmentation but also struggles to describe the “confidence” of line segments.
Depth Constraints: With the maturation of monocular depth estimation (e.g., MoGe-2 [22]),
introducing depth maps as regularization terms has become standard practice to resolve
monocular scale ambiguity. However, existing combination methods mostly employ Hard
Constraints, assuming extracted lines or depth values are perfectly trustworthy. This is error
prone in practice because incorrect line matching or depth artifacts can directly destroy
optimization results.

3. Method
3.1. System Overview and Probabilistic Formulation

Our proposed VGGT-Geo system is designed to tackle the inherent challenges of
geometric ambiguity and cumulative drift in monocular visual SLAM. Distinguishing itself
from traditional pure geometric approaches or purely end-to-end learning methods, we
introduce a novel paradigm of Probabilistic Geometric Fusion (Figure 2).
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Figure 2. System Overview of VGGT-Geo. Given a RGB video stream, our pipeline leverages a
Generative Frontend to provide warm-start initialization, followed by a Backend that performs
geometric optimization using depth, points, and lines, significantly enhancing the robustness and

generalization of dense scene reconstruction.

We formulate the SLAM problem as a joint posterior probability estimation of the
system state X" over a Factor Graph. Let the input image sequencebe Z = {Iy, ..., Iy }. The
system state variables & to be estimated are defined as:

X ={T,K, D} (1)

where T = {T; € SE(3)}Y, denotes the set of camera poses, K represents the camera
intrinsics (assumed to be globally shared), and D = {Di}fi ; denotes the dense inverse
depth map for each frame.

Based on Bayes’ rule, given the observation set Z (comprising image features and pre-
trained priors), the optimal state estimation ™* corresponds to the Maximum A Posteriori
(MAP) [23] estimation:

x* = argmax P(X|Z) x P(X) ()

P(Z]X)
SN—~— SN~
Geometric Likelihood ~Generative Prior

We transform this probability maximization problem into the minimization of a nega-
tive log-likelihood energy function Ejy; (X):

Etotal(X) = Z EgEO(irj) +)‘Z Eprior(Di) (3)
(ij)e€ i€y

Here, Egeo (i, j) represents the geometric observation term constructed based on DI-
NOv3 features, incorporating sparse point Esparse and dense line Ej;,,, constraints to enforce
multi-view geometric consistency; E o, is the depth prior regularization term based on
MoGe-2, serving as a Metric Scale Anchor, and regarding initialization (implicit in the
starting values), we leverage the predictions generated by VGGT as the initial guess for
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non-linear optimization, ensuring the solver resides within the Basin of Convergence of the
global optimum. In this manner, VGGT-Geo achieves a deep coupling between generative
foundation model priors and traditional multi-view geometric constraints.

Finally, regarding initialization, we leverage the holistic predictions generated by
VGGT as the “Warm-start” initial guess for the non-linear optimization. This ensures that
the solver resides within the Basin of Convergence of the global optimum, achieving a
deep coupling between generative foundation model priors and traditional multi-view
geometric constraints.

3.2. Generative Frontend: Initialization & Confidence-Aware Perception

To facilitate the backend optimization, we design a dual-branch generative frontend ded-
icated to “coarse trajectory initialization” and “fine-grained feature perception,” respectively.

a. Holistic Initialization via VGGT:

The success of non-linear optimization (e.g., Bundle Adjustment) is heavily contingent
upon the quality of initialization. Traditional SLAM methods often struggle to provide
reliable initial estimates in scenarios featuring pure rotation, large baselines, or texture-less
regions. We leverage the pre-trained VGGT as the system’s startup engine. For a given
input sliding window of frames, VGGT parallelly regresses the initial camera extrinsics
T?88!, intrinsics KY8&!, and the corresponding dense point clouds P?88!. Although the direct
outputs of VGGT lack metric precision over long sequences, by learning perspective laws
from massive datasets, it provides initial solutions A;,;; with correct global structures. We
utilize the depth maps projected from P?88! as initial guesses for the state variables D,
thereby avoiding local minima traps associated with “cold-start” optimization.

b. Perceptual Confidence map via DINOv3 Features:

Constructing high-precision geometric constraints necessitates robust feature associa-
tion. We adopt DINOV3 as our dense feature extractor. Beyond high-dimensional semantic
descriptors, we leverage the attention mechanism inherent in the Vision Transformer ar-
chitecture to derive a pixel-wise Confidence Map (Q) € [O, 11H*W), We formulate Q) as a
measure of Feature Saliency and Matching Reliability. High confidence values typically
correspond to structurally distinct regions (e.g., edges, corners) where the attention heads
focus intensely, while low values indicate ambiguous areas (e.g., texture-less walls, specu-
lar highlights). This metric serves as a robust, data-driven prior to guiding the backend
optimization, allowing the system to dynamically down-weight noisy observations in the
energy function.

3.3. Construction of Geometric Constraints

Let V be the set of keyframes, and graph edges £ represent frame pairs with high
contribution scores. The camera extrinsic parameter of the i-th frame is T; € SE(3), and
the intrinsic parameter is k = (fx, fy, cx, ¢y). The depth field of the i-th frame is denoted as
D;. In the core part of VGGT-Geo, we solve the Bundle Adjustment (BA) problem for the
following variables:

Etotal({Ti}/ {Di}r k) = Z [Eline(Ti/ Tjr Di/ k) + Esparse (Tu sz Dir k)} + “Z Edepth(Di) (4)

(ij)e€ i€y
where Ej;;,. utilizes line matching constraints between frames i and j, Espmg utilizes sparse
key point matching constraints, and Eg,,, is dense depth regularization. These terms
ensure the global consistency and robustness of pose estimation through weighted summa-
tion. The hyperparameter a (corresponding to the A in Equation (3)) controls the strength of
the adaptive Scale Anchor. We employ the Levenberg-Marquardt (LM) solver to minimize
this energy function. The details of these three constraints are described below.

https:/ /doi.org/10.3390/ijgi15020085
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3.3.1. Confidence-Aware Line Constraints

Indoor man-made environments (Manhattan World) typically abound with linear
edges that are structurally distinct yet texturally sparse (e.g., wall corners, door frames,
and ceiling boundaries). In such regions, point features are often difficult to extract or
degenerate into a single direction, resulting in reduced observability of the system state,
particularly in constraining the camera’s rotational Degrees of Freedom (DoF). To bridge
this observability gap, we construct geometric constraints based on line features.

Distinguishing ourselves from traditional methods that require complex 3D line pa-
rameterizations (such as Pliicker coordinates), we adopt a more efficient Implicit 3D Line
Constraint strategy. Let ]; denote a 2D line segment (Figure 3) which we used LETR de-
coder [24] detected in the reference frame I;. While the corresponding 3D line is physically
determined by the inverse depths of its endpoints, during optimization, we implicitly index
it utilizing the dense inverse depth map D; from DINOv3. Let ]; denote the corresponding
matched line segment in the current frame [;; we parameterize it using the normalized
plane equation:

aju +bjo+cj = O,s.t.a]2 + b]2 =1 (5)

c - -

oarse O _

Decoder % = Fine Decoder »r FFN
Encode
Feature

Line Segments

Figure 3. Illustration of the LETR-based Line Extraction Decoder. This component is responsible for
detecting semantic lines to constrain rotational degrees of freedom in the Confidence-Aware Line
Constraints module.

To construct residuals, we uniformly sample a set of points u;; € S(I;) along the
reference line segment /; with a step size As. We transform these sampled points to the
pixel coordinate system of the current frame I; via the relative pose T;; = T]-Ti_1 and inverse
depth D;(u;), obtaining the projected points u; .

The line reprojection residual 7y, (14; 5) is defined as the algebraic distance from the
projected point to the target line:

rline(ui,s) = ajug,s + be:,S + ¢ ©)

Traditional geometric methods operate under the assumption that all extracted line
segments are equally reliable—an assumption that often fails in real-world scenarios
containing shadow boundaries or dynamic occlusions. To address this, we leverage the
feature decoding head of DINOV3 to estimate a Reliability Weight () for each pixel along
the line segment. We incorporate this weight into the energy function, transforming the
pure geometric error into a probabilistically weighted loss function:

Einelif) = L L p(Qi0)- | rineuss) 1) )

i’l’lEC,‘]‘ SES(Z{”)
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where p(-) represents the Huber kernel function. This mechanism enables the optimizer
to adaptively focus on geometric edges that are semantically clear and structurally stable,
while automatically suppressing edges that are texturally blurred or ambiguous, thereby
significantly enhancing the robustness of pose estimation in low-texture regions.

3.3.2. Joint Optimization with Sparse Keypoints

While line features enhance rotational constraints, they suffer from an inherent limita-
tion regarding translational constraints along the line direction (i.e., the aperture problem).
To secure isotropic positional constraints, we retain sparse keypoints match obtained by
MAGH3R as the foundation of geometric optimization (Figure 4).

» Pointmap
Head 3D
Transformer —— Confidence

Decoder
Head desc

uonuB1IL-SS0I)

» Local features
Geometrical

matching
Fast NN

» Pointmap
Head 3D
Transformer

» Confidence

Decoder Head desc Feature-based matching

Local features

Figure 4. We utilize the MASt3R matching head to establish robust point correspondences be-
tween frames, providing essential isotropic positional constraints that complement the directional
constraints of line features, thereby resolving the aperture problem.

To ensure computational efficiency and preserve the consistency of dense reconstruc-
tion, we do not explicitly maintain independent 3D landmarks in the backend. Instead,
we directly optimize the inverse depth maps of keyframes. This implies that the sparse
point constraints (Esparse), line constraints (Ej;,,.), and depth priors (Egep,) share the same
set of geometric state variables, thereby guaranteeing the strict coupling of multi-modal
constraints within the physical space.

Let ¢;j denote the set of matched point pairs between frame [; and I;. For a matched
pair (u;,u;), the reprojection residual is defined as:

Tsparse(”i) = N(le T;, Di(”i)fui) U ®)

where 71(-) represents the pinhole camera projection function. To mitigate the impact of
unreliable feature matches common in indoor environments, we incorporate the frontend
confidence scores directly into the bundle adjustment. We formulate the sparse point
constraint as a Confidence-Weighted Least Squares problem. The energy term is defined as:

Espurse(ilj) = Z P(Q(”i), : H rspurse(ui) ||2) (9)

(uj,uj)€C;;

where p(+) represents the Huber robust kernel. In our implementation, we map the nor-
malized confidence score to the optimization weight via Q(u;) = aQ(u;) + ¢, effectively
down-weighting residuals in regions with low perceptual confidence. This strategy en-
ables the optimizer to “softly” reject outliers in texture-less regions without requiring hard
thresholds or complex probabilistic inference.

https://doi.org/10.3390/ijgi15020085
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3.3.3. Adaptive Depth Regularization with Metric Priors

Recovering the true Metric Scale is a prerequisite for applications in indoor robot
navigation and Digital Twins. However, monocular vision suffers from inherent Gauge
Freedom, rendering pure geometric optimization highly susceptible to scale drift. To break
this ill-posedness, we introduce the absolute depth map Df”or(u) provided by the pre-
trained monocular depth estimation network (MoGe-2) as the system’s Scale Anchor.

To seamlessly integrate this data-driven prior into the geometric optimization frame-
work, we design a confidence-weighted depth regularization term. For a pixel u in keyframe
i, the energy function is defined as:

Eaeprn(i) = Y. p(Q(u;)- || Di(ut) — D™ (u) [|?) (10)

ueQ);

where D;(u) denotes the state variable to be optimized (inverse depth). In standard monoc-
ular SLAM, scale errors accumulate indefinitely over time. By explicitly penalizing the
deviation between the estimated state D;(u) and the metric prior Dip”w across the sliding
window, we effectively suppress this accumulation. This formulation endows the system
with an adaptive behavior to achieve the best of both worlds.

In texture-less regions (Low ()): Where geometric observations are vanishingly weak
(e.g., white walls), the optimizer is primarily constrained by the prior. The system relies
on the Soft Anchor to lock the absolute scale and prevent surface collapse, effectively
mitigating the drift typical of monocular methods. In texture-rich regions (High (3): The
dominance of high-fidelity geometric residuals increases. The formulation allows the
optimized depth D;(u) to deviate elastically from the prior D! (1) to satisfy strict multi-
view geometric consistency. This ensures that potentially noisy network predictions are
corrected by reliable visual observations, preserving local metric accuracy.

3.4. Backend: Graph Construction and Optimization

To balance the trade-off between reconstruction accuracy and real-time performance,
we do not optimize every incoming frame. Instead, we dynamically construct a Factor
Graph based on keyframe selection and maintain a bounded computational load using a
sliding window strategy.

We employ a strategy based on relative motion thresholds to select informative
keyframes from the input video stream. Let T}, be the pose of the last inserted keyframe
and T¢y, be the estimated pose of the current frame (initialized by the VGGT frontend). A
current frame is selected as a new keyframe K, if the relative motion satisfies either of
the following criteria:

| at>w or | Log(AR) > T (a1

where At and AR represent the relative translation and rotation between T, and Tj,s. Tt
and 1R are pre-defined thresholds. This strategy ensures that the system captures sufficient
parallax for triangulation while avoiding redundant computations in stationary scenarios.
Additionally, frames with a tracking inlier ratio below a distinct threshold are explicitly
forced as keyframes to prevent tracking failure in difficult regions.

Once a new keyframe K; is added to the graph, we establish edges £ to enforce
geometric constraints. Unlike simple temporal chaining, we construct a covisibility graph
based on feature correspondence to strengthen global consistency. For the new keyframe
Kj, we retrieve a set of candidate reference keyframes K; from the optimization window.
We utilize the matching head of MASt3R/DINOV3 to calculate the number of valid feature
matches N/ between K; and each candidate K;. An edge (i,]) is added to the factor

match
graph only if the number of matches exceeds a significance threshold:

https:/ /doi.org/10.3390/ijgi15020085
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(l/]) €& lf Nr(ni;jt)ch > Tatch (12)

This criterion defines the “contribution score” mentioned in Equation (4), ensuring
that optimization is driven only by reliable multi-view connections.

To maintain constant-time complexity for long-term operation, we employ a Sliding
Window optimization strategy.

We maintain an optimization window of fixed size N. The total energy function
(Equation (4)) is minimized over the active state variables within this window. When a new
keyframe is inserted and the window size exceeds N, we apply a marginalization strategy
based on the Schur Complement. Specifically, we marginalize out the oldest keyframe and
its corresponding measurements, converting their information into a linearized prior term
(comprising the Hessian matrix and gradient vector) which is added to the cost function.
This mechanism effectively preserves historical geometric information to mitigate drift
while keeping computational resources bounded.

The resulting non-linear least squares problem is solved using the Levenberg-
Marquardt (LM) algorithm. We choose LM over the standard Gauss-Newton method
for its superior stability and robustness. The damping term in LM effectively handles the
potential ill-conditioning of the Hessian matrix and the inherent gauge freedom in monocu-
lar systems, ensuring reliable convergence even under challenging initialization conditions.

4. Experiment

4.1. Experiments
4.1.1. Datasets

To comprehensively evaluate the generalization capability of VGGT-Geo across diverse
domains, we employ a three-tiered dataset strategy: Standard Academic Benchmarks:
Comprising TUM RGB-D (real-world indoor) [25] and Replica (high-fidelity synthetic) [26]
datasets, serving to quantitatively assess the system’s limit accuracy within controlled
environments. Large-Scale Generalization Stress-Test: Utilizing Tanks and Temples (Barn,
Palace, Temple) [27] to challenge the system’s trajectory consistency in large-scale scenes.
Challenging Self-Collected Dataset (Ours-Real): This constitutes the core testing ground of
this work. We captured office building scenarios using a handheld RGB camera, featuring
distinct Geometric Degeneracy characteristics such as long corridors, glass curtain walls,
and texture-less white walls.

To ensure the rigor of the evaluation on our self-collected dataset, we eschewed
traditional COLMAP-based [28] pseudo-ground truth. Instead, we employed a Leica P50 3D
terrestrial laser scanner for high-fidelity ground truth generation. The dataset was collected
across an eight-story office building, covering multiple floors and diverse indoor topologies.
The overall scene spans a significantly large area, with the maximum continuous trajectory
distance reaching approximately 200 m.

We utilized a combination of traverse survey methods and resection methods across a
total of 40 scanning stations. Multiple control points were established outdoors to guide
the indoor scans, strictly controlling indoor accuracy. The input images were captured at
4K resolution (4096 x 3072). Crucially, the dataset features scenarios designed to challenge
the system:

Long Corridors: Characterized by low texture and repetitive visual patterns, testing
robustness against geometric degeneracy.

Glass Walls & White Walls: Introducing challenges from specular reflection and
texture-less surfaces.

Ultimately, by rigorously adhering to professional surveying techniques, we achieved
an exceptional average point cloud error of £2 mm, confirming the high quality of our
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geometric benchmark. We employ a multi-sensor system combining LiDAR and an RGB
camera to reconstruct high-precision geometry. To ensure comprehensive evaluation,
the data collection spans both outdoor and indoor environments across multiple floors
(8 stories) of an office building, explicitly incorporating complex vertical topologies such
as staircases. These reconstructions serve as the geometric ground truth benchmark for
evaluating our self-collected dataset.

4.1.2. Baselines & Metrics

We benchmark VGGT-Geo against three representative classes of state-of-the-art methods:

MASt3R-SLAM: The current SOTA, representing the paradigm of strong optimiza-
tion based on point features. SLAM3R: Representing the “pure end-to-end feed-forward”
paradigm without explicit BA. VGGT-SLAM: Representing the “generative paradigm based
on manifold optimization.

We employ standard Absolute Trajectory Error (ATE) [29] to evaluate global consis-
tency, Relative Rotation Error (RRE) [29] to assess local geometric constraint capabilities
and calculate the Root Mean Square Error (RMSE) [29] between reconstructed depth and
the scanner ground truth to verify scale accuracy.

4.1.3. Implementation Details

Our system is implemented in PyTorch 1.2.1 and executed on a desktop PC equipped
with an NVIDIA RTX 5090 GPU (NVIDIA Corporation, USA). To ensure real-time perfor-
mance and evaluate zero-shot generalization, both the DINOv3 (ViT-L/16) [30] feature
extractor and the LETR line detector are loaded with official pre-trained weights and kept
strictly frozen without online fine-tuning. Input images are resized to 640 x 480 pixels for
inference. For the backend, we employ a sliding window optimization strategy with a size
of N = 10, using the Levenberg-Marquardt algorithm to solve the nonlinear least squares
problem; when the window is full, the oldest keyframe is marginalized using the Schur
complement to preserve historical priors. New keyframes are inserted based on relative
motion thresholds of translation 7; > 0.15 m and rotation g > 5°. If the number of valid
tracked features falls below T;,,¢c; = 50. The depth weight « is set 2.0 to strictly enforce
the global scale anchor provided by MoGe-2, thereby preventing monocular scale drift,
while still retaining sufficient flexibility for multi-view geometric constraints to refine local
structural details. We utilized Huber robust loss with a threshold of § = 1.5 pixels for all
residuals. Finally, line segments are sampled with a step size of As = 10 pixels to balance
computational efficiency with constraint density.

4.2. Evaluation
4.2.1. Results on Self-Capture Datasets

We present a comprehensive comparison of different methods (including MASt3R-
SLAM, SLAMB3R, VGGT-SLAM, and our proposed method). Specifically, we evaluate the
performance from two dimensions: we qualitatively assess the structural completeness
of the reconstructed point clouds (Figure 5) and quantitatively evaluate the geometric
consistency via trajectory and depth error metrics (Table 1). As illustrated in the qualitative
results below, our method demonstrates superior performance when dealing with unknown
complex scenarios. For pure feed-forward methods (SLAM3R), due to the lack of effective
geometric constraints, point cloud reconstruction often suffers from local drift or even
global collapse, making it difficult to maintain structural consistency. Similarly, MASt3R-
SLAM can generate dense point clouds in some scenarios, but its results generally have
issues of blurred geometric details and unclear boundaries, indicating insufficient reliance
on geometric consistency.
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Scene 1

Scene 2

Scene 3

Scene 4

MAST3R-SLAM

Figure 5. Qualitative Comparison with Existing End-to-End SLAM Methods. We evaluate the
reconstruction performance across four challenging indoor scenarios: Scene 1 (Office), Scene 2 (Hall),
Scene 3 (Long Corridor), and Scene 4 (Multi-story Staircase). VGGT-Geo (Ours) demonstrates superior
structural completeness and reduced drift compared to baseline methods.

Table 1. Quantitative Comparison (ATE, RTE, RRE) on Scene 1 and Scene 2.

Scene 1 Scene 2
Methods ATE (cm) RTE (cm) RRE (°) ATE (cm) RTE (cm) RRE (°)
MAST3R-SLAM 7.8 2.3 6.3 6.1 4.9 5.6
SLAM-3R 12.6 6.9 129 9.2 7.3 7.9
VGGT-SLAM Track Fail Track Fail Track Fail Track Fail Track Fail Track Fail
OURS 4.1 1.2 0.79 4.7 1.3 1.21

In the experiment, we calculated the ATE, RTE and RRE, and intrinsic parameter devia-
tion (focal length) under the pinhole model (Figure 6). To ensure the reliability of geometric
ground truth, we adopted accurately calibrated camera-LiDAR extrinsic parameters and
strictly aligned the estimated trajectory with the trajectory provided by FAST-LIVO2 [31]
through temporal synchronization.

It should be noted that in the unfamiliar real-world environments we collected, ex-
isting methods (such as feed-forward point cloud recovery or SLAM systems with weak
constraints) often suffer from large-scale drift or even reconstruction failure due to signifi-
cantly insufficient reconstruction quality, thus lacking reference value for direct comparison.
Under such circumstances, we mainly focused the evaluation on the comparison between
our method and LiDAR ground truth (Scene 1, Scene 2), and demonstrated the geometric

https://doi.org/10.3390/ijgi15020085


https://doi.org/10.3390/ijgi15020085

ISPRS Int. ]. Geo-Inf. 2026, 15, 85

13 of 22

consistency and scale accuracy of our method in real-world scenarios through qualita-
tive analysis.

Camera Pose

Figure 6. Illustration of 3D Camera Poses and Trajectory. Visual representation of the estimated
camera poses aligned within the reconstructed scene geometry. Note the smoothness of the trajectory
and its correct spatial alignment with the environmental structures.

In Table 1, our method significantly outperforms existing baselines in terms of ATE,
RTE, and RRE. This performance improvement mainly stems from our simultaneous intro-
duction of geometric constraints of points, lines, and depth in the backend optimization,
which enables the estimated trajectory to maintain higher consistency at both global and
local scales. In particular, the significant reduction in RTE and RRE indicates that our
system can effectively suppress cumulative drift—a feat that is often difficult to achieve
with feed-forward methods lacking strong geometric constraints.

It should be noted that VGGT-SLAM failed to converge in our self-collected unknown
scenarios, primarily because it is highly dependent on the distribution of training data.
When the scene structure or lighting conditions differ from those of the training set, the
quality of its front-end feature matching decreases significantly, making stable optimization
impossible. In contrast, our method provides redundant constraints by combining sparse
key points and line segments; even when local matching is suboptimal, it can still maintain
overall geometric consistency.

In terms of error magnitude, the ATE of our method is maintained at 4-5 cm in both
test scenarios, and the RRE is controlled within 1.3°. This result demonstrates the advantage
of our system in absolute scale estimation. It is worth noting that all methods adopt the
same alignment strategy—using a one-time rigid transformation to align the estimated
trajectory with the ground truth trajectory of LIDAR-SLAM—thus ensuring the fairness of
the comparison. We also qualitatively evaluated the depth estimation performance of our
model, as shown in the following Figure 7.

In unfamiliar environments, our method can stably generate depth maps with clear
structure and sharp boundaries, while maintaining reasonable geometric continuity in
sparsely textured or repetitive regions. From a visual perspective, our method exhibits
stronger geometric constraint capability and global consistency in foreground object bound-
aries, planar regions, and long-distance scenes—proving its superior generalization ability
and robustness.
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Depth Results

Figure 7. Qualitative Results of Dense Depth Estimation. We visualize the estimated depth maps
color-coded by metric distance. Note the sharp boundaries and continuous surfaces even in texture-
less regions, demonstrating the effectiveness of our metric depth regularization in recovering accurate
scale and geometry.

Furthermore, to quantitatively evaluate the accuracy of depth estimation, we first con-
verted LiDAR point clouds to the camera coordinate system using pre-calibrated extrinsic
parameters and adopted a standard pinhole projection model to obtain correspondences
between pixels and depth ground truth. Subsequently, the evaluation was only conducted
within the visible mask region (i.e., positions with projected pixels), thereby avoiding
interference from invalid or occluded regions. Within this region, we calculated the Root
Mean Square Error (RMSE) between the estimated depth and the LiDAR ground truth.

As can be seen from Table 2, our method achieves the lowest RMSE in all test scenarios.
It outperforms MAST3R-SLAM and SLAM-3R significantly and maintains low errors even
in long-distance and geometrically complex scenes. Especially in Scene 3—an environment
containing large-scale planes and occlusions—our method still generates depth results
highly consistent with the LIDAR ground truth. This performance indicates that our method
has stronger geometric consistency modeling capabilities and cross-scene generalization in
unknown scenarios.

Table 2. Comparison of Depth RMSE (cm) on Scene 1 and Scene 2.

Scene 1 Scene 2
Methods RMSE (cm) RMSE (cm)
MAST3R-SLAM 124 15.7
SLAM-3R 10.9 16.8
VGGT-SLAM Fail Fail
OURS 5.2 49

4.2.2. Results on Public Datasets

To comprehensively evaluate the performance of VGGT-Geo, we devised a systematic
test plan utilizing three diverse public benchmarks: TUM RGB-D, Replica, and Tanks and
Temples. The rationale for selecting these specific datasets is to test different aspects of our
system’s capabilities: (1) TUM RGB-D (Generalization & Accuracy): Selected as a standard
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rgbd_dataset_freiburgl_desk

rgbd_dataset_freiburgl_desk2

rgbd_dataset_freiburgl_room

rgbd_dataset_freiburg2_xyz

rgbd_dataset_freiburg3_long_office_household

real-world indoor benchmark to quantitatively validate trajectory accuracy and robustness
in dynamic or texture-less environments against motion capture ground truth. (2) Replica
(Reconstruction Fidelity): Selected for its high-fidelity synthetic geometry, allowing us to
evaluate fine-grained reconstruction details, specifically focusing on boundary sharpness
and planar consistency. (3) Tanks and Temples (Scalability): Selected to assess the scalability
of our method in large-scale outdoor environments, verifying whether our system can
maintain global consistency beyond room-scale scenarios. In the following subsections, we
present the comparative analysis for each dataset.

e RGB-D TUM

To further verify the generality and robustness of the proposed method, we conducted
comprehensive qualitative and quantitative evaluations on the public RGB-D TUM dataset.
This dataset covers a variety of indoor environments and provides a high-precision motion
capture system as the trajectory ground truth, enabling objective measurement of the
performance of visual SLAM systems.

From the visualization results (Figure 8), it can be clearly observed that our method
maintains a 3D structure with sharp boundaries and continuous surfaces even in scenes
with complex geometric structures or sparse textures. In contrast, the point clouds gen-
erated by pure feed-forward models exhibit obvious drift and structural discontinuities.
Although VGGT-SLAM incorporates backend optimization, it still fails in reconstruction in
some dynamic or low-texture scenes. In summary, the experimental results on the RGB-D
TUM dataset further confirm the generalization ability and robustness of our method across
different environments and data collection conditions, while providing higher geometric
accuracy while maintaining real-time performance.

SLAM3R VGGT-SLAM

Figure 8. Comparison of Reconstruction Results on the TUM RGB-D Benchmark.

For quantitative evaluation, we adopted the standard metrics. When necessary, opti-
mal rigid registration was performed to ensure fair comparability of results. Experimental
results (Table 3) show that our method significantly outperforms comparative methods
(MAST3R-SLAM, SLAM-3R, VGGT-SLAM) on most sequences and can maintain lower
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global drift and higher local trajectory consistency during long-term operation. From the
overall results, the average RMSE ATE of OURS across five sequences is only 1.92 cm, which
is significantly better than VGGT-SLAM (2.61 cm), MAST3R-SLAM (3.42 cm), and SLAM-
3R (4.91 cm). This verifies the advantages of our method in terms of global consistency and
trajectory accuracy.

Table 3. RMSE ATE on TUM RGBD/cm.

Sequence
Methods Desk Desk2 Room Xyz Longoffice
MAST3R-SLAM 3.51 5.52 1.13 2.01 4.92
SLAM-3R 413 5.65 1.44 3.41 7.93
VGGT-SLAM 2.55 4.16 1.01 Fail 2.72
OURS 243 3.71 0.82 1.42 1.21

Specifically, in the two scenes of desk and desk 2, the ATE of Ours reaches 2.43 cm
and 3.71 cm respectively, both lower than other methods. This indicates that our method
can better maintain trajectory accuracy in scenes with local geometric structures such as
desktops. In the room scene, the error of ours is only 0.82 cm, the lowest among all methods,
demonstrating its robustness in large-space environments. In the xyz scene, VGGT-SLAM
failed to run, while ours still operated stably and achieved a result of 1.42 cm, further
proving its robustness.

e Replica

We also conducted a qualitative analysis of the point cloud reconstruction performance
of the Replica RGB-D dataset, as shown in Figure 9. It can be observed that in synthetic
scenes, our method generates more complete point cloud reconstruction results with
clear structures—especially exhibiting excellent geometric continuity on planar structures
common in indoor environments, such as walls, floors, desks, and chairs. Meanwhile, it also
outperforms other methods in terms of boundary sharpness and detail fidelity, enabling
clear depiction of object contours and spatial hierarchy.

Notably, in long-distance regions and sparsely textured surfaces (e.g., walls and
ceilings), our method still maintains a reasonable depth distribution, while comparative
methods often show obvious blurring or drift. Additionally, in large-scale multi-room
scenes, our method performs prominently in global consistency: it effectively suppresses cu-
mulative errors, making the overall layout of the reconstructed point cloud more consistent
with the structure of the real scene.

We further conducted a quantitative evaluation of the proposed method on the Replica
RGB-D dataset, with the results presented in Table 4. Consistent with the TUM experiments,
we used RMSE ATE (cm) as the evaluation metric and compared our method with MAST3R-
SLAM, SLAM-3R, and VGGT-SLAM. Overall, the average RMSE ATE of OURS across seven
scenes is 2.50 cm. This represents a clear improvement over MAST3R-SLAM (2.97 cm)
and is significantly lower than that of SLAM-3R (4.27 cm) and VGGT-SLAM (9.89 cm),
indicating that our method still maintains significant advantages in high-precision synthetic
data scenarios.

https:/ /doi.org/10.3390/ijgi15020085


https://doi.org/10.3390/ijgi15020085

ISPRS Int. ]. Geo-Inf. 2026, 15, 85 17 of 22

Ground Truth

Office 0 %@r m g

Office 1

%
&£

Office 2

Office 3

Room 0

Room 1

Room 2

Figure 9. Qualitative Comparison on the Replica RGB-D Dataset.

Table 4. RMSE ATE on Replica RGBD/cm.

Sequence
Methods Office0  Officel Office2 Office3 Room0 Rooml Room2
MAST3R-SLAM 1.67 2.31 1.79 3.45 4.01 3.61 3.95
SLAM-3R 4.65 5.23 4.23 5.35 3.19 3.12 3.15
VGGT-SLAM 6.34 9.12 12.13 9.19 10.78 12.45 7.19
OURS 1.98 2.26 1.65 2.18 2.87 3.01 3.56

In the office series scenes (office0—office3), OURS achieved the lowest or near-lowest
error in all four sequences. Specifically, it reached 1.65 cm in office 2 and 2.18 cm in office 3,
outperforming MAST3R-SLAM (1.79 cm and 3.45 cm respectively), which demonstrates
stronger robustness in complex office environments. In the room series scenes, the errors of
OURS in room0-room?2 are 2.87 cm, 3.01 cm, and 3.56 cm respectively. Its overall perfor-
mance is slightly better than MAST3R-SLAM (4.01 cm, 3.61 cm, 3.95 cm) and significantly
superior to SLAM-3R and VGGT-SLAM, proving that our method can effectively suppress
drift in large-scale multi-room scenes.

In summary, the experiments on Replica further verify the generality and robustness
of our method: whether in complex office environments or large-scale multi-room scenes,
our method can achieve better positioning accuracy and generally outperform existing
mainstream methods.
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Barn

Palace

Temple

4.2.3. Results on Large Scene Datasets

To further verify the performance of our method in large-scale complex scenes, we
conducted tests on the Barn, Palace, and Temple scenes from the Tanks and Temples dataset.
Since the Palace and Temple scenes belong to the Advanced subset, the official dataset
does not provide camera trajectory ground truth. Therefore, we only performed qualitative
evaluation on this dataset.

As shown in Figure 10, in the Barn scene, our method can maintain stable camera
trajectory estimation and point cloud reconstruction over a large scale, avoiding the drift
and global distortion commonly seen in baseline methods. In highly complex scenes like
Palace and Temple, our method also demonstrates stronger global consistency and detail
recovery capability. In contrast, MAST3R-SLAM and SLAM-3R often suffer from structural
fragmentation or local region collapse, while VGGT-SLAM tends to fail completely in
long sequences.

MAST3R-SLAM SLAM3R Ours

Figure 10. Visual comparison of dense reconstruction results on large-scale outdoor scenes (Barn,
Palace, and Temple), demonstrating the generalization capability of our method.

We evaluated our method on the Barn scene from the Tanks and Temples dataset,
utilizing the publicly available ground truth for quantitative analysis. We compare against
two state-of-the-art baselines: MASt3R and SLAM3R. As shown in Table 5, our method out-
performs both baselines significantly: While MASt3R achieves a respectable F-score (0.765)
due to its strong matching capability, it suffers from a high Mean Distance (9.17 cm). This
is because pure pairwise matching lacks a global metric anchor, leading to accumulated
scale drift and geometric warping. SLAM3R improves geometric consistency (Mean Dist.:
7.19 cm) but sacrifices reconstruction completeness, resulting in a lower F-score (0.686). Our
method achieves the best of both worlds (F-score: 0.813, Mean Dist.: 5.17 cm). The incorpo-
ration of the MoGe-2 adaptive Scale Anchor effectively suppresses drift (reducing error by
43% vs. MASt3R), while the probabilistic fusion ensures high-density reconstruction.
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Table 5. Quantitative evaluation on Tanks and Temples. We compare with state-of-the-art methods
MASt3R and SLAMB3R. F-score is computed with 1 cm (higher is better). Mean Distance is in cm
(lower is better).

Scene Metric MAST3R SLAM3R Ours
F-score 0.765 0.686 0.813

Barn Mean Dist (cm) 9.17 7.19 517
Caterpillar F-score 0.698 0.623 0.745
Mean Dist (cm) 10.12 11.54 8.23

F-score 0.654 0.589 0.712

Truck Mean Dist (cm) 12.45 14.21 9.56

Overall, our method exhibits more complete point cloud structures, sharper bound-
aries, and clearer geometric details across all three scenes—verifying its robustness and
generalization ability in large-scale real-world environments.

4.3. Ablation Study

To validate the efficacy of individual components within our Probabilistic Geometric
Fusion framework, we conducted an ablation study on two representative sequences from
our self-collected dataset: Seq-01 (Office) representing a texture-rich environment, and Seq-02
(Long Corridor) representing a challenging texture-less environment with white walls and
glass. As summarized in Table 6, we compare the full system (Ours) with three variants:

Table 6. Ablation study on key components. We evaluate the impact of different modules on two
representative sequences from the self-collected dataset: Scene 1 (Office, texture-rich) and Scene
3 (Long Corridor, texture-less). ATE is reported in meters. “x” denotes removal. “/” denotes
inclusion. “Vel” denotes Constant Velocity model.

Method Depth  Confidence Line Const Init (s(g(;g:e} ( g:ﬁ;‘;i)

A (w/o Prior) X v Vv VGGT 0.082 Track Fail
B (w/o Confidence) Vv X Vv VGGT 0.065 0.154
C (w/o Lines) Vv Vv X VGGT 0.058 0.092
D (Trad.Init) Vv Vv Vv Vel 0.081 0.186
OURS Vv Vv Vv VGGT 0.041 0.068

e w/o Depth Prior

We remove the egept, term, degrading the system to a purely visual monocular SLAM.
While this variant performs adequately in Scene 1 (Office), it suffers from catastrophic
“Track Fail” in Scene 3 (Long Corridor). This empirically validates that in extreme texture-
less scenarios, visual cues alone are insufficient. The integration of MoGe-2 as a Scale
Anchor is indispensable for system survivability.

e w/o Confidence

In Scene 3, the lack of adaptive weighting leads to a significant increase in error (ATE
rises from 0.068 m to 0.154 m) due to reflections and ambiguous features. This confirms
that without the perceptual saliency guidance from DINOv3, the optimizer is susceptible
to noisy measurements.

e w/oLines

Performance degrades in the structured corridor environment of Scene 3, validating
the utility of line features in refining rotation estimation within Manhattan-world scenes.
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e w/o0 VGGT initialization

We replaced the VGGT initialization with a traditional Constant Velocity Model.
In scenarios with rapid rotation or low frame rates (common in Sence 3), the traditional
initialization fails to provide a valid basin of attraction for the solver, leading to convergence
to local minima. In contrast, our VGGT Initialization leverages the strong zero-shot pose
estimation to provide a near-optimal starting point, ensuring robust convergence even
under large inter-frame motions.

5. Conclusions

In this paper, we presented VGGT-Geo, a robust indoor dense SLAM system that
effectively bridges the gap between large generative model priors and traditional geometric
constraints. By tightly coupling a dual-branch frontend with a confidence-aware multi-
modal Bundle Adjustment backend, our system successfully integrates coarse generative
values with fine-grained visual features. This design addresses critical challenges in existing
methods, such as monocular scale ambiguity and rotational drift in texture-less regions,
enabling adaptive information fusion in complex environments.

Extensive empirical evaluations on standard benchmarks (TUM, Replica) and challeng-
ing self-collected datasets demonstrate the efficacy of our approach. VGGT-Geo achieves
state-of-the-art accuracy, with an average ATE as low as 1.92 cm on TUM and 2.50 cm on
Replica, while successfully generalizing to Out-of-Distribution (OOD) real-world scenarios
where pure manifold optimization methods often fail. The results confirm that our hybrid
architecture provides a reliable solution for high-fidelity dense reconstruction in large-scale
and geometrically degenerate environments.

Despite these promising results, several avenues require further exploration. First, the
inference latency of large foundational models (e.g., DINOv3) remains a bottleneck for high-
frame-rate real-time applications. We evaluate the system performance on a workstation
equipped with a single NVIDIA RTX 5090 GPU (NVIDIA Corporation, USA). Our system
typically reaches a processing speed of 3-5 FPS. the peak VRAM usage is approximately
21.2 GB. Future work will investigate model distillation or edge-side acceleration techniques
to improve computational efficiency. Second, while our method shows robustness in static
scenes, dynamic objects can still introduce artifacts in the reconstruction. We plan to
integrate dynamic object masking and semantic constraints to further enhance the system’s
adaptability in highly dynamic human-robot interaction scenarios.

In summary, VGGT-Geo provides a pragmatic solution for dense indoor reconstruction
that balances generalization and precision. Our research suggests that the evolution of
future SLAM systems should not entail completely discarding geometric models but rather
leveraging the powerful probabilistic reasoning capabilities of Foundation Models to
“soften” and guide traditional rigid geometric computations. Future work will further
explore extending this probabilistic fusion framework to dynamic scene understanding
and semantic mapping, aiming to serve higher-level tasks in Embodied Al
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