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Abstract

Spatial scenes, as fundamental units of geospatial cognition, encompass rich objects and
spatial relationships, and their generation techniques hold significant application value
in disaster simulation and emergency drills, delayed spatial reconstruction and analysis,
and other fields. However, existing studies still face limitations in modeling complex
spatial relationships during scene generation, leading to insufficient semantic consistency
and geographical accuracy. The advancement of Geospatial Artificial Intelligence (GeoAI)
offers a new technical pathway for the intelligent modeling of spatial scenes. Against this
backdrop, we propose SceneDiffusion, a scene generation model embedded with spatial
constraints, and construct a geospatial scene dataset incorporating spatial relationship
descriptions and geographic semantics, aiming to enhance the understanding and mod-
eling capabilities of GeoAI models for spatial information. Specifically, SceneDiffusion
employs a spatial scene representation framework to uniformly characterize objects and
their topological, directional, and distance relationships, enhances the interactive mod-
eling of objects and relationships through a Spatial relationship Attention-aware Graph
(SAG) module, and finally generates high-quality scene images conforming to geographic
semantics using a Layout information-guided Conditional Diffusion (LCD) module. Both
qualitative and quantitative experiments demonstrate the superiority of SceneDiffusion,
achieving a 56.6% reduction in FID and a 35.3% improvement in SSIM compared to base-
line methods. Ablation studies confirm the importance of multi-relational modeling with
attention mechanisms. By generating scenes that satisfy spatial distribution constraints,
this work provides technical support for applications such as emergency scene simulation
and virtual scene construction, while also offering insights for theoretical research and
methodological innovation in GeoAI.

Keywords: GeoAI; scene generation; spatial constraints; diffusion models; spatial relationship
modeling; attention mechanisms

1. Introduction
The groundbreaking advancements in artificial intelligence (AI) have brought new

opportunities for the development of geospatial research. As a product of the deep inte-
gration between geospatial science and AI technology, Geospatial Artificial Intelligence
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(GeoAI) is profoundly transforming how humans perceive and manage the Earth’s phys-
ical environment by researching and developing machine spatial intelligence [1]. Scene
generation stands as one of the core topics in GeoAI, aiming to bridge spatial cognition
between maps and textual modalities. In this process, the spatial scene, serving as both the
object and medium of spatial cognition, provides a fundamental framework for humans to
comprehend and describe their surrounding environment. It encompasses not only physi-
cal entities (e.g., buildings, roads, water bodies, and vegetation) but also complex spatial
relationships among them (e.g., topological structures, directional references, and distance
metrics). By constructing visual scenes that incorporate spatial objects and their relation-
ships, we can reveal distribution patterns of geographic entities, thereby deepening our
understanding of complex geospatial systems.

Scene generation technology has broad applications across multiple domains,
with growing research and practical demands, particularly under the rapid development
of AI. For instance, in public safety, emergency drills are crucial for enhancing response
capabilities, where their relevance and effectiveness directly impact training outcomes
and real-world applicability. Simulating disaster scenarios helps participants familiarize
themselves with procedures, improve skills, and optimize contingency plans. However,
acquiring real-world map data is often hindered by security or privacy concerns, while
traditional manual design methods are costly and lack diversity [2,3]. Generative AI can
construct scenes tailored to practical needs, offering a controllable and efficient solution for
emergency drills. Similarly, in fields such as ancient text studies or crime scene documen-
tation, some spatial scenes exist only as textual descriptions, necessitating an automated
technique to generate geosemantically compliant visual scenes from text to support further
spatial analysis.

Despite the pressing demand, the complexity of spatial scenes poses challenges for GeoAI.
Existing methods exhibit limitations in modeling complex spatial relationships, leading to
insufficient semantic consistency and geographical accuracy in generated scenes. To address
this, our study explores efficient mechanisms for embedding spatial information in deep
learning models, developing a generation model that explicitly encodes spatial relationship
constraints to achieve deeper scene understanding and advance intelligent applications.

Common representations of spatial scenes include natural language descriptions,
sketch-based depictions, and scene graphs [4–6]. Among these, the scene graph, a struc-
tured representation using nodes and edges to describe objects and their relationships,
effectively supports complex spatial analysis. Leveraging natural language processing
(e.g., relation extraction) and computer vision techniques (e.g., object detection), textual
and sketch-based representations can be uniformly converted into scene graphs. Thus,
we propose SceneDiffusion, a scene generation model embedded with spatial constraints
that parses object and relational information from scene graphs as conditional signals to
guide the generation process, ultimately producing scene images that adhere to spatial
distribution requirements.

The main contributions of our work are manifested in the following three aspects:

• A grid-based spatial scene representation framework that integrates the characteriza-
tion of objects with topological, directional, and distance-based relationships into a
unified formalized description. This framework bridges qualitative and quantitative
spatial representations, adapting to diverse application needs.

• A deep neural network embedded with spatial constraints for scene generation. By in-
troducing a Spatial relationship Attention-aware Graph (SAG) module, the model
adaptively learns spatial layouts under topological, directional, and distance con-
straints, enhancing its spatial comprehension. Further, a Layout information-guided
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Conditional Diffusion (LCD) module is incorporated to generate visually detailed and
semantically consistent scene images.

• A purpose-built spatial scene dataset containing relational descriptions and geographic
semantics. The dataset includes both structured semantic representations (e.g., object
attributes, relational predicates) and corresponding rasterized visual representations,
enabling rigorous evaluation of the proposed method.

This study employs generative AI to tackle scene generation under spatial constraints.
On one hand, it offers a relational representation paradigm for geospatial cognitive mod-
eling; on the other, it provides a generative framework for scene simulation. The work
demonstrates practical potential in applications such as emergency response and virtual
geographic environments, holding significant theoretical and applied value.

2. Related Work
2.1. Text-to-Image Generation

In recent years, text-to-image generation has emerged as a prominent research direction
within the field of AI, garnering significant attention from scholars and research teams. This
technology aims to automatically generate corresponding scene images by understanding
and parsing textual descriptions. Current approaches in text-to-image generation can be
categorized into three main technical routes:

Scene Graph-Based Image Generation. Scene graphs provide structured semantic
representations of scenes. For instance, Johnson et al. proposed Sg2Im, an image generation
model based on graph neural networks, which processes scene graph inputs to predict
bounding boxes and segmentation masks for objects, subsequently generating scene layouts
and refining them using a cascaded refinement network [7]. Ashual et al. further enhanced
the diversity of generated images by decoupling object appearance embeddings from
layout embeddings in scene graphs and introducing random vectors before generating
object masks [8]. Vo et al. predicted visual relation layouts based on subject-predicate
relationships in scene graphs and rendered the final scene images using these layouts [9].
Yang et al. introduced SGDiff, a model that employs masked autoencoder pretraining
to learn local scene graph features and contrastive learning pretraining to capture global
information, thereby improving alignment between scene graphs and images. They then
constructed a latent diffusion model to generate images from scene graphs [10].

Two-Stage Generation: Text-to-Layout-to-Image. For example, Lian et al. proposed
a scene generation method leveraging large language models (LLMs), where the LLM
first generates a scene layout from the input text prompt, followed by image synthesis via
Stable Diffusion [11] conditioned on the layout [12]. Wang et al. introduced a text-to-image
model that predicts bounding boxes for entities mentioned in the text, using these spatial
cues to guide the diffusion model’s inference process, ultimately improving the quality of
generated scenes [13].

Direct Text-Encoded Image Generation. For example, Feng et al. enhanced Stable
Diffusion by integrating CLIP-based [14] text encoding and cross-attention mechanisms
to facilitate interaction between image features and text embeddings, optimizing compo-
sitional semantics in scene generation [15]. Chefer et al. introduced Generative Semantic
Nursing (GSN), which strengthens attention to all subject entity tokens in text prompts via
an improved cross-attention mechanism, thereby enhancing semantic accuracy in gener-
ated scenes [16]. Yang et al. incorporated positional tokens alongside textual encodings to
quantify spatial coordinates of objects, enabling region-controlled scene generation [17].

While these methods have achieved remarkable progress in image quality and con-
tent relevance, they exhibit limitations in handling geospatial scenes and deep spatial
relationship understanding. Notably, although scene graph-based approaches effectively
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utilize spatial relationships between objects, current research remains confined to simple
geometric relations(e.g., “right of,” “below”) and employs relatively uniform processing
strategies. More complex spatial relationships—such as distance, topology, and directional
relations—have yet to be thoroughly explored, despite their critical role in accurately
generating spatial scenes.

To address these gaps, this study systematically models complex spatial relationships
among objects and introduces a SAG module to explicitly encode relational information,
thereby enhancing the model’s ability to understand and control object spatial distributions.

2.2. Diffusion Models

Currently, diffusion models have gained increasing popularity due to their stable
training processes and superior generative capabilities [18–21]. These models simulate
physical diffusion mechanisms, employing a progressive strategy to transform random
noise into a target data distribution, thereby achieving high-quality scene image synthesis.
The generation process consists of two key phases: the forward diffusion process gradually
corrupts real data into pure noise by adding Gaussian noise, and the reverse denoising
process reconstructs the original image by iteratively removing noise using a neural net-
work. In 2020, Ho et al. proposed Denoising Diffusion Probabilistic Models (DDPM) [22],
marking the first successful application of this technique to image generation tasks and
laying a critical foundation for subsequent research. Currently, diffusion models primarily
employ two conditioning mechanisms for controlled generation: classifier guidance and
classifier-free guidance.

The classifier guidance mechanism involves training an explicit classifier and incor-
porating it as a condition into diffusion models, utilizing backpropagation for classifier
gradient descent [23]. Kawar et al. replaced traditional classifiers with a time-dependent
adversarially robust classifier to guide the generation of semantically consistent scene
images [24]. Shenoy et al. employed a pre-trained classifier to guide adaptive sampling at
each timestep, improving the classification accuracy of generated images [25]. Although the
classifier guidance mechanism is computationally efficient, its generative performance is
constrained by the classifier’s capability.

The classifier-free guidance mechanism, on the other hand, directly encodes condi-
tional information during the training process of diffusion models [26], enabling the models
to learn richer semantic representations. Yang et al. introduced a spatial dependency parser
to encode object-level spatial semantic consistency as layout embeddings, generating scenes
with perceptually harmonious object styles and contextual relationships [27]. Baykal et al.
integrated prototype learning into diffusion models by training a prototype codebook and
combining temporal encodings with the pre-trained codebook as conditioning signals to
guide the diffusion process [28].

As a powerful generative framework, diffusion models excel at modeling the transition
from simple to complex distributions. Leveraging this technical advantage, we explore
the application of spatial layout-guided classifier-free conditional diffusion models for
scene generation. Our approach aims to enhance the model’s ability to synthesize spatially
accurate and semantically consistent spatial scenes, addressing the unique challenges of
scene generation in GeoAI.

3. Method
3.1. Preliminaries

Diffusion Models. Diffusion models are generative models grounded in probabil-
ity theory, primarily divided into a forward diffusion process and a reverse denoising
process. Specifically, the forward diffusion process involves gradually adding Gaussian
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noise ϵ ∼ N(0, 1) to the original data x0 until it evolves into pure noise xT . This process
is typically represented by a Markov chain, implying that the data at a certain time t is
solely dependent on the data from the previous time step t − 1, with a transition probability
given by:

q(xt|xt−1) = N (xt;
√

1 − βtxt−1, βt I), ∀t ∈ {1, · · · , T}, (1)

where t denotes the time step, T is the total number of steps, and βt controls the amount of
noise added at the t-th time step. I represents the identity matrix with the same dimensions
as the original data. Since the noise added progressively follows a Gaussian distribution,
the forward diffusion process does not possess any trainable parameters. Through the
technique of reparameterization, Equation (1) can be written as:

q(xt|x0) = N (xt;
√

αtx0, (1 − αt)I), (2)

where αt = 1 − βt, and αt = ∏t
s=1 αs.

The reverse denoising process takes Gaussian noise xT as input and trains a denoising
neural network to predict and eliminate the noise added at each step, ultimately restoring
the original data. The reverse process share a similar iterative structure with the forward
process, with the formula expressed as follows:

pθ(xt−1|xt) = N (xt−1; µθ(xt, t), Σθ(xt, t)), (3)

where pθ denotes the trained denoising network, with θ representing the parameters of
the network. The mean µθ(xt, t) and covariance Σθ(xt, t) are parameterized by learnable
neural networks. In practice, the training objective of diffusion models is typically set as
the mean square error (MSE) of noise prediction, formulated as follows:

L = Ex0,ϵ,t[||ϵ − ϵθ(xt, t)||2], (4)

where ϵ is the noise added during the forward process, and ϵθ is the noise predicted by the
neural network. By minimizing the noise prediction error, the model effectively learns the
underlying data distribution characteristics, thereby achieving superior performance in
generation tasks.

Spatial Relations. In the field of Geographic Information Science (GIS), spatial relations
constitute a theoretical framework with a well-defined logical structure, encompassing three
fundamental dimensions: topological relations, directional relations, and distance relations.

Topological relations delineate the invariant properties among spatial objects under
transformations such as rotation or uniform scaling, reflecting the most fundamental
structural associations between geographic entities. Among existing models of spatial
topology, the Region Connection Calculus basic 8 (RCC8) proposed by Randell et al. has
been particularly influential due to its completeness [29]. Based on the assumption of
indivisible regions, the RCC8 model defines eight independent and exhaustive primitive
relations: Disconnected, Externally Connected, Partially Overlapping, Equals, as well
as directional inverse relation pairs—Tangential Proper Part and its inverse, and Non-
Tangential Proper Part and its inverse.

Directional and distance relations typically involve both qualitative and quantitative
representations. Directional relations characterize the orientation between spatial objects
and depend on three key elements: the primary object, the reference object, and the reference
coordinate system. Quantitative descriptions are achieved by measuring the angle between
the line connecting the primary and reference objects and the axes of the reference system.
For qualitative representation, widely accepted models include 4-directional (North, South,
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West, East) or 8-directional (adding Northwest, Southwest, Northeast, Southeast) systems
based on projection or conical partitioning.

Distance relations describe the spatial proximity between objects. Quantitative ex-
pressions employ precise metric values, while qualitative representations exhibit multi-
granularity characteristics, with different classification standards applied depending on
the specific use case.

In summary, spatial relationships, through the three interrelated yet independent
components of topology, direction, and distance, collectively provide a comprehensive
characterization of spatial structure. This integrated framework enables robust spatial
reasoning and supports complex geospatial analyses.

3.2. Spatial Scene Representation Framework

Spatial scene representation is one of the core issues in GIS, aiming to provide formal-
ized descriptions and representations of geographic objects and their interrelationships.
Current approaches typically employ separate computational frameworks to handle object
characterization along with topological, directional, and distance relationships, lacking
unified definitions and computational models. Moreover, due to the complexity of spatial
relationship calculations, efficient spatial information modeling and analysis remains chal-
lenging. To address these limitations, we propose a grid-based spatial scene representation
framework that unifies the characterization of geographic objects with the computation of
all three spatial relationships within an integrated paradigm. This framework transforms
complex spatial relationship computations into simplified operations on spatial grid indices
and sets, achieving computationally efficient holistic representation.

Grid is a regular spatial partitioning method that divides continuous geographic
space into uniform cells, each uniquely identified and rapidly processed through grid
indexing. This framework integrates qualitative and quantitative spatial representations.
On one hand, it discretizes spatial scenes by converting continuous object geometries
and their distributions into grid cells, providing a generalized approach for object and
relationship description. On the other hand, grid cell encoding precisely records the
coordinate ranges of objects, supporting quantitative spatial relationship computation.
The grid size determines the scale of spatial representation: smaller grids yield higher
precision (quantitative dominance), while larger grids introduce ambiguity (qualitative
dominance). By adjusting grid resolution, the framework dynamically balances qualitative
and quantitative representations to accommodate diverse application scenarios.

In GIS, spatial objects are typically abstracted as points, lines, or polygons, whereas
our framework unifies all geographic entities as collections of occupied grid cells to achieve
consistent representation. For operational simplicity, we encode the 2D grid array using
row (Gy) and column (Gx) indices, where point objects are represented by a single grid cell,
and line/polygon objects are characterized by multiple connected grid cells. The size of
an object is approximately represented by the number of grids it occupies. This unified
representation enhances computational efficiency while maintaining expressiveness.

The topological, directional, and distance relationships between objects are derived
through grid cell indexing and set operations. Consider two objects A and B in a scene,
where object A consists of m grid cells denoted as ObjA = {GA

1 , GA
2 , · · · , GA

m}, and object B
consists of n grid cells denoted as ObjB = {GB

1 , GB
2 , · · · , GB

n }, with G representing a single
grid cell. Based on the sets ObjA and ObjB and their constituent grid cell indices, the three
types of spatial relationships between objects A and B are extracted as follows:

Topological relationships are determined through containment analysis between grid
cell sets. Drawing upon the classical RCC model, we define five fundamental topological
relationships for spatial scenes: Disjoint, Overlap, Contains, Inside, and Equal, as illustrated
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in Figure 1. The specific extraction methodology for topological relationships is detailed in
Appendix A.

Figure 1. The five topological relationships of object A relative to object B.

Directional relationships are extracted based on the coordinate positions (i.e., index
values Gx and Gy) of all grid cells comprising the objects. The directional relationship of the
primary object relative to the reference object is determined by averaging the directional
relationships between each grid cell of the primary object and each grid cell of the reference
object. Specifically, the directional value Dir(A, B) of spatial object B relative to spatial
object A is calculated through the following formula:

Dir(A, B) =
1
m

m

∑
i=1

(
1
n

n

∑
j=1

Dir(GA
i , GB

j )), (5)

where Dir(GA
i , GB

j ) represents the directional value of grid cell GB
j of object B relative to

grid cell GA
i of object A, and m and n respectively represent the number of grids occupied

by objects A and B.
To align with human spatial cognition, we employ an 8-direction system (includ-

ing North-N, Northeast-NE, East-E, Southeast-SE, South-S, Southwest-SW, West-W,
Northwest-NW) augmented with a central direction (denoted as C) to characterize di-
rectional relationships between grid cells. This forms a 3 × 3 directional matrix where each
element’s value ranges between [0, 1], with the sum of all elements equaling 1. The calcula-
tion formula for directional matrix Dir(GA

i , GB
j ) is as follows:

Dir(GA
i , GB

j ) =

µNW(GB
j ) µN(GB

j ) µNE(GB
j )

µW(GB
j ) µC(GB

j ) µE(GB
j )

µSW(GB
j ) µS(GB

j ) µSE(GB
j )

, (6)

where each matrix element µ(GB
j ) indicates the membership degree of grid cell GB

j within

various qualitative directional regions relative to reference grid cell GA
i , with specific

computational methods provided in Appendix A.
Distance relationships are computed using either Euclidean or Manhattan distance

between grid cells, with the grid’s regularity enabling efficient distance calculations. Specif-
ically, the distance between objects A and B can be defined as the minimum distance
between their constituent grid cells:

Dist(A, B) = min
GA

i ∈ObjA ,GB
i ∈ObjB

d(GA
i , GB

j ), (7)

where d(GA
i , GB

j ) represents the distance between grid cells GA
i and GB

j . We adopt Manhat-
tan distance as the metric, calculated as shown in the following formula:

d(GA
i , GB

j ) = |GB
j,x − GA

i,x|+ |GB
j,y − GA

i,y|. (8)
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This metric not only features low computational complexity but also adapts well to regular
grid structures, demonstrating high practicality in spatial scene representation.

In summary, the grid-based spatial scene representation framework integrates both
the characterization of objects and the extraction of relationships into a unified model,
providing an efficient and flexible solution for spatial information modeling and analysis.

3.3. SceneDiffusion

The scene generation model proposed in this study adopts a two-stage architecture,
as illustrated in Figure 2. In the first stage, the model takes a scene graph containing objects
along with their topological, directional, and distance relationships as input. Through em-
bedding layers, it encodes both object features and relationship information, while utilizing
the SAG module to adaptively learn the influence mechanisms of three spatial relationships
on object layout, thereby generating the scene layout constrained by spatial relationships.
In the second stage, the model employs the LCD module to progressively denoise and
generate scenes conforming to the target distribution, based on the layout output from the
first stage. Through the coordinated operation of these modules, SceneDiffusion effectively
integrates spatial constraints to generate scene images that maintain semantic consistency
with the input scene graph.

Figure 2. The architecture of SceneDiffusion. In the output scene image, light green represents the
sports field, dark green represents vegetation, blue represents rivers, orange represents buildings,
and black lines represent roadways.

Scene Graph. The model input employs a structured scene graph representation,
defined as a collection of spatial triplets SG = (Obji, Ri,j, Objj). Here, Obji, Objj ∈ OC

represent objects with category information, where C denotes the total number of object
categories; Ri,j =< Topo(i, j), Dir(i, j), Dist(i, j) > represents the topological, directional,
and distance relationships of object Objj relative to object Obji. Topo(i, j) uses one-hot
encoding to represent five fundamental topological relationships, Dir(i, j) is a 3 × 3 di-
rectional matrix describing relative orientation between objects, and Dist(i, j) represents
one or more distance metrics between objects. This triplet representation comprehen-
sively captures spatial associations among objects in the scene, providing structured input
for subsequent spatial layout and scene generation, thereby supporting precise spatial
relationship modeling.

Embeddings. During the model’s preprocessing stage, a set of learnable encod-
ing layers maps discrete symbolic representations in the scene graph to a unified
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dense vector space. Specifically, for any object Obji, its category information and size-
indicating grid count are embedded separately, then concatenated to form the feature
vector oi ∈ Rdm , where dm denotes the feature dimension. For spatial relationships
Topo(i, j), Dir(i, j), and Dist(i, j), separate embedding layers transform them into vec-
tors ri,j,topo, ri,j,dir, ri,j,dist ∈ Rdm respectively. This embedding approach not only preserves
the structural information of the scene graph but also converts it into vector representations
suitable for neural network processing, establishing the foundation for feature learning
in subsequent modules. Moreover, the parameters of embedding layers are optimized
through end-to-end training, enabling adaptive capture of semantic features for both objects
and relationships.

3.3.1. Spatial Relationship Attention-Aware Graph Module

To comprehensively model spatial distribution patterns within scenes and effectively
propagate dependencies among objects associated through multiple spatial relationships,
we design the SAG module. This module employs three parallel processing pathways to
respectively model object representations constrained by topological, directional, and dis-
tance relationships. The design inspiration stems from the concept of aggregating node
neighborhood information through edge features in graph convolutional networks. How-
ever, unlike conventional graph convolution approaches, spatial relationships as multidi-
mensional complex edge features exhibit distinct influence mechanisms of their topological,
directional, and distance attributes on object distribution in scenes. This heterogeneity
precludes the use of a unified processing function.

Based on these observations, we introduce attention mechanisms to adaptively learn
objects’ varying attention levels to different spatial relationships, thereby achieving infor-
mation propagation and updating under multi-dimensional spatial constraints. Specifically,
at each layer within the SAG module, for a given spatial triplet (subject, relation, object),
the relationship representations are first updated through attention mechanisms to capture
influence weights of different relationships on objects distribution. Subsequently, informa-
tion propagation for both the subject and the object is computed under each relationship
constraint. Finally, by fusing information from all relationship pathways, updated vector
representations of objects are generated. This design not only effectively distinguishes the
roles of different spatial relationships but also enhances the model’s capability to represent
complex spatial distribution patterns, thereby providing more precise spatial constraints
for subsequent scene layout generation.

Taking topological relationship constraints as an example, for the vector representation
(oi, ri,j,topo, oj) of a spatial triplet, the subject vector oi is mapped as Query, the object vector
oj as Key, and the topological relationship vector ri,j,topo as Value. The information updating
of topological relationships is implemented through an attention mechanism with the
following computational process:

r′i,j,topo = softmax(
oiWq(ojWk)

T
√

dm
) · ri,j,topo, (9)

where Wq and Wk are learnable parameter matrices. With this design, the model can
dynamically adjust the representation of topological relationships based on the specific
semantics of objects in spatial triplets, thus more accurately capturing the association
characteristics of different objects in the topological space.

The vector updating process of objects is relatively complex, primarily due to two fac-
tors: firstly, a single object may simultaneously participate in multiple spatial relationships;
secondly, the same object may serve as either the subject or the object in different spatial
triplets, with significant semantic role differences. To effectively handle this complexity,
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our model employs a Multi-Layer Perceptron (MLP) for stepwise computation of object
update vectors. Specifically, under topological constraints, the vector representation of
object Obji as the subject is:

osbj
i,topo = {MLPsubject(concat(oi, r′i,j,topo, oj))}, if (Obji, Topo(i, j), Objj) ∈ SG, (10)

and as the object is denoted as:

oobj
i,topo = {MLPobject(concat(oj, r′i,j,topo, oi))}, if (Objj, Topo(j, i), Obji) ∈ SG. (11)

Through average pooling and MLP-based aggregation of information when object
Obji serves as both the subject and the object, its updated vector representation under
topological constraints is obtained:

o′i,topo = MLPagg(average(osbj
i,topo, oobj

i,topo)). (12)

Subsequently, by stacking multiple neural network layers and repeating the afore-
mentioned updating processes for both topological relationship vectors and spatially
constrained object vectors, topological information propagates across multi-level neighbor-
hoods. This hierarchical propagation mechanism effectively captures long-range depen-
dency relationships among objects in scenes.

Similarly, for directional and distance relationship constraints, the model employs
identical multi-layer neural networks and attention mechanisms to compute updated
representations of the directional relationship vector ri,j,dir and distance relationship vector
ri,j,dist, respectively. This process yields the updated vector representation o′i,dir of object Obji
under directional constraints and o′i,dist under distance constraints. Through this parallel
processing mechanism, the model achieves effective information propagation and fusion
under different spatial relationship constraints. Ultimately, the final vector representation
of object Obji is obtained through summation operation:

o′i = o′i,topo + o′i,dir + o′i,dist. (13)

Based on the final vector representations of objects, the model further computes scene
layout information to conditionally generate the final image. The scene layout consists
of layout information from all objects in the scene, with each object’s layout comprising
both bounding box and mask components. Specifically, the bounding box information
bi ∈ R4 for object Obji, encompassing coordinates of two diagonal vertices, is generated by
a MLP-based bounding box prediction network B:

bi = B(o′i). (14)

The bounding box prediction network employs multiple fully-connected layers with
nonlinear activation functions to map object vector representations into four-dimensional
bounding box coordinates, thereby precisely describing each object’s spatial position and
extent within the scene. The mask information mi ∈ RNm×Nm for each object is generated
by a mask prediction network M:

mi = M(o′i). (15)

The mask prediction network progressively restores spatial resolution through up-
sampling operations while incorporating convolutional layers to extract local features, ulti-
mately producing binary masks that match object shapes. To align mask information with
bounding boxes, the model performs element-wise multiplication between the object vector
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o′i and predicted mask mi, followed by bilinear interpolation to map it onto the spatial extent
of predicted bounding box bi. This yields the layout information Li ∈ Rdm×h×w for object
Obji, where h and w represent the height and width of the predicted image, respectively.
Finally, the model aggregates layout information from all objects in the scene to produce the
scene layout representation L, which serves as conditional input for subsequent generation
modules. L not only encapsulates spatial position and shape information for all objects
in the scene but also preserves semantic features through object vector representations o′i ,
thereby providing both spatial and semantic constraints for scene generation.

3.3.2. Layout Information-Guided Conditional Diffusion Module

The classifier-free guided conditional diffusion model offers an efficient and flexible
framework for incorporating conditional information into diffusion models. Building upon
this foundation, we construct the LCD module, which is designed to utilize the scene
layout information L generated by the SAG module as conditional input to control the
scene generation process, thereby guiding the diffusion model to produce scenes that
conform to spatial distribution constraints. Specifically, considering that the noisy image
xT introduced during the generation process of the diffusion model shares the same spatial
dimensionality as the target image, we directly concatenate the scene layout information L
with the noisy image xT along the channel dimension and input it into the noise estimator.
Traditional classifier-free guidance methods necessitate the simultaneous training of both
conditional and unconditional models, resulting in a large number of parameters and
higher computational complexity. To simplify implementation and enhance computational
efficiency, we adopt a lightweight strategy: treating the unconditional generation process
as a special case of conditional generation when the conditional information is null. This
process can be formalized as:

ϵ̃θ(xt, t|L) = λϵθ(concat(xt, L), t) + (1 − λ)ϵθ(xt, t|∅), (16)

where, λ ≥ 1 serves as a hyperparameter controlling the strength of the conditional infor-
mation; ϵθ is a neural network based on the U-Net architecture, responsible for estimating
the noise; xt represents the noisy image at time step t; L denotes the scene layout informa-
tion; and ∅ indicates the unconditional diffusion process. The model is trained with the
objective of minimizing noise prediction error, as expressed in Equation (4).

The layout information L contains spatial attributes, bounding boxes, and mask
information for all objects in the scene. Through the conditional diffusion model, this
information is progressively decoded into image content that adheres to actual spatial dis-
tributions, ensuring the final generated scenes satisfy spatial relationship constraints among
objects. The advantage of this conditional guidance mechanism lies in its dual capability:
it preserves the diffusion model’s inherent ability to generate high-quality images while
simultaneously controlling the spatial distribution of objects through layout information.

Furthermore, the hyperparameter λ offers flexibly control over the degree of depen-
dence of the generated images on layout conditions. When λ is relatively large, the gener-
ated images strictly adhere to the constraints imposed by the layout information L; whereas,
when λ is smaller, the model relies more heavily on the unconditional diffusion process,
resulting in the generation of more diverse images. This flexibility enables the model to
adapt to various scenario requirements, further enhancing its practicality and robustness in
real-world applications.
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4. Experiment
4.1. Geospatial Scene (GS) Dataset

To effectively validate the scene generation model, we constructed a high-fidelity train-
ing dataset based on GIS data models and human spatial cognition principles. This dataset,
extracted from vector map data, contains paired samples of scene graphs and corresponding
images. The vector map data is based on the WGS 1984 Web Mercator projection coordinate
system, which includes three types of geographic elements: points, lines, and polygons,
providing comprehensive spatial information and covering rich geographic spatial features.
The design of the dataset follows three core principles: (1) Geographic accuracy—preserving
geometric and attribute characteristics of vector maps to ensure precise spatial representa-
tion; (2) Semantic completeness—covering three types of geographic features (points, lines,
and polygons) along with their topological, directional, and distance relationships; (3) Cogni-
tive plausibility—scene graph structures reflecting spatial semantics that align with human
descriptive patterns of spatial environments. The dataset construction process involves three
key steps: systematic selection of scene samples, scene graph generation using our spatial rep-
resentation framework and graph algorithms, and corresponding image generation through
GIS processing tools. By establishing a mapping between scene graphs and images, this
dataset provides multimodal training data with comprehensive spatial constraints.

Spatial scene sampling. We employed a 500 m × 500 m sliding window to clip original
vector map data. Drawing from existing scene generation research [7], we selected map
segments as study samples. These segments contain 3–8 polygonal objects with at least two
distinct types, ensuring each scene maintains appropriate complexity and diversity.

Scene graph generation. This process transforms geographic elements into gridded
representations using our spatial representation framework. To simulate human cognitive
and descriptive patterns of spatial environments, which tend to focus on adjacent objects
rather than exhaustive combinations, we constructed graph structures with objects as
nodes and relationships as edges. Using Prim’s minimum spanning tree algorithm [30]
with minimum grid-based distances as edge weights, we generated connected graphs
with minimal total weights as structured scene graph representations, balancing object
accessibility with human spatial cognition principles.

Scene images generation. This process is implemented using QGIS at 1:5000 scale,
applying customized styles for different objects (e.g., buildings, rivers, vegetation) to ensure
accurate spatial representation and visual clarity. PNG-format scene images were exported
based on predefined spatial boundaries.

Figure 3 demonstrates a sample pair of “scene graph-image”. In the scene graph on
the left, red rectangles represent objects and blue rectangles denote topological, directional
and distance relationships. For clarity, directional relationships are simplified to dominant
directions (maximum values in 3 × 3 directional matrices), while distance relationships are
quantified as Manhattan distances between object centroids. The marked spatial triplet in
the scene graph indicates vegetation located south of a sports field, with disconnected topol-
ogy and 183-unit centroid distance, which is consistent with the actual spatial distribution
shown in the corresponding scene image on the right.

Using vector map data from a certain city, we ultimately constructed a high-quality
geospatial scene dataset containing 5964 sample pairs through this processing pipeline. We
divided the dataset into training, testing, and validation subsets in an 8:1:1 ratio to facilitate
robust model training and evaluation. Unlike existing datasets for image generation
that contain simple geometric relationships in perspective-view photographs, our dataset
specifically focuses on geospatial relationships in map-view scenes. It uniquely integrates
topological, directional, and distance relationships, providing reliable data support for
research on scene generation embedded with spatial constraints.
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(a) (b)

Figure 3. A “scene graph-image” sample pair. (a) Scene graph, (b) Scene image.

4.2. Evaluation Metrics

To comprehensively evaluate the performance of the scene generation model, we
employ three complementary evaluation metrics that assess different aspects of generation
quality. These metrics are selected based on their established validity in computer vision
and specific relevance to spatial scene evaluation.

Fréchet Inception Distance (FID) [31] is a widely adopted metric in the field of image
generation, which assesses the quality of generated images by comparing the distribution
differences between generated and real images in feature space. A lower FID value indicates
superior generation quality.

Structural Similarity Index Measure (SSIM) [32] evaluates the similarity between
generated and real images from three dimensions: luminance, contrast, and structure.
A higher SSIM value denotes greater similarity, effectively reflecting the model’s capability
to preserve the structural integrity of spatial scenes.

Peak Signal-to-Noise Ratio (PSNR) [32] quantifies the detail fidelity of generated
images from the perspective of reconstruction accuracy by computing pixel-level errors,
with higher values indicating superior image fidelity.

These three metrics collectively provide a multidimensional assessment of the gen-
erative model’s performance at the feature, structural, and pixel level, thereby offering a
comprehensive validation of the model’s proficiency in spatial information understanding
and the quality of scene generation.

4.3. Experimental Details

The experiments were conducted on an NVIDIA GeForce RTX 3090 GPU, with the
computational environment implemented using CUDA 11.3, Python 3.9, and PyTorch 1.12
to ensure compatibility and computational efficiency.

The key parameters for model training are configured as follows: The initial learning
rate is set to 3 × 10−4, with a batch size of 12, generating scene images of size 64 × 64 pixels.
The diffusion process employs a total of T = 1000 steps, with the noise schedule βt linearly
increasing from 1 × 10−4 to 0.02. The model dimension dm is set to 128, and the training is
conducted over 500 epochs. This parameter configuration ensures adequate model learning
while promoting convergence. For baseline models, all parameters are set according to the
recommended values in their original publications.

4.4. Qualitative and Quantitative Results

We conduct comparative experiments against two representative baselines: Sg2Im [7]
and SGDiff [10]. Sg2Im represents a classical approach for scene-graph-to-image generation,
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which utilizes an end-to-end training framework with explicit scene graph encoding to
preserve semantic consistency between generated images and input scene graphs. In con-
trast, SGDiff is a recently proposed diffusion-based image generation method that achieves
high-quality image synthesis from scene graphs through a two-stage training paradigm.
By comparing these two baseline models with distinct methodological paradigms, we
comprehensively evaluate the relative performance of our proposed SceneDiffusion across
different technical approaches.

Our evaluation on the GS dataset incorporates both qualitative and quantitative
assessments to validate the model’s effectiveness in scene generation tasks. For fair experi-
mental comparison, baseline models utilize the joint embeddings of topological, directional,
and distance relationships from the GS dataset as relational inputs.

4.4.1. Qualitative Result Analysis

Figure 4 presents generation results from different models across diverse spatial scenes.
The object categories represented by different colors are shown in Figure 3. These scenes are
carefully selected to include both simple and complex spatial relationship configurations,
incorporating various object types such as roads, vegetation, and buildings. Each scene
graph explicitly specifies the topological, directional, and distance relationships among
objects within the scenes.

Figure 4. Comparison of qualitative results. The first row displays the input scene graph, while the
second row presents the corresponding ground truth image. The subsequent three rows sequentially
showcase the generated results from Sg2Im, SGDiff, and SceneDiffusion respectively.

Experimental results demonstrate that our SceneDiffusion significantly outperforms the
baseline methods in terms of both visual quality and semantic consistency. Specifically, our
model faithfully reconstructs objects while maintaining their boundary clarity and shape in-
tegrity. More importantly, the spatial relationships between objects (e.g., relative positions of
buildings) in the generated scenes consistently align with the descriptions in the input scene
graphs, demonstrating the model’s superior capability in spatial relationship modeling.
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In comparison, the baseline models exhibit limitations. Sg2Im produces blurred
outputs with poor detail representation, showing low semantic consistency with the input
scene graphs. Its generated results frequently contain positional errors among objects and
fail to properly reflect the spatial relationship constraints specified in the scene graphs.
While SGDiff generates more realistic textures, it still fails to correctly learn the objects and
their relationships. The generated scenes often contain incorrect numbers of objects that
mismatch the scene graph descriptions, and the spatial relationships between objects are
frequently misrepresented.

Furthermore, we validate the model’s responsiveness by introducing incremental
modifications to the scene graph. Specifically, in Figure 5, we progressively reduce the
spatial distance between the sports field object and the lake object in the input scene graph,
while maintaining all other spatial relationships. The generated scene images (left to right)
demonstrate corresponding gradual decreases in inter-object distance, confirming that the
output images accurately reflect the adjusted spatial constraints in the scene graph.

Figure 5. Experimental results on SceneDiffusion for changing the distance relationship in a
scene graph.

These results confirm that SceneDiffusion effectively utilizes the spatial relationship
information in scene graphs during the generation process, thereby validating the effective-
ness of our model design.

4.4.2. Quantitative Result Analysis

Table 1 presents the quantitative evaluation results of FID, SSIM, and PSNR metrics
for different models on the GS dataset. The experimental results demonstrate that our
proposed scene generation model significantly outperforms baseline models across all
evaluation metrics. In terms of scene generation quality, SceneDiffusion achieves an FID
score of 67.15, representing reductions of 56.6% and 64.6% compared to the Sg2Im (154.59)
and SGDiff (189.47), respectively. This indicates that the scenes generated by our model are
substantially closer to real data in terms of feature distributions, confirming its superior
generation capability. Structural similarity assessment reveals that SceneDiffusion attains
an SSIM value of 0.69, showing improvements of 35.3% and 60.5% over the Sg2Im (0.51) and
SGDiff (0.43), respectively. These results demonstrate our model’s remarkable advantage
in preserving luminance, contrast, and structural characteristics of spatial scenes, as well
as its ability to more accurately maintain the spatial layouts and inter-object relationships
defined in the input scene graphs. Further validation of our model’s superiority comes
from PSNR comparisons. SceneDiffusion achieves a PSNR value of 17.80 dB, showing
substantial improvement over both baseline models (Sg2Im: 11.12 dB, SGDiff: 11.95 dB),
which indicates its enhanced performance in pixel-level reconstruction accuracy.

The comparison across all three metrics consistently demonstrates that SceneDiffusion
exhibits clear advantages in generation quality, structural preservation, and reconstruction
accuracy. The particularly notable improvement in FID metric strongly validates the
model’s capability to generate scene images whose feature distributions closely resemble
real scenes. These quantitative findings align with the qualitative analysis conclusions,
collectively proving the effectiveness of SceneDiffusion for scene generation tasks.
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Table 1. Comparison of quantitative results.

Models FID SSIM PSNR

Sg2Im 154.59 0.51 11.12 dB
SGDiff 189.47 0.43 11.95 dB

SceneDiffusion 67.15 0.69 17.80 dB

4.5. Ablation Studies

To validate the contributions of core components in SceneDiffusion, we design four
variant models for ablation studies. Table 2 presents the quantitative evaluation results of
these ablation experiments. The only Topo variant retains solely topological relationship
modeling while removing the processing pathways for directional and distance relation-
ships; the only Dir variant preserves only directional relationship modeling; the only Dist
variant maintains exclusively distance relationship modeling. Additionally, the w/o Attn
variant retains all three relationship processing pathways but eliminates the attention
mechanism in the SAG module, instead directly employing initial relationship vectors for
object feature updates. This variant serves to verify the role of attention mechanisms in
relational information fusion.

Table 2. Comparison of experimental results of SceneDiffusion variants.

Variants FID SSIM PSNR

only Topo 114.53 0.60 14.44 dB
only Dir 124.55 0.61 15.13 dB
only Dist 126.72 0.53 10.40 dB
w/o Attn 103.37 0.64 15.58 dB

SceneDiffusion 67.15 0.69 17.80 dB

The results reveal several key findings. The complete SceneDiffusion demonstrates
superior performance across all metrics, particularly achieving a 35.0% FID improvement
over the best-performing variant w/o Attn, confirming the synergistic effectiveness of multi-
relational joint modeling coupled with attention mechanisms. Among single-relationship
variants, the only Topo variant achieves the lowest FID value, indicating the fundamental
importance of topological relationships in scene generation. The only Dir variant attains
the highest SSIM score, highlighting directional relationships’ particular significance in
preserving structural layouts. The only Dist variant performs worst across all three met-
rics, suggesting distance constraints alone are insufficient for coherent scene generation.
Beyond the aforementioned FID comparison, the w/o Attn variant shows a 7.2% reduction
in SSIM and a 12.5% decrease in PSNR compared to the complete model, proving that the
attention mechanism in the SAG module effectively captures dynamic influence weights
across different relationships and plays a pivotal role in multi-relational information fusion.

These findings collectively validate our architectural design: (1) all three spatial relation-
ship types contribute complementary benefits, and their combined modeling yields synergistic
improvements beyond any single relationship, (2) the attention mechanism is essential for ef-
fectively integrating multi-relational constraints. The ablation results provide strong evidence
for each component’s necessity in achieving optimal scene generation performance.

5. Conclusions
This study presents SceneDiffusion, an innovative model for generating scenes with

spatial constraints. The principal achievements can be summarized as follows: First,
the grid-based representation framework successfully unifies qualitative and quantita-
tive spatial representations, enabling extraction of topological, directional, and distance
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relationships through adjustable grid resolutions. Second, the SAG module enhances
relationship representations in scene graphs through attention mechanisms and updates
object representations with spatial constraints, demonstrating exceptional capability in
learning complex spatial dependencies. The LCD module effectively bridges consistent
spatial constraints with high-quality visual generation, achieving state-of-the-art experi-
mental results. Furthermore, to support the evaluation of our framework, we developed
a geospatial scene dataset comprising scene graph-image pairs derived from vector map
data, with spatial relationship descriptions and geographic semantics attached. It serves
as a critical validation tool for our proposed approach and demonstrates the feasibility of
integrating structured spatial knowledge into generative models.

The study achieves an organic integration of spatial information constraints and gen-
erative AI models. The attention-based multi-relational fusion mechanism significantly
enhances the model’s understanding of spatial scenes, providing a generalizable paradigm
for spatial-aware generation tasks. In practical, the research outcomes can offer techni-
cal support for tasks such as emergency management, demonstrating broad application
prospects. Regarding resolution, the clarity of generated scene images can be improved by
enhancing the generative model itself. For instance, a cascaded diffusion framework could
be adopted, where a low-resolution base model (the current SceneDiffusion) first synthe-
sizes a globally coherent layout under spatial constraints, followed by a high-resolution
refinement model to recover fine-grained details. Notably, higher-resolution generation
inevitably demands greater computational power, necessitating a trade-off based on practi-
cal requirements.

Future work will focus on two primary directions: At the data level, we will in-
corporate multi-source heterogeneous data such as remote sensing imagery and expand
geographical coverage to construct multimodal, cross-scale geospatial scene datasets. At the
methodological level, we will explore more flexible and efficient spatial relationship repre-
sentation approaches and investigate multimodal fusion mechanisms to achieve synergistic
utilization of diverse spatial information including text, images, and vector data. These
advancements will further strengthen the model’s deployment potential in mission-critical
applications. Furthermore, we plan to collaborate with domain experts in future work to
validate the model’s performance in practical applications.
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Appendix A
Appendix A.1

Table A1. Extraction method for topological relationships.

Topological
Relationships Descriptions

Disjoint Object A and object B share no common grid cells, i.e., ObjA ∩ ObjB = ∅
Overlap Objects A and object B share at least one common grid cell while neither completely

contains the other, i.e., ObjA ∩ ObjB ̸= ∅, and ObjA ̸⊂ ObjB, ObjB ̸⊂ ObjA
Contains All grid cells of object B form a proper subset of object A’s grid cells, i.e., ObjB ⊊ ObjA

Inside All grid cells of object A form a proper subset of object B’s grid cells, i.e., ObjA ⊊ ObjB
Equal Objects A and object B occupy exactly the same grid cells, i.e., ObjA = ObjB

Appendix A.2

Table A2. Calculation method for directional relation membership degrees.

Coordinate Positional Relationship
between GB

j and GA
i

Value Range of τ
Membership Degree Calculation

Formula

GB
j,x > GA

j,x, GB
j,y > GA

j,y
0 < τ ≤ 1 µNE(GB

j ) = τ, µE(GB
j ) = 1 − τ

τ > 1 µNE(GB
j ) =

1
τ , µN(GB

j ) = 1 − 1
τ

GB
j,x > GA

j,x, GB
j,y < GA

j,y
0 < τ ≤ 1 µSE(GB

j ) = τ, µE(GB
j ) = 1 − τ

τ > 1 µSE(GB
j ) =

1
τ , µS(GB

j ) = 1 − 1
τ

GB
j,x < GA

j,x, GB
j,y < GA

j,y
0 < τ ≤ 1 µSW(GB

j ) = τ, µW(GB
j ) = 1 − τ

τ > 1 µSW(GB
j ) =

1
τ , µS(GB

j ) = 1 − 1
τ

GB
j,x < GA

j,x, GB
j,y > GA

j,y
0 < τ ≤ 1 µNW(GB

j ) = τ, µW(GB
j ) = 1 − τ

τ > 1 µNW(GB
j ) =

1
τ , µN(GB

j ) = 1 − 1
τ

GB
j,x = GA

j,x, GB
j,y > GA

j,y τ does not exist µN(GB
j ) = 1

GB
j,x = GA

j,x, GB
j,y < GA

j,y τ does not exist µS(GB
j ) = 1

GB
j,x > GA

j,x, GB
j,y = GA

j,y τ = 0 µE(GB
j ) = 1

GB
j,x < GA

j,x, GB
j,y = GA

j,y τ = 0 µW(GB
j ) = 1

GB
j,x = GA

j,x, GB
j,y = GA

j,y τ does not exist µC(GB
j ) = 1
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