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Abstract: In recent years, with the development of sensor technology, the volume of spatial
data has grown exponentially. However, this data is often unevenly distributed, and
traditional indexing methods cannot predict the overall data distribution when data are
continuously inserted into the database. This makes them inefficient for indexing large-
scale, unevenly distributed spatial data. This paper proposes a hybrid indexing method
based on the grid-indexing and R-tree methods, called R-MLGTI (R-Multi-Level Grid–Tree
Index). The method first divides the two-dimensional space using the Z-curve to form
multiple sub-grid regions. When incrementally inserting data, R-MLGTI calculates the grid
encoding of the data and computes the c(G) of the corresponding grid G to measure the
sparsity or density within the grid region, where c(G) is a metric that quantifies the data
density within grid G. All data in sparse grids are indexed by R-trees associated with grid
encodings. In dense grid areas, a finer-grained space-filling curve is recursively applied
for further spatial division. This process forms multiple sub-grids until the data within
all sub-grids becomes sparse, at which point the original data is re-indexed according
to the sparse grids. Finally, this paper presents a prototype system of the in-memory R-
MLGTI and conducts benchmark tests for incremental data import and range queries. The
incremental data insertion performance of R-MLGTI is lower than that of the grid-indexing
and R-tree methods; however, on various unevenly distributed simulated datasets, the
average query time for different query regions in R-MLGTI is about 6.49% faster than that
of the grid-indexing method and about 51.78% faster than that of the R-tree method. On a
real dataset, Landsat 7 EMT, which contains 2,585,203 records, the average query time for
various query ranges is 61.39% faster than that of the grid-indexing method and 17.01%
faster than that of the R-tree method. Experiments show that R-MLGTI performs better
than the traditional R-tree and grid-indexing methods in large-scale, unevenly distributed
spatial data query requests.

Keywords: grid; R-tree; hybrid index; uneven distribution; spatial data

1. Introduction
With the development of information and sensor technologies, the methods and tech-

niques for acquiring spatial data are continuously evolving and innovating. Supported
by advanced technologies such as Geographic Information Systems (GIS), remote sensing,
and Global Positioning Systems (GPSs), the speed of global spatial data collection and
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updates has significantly accelerated, resulting in an explosive growth in data volumes.
These data play an important role in monitoring land-use changes, tracking environmental
dynamics, assessing the carbon cycle, and supporting sustainable development [1–5]. How-
ever, when dealing with these massive and complex spatial datasets, we often lack prior
knowledge of the data’s overall structure or distribution patterns. This uncertainty creates
challenges as the data is incrementally ingested into storage systems. Traditional index-
ing methods face significant bottlenecks under these conditions; for instance, grid-based
and spatial-partitioning methods cannot adapt their structures to accommodate dynamic
changes in data distribution, while the R-tree method, although capable of dynamic adjust-
ment, suffers from decreased efficiency when managing large-scale datasets. Consequently,
in the era of big data, achieving efficient retrieval of spatial data with dynamically evolving
distributions has become a critical issue that demands urgent attention.

Spatial data can be divided into spatial vector data and spatial raster data. Vector
data represents geographic entities through geometric objects such as points, lines, or poly-
gons [6,7]. Traditional surveying data, location-based data (such as GPS data), geotagged
information generated by social media, and real-time location data collected by IoT devices
are examples of spatial data. These types of data are highly structured, with clear geomet-
ric shapes and topological relationships, enabling a precise description of the forms and
locations of geographic features. Raster data, on the other hand, is a data type that divides
and represents spatial regions based on pixels. Each pixel represents a fixed area and stores
attribute values related to that region. For example, remote sensing imagery is a typical
form of raster data, obtained through satellite or aerial images, and can support land-use
classification, environmental change monitoring, and other applications.

Spatial indexing is widely used to organize data and optimize queries, typically
utilizing tree-based and grid-based indexing methods [8]. Tree-based indexing offers good
dynamic characteristics and spatial locality, supporting dynamic data insertion, deletion,
and updates. However, a single tree-based index, such as an R-tree, which uses MBRs
(minimum bounding rectangles) as indexing units, suffers from increased overlap of non-
leaf node MBRs as the data volume grows. This overlap leads to redundant storage and
unnecessary computations, ultimately reducing query performance. Grid-based indexing,
when combined with space-filling curves, enhances query efficiency through dimensionality
reduction. However, when objects span multiple grids, it can result in data redundancy,
thus reducing indexing efficiency [8]. In large-scale spatial data, especially when the data
distribution is uneven, a single grid structure with fixed grid levels cannot effectively handle
data-dense regions, causing a significant decline in query efficiency. When data is highly
concentrated within a specific grid cell, the query process must handle an excessive number
of objects, which increases computational load and negatively affects indexing performance.

In this paper, we propose a hybrid indexing method based on the grid-indexing and
R-tree methods called R-MLGTI (R-Multi-Level Grid–Tree Index). This method divides the
space using a multi-level dynamic grid-partitioning approach and employs an R-tree for
indexing the spatial data within each grid cell. On one hand, dynamic grid partitioning
adapts to ongoing data insertions, ensuring the rationality of the partitions. On the other
hand, when dealing with data-dense grid cells, the presence of an R-tree eliminates the
need to directly traverse all data within the grid cell. Range queries using the R-tree allow
for faster filtering of target data. Furthermore, grid partitioning enables parallel operations
of the R-tree across multiple cells, significantly improving retrieval efficiency. In addition,
based on the proposed indexing method, a corresponding storage structure is designed,
and the hybrid indexing method is implemented in memory. A performance comparison
of the indexing efficiency was conducted between the R-tree and grid-indexing structures
based on the Z-curve. The results confirm that the hybrid indexing method proposed in
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this paper performs better when handling large-scale spatial data, especially data with an
uneven distribution.

The rest of this paper is organized as follows. Section 2 introduces the grid-based
spatial data indexing and tree-based spatial data indexing methods. Section 3 details the
structure and implementation of R-MLGTI. Section 4 presents the experiments and analyzes
the results, and Section 6 concludes this paper.

2. Related Works
Currently, research on spatial data indexing structures can be classified into two

categories: tree-based structures and grid-based structures.

2.1. Spatial Indexing Based on Tree Structures

Tree-based index structures typically use the MBR of spatial objects as the indexed
entity. The main concept behind this method is to approximate spatial objects using
spatial polygons, which can be represented by approximate polygons. Then, approximate
polygons are constructed based on the organization of the index structure [9]. Research on
tree structures has been extensive. In 1984, Guttman et al. introduced the concept of the
R-tree [10], which is an extension of the B+ tree. The R-tree is designed to better address
issues related to data storage and query processing.

The R-tree is a hierarchical spatial-indexing method, with its structure illustrated
in Figure 1. It is primarily used for organizing and querying high-dimensional data.
By encapsulating the spatial objects within an MBR, the R-tree recursively constructs a tree
structure. The leaf nodes store the MBRs of actual data objects, while non-leaf nodes store
the MBRs of their child nodes, which represent the coverage of their subtrees. During query
processing, the R-tree filters intersecting MBRs layer by layer, effectively reducing the search
space. This makes it well-suited for handling complex operations such as range queries
and nearest-neighbor queries. Its dynamic properties support data insertion, deletion,
and updates while maintaining tree balance, ensuring query efficiency.

(a) (b)

Figure 1. R-tree structure: (a) Division of MBRs of spatial objects. (b) Structure of the tree.

The R-tree performs well in spatial data indexing; however, when data distribution
is uneven, the continuous insertion of data can lead to significant overlap and coverage
among MBRs, resulting in a noticeable decline in indexing performance and query effi-
ciency [11]. Moreover, operations such as data insertion and deletion may cause frequent
tree restructuring. For instance, when inserting a new object, if the current leaf node is full,
the R-tree requires node splitting, which can impact the tree’s balance and subsequently
degrade query performance.
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Sellis et al. [12] proposed the R+-tree, a variant of the R-tree, which effectively ad-
dresses the issue of significant overlap among intermediate nodes in the R-tree, thereby
improving the efficiency of spatial data queries. The R*-tree, designed by Guttman in 1990,
applies a node optimization strategy by enforcing node reinsertion. This approach enhances
space utilization and reduces the frequency of node splits. In 1994, Kamel and Faloutsos
proposed the Hilbert R-tree [13], a structure that maps multidimensional spatial data into
one-dimensional Hilbert values to enhance the spatial locality of R-trees, thereby improving
query performance. Although this approach effectively mitigates the overlap and coverage
issues commonly found in traditional R-trees when handling high-dimensional data, it
suffers from high re-encoding overhead during dynamic updates due to the global nature
of space-filling curves, which impacts overall efficiency.

2.2. Spatial Indexing Based on Grids and Spatial Partitioning

The grid-based indexing method is based on the idea of dividing a spatial region into
grids of uniform or varying sizes, with each grid containing multiple spatial objects [14–16].
When querying target data, the grid-based method first identifies the grid cells covered
by the query region and then quickly retrieves the spatial objects that meet the query
conditions from these cells. Essentially, the grid represents a method of spatial partitioning.
Grid indexing can be combined with space-filling curves, which can be regarded as a
hashing approach for a two-dimensional space [17]. The grid divides data into m× n small
blocks, while the space-filling curve maps the two-dimensional data of these m× n cells to
a one-dimensional storage space. After mapping to a one-dimensional space, an index can
be constructed by calculating the corresponding index values of the spatial objects, thereby
marking their spatial positions. Common space-filling curves include the Hilbert curve, Z-
order curve, Peano curve, and Gray code, among others [18]. By pre-partitioning the space,
grid indexing eliminates the need to update the index when moving objects remain within
the same spatial cell. When handling high-frequency concurrent operations, grid-based
spatial-partitioning indices significantly outperform the R-tree family of indices [19].

Huang et al. [20] systematically described the grid structure and introduced the con-
cept of multi-level grids to address the issue of the uneven distribution of two-dimensional
spatial data. In 2016, Tang et al. [21] proposed an algorithm that divides a space into grids
and achieves rapid spatial data partitioning using Z-order curves. Xu et al. [22] proposed
a nearest-neighbor query algorithm based on space-filling-curve grid partitioning. This
algorithm leverages the dimensionality-reducing property of space-filling curves and the
clustering characteristics of data, linearly sorting points within the grid. By accessing points
within the query point’s grid and its neighboring grids, it efficiently finds the nearest neigh-
bors. GeoHash maps geographical locations (e.g., latitude and longitude coordinates) to a
one-dimensional string, recursively dividing the space into binary grids while alternately
encoding the location information of the latitude and longitude; this results in a compact
GeoHash string. GeoHash exhibits spatial continuity and hierarchy, enabling the efficient
indexing, querying, and storage of spatial data.

The research team led by Cheng Chengqi from Peking University proposed the
GeoSOT (Geographic coordinate Subdividing grid with One-dimensional integral coding
on Tree) method, which uses a one-dimensional integer array for global latitude and longi-
tude partitioning [23–25]. This method has been widely applied in spatial data indexing
and retrieval [26–28]. Tong et al. [29] proposed the Multi-Scale Time-Partitioning and
Integer-Coding (MTIC) method. By using this method to index the temporal information
of objects, efficient multi-scale querying can be achieved. GeoSOT-ST extends the GeoSOT
spatial-partitioning scheme to the temporal dimension, forming a global spatiotemporal
subdivision scheme [30,31].
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Guo [32] and Huang [33] combined the Hilbert curve with GeoHash and GeoSOT,
respectively, to perform queries on spatial objects. Wu [34] proposed a spatiotemporal
indexing method based on GeoHash grids, utilizing Hilbert-curve encoding. Wang [35]
designed a subspace-partitioning algorithm based on the concept of secondary indexing,
using the Hilbert curve to support multidimensional queries. However, most of these
methods do not address the issue of inefficient range queries in the case of data imbalance.

Since grid-based indexing typically partitions the space statically, the indexed objects
and query regions often span multiple grid cells. When the query region spans multiple
grid cells, all the data within the covered grid cells must be scanned. When the data volume
within the grid cells is large, indexing efficiency may decrease significantly, as shown in
Figure 2b. Although the final query results only include M5 and M6, since the query box
spans four grids (00, 01, 02, and 03), all data within these four spaces will be scanned.

(a) (b)

Figure 2. Static grid partitioning: (a) Spatial data spans multiple grids. (b) Query region spans
multiple grids.

2.3. Multi-Structure Hybrid Indexing Methods

Yang and Huang [36] proposed a hybrid indexing structure based on an extended
quadtree and a 3D R-tree, which is applied to the management and visualization of large-
scale, high-density ground point cloud data. Gong et al. [37] introduced an extended 3D
R-tree indexing method that considers multiple levels of detail. This method establishes a
balanced structure for the indices through global optimization and 3D clustering analysis
and designs a node selection algorithm. The algorithm employs a node-splitting method
based on the k-medoids clustering algorithm, ensuring uniform node size, regular shape,
and low overlap.

Sharifzadeh and Shahabi [38] proposed the VoR-R-tree hybrid indexing structure,
which integrates Voronoi diagrams with an R-tree. By utilizing the neighborhood search
characteristics of Voronoi diagrams, this structure reduces the R-tree overlapping space,
thereby improving the efficiency of nearest-neighbor queries. Gong et al. [39] introduced
an efficient point cloud data management method based on octrees and a 3D R-tree, aimed
at addressing large-scale data management challenges. However, when the number of
octrees becomes excessive, it may lead to a waste of storage space.

Song et al. [40] proposed a hybrid tree spatial-indexing structure for 3D GIS, combining
octrees and an R-tree to overcome the performance bottleneck of a single spatial-indexing
structure in large-scale data. However, the R-tree still faces issues with overlapping in-
termediate nodes, and multi-path queries continue to limit improvements in indexing
performance. Liu et al. [41] further proposed a hybrid indexing method based on a 3D
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grid–R-tree. This method partially addresses the issue of uneven data distribution, but due
to the arbitrary parameter-based division of the single-layer grid, which lacks rationality,
it may still lead to data redundancy and multi-path query problems in the R-tree, thus
limiting indexing performance.

Liu [42] proposed a spatial-indexing method based on the tile quadtree (T-Qtree),
combined with the Distributed Data Computing (DisDC) model. Through the TQTG and
TQTBV algorithms, it achieves rapid indexing and efficient visualization of large-scale vec-
tor data, significantly improving construction speed and memory efficiency. However, this
method primarily optimizes the visualization of large-scale vector data, and its adaptability
to higher-level data and other spatial analysis tasks remains to be verified. Zhang [43]
proposed a hybrid spatial index structure based on the quadtree and the R-tree, which
optimizes the spatial retrieval efficiency of 3D ENC data. By using the smallest minimum
bounding box and classification retrieval methods, it reduces the overlap of index nodes
and improves the rendering speed and management efficiency of 3D ENC data.

3. Method
3.1. Data Applicable to Indexing

Geospatial data is information related to specific locations on the Earth’s surface.
Formally speaking, any data that can be referenced by geographical coordinates, such as
latitude and longitude, or spatial identifiers, such as region names or grid cells, is regarded
as geospatial data. The typical forms of geospatial data include point data, line data, and
polygon data, all of which can have their minimum bounding rectangles (MBRs) calculated.
Consider a two-dimensional geospatial object defined by a set of n vertices, where the
coordinates of the vertices are given by

P = {(x1, y1), (x2, y2), . . . , (xn, yn)} (1)

The corresponding minimum bounding rectangle (MBR) can therefore be represented
by the following intervals:

MBR(P) = [xmin, xmax]× [ymin, ymax] (2)

where 
xmin = min

1≤i≤n
xi, xmax = max

1≤i≤n
xi

ymin = min
1≤i≤n

yi, ymax = max
1≤i≤n

yi
(3)

The R-MLGTI indexing structure proposed in this paper is specifically designed for
geospatial data objects whose minimum bounding rectangles (MBRs) can be explicitly com-
puted. The MBR serves as the fundamental indexing unit in R-MLGTI. During the indexing
process, R-MLGTI records the MBR of each target geospatial object along with its unique
data identifier, thereby enabling efficient management and control of the corresponding
data entities.

3.2. R-MLGTI Index Structure

The multi-level grid-partitioning R-tree index (R-MLGTI) model proposed in this
paper combines the advantages of grid partitioning and tree indexing. R-MLGTI first
dynamically partitions the space using grids of different levels based on the current data
distribution and then uses an R-tree to index and manage the data within each partition cell.

Whether it is spatial vector data or spatial raster data, their corresponding MBRs can
be obtained. Therefore, the MBR is the minimum indexing unit of R-MLGTI. This allows
R-MLGTI to manage most non-uniformly distributed spatial data.
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3.2.1. Grid and R-Tree

Due to its regular structural properties, the Z-order curve often offers higher efficiency
in quickly locating query windows and performing range-based code filtering [44]. There-
fore, we adopt the Z-order curve to partition the global geographic space, and each cell
is encoded based on the chosen partition level, as illustrated in Figure 3. In a second-
order Z-order curve, both the longitude and latitude are each evenly divided into two
intervals, resulting in four subspaces encoded as 00, 01, 10, and 11. A third-order Z-order
curve further subdivides each axis into two intervals, yielding 16 subspaces with codes
ranging from 0000 to 1111. The third-order encoding can be interpreted as a refinement
of the second-order subspaces. Specifically, subspaces sharing a common prefix in the
higher-order encoding correspond to the same region at a coarser granularity. For example,
the region encoded as 11 in the second-order partition corresponds to four subspaces—1100,
1101, 1110, and 1111—in the third-order partition, all of which share the common prefix 11.

Figure 3. Structure of R-MLGTI.

After determining the grid space partitioning, R-trees are used to index the data within
each grid cell. The diagram in Figure 3 illustrates the data distribution after partitioning
the space based on the second-order Z-curve. M1, M2, and M3 are all located within cell
region 01, and their spatial information is stored in the R-tree associated with this cell.
Similarly, the spatial information of M5 and M8 is recorded by the R-tree corresponding
to 1101.

From a data structure perspective, the entire index is composed of a forest of R-trees,
where the entry points of the forest can be viewed as the grid partitions created by the
Z-curve. From a functional perspective, the grid serves as a partitioning mechanism,
effectively subdividing the large space into smaller datasets. This helps mitigate the
issue of excessive overlapping of intermediate MBRs in a single R-tree due to the large
volume of data. On the other hand, partitioning the space using grids inherently offers
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parallelism advantages, as the R-tree within each grid cell can operate independently
without interference.

The indexing workflow is illustrated in Figure 4, where the green region denotes
the query window. During the query process, we first locate the grid at the HEAD level,
which in this case corresponds to Level2. At this level, the query window intersects with
two target grids: 01 and 11. The 01 grid contains relatively sparse data, and therefore the
query is directly processed using the R-tree index associated with this grid, denoted as
R− Tree− 01, yielding result R1. In contrast, the 11 grid contains denser data and has been
delegated to a finer-grained level, Level 3 for further indexing. Within Level3, only the 1101
sub-grid overlaps with the query region, thus the corresponding R− Tree− 1101 index
is used to retrieve result R2. The final query result is obtained by combining R1 and R2,
i.e., R1∪ R2.

Figure 4. Data indexing example.

3.2.2. Dynamic Grid Strategy

Although partitioning alleviates the issue of MBR overlap in the intermediate nodes of
R-trees to some extent, when dealing with massive spatial data and uneven data distribu-
tion, a fixed-level grid-partitioning strategy may still result in data skew. This can lead to an
excessive load on R-trees in densely populated grid cells. Additionally, the massive volume
of data implies that the grid-partitioning levels will be extremely fine, which can reduce the
indexing efficiency of the grid encoding. Therefore, the R-MLGTI index structure proposed
in this paper employs a dynamic grid-partitioning strategy.

Let the current grid cell be represented as G. Gl denotes the partitioning level of the
current grid, and Gn represents the amount of indexed data within the grid. h refers to
the predefined default latitude span of a single spatial object’s MBR, and w refers to the
predefined default longitude span of a single spatial object’s MBR. GRd represents the depth
of the R-tree pointed to by the current grid, and d is the predefined depth threshold for the
R-tree pointed to by each grid cell. When G satisfies the condition c(G), we consider the
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data within the current grid to be relatively sparse, and the data is indexed directly by the
R-tree pointed to by G.

c(G) = (
180

2Gl−1 > h× Gn) ∧ (
360

2Gl−1 > w× Gn) ∧ (GRd ≤ d) (4)

As data continues to be inserted into c(G) and when the condition c(G) no longer
holds, we consider the data in grid G to have become dense. In this case, the partitioning
space of the grid containing G is re-partitioned using a finer level, Gl+1, and the data within
grid G is re-indexed. This re-indexing operation is a recursive process, ensuring that for the
original data in G, we can always find a finer-grained subdivided grid cell at a lower level
to alleviate the problem of excessive overlap of intermediate MBRs in the corresponding
R-tree index caused by the high density of data within G.

Let the grid cells in the Gl level be numbered as Xi, where i ∈ {1, 2, . . . , 4Gl−1}.
As data is inserted, any grid G(Xi) can dynamically adjust its partitioning level based on
the condition c(G(Xi)), which determines the appropriate subdivision structure for G(Xi).

In the entire Gl level, when dealing with unevenly distributed data, some grids G(X)

store more data, while others store less. The former adopts finer-grained partitioning levels
for the grid division, while the latter uses relatively coarser partitioning levels for grid
subdivision. This dynamic adjustment ensures that the partitioning structure adapts to
the data distribution, optimizing the indexing process by reducing overlap in high-density
regions and improving efficiency in low-density regions.

According to the dynamic multi-level partitioning strategy described above, G(Xi)

can exist in two states: When the condition c(G(Xi)) is satisfied, the data within G(Xi) is
relatively sparse, and the data is indexed by the R-tree pointed to by G(Xi). When c(G(Xi))

is not satisfied, the data within G(Xi) is relatively dense, and the region corresponding to
G(Xi) is indexed at the Gl + 1 partitioning level, as shown in the diagram above.

When ∀i ∈ {1, 2, . . . , 4Gl−1} do not satisfy the condition c(G(Xi)), all grid cells at the
Gl level point to the Gl + 1 level. In this case, the Gl partitioning level becomes ineffective
and cannot meet the partitioning requirements. To address this, we introduce a HEAD
marker to indicate the first non-invalid level in the multi-level dynamic grid from top to
bottom. As shown in Figure 3, the region with the 03 encoding at Level1 does not satisfy
the condition c(G), and its data is managed by the regions 030, 031, and 032 at Level2.
However, the 02 encoding region satisfies the condition c(G), and its data is indexed by the
R-tree pointed to by G(02). Therefore, the HEAD points to Level1.

3.2.3. Phenomenon of Cross-Grid Overlap

In R-MLGTI, data is first partitioned into grid cells and then stored using an R-tree
structure. Since spatial objects may span multiple grid cells, a non-negligible issue is the
phenomenon of cross-grid overlap. Although such occurrences are inevitable in spatial
partitioning, we aim to minimize their probability through the appropriate selection of
grid levels.

We first conduct a one-dimensional modeling analysis. The problem can be abstracted
as a line segment of length L, denoted as the interval [0, L], on which there exist n fixed
points forming the set P = {x1, x2, . . . , xn}, where each xi ∈ [0, L]. A sub-segment of length
t is randomly selected from the interval, denoted as [x, x + t], where x ∈ [0, L− t] to ensure
that the sub-segment lies entirely within the original interval. Our objective is to compute
the probability that the sub-segment contains at least one point from the set P. Let event A
denote that the sub-segment [x, x + t] contains at least one point xi. Then,

A = {[x, x + t] ∩ P ̸= ∅} (5)
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To simplify the calculation, we use the complement approach and instead compute
the probability of event Ac (i.e., the sub-segment contains no points):

P(A) = 1− P(Ac) (6)

For each point xi ∈ P, in order for it not to be included in the sub-segment, the starting
point x must not fall within the interval [xi − t, xi]. Given that the valid starting range is
[0, L− t], the exclusion interval for each xi can be expressed as

Ii = [max(0, xi − t), min(xi, L− t)] (7)

This interval represents all possible starting points that would result in xi being
included. If the interval is empty (i.e., the bounds do not satisfy the ordering), the point
cannot be included in any sub-segment and can be ignored.

For all xi ∈ P, we take the union of their corresponding exclusion intervals Ii:

U =
n⋃

i=1

Ii (8)

Let the total length of this union be |U|, representing the range within which selecting
a starting point will lead to the sub-segment containing at least one target point. Since the
total valid starting range has length L− t, the final probability expression becomes

P(A) =
|U|

L− t
=

1
L− t

·
∣∣∣∣∣ n⋃
i=1

[max(0, xi − t), min(xi, L− t)]

∣∣∣∣∣ (9)

This formula expresses the probability that a randomly selected sub-segment of length
t from [0, L] contains at least one of the target points. Furthermore, this probability can
serve as a measure of the likelihood that a spatial object spans multiple grid cells along a
single dimension under a given grid level.

For the two-dimensional case, given a dataset D, whose minimum bounding rectangle
(MBR) has width tx and height ty (in degrees), and a grid space formed by d-level binary
partitioning in both longitude and latitude, the probability P(Dc) that D does not cross any
grid boundary is given by


P(Dc) = 1− |U|

(Lx − tx)(Ly − ty)

U =
2d⋃

i=1

[max(0, xi − tx), min(xi, Lx − tx)]×
[
max(0, yi − ty), min(yi, Ly − ty)

] (10)

In the R-MLGTI index structure, we first predict the insertion data using Equation (10).
For instance, given a dataset with an MBR size of 30 × 30, Equation (10) allows us to
calculate the probabilities that the data does not cross grids at Level0, Level1, Level2,
and Level3 as 100%, 86.96%, 63.24%, and 25.30%, respectively. If the data is inserted at
Level2 or earlier in the multi-level dynamic hierarchical grid, the probability of encountering
grid-crossing issues is relatively low. For data with a probability less than 60% of avoiding
grid-crossing during insertion, we directly employ a grid-crossing strategy for processing.

3.2.4. Storage Structure

The storage structure corresponding to the R-MLGTI index model is shown in Figure 5.
The grid G(Xi) is represented by the grid encoding G− Code, which is derived from the
space partitioned by the Z-curve. In persistent storage, based on the concept of inverted
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indexing, the G− Code is used as the primary key, and the Status field records whether the
current grid cell satisfies the condition c(G(Xi)). When the condition is satisfied, the Status
field is marked as TREE; otherwise, it is marked as NEXT. The Data−Value field stores
the address of the corresponding R-tree or the serialized binary object.

Based on the previously mentioned grid-partitioning encoding strategy, when the
Status field is marked as NEXT, it means that the data in the grid cell G(Xi) will be managed
by the next level. The G− Code also serves as the prefix for the partition encoding at the
next level.

Figure 5. Storage structure of the multi-level grid and R-tree hybrid index model.

3.3. Insertion Algorithm

Algorithm 1 demonstrates the data insertion steps. Before inserting data, R-MLGTI
first initializes the system. The layer-partitioning grid head pointer (HEAD) points to the
default partitioning level, and the system cache holds the 1st- and 10th-order Z-curves.
When spatial data is inserted, the MBR (minimum bounding rectangle) of the spatial
data is calculated as the basic management unit for the geometric information of the
subsequent data.

Using the partitioning level specified by HEAD as the reference, the grid encoding
corresponding to the four corner points of the MBR is computed. The longest common
prefix of these four grid encodings is then taken as the grid encoding for this spatial data.
For example, in the case of the second-order partitioning, the four coordinates are 010, 011,
012, and 013. The longest common prefix among these is 01, indicating that the MBR of the
spatial data spans across the four grid cells in the 01 region.

For data that spans multiple grid cells, an independent R-tree is used for storage.
For MBRs that do not span multiple grids, the grid information corresponding to the
current grid encoding is queried, and the Status and Data-Value fields are parsed. If the
Status field is marked as NEXT, it indicates that the grid area does not store information
at the current level and that the data will be inserted at the next level. If the Status field
is marked as TREE, it means that the current grid will point to a dedicated R-tree for
data storage and the Data−Value field will point to the corresponding R-tree. The data
insertion will then be handled by this R-tree for indexing and storage.

During the insertion process, after the Status of the grids at the HEAD level is updated
to NEXT, HEAD will point to the next level.

3.4. Query Algorithm

In spatial range queries, the R-MLGTI structure naturally isolates each spatial partition,
which allows for the full utilization of parallelism to accelerate query efficiency. Algorithm 2
demonstrates the entire query process.
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Algorithm 1: Inserting geospatial metadata into R-MLGTI
Input: Geospatial metadata data D
Output: Whether the data is successfully inserted

1 Define: HEAD // R-MLGTI multi-layer grid structure head pointer
2 Define: overGridRtree // Pointer for cross-grid object indexing

3 /* Step 1: Select appropriate grid level */
4 curLevel ← HEAD
5 while curLevel.remainRtreeGridCell() ≤ 0 do
6 curLevel ← curLevel + 1 // switch to a higher-level grid

7 /* Step 2: Compute spatial code of input data */
8 objMBR← D, objId← D // Compute objMBRandgenerateobjId
9 coorCodeSet← ∅

10 forall coordinate ∈ vertices of objMBR do
11 coorCode← curveCodeLevel(curLevel)
12 coorCodeSet← coorCode

13 objGridCode← common prefix of coorCodeSet

14 /* Step 3: Insert into R-MLGTI index */
// The grid encoding level of the inserted object is equal to the

current level, and it does not span across grids.
15 if curLevel = objGridCode.length− 1 then
16 curGridCell ← getGridCellByLevel(objGridCode, curLevel)

gridResult← curGridCell.save(objGridCode, D)

17 if gridResult.isSuccess() then
18 return success

19 else if gridResult.isNeedNext() then
// If the current grid object points to the next level,

a finer partitioning strategy is applied.
20 return insert(curLevel + 1, D)

21 else
22 return failed

// Cross-grid objects are indexed using a separate R-tree.
23 else
24 return overGridRtree.save(D)

In the retrieval algorithm, two tasks are first started in parallel: one searches within the
multi-level grid partition tree, and the other handles cross-grid queries in the independent
R-tree. After both tasks are completed, their result sets are merged to complete the spatial
query. Based on the ID information in the result sets, the complete data information is
then queried. The retrieval process within the multi-level grid partition tree is described in
detail by Algorithm 3.

In Algorithm 3, the first step is to calculate the portions of grids that intersect the
query region’s MBR. These intersecting grids are then divided into two categories: the first
category consists of grids that are fully enclosed within the query region, and the second
category consists of grids that are partially located within the query region’s MBR.
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Algorithm 2: Spatial data query
Input: queryMBR: The spatial range to query
Output: resultList: List of query results
// Set Parallel Tasks

1 Task 1: Start queryInMultiLevelGridTree (queryMBR) async;
2 Task 2: Start queryStrategyByTree (queryMBR) async;
3 Wait for all tasks to complete;
// Parallel Execution to Retrieve Results

4 Retrieve Task 1 result: multiLevelResult;
5 Retrieve Task 2 result: overGridResult;
// Merge All Results

6 idSet← (multiLevelResult ∪ overGridResult);
// Query spatial data by IDs

7 foreach id ∈ idSet do
8 data← queryDataById(id);
9 resultList.add(data);

10 return resultList;

Algorithm 3: Query in multi-level grid tree

1 Function queryInMultiLevelGridTree(queryMBR, level):
2 Point p1← queryMBR.getLe f tBottomPoint();
3 Point p2← queryMBR.getRightTopPoint();

// Calculate the grid codes that intersect with the query bounding box
MBR

4 coverGridCodeList← calcCoverGrid(queryMBR, level);
// Filter out the grid codes that are only within the query bounding box

MBR
5 inGridList← filterGridInQueryBox(coverGridCodeList);

// Get the grid objects that intersect with the query MBR
6 gridList← queryByGridCode(coverGridCodeList);

// Parallel query of each grid cell
7 foreach grid ∈ gridCellList do
8 localSet← ∅;
9 gridCode← grid.getCode();

10 if gridCode ∈ inGridList then
// Add all data of current grid

11 localSet← grid.allData

12 else
// Query the RTree

13 tree← grid.getValue();
14 localSet← tree.search(rectangle from p1 to p2)

15 Merge localSet into the final result set;

16 return resultSet;

For the first category, all data within the grid can be directly returned. For the second
category, the R-tree pointed to by the grid must be retrieved, and a query is performed on
the R-tree.

Regardless of the category, processing is performed in parallel at the grid level, which
significantly improves retrieval efficiency compared to serial execution.
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4. Experiments and Results
4.1. Environment and Testing Methodology
4.1.1. Platform and Environment

The experimental operating system was Microsoft Windows 10 (64-bit)(Microsoft
Corporation, Redmond, WA, USA). The development environment used IntelliJ IDEA
Community Edition 2024, with Java as the programming language. The hardware environ-
ment was configured as follows: Intel(R) Core(TM) i5-12400F CPU @ 2.50 GHz, 12 cores,
and 32 GB of RAM.

4.1.2. Test Method

To evaluate the effectiveness of R-MLGTI in handling large-scale and unevenly dis-
tributed spatial data, we implemented the memory prototype system of the R-MLGTI index
structure using Java(OpenJDK 11.0.2). The comparative models included the R-tree [45]
implemented by Dave Moten, the Hilbert-R-tree [46] implemented by “TheDeathFar”, and
the grid-indexing method based on the Z-curve.

The R-MLGTI proposed in this paper involves hyperparameters such as the grid
division level, the selection of trees within the tree structure, and the number of subtrees
per tree. Table 1 lists the various model variants and their parameter settings used in the
experiments. In the subsequent experiments, we evaluated multiple R-MLGTI variants
based on the parameter settings listed in the table.

Table 1. R-MLGTI variants and parameter settings.

No. R-MLGTI Variant Max. Grid
Level

Max. Level Grid
Resolution 1

Child Num.
of Trees Tree Type

1 R4−MLGTIl8 8 1.4063× 0.7031 4 R
2 R4−MLGTIl10

10 0.3516× 0.1758 4 R
3 R4−MLGTIl15 15 0.0110× 0.0055 4 R
4 R∗4−MLGTIl10

10 0.3516× 0.1758 4 R*
5 R6−MLGTIl10

10 0.3516× 0.1758 6 R
1 The grid resolution column denotes the spatial resolution (longitude × latitude) of the grid at the corresponding
partition level, representing the size of each individual grid cell. For example, at level 15, the grid resolution
is approximately 1.221 km × 0.611 km, which is sufficient to meet the requirements of most geospatial data
indexing scenarios.

The benchmark test was conducted using the Java Microbenchmark Harness (JMH)
tool [47]. Before the actual measurement, five warm-up iterations were carried out, each
lasting 10 s. The purpose of the preheating phase was to ensure that performance measure-
ments were conducted after the Java Virtual Machine (JVM) reached a stable state, thereby
minimizing the impact of transient startup behavior and ensuring that the results were
representative and consistent. This paper adopts the average execution time as the main
performance evaluation index (11). Specifically, after the preheating stage was completed,
each test method was independently executed n times; the time-consuming results of each
execution were recorded, and their arithmetic mean was taken. During both the data
import and query processes, n was set to 10.

T̄ =
1
n

n

∑
i=1

Ti (11)

4.1.3. Code Warm-Up

Java applications run on the JVM, which employs a variety of dynamic optimizations
during runtime. Initially, when code is executed for the first time, the JVM typically in-
terprets bytecode, resulting in relatively low execution performance. As the execution
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continues, the JVM identifies frequently used methods—so-called “hot” methods—and
compiles them into native machine code through Just-In-Time (JIT) compilation. In addi-
tion to JIT, the JVM performs other runtime optimizations such as method inlining, loop
unrolling, escape analysis, and lock elimination. These optimizations are not applied
immediately but are instead triggered after the code has been executed multiple times and
meets specific heuristics defined by the JVM.

If performance measurements are taken without sufficient warm-up, the results will
likely reflect early-stage JVM behavior, including interpretation overhead, class-loading
delays, and memory-allocation irregularities. Such measurements are misleading, as they
do not capture the actual performance characteristics of code under typical long-running
conditions. To address this, JMH incorporates a warm-up mechanism that repeatedly
invokes benchmark methods before actual measurement begins. This warm-up process
gives the JVM adequate time to compile and optimize the relevant code paths, ensuring
that performance measurements are taken under optimized and stable conditions.

In this experiment, each warm-up iteration lasted 10 s, and a total of five iterations
were conducted before the actual benchmarking phase. During the formal testing stage,
each method was executed ten times, and the average execution time was recorded as
the final performance metric. This approach balances JVM optimization stability with
practical benchmarking efficiency and helps eliminate performance fluctuations caused
by JVM startup behavior, thereby producing results that more closely reflect real-world
application performance.

4.2. Experimental Data

The smallest unit indexed by R-MLGTI is the minimum bounding rectangle (MBR) of
geospatial data. To evaluate the performance of R-MLGTI, we first generated simulated
datasets of varying scales, including 10,000, 100,000, and 1,000,000 entries, with uneven
spatial distributions. These datasets were divided into dense and sparse regions, with a
distribution ratio of 0.91:0.03. Specifically, when creating the artificial data, we proceeded
as described below.

First, to ensure that the datasets we created had uneven distributions, we partitioned
the entire index space. We divided the global area into four regions based on the 0° longi-
tude and 0° latitude, which we refer to as the top-left, top-right, bottom-left, and bottom-
right regions.

In these four regions, we defined the weight for the number of data entries to be created
in each region to achieve the goal of generating non-uniformly distributed data: the top-left
region had a weight of 0.91, and the top-right, bottom-left, and bottom-right regions each
had a weight of 0.03. The sum of the weights for the four regions totaled 1. For example,
with the above weight distribution, when we specify the total number of artificial data
entries to be 1000, the expected number of data entries for the top-left region will be 910,
while the expected number for each of the remaining three regions will be 3. By setting
these weights, we create an overall non-uniform distribution for the artificial datasets.

Next, we generated data for each region based on the desired total number of entries
and the weight proportion of each region. More specifically, we generated the bounding
rectangle for the data. Taking the data generation process for the top-left region as an
example, the method for generating the bounding rectangle for each data entry was as
follows: (1) Determine the region boundary: The longitude range of the top-left region
was from −180° to 0°, and the latitude range was from 0° to 90°. (2) Randomly generate
two longitude offsets and two latitude offsets within the region boundaries. These four
randomly generated variables, combined with the region boundaries, form a rectangle
within the top-left region.
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Finally, to visually represent these data (the distribution of bounding rectangles), we
calculated the geometric center of each bounding rectangle and used these centers to plot
the artificial datasets across the global spatial range. Figure 6a shows the distribution of the
dataset containing 10,000 entries.

To further assess the performance of R-MLGTI on real-world spatial datasets, we
downloaded Landsat 7 satellite data released by the United States Geological Survey
(USGS). This dataset spans from 1999 to 2018 and contains a total of 2,585,203 geospatial
records [48]. Its spatial distribution is shown in Figure 6b, where land areas are significantly
denser compared to oceanic regions.

(a) (b)

Figure 6. Distribution of simulated data and Landsat 7 ETM (1999–2018): (a) Distribution of
10,000 simulated data records. (b) Distribution of Landsat 7 ETM (1999–2018).

4.3. Results and Analysis
4.3.1. Performance of Data Import

The performance of different indexing methods for data import on the simulated
datasets and the Landsat 7 dataset is shown in Figure 7. The R-tree method demon-
strated the best performance during the data import process and its time consumption
grew relatively slowly as the data scale increased, indicating good scalability. In contrast,
both the R-MLGTI and the grid-indexing methods exhibited significant increases in time
consumption as the data scale grew, reflecting poor scalability.

The time consumption of the R-tree structure mainly stems from the comparison
of the MBRs of the intermediate nodes during the data insertion process, as it traverses
from the root node down. Although node splits may occur to maintain overall balance,
the data insertion algorithm remains relatively simple. On the other hand, the grid-indexing
method requires the calculation of spatial encoding for the inserted spatial objects, which
is a more time-consuming process. Since R-MLGTI combines the two indexing methods
mentioned above, it exhibits the worst performance in the data import and indexing process.
Additionally, R-MLGTI does not fully leverage the parallelism advantages provided by
grid partitioning during the data insertion process, which still need to be optimized in
future work. However, this paper focuses on the spatial query performance of R-MLGTI,
as fast querying is one of the fundamental purposes of indexing spatial data.

4.3.2. Performance of Spatial Query

In the experiments on the simulated dataset, regions A, B, and C, as shown in Figure 8,
were selected for query benchmarking. Each of the selected test regions A, B, and C
corresponds to an MBR of 40° × 40° in size, with distinct characteristics. Region A has a
relatively uniform and dense data distribution, region B has a relatively uniform but sparse
data distribution, and region C has an uneven data distribution. Although the distribution
of these three regions can only be determined after knowing the data locations, during the
incremental insertion of data, these regions encompass all possible query areas at a certain
retrieval moment.
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Figure 7. Data import benchmarks.

Figure 8. Query windows on simulated data.

The performance of R-MLGTI on various simulated datasets is shown in Figure 9.
At first, R-MLGTI’s query efficiency was worse than that of the other methods on small-
scale simulated datasets, but as the data size grew, its performance gradually surpassed
that of the other two methods. Taking 1,000,000 simulated data points as an example,
the average performance of each method across three query regions (A, B, and C) was as
follows: R-MLGTI took an average of 6409.66 microseconds, which was 56.80% faster than
the R-tree method and 14.85% faster than the grid-indexing method.

We can draw the following conclusions:

1. As the data scale increases, the retrieval time for all methods increases across the
various query regions.

2. The R-tree index is more advantageous for unevenly distributed data or smaller
datasets. The experiment confirms the conclusion that excessive overlap of
intermediate-node MBRs in the R-tree due to large data volumes negatively affects
query efficiency. Therefore, it is best to avoid using a single R-tree index when the
indexed objects are overly concentrated.
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3. The advantage of the grid index lies in its ability to maintain good performance
when handling large amounts of uniformly distributed data. This is due to the fixed-
partition structure of the grid, which divides the global latitude and longitude ranges
and encodes the grid cells. Spatial information can then be queried using only the
grid encoding field. However, the indexing performance deteriorates when the grid
cells are of fixed size and the data is unevenly distributed.

4. R-MLGTI, which combines the grid-partitioning concept and uses independent R-
tree indexing for each partition, has a more complex structure. It actually incurs
more query time when the data scale is small. As the data scale increases, the query
performance gap between R-MLGTI and the other two methods gradually narrows,
with a smaller increase in query time. It is more suitable for querying large-scale,
unevenly distributed data.

(a) (b)

(c)

Figure 9. Query results on simulated data: (a) 10,000 random-data query results. (b) 100,000 random-
data query results. (c) 1,000,000 random-data query results.

On the Landsat 7 dataset, we selected different query window sizes: 40° × 40°,
20° × 20°, and 10° × 10°. As mentioned in Section 4.2, the data over the land is more
concentrated, while the data over the ocean is sparser. Therefore, we defined three different
regions, A, B, and C, on the same query window size, located in the land area, the ocean
area, and the land–ocean boundary area, respectively. As shown in Figure 10, “A-40”
represents a 40° × 40° window size located in the land area with dense data distribution.

The performance of each method is shown in Figure 11. Grouped by query window
size, for the 40◦ × 40◦ query window, R-MLGTI was 19.11% faster than the R-tree method
and 54.60% faster than the grid-indexing method. For the 20◦ × 20◦ query window, R-
MLGTI was 14.57% faster than the R-tree method and 75.43% faster than the grid-indexing
method. For the 10◦ × 10◦ query window, R-MLGTI was 2.92% slower than the R-tree
method but 53.81% faster than the grid-indexing method. It can be seen that R-MLGTI also
demonstrated superior overall performance on real datasets:
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1. The grid-indexing method only had an advantage when the query window was
sufficiently large and contained a large amount of data; otherwise, its performance
was worse than that of the R-tree and R-MLGTI methods.

2. The advantage of the R-tree method was similar on the simulated data. In datasets
with uneven distribution and the same query window size, the R-tree method per-
formed better when the data distribution was sparse (i.e., fewer data points per
unit area).

3. The R-MLGTI method performed better in large-scale data retrieval or regions with
non-uniform distribution, and it outperformed the R-tree method on dense data
retrieval over large areas.

Figure 10. Query window sizes and regions on the Landsat 7 dataset.

(a) (b)

(c)

Figure 11. Comparison of retrieval efficiency across different query regions on the Landsat 7 dataset:
(a) 40°×40° window. (b) 20°×20° window. (c) 10°×10° window.
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Overall, the R-tree method is well-suited for handling small-scale datasets with uneven
distribution, particularly excelling in scenarios with sparse data distribution. However,
as the data scale increases or the data becomes overly concentrated, the overlapping of
MBRs in intermediate nodes significantly reduces performance. The grid-indexing method
is ideal for large-scale datasets with a uniform distribution, benefiting from its fixed-
partition structure and efficient querying mechanism based on grid encoding. However, it
struggles with indexing failures when dealing with unevenly distributed data. R-MLGTI
combines the advantages of grid partitioning and independent R-tree indexing within
partitions, making it well-suited for large-scale queries, especially for unevenly distributed
data. It outperforms the R-tree in querying densely populated regions, but due to its
complexity, its performance is slightly inferior to that of other methods when the data scale
is small.

5. Discussion
The R-MLGTI indexing model demonstrates clear advantages in addressing the chal-

lenges of spatial range queries on large-scale and unevenly distributed spatial datasets.
By integrating grid partitioning with R-tree indexing and leveraging the parallelism poten-
tial of grid structures, R-MLGTI achieves a balanced trade-off between indexing flexibility
and query efficiency. Experimental results on both synthetic and real-world datasets further
validate the model’s capability to maintain low query latency under such complex spatial
distributions. Despite these strengths, R-MLGTI also presents several limitations.

First, the current in-memory implementation does not fully exploit the potential for
parallelism during the data import phase. In particular, the computation of the cost function
c(G) and the management of the hybrid grid–R-tree structure introduce significant over-
head. Maintaining index stability during dynamic data changes also requires considerable
processing time. These factors collectively hinder the performance of R-MLGTI in terms of
data ingestion efficiency.

Second, the applicability of R-MLGTI is scenario-dependent. Its strengths are most
evident when indexing large-scale, highly skewed spatial datasets. However, in more uni-
formly distributed or smaller-scale scenarios, the indexing performance does not provide
clear benefits, and it may even underperform compared to simpler indexing structures.
In addition, we used the above experimental data to conduct more complex queries, such as
nearest-neighbor queries, using R-MLGTI, but its performance did not show an advantage
compared with traditional methods. This limits the general applicability of the model in
broader spatial data management tasks.

6. Conclusions
This paper presents the R-MLGTI data-indexing method, designed for efficient range

queries on large-scale spatial data with an uneven distribution. R-MLGTI combines the
advantages of grid partitioning and independent R-tree indexing within each partition. This
hybrid structure offers flexibility in indexing and achieves improved query performance,
particularly when handling large-scale, non-uniformly distributed spatial data and high-
density regions. Experiments based on real datasets validate the query capabilities of R-
MLGTI and demonstrate that integrating grid partitioning with R-tree indexing yields better
performance compared to using a single indexing method alone, especially in scenarios
involving uneven spatial data distributions.

Although the in-memory implementation of R-MLGTI offers advantages in querying,
the data import process cannot fully utilize the grid partition structure to achieve parallel
operations. Additionally, the complex structure of the R-MLGTI index lacks a persistence
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solution based on a database. Future directions include integration with databases such as
PostgreSQL and HBase for persistent data storage.
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