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Abstract

Constructing accurate Potential Energy Surfaces (PES) is a central task in molecular model-
ing, as it determines the forces governing nuclear motion and enables reliable quantum
dynamics simulations. While ab initio methods can provide accurate PES, they are compu-
tationally prohibitive for extensive applications. Alternatively, analytical physics-based
models such as the Morse potential offer efficient solutions but are limited by their rigidity
and poor generalization to excited states. In recent years, neural networks have emerged
as powerful tools for determining PES, due to their universal function approximation
capabilities, but they require large training datasets. In this work, we investigate hybrid-
residual modeling approaches that combine physics-based potentials with neural network
corrections, aiming to leverage both physical priors and data adaptability. Specifically, we
compare three hybrid models—APHYNITY, Sequential Phy-ML, and PhysiNet—in their
ability to reconstruct the potential energy curve of the ground and first excited states of
the hydrogen molecule. Each model integrates a simplified physical representation with a
neural component that learns the discrepancies from accurate reference data. Our findings
reveal that hybrid models significantly outperform both standalone neural networks and
pure physics-based models, especially in low-data regimes. Notably, APHYNITY and Se-
quential Phy-ML exhibit better generalization and maintain accurate estimation of physical
parameters, underscoring the benefits of explicit physics incorporation.

Keywords: interatomic potentials; machine learning; hybrid models

1. Introduction
Potential energy surfaces (PES) play a crucial role in determining the electronic forces

applied to the nuclei as a function of internuclear distances. They are fundamentally
important in computational studies at the atomic scale, as a reliable potential energy
surface is one of the prerequisites for accurate quantum dynamics simulations. It can
be directly derived through ab initio electronic structure calculations during dynamic
simulations, but an analytical PES constructed by fitting or interpolating a few individual
energy points is far more efficient. The fitting of these potential energy surfaces relies on
physically meaningful potential functions. Although these models offer certain advantages,
they are limited by their specific functional forms, which often restrict their numerical
accuracy—especially when modeling excited states rather than ground states [1,2].

More complex models based on physics have recently been developed, notably the
Morse/Long-Range (MLR) model [3,4], which is a physics-motivated potential model for
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atom–atom interactions. It is flexible enough to fit the intermediate range region, while
ensuring realistic behavior at both short and long distances. Its extended version, the multi-
dimensional MLR model (mdMLR) [5], has been highly successful in fitting potential energy
surfaces for atom–molecule and molecule–molecule systems with spectroscopic accuracy.

Today, with advances in artificial intelligence, many machine learning (ML) ap-
proaches, particularly those based on neural networks (NN), have gained increasing promi-
nence in the construction of PES [6], due to their universal approximation capability [7,8].
As a result, numerous high-precision ML-based PES have been developed for quantum
dynamic simulations of small molecules and vibrational spectroscopy calculations [9–13].
A commonly used approach involves employing separate machine learning models for
each electronic state, as reported in numerous studies [14–18]. However, this approach has
certain limitations, particularly, inaccuracies in predicting the relative positions of different
states. To overcome these limitations, an alternative approach is to learn the energy gaps
between states [19]. However, this method can lead to cumulative errors, especially when
multiple states are considered simultaneously. A more promising alternative would be
to train a single model capable of predicting all potential energy surfaces simultaneously,
which could potentially improve the overall accuracy [20,21].

Compared to physics-based models, ML-based PES models often require a larger
number of fitting points to learn the asymptotic behavior of the curve and provide accurate
extrapolation performance beyond the training data region. A common solution is to use a
transition function to linearly connect the ML potential with a predetermined asymptotic
potential [22]. However, this approach is sensitive to the position of the crossing point.
Another solution is to integrate the ML model into a physics-based function, for example, by
adjusting the physical parameters using a neural network [23–25]. The challenge then lies in
finding a robust flexible physical function that is well suited to the asymptotic behavior of
the simulated system. If physical models fail to accurately represent the overall interaction
energy, additional efforts are required to compensate for the discrepancies between the
chosen physical function and the ab initio energies. Another kind of approach, the so-called
∆-ML, consists of using two electronic structure methods: a low-level one and a high-level
one. ML models are then trained to learn the difference between the two electronic structure
methods, thus reducing the number of high-level structure calculations [26–28].

In this context, hybrid methods emerge as an alternative to traditional approaches
based solely on physics or exclusively on machine learning. By explicitly integrating
fundamental physical laws into the structure of machine learning models, these methods
combine the rigor of physical knowledge with the flexibility and generalization capabilities
of neural networks. This synergy enables more accurate and robust predictions, which is
particularly advantageous in the complex framework of potential energy surface modeling.

In this work, we have implemented and tested several such hybrid models [29,30]
to predict the potential energy curve for the ground state and the first excited state of the
hydrogen molecule (H2).

The article is structured as follows. In the first section, we introduce the theoretical
framework of hybrid models, explaining their operating principles and the specificity of
each model. The second section is dedicated to presenting our results concerning the
prediction of potential energy curve for the ground state and the first excited state of the
H2 molecule. Finally, we conclude with a summary of our findings.

2. Methodology
2.1. Decomposition into Physics-Based and Data-Driven Terms

We consider the case where the potential of a diatomic molecule is partially known
through a simplified physical model. Hybrid models take advantage of this knowledge
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while compensating for its limitations with data-driven adjustments. The physical model
belongs to a known family, but its unknown parameters must be estimated from the data.
In our study, we assumed a Morse potential for the physical model:

fphy(r) = De

(
1− e−a(r−Re)

)2
+ V0, (1)

where De is the dissociation energy, a controls the width of the potential well, Re is the
equilibrium bond length, and V0 is a constant energy shift. These parameters are not known
a priori and are fitted from the observed data.

The data-driven model is a neural network composed of four fully connected layers.
It takes a single input neuron and passes through hidden layers with i = 50, j = 24, and
k = 12 neurons, each followed by a ReLU activation function. The final output layer has
one neuron. Xavier initialization is applied to the weights to improve the stability and
convergence of the training.

L1 represents the input layer (i.e., the internuclear distance r). L2,i corresponds to the
output of the ith neuron in the second layer, while L3,j denotes the output of the jth neuron
in the third layer. Similarly, L4,k refers to the output of the kth neuron in the fourth layer.
Finally, L5 is a single neuron that provides the output of the neural network.

L1 = r (2)

L2,i = RELU[(L1 ·ωi) + b2,i] (3)

L3,j = RELU

[
50

∑
i=1

(
L2,i ·ωi,j

)
+ b3,j

]
(4)

L4,k = RELU

[
24

∑
j=1

(
L3,j ·ωj,k

)
+ b4,k

]
(5)

fDD = L5 = Linear

[
12

∑
k=1

(L4,k ·ωk) + b5

]
(6)

The final prediction of the hybrid model is decomposed into two components, such
that fphy and fDD are the predictions of the physical and data-driven models, respec-
tively. The parameters θphy and θDD correspond to the physical model and the data-driven
model, respectively.

ŷi = fcombined(r) = wphy. fphy(r; θphy) + wDD. fDD(r; θDD) (7)

This decomposition is not strictly defined. The potential energy surface can be fully
captured by the data-driven component with a deep neural network or almost entirely by
the physical model, if the network is too limited. This ambiguity weakens the robustness
and generalization. To mitigate this, we aim to estimate the physical model parameters
accurately while ensuring the data-driven component captures only the unmodeled discrep-
ancies. As shown below, maximizing fphy’s contribution is crucial for accurate predictions.

There are two ways to perform this decomposition. The first consists in letting the
model freely learn the balance between the physical and data-driven components, relying
solely on the data. The second more guided approach imposes constraints to force the model
to accurately estimate the physical model parameters and to maximize its contribution
to the final prediction. This latter strategy allows for better exploitation of the physics-
based potential.

There are two approaches to training the hybrid model. The first approach consists
of a single-step training, where the physical model and the neural network are optimized
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simultaneously (Figure 1). The second approach involves a two-step training process
(Figure 2): first, the parameters of the physical model are estimated from the data, and then,
in a separate step, the neural network is trained to capture the discrepancies not modeled
by the physical model.

Figure 1. One-step hybrid model (e.g., APHYNITY, PhysiNet).

Figure 2. Two-step hybrid model (e.g., Sequential Phy-ML).

2.2. Training, Hybrid Models, and Parametrization
2.2.1. Training

Training the hybrid models involves estimating the parameters of both the physical
component (θphy) and the data-driven neural network (θDD). Depending on the chosen
approach, this optimization is performed either simultaneously or in two successive steps.
In the one-step models, both sets of parameters are jointly updated using backpropagation,
where the gradient of the combined loss function is computed and propagated through the
entire model, allowing concurrent refinement of θphy and θDD (Algorithm 1). In contrast,
the two-step model follows a sequential scheme: it first optimizes the physical parameters
θphy independently by minimizing a dedicated loss and subsequently fixes them to train
the neural network on the residual error using standard backpropagation (Algorithm 2).
These optimization procedures are described in detail in Sections 2.2.2 and 2.2.3.

To achieve this, we use a finite dataset containing discrete values of potential energy
y∗(u.a.), corresponding to internuclear distances r (Å). These distances are uniformly
discretized with a resolution of ∆r = 0.1 Å, covering the range 0.5 Å ≤ r ≤ 19.6 Å.
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Algorithm 1 Training of the one-step models

1: for j = 1 to Nepochs do

2: θ
phy
j ← θ

phy
j−1 − τ∇L

3: θDD
j ← θDD

j−1 − τ∇L
4: end for

Algorithm 2 Training of the two-step model

1: for j = 1 to Nepochs-phy do

2: θ
phy
j ← θ

phy
j−1 − τ1∇Lphy(θ

phy
j−1 )

3: end for
4: θ

phy
optimal ← θ

phy
Nepochs-phy

5:
6: for k = 1 to Nepochs-ML do

7: θDD
k ← θDD

k−1 − τ2∇L(θphy
optimal, θDD

k−1)

8: end for

2.2.2. One-Step Models

The one-step models apply the hybrid modeling principle in a single step, as presented
in Algorithm 1. In the following sections, we describe the implementation of each model
using this approach: APHYNITY and PhysiNet.

τ denotes the learning rate, which controls the step size of the gradient descent
updates, while Nepochs is the total number of training iterations. To determine the optimal
values of both τ and Nepochs for each training data size and for each potential energy curve
considered, we performed a grid search over predefined ranges. The selected values aim to
ensure stable and efficient convergence of the training process. The specific values used in
each case are reported in Appendix A. L denotes the loss function (see each method below
for its definition).

APHYNITY model
APHYNITY [29] was initially developed to address a widespread issue across many

scientific fields: forecasting complex dynamical phenomena in situations where only partial
knowledge of the underlying dynamics is available. Purely data-driven approaches are
often insufficient in such cases, while purely physics-based models, being overly simplistic,
tend to introduce significant errors. APHYNITY offers a rigorous hybrid approach that
combines an incomplete physical model (formulated through differential equations) with a
neural component that learns only the aspects not captured by the physics. In our work,
we adapted this framework to our specific need for predicting potential energy surfaces.

APHYNITY implements the hybrid model principle in a single step, as shown in
Algorithm 1, and taking wphy = wDD = 1, as follows:

L(θphy, θDD) = Lcombined(θ
phy, θDD) + λ · Lphy(θ

phy), (8)

Lcombined(θ
phy, θDD) =

1
N

N

∑
i=1

(
f phy
i (θphy) + f DD

i (θDD)− y∗i
)2

, (9)

Lphy(θ
phy) =

1
N

N

∑
i=1

(
f phy
i (θphy)− y∗i

)2
. (10)

The loss function L serves two purposes: it minimizes the overall error of the combined
model Lcombined, which measures the accuracy of the combined prediction fcombined, and it
strengthens the influence of the physical model fphy through a penalty term scaled by λ.
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The parameter λ plays a crucial role in balancing the contributions of the physical
and neural components of the model. Increasing λ strengthens the influence of the penalty
term associated with the physical model Lphy, encouraging the training process to stay
closer to the prior physical knowledge. Conversely, a smaller value of λ allows the neural
component more flexibility to correct discrepancies not captured by the physical model. In
this study, λ was empirically adjusted based on the training batch size (see Appendix A).
This tuning helps to strike an optimal trade-off between adherence to the physical model
and adaptability to the data.

PhysiNet model
PhysiNet [30] was initially developed to address the challenge of accurately modeling

newly designed physical systems, where available data are limited, and physics-based
models are often only approximate. The original goal of PhysiNet was to combine these
two modeling paradigms in a hybrid approach that leverages their respective strengths.
We later adapted PhysiNet to our specific context of predicting potential energy curves.

PhysiNet implements the hybrid model principle in a single step, as shown in
Algorithm 1. Here, wphy and wDD are weighting coefficients that balance the contributions
of the physics-based model and the data-driven model, respectively. These weights are
initialized at 0.99 and 0.01 and are adjusted over epochs to optimize predictions, ensuring
an adaptive balance between the two approaches. To achieve this, the model is trained
using the following loss function:

L(θphy, θDD, wphy, wDD) =
1
N

N

∑
i=1

(
wphy. f phy

i (θphy) + wDD. f DD
i (θDD)− y∗i

)2
. (11)

2.2.3. Two-Step Model

Sequential model
This hybrid model follows a two-step approach, as described in Algorithm 2. The

hyperparameters τ1 and τ2 represent the learning rates used in the two sequential training
steps. Specifically, τ1 is the learning rate for optimizing the parameters of the physical
model during the first phase, while τ2 is used in the second phase to train the neural
network that corrects the residual error. These values were tuned using a grid search
procedure to ensure the optimal convergence for both components of the model. The
selected values for τ1 and τ2 are reported in Appendix A.

In the first phase, the parameters of the physical model θphy are optimized to mini-
mize the error between the physical model’s predictions and the target values y∗i . This
optimization is performed by minimizing the following loss function:

Lphy(θ
phy) =

1
N

N

∑
i=1

(
f phy
i (θphy)− y∗i

)2
. (12)

Once the optimal physical parameters θphy are obtained, they are kept fixed, and a
neural network is trained to refine the predictions by minimizing the remaining residual
error. The loss function used in this second phase is defined as follows:

L(θDD) =
1
N

N

∑
i=1

(
f phy
i (θ

phy
optimal) + f DD

i (θDD)− y∗i
)2

. (13)

3. Evaluation
Before evaluating the models quantitatively, we first illustrate the target potential

energy curves used in this study (Figure 3). These include the ground state and the first
excited state energy curves of H2, which serve as the reference for model predictions. The
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curves were computed using full configuration interaction as implemented in the GAMESS-
US ab-initio program [31]. The aug-cc-pVDZ basis set was employed [32,33]. The codes
and ab initio potential energy curves are available here:1.

We mention here that we employ adiabatic potential energy curves. The first excited
state clearly exhibits an avoided crossing with a higher excited state. A diabatic representa-
tion would be necessary to perform meaningful molecular dynamics simulations. However,
our aim is to investigate how hybrid models perform to predict a complex potential energy
curve. The adiabatic representation is therefore sufficient.

Figure 3. Model predictions of PECs: ground state (top panel) and first excited state; (bottom panel).
(The training was performed using 20% of the data).

The colored points represent the predicted energies obtained from the models de-
scribed in the previous section. These models were trained using only 20% (corresponding
to 32 points) of the available data. For comparison, Appendix B provides similar plots
where the models were instead trained on 40% (corresponding to 64 points) of the data,
illustrating the impact of additional training information on the prediction accuracy.

3.1. Root Mean Square Error

We evaluate the model predictions on the potential energy surface by computing the
Root Mean Square Error (RMSE), which measures the difference between the predicted and
actual values.

To evaluate the models’ performance as a function of the training dataset size, the
models were trained on increasing fractions of the dataset: 5%, 10%, 15%, 20%, 25%, 30%,
35%, and 40% (corresponding to 8, 16, 24, 32, 40, 48, 56, and 64 data points, respectively),
with each training run being independent. Importantly, each data subset is cumulative:
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for example, the 40% dataset includes all data points present in the smaller subsets. The
remaining data, not used for training, were set aside for testing.

For each data fraction, training was repeated using different random initializations
(Seed = 2, 4, 10, 22, 23, 28, 29, 30, 32, 42, 52) to assess the models’ robustness to randomness.
Performance analysis is based on comparing the median RMSE values RMSEmedian

2 across
training batches, providing a reliable evaluation of each model’s performance.

To better understand the variability and consistency of the model performance across
multiple training runs, we compute also the first and third quartiles (RMSEQ1

3 and
RMSEQ3

4). These statistical measures provide insights into the dispersion of the pre-
diction errors, allowing us to assess how stable or sensitive the model is to different random
initializations. A narrow gap between these quartiles indicates consistent performance
across training runs, while a wider gap suggests greater variability.

All statistical analyses were conducted using Python 3.6 programming. They are
defined as below:

RMSE =

√√√√ 1
N

N

∑
i=1

(yi − ŷi)2. (14)

3.2. Franck–Condon Factors

In addition to the statistical evaluation based on the RMSE, we also calculated the
Franck–Condon factors (FCf) to assess the quality of the PECs. This approach goes beyond
a simple numerical comparison between predicted and actual values by considering the
physical relevance of the obtained curves. Thus, the use of Franck–Condon factors provides
an additional validation, ensuring that the predicted curves accurately reflect the expected
molecular properties.

The Franck–Condon factors measure the overlap between two vibrational wavefunc-
tions corresponding to different electronic states of a molecule. A high FCf indicates strong
overlap between the wavefunctions, making the transition more likely, while a low FCf
suggests a less probable transition. They are given by

FCfϑ =

∣∣∣∣∫ ψ0(r) · ψ′ϑ(r) dr
∣∣∣∣2. (15)

In our case, we have considered the following: ψ0(r) the first vibrational wavefunction
of the ground state and ψ′ϑ(r) one vibrational wavefunction of the first excited state. The
Franck–Condon factors depend strongly on the accuracy of the potential energy curves.
They, therefore, provide a global estimate of the accuracy of the latter computed within
each model.

In this study, we used the potential energy curves generated by the models with dif-
ferent random seeds (2, 4, 10, 22, 23, 28, 29, 30, 32, 42, 52) to compute the k Franck–Condon
factors for each run. The accuracy of the predicted potential energy curves was evaluated
by comparing the FCf values obtained from each seed with the corresponding reference
values, using the MSEFCf as the performance metric:

MSEFCf-Seed =
1
k

k

∑
i=1

(
FCfModel-Seed

i − FCfReal
i

)2
. (16)

To provide a robust evaluation of the Franck–Condon factors predicted by each model,
we compute the mean square error between the predicted and reference FCf values for each
random seed MSEFCf-Seed and report the median of these MSE values (MSEFCf-median), along
with the first (MSEFCf-Q1) and third (MSEFCf-Q3) quartiles. These statistics offer insight into
the stability and variability of the FCf predictions across different random initializations.
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4. Results
4.1. Evaluation Using RMSE on the Testing Set

We analyze and discuss below the results obtained for the reconstruction of the
potential energy curve of H2 for the ground state and the first excited state. We mention
here that each state is considered separately.

We compare the median RMSE values for five models—APHYNITY, Sequential Phy-
ML, PhysiNet, a neural network, and the Morse potential—used to predict the potential
energy as a function of the internuclear distance. Figure 4 corresponds to the ground state,
while Figure 5 shows the results for the first excited state.

The x-axis represents the percentage of the dataset used for training, while the y-axis
shows the RMSEmedian values calculated on the testing data. The hatched areas around
the curves indicate the interquartile range (RMSEQ1 to RMSEQ3), which describes the
variability of the models’ performance across these runs.

Figure 4. RMSEmedian as a function of the training set size for the ground state of H2.

Figure 5. RMSEmedian as a function of the training set size for the first excited state of H2.

We observed for the potential energy curve of the ground state that the hybrid mod-
els, APHYNITY and Sequential Phy-ML, exhibit performance comparable to that of the
physical model when trained on the smallest dataset (5%), relying primarily on the prior
knowledge it provides. However, as more data become available, they surpass not only
the physical model but also the neural network. This progression highlights their ability to
leverage both physical knowledge and statistical learning. The PhysiNet model exhibits
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performance comparable to that of the neural network when trained on a small dataset,
relying primarily on statistical learning. However, as the dataset expands, it utilizes the
available information more effectively. By incorporating the prior knowledge from the
physical model, it ultimately surpasses the prediction quality of the neural network.

For the potential energy curve of the first excited state, we observe a general decrease
in RMSEmedian as the percentage of training data increases, which is expected. The physical
model consistently underperforms compared to the others, showing significantly higher
RMSE values. In contrast, the APHYNITY, Sequential Phy-ML, and neural network models
exhibit comparable and much better performance, especially beyond 30% of the training
data, with a slight advantage for the Sequential Phy-ML model at higher data percentages.
During the prediction of the first excited state curve, both hybrid models—APHYNITY
and Sequential Phy-ML—show performance similar to that of the neural network when
training is performed on less than 25% of the data. This can be explained by the fact that
the physical model does not provide a sufficient prior, as it presents only a single minimum,
whereas the target curve has two. Consequently, the hybrid models require more training
data to adjust the discrepancy between the physical model and the target curve, compared
to the ground state.

4.2. Evaluation Using MSEFC f on the Test Set

Figure 6 shows the evolution of the mean square error computed on the Franck–
Condon factors (MSEFCf) as a function of the percentage of data used for training, for
different models. Each curve represents the median MSEFCf-median across different random
seeds. The shaded areas correspond to the interquartile range, i.e., the region between the
first (MSEFCf-Q1) and third (MSEFCf-Q3) quartiles.

Figure 6. MSEFC f as a function of the training set size of H2.

We observe that the Franck–Condon factors obtained from the APHYNITY model
consistently have a lower MSEFCf-median than those obtained from the neural network,
regardless of the training set size.

The Sequential Phy-ML model requires more data to accurately construct the eigenvec-
tors used in the calculation of the Franck–Condon factors. From a training set representing
30% of the data, we observe that the Franck–Condon factors obtained with the Sequential
Phy-ML model exhibit a lower MSEFCf-median than those obtained from the neural network.

In comparison, the Morse model shows stable but limited improvement with increas-
ing data, which is expected given its analytical formulation. PhysiNet performs well at
low data fractions but displays notable variability, particularly between 25% and 30%.
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The neural network model shows steady improvement as more data are provided, yet its
performance remains less consistent than that of the hybrid approaches.

4.3. Comparison of the Obtained Physical Parameters

Table 1 shows the deviation between the physical parameters (De, a, and Re) estimated
using hybrid-residual models (APHYNNITY, Sequential Phy-ML, and PhysiNet) and the
values obtained from the Morse model. These deviations are reported for different training
data sizes (ranging from 5% to 40%) and allow us to assess the ability of the models
to recover the physical parameters with varying amounts of data. For each model and
configuration, the errors are reported for three different random seeds (2, 22, and 42) to
evaluate the variability due to the random initialization of the neural network.

Table 1. Deviation of the estimated physical parameters from the physical model values.

Params Training
Data Size

Seed = 42 Seed = 22 Seed = 2

APHYNITY Sequential
Phy-ML

Physi-
Net APHYNITY Sequential

Phy-ML
Physi-

Net APHYNITY Sequential
Phy-ML

Physi-
Net

De 5% 0.0048 0.0049 3.8767 0.0048 0.0049 3.8833 0.0048 0.0049 3.8787
Re 5% 0.0036 0.0035 0.0039 0.0036 0.0035 0.0299 0.0036 0.0035 0.0287
a 5% 0.0032 0.0031 1.1708 0.0032 0.0031 0.5916 0.0033 0.0031 0.3554

De 10% 0.0038 0.0036 3.8751 0.0038 0.0036 3.8954 0.0038 0.0051 3.8709
Re 10% 0.0014 0.0012 0.0663 0.0013 0.0012 0.0488 0.0013 0.0035 0.037
a 5% 0.0008 0.0013 0.094 0.0008 0.0013 0.3535 0.0007 0.0069 0.0235

De 15% 0.0038 0.0039 3.8687 0.0038 0.0039 3.9119 0.0038 0.0039 3.8706
Re 15% 0.0009 0.0008 0.0121 0.0009 0.0008 0.0779 0.0009 0.0008 0.0263
a 15% 0.0041 0.004 0.7375 0.0041 0.004 0.3315 0.0041 0.004 1.1606

De 20% 0.0039 0.0037 3.8597 0.0037 0.0037 3.9140 0.0037 0.0037 3.8907
Re 20% 0.0024 0.0025 0.0400 0.0025 0.0025 0.0681 0.0024 0.0025 0.0268
a 20% 0.0032 0.0003 0.6175 0.0004 0.0003 0.2672 0.0003 0.0003 0.0306

De 25% 0.0037 0.0036 3.8811 0.0036 0.0036 3.8751 0.0036 0.0036 3.8811
Re 25% 0.0039 0.0039 0.2081 0.0039 0.0039 0.0269 0.0039 0.0039 0.0452
a 25% 0.0011 0.001 0.3395 0.001 0.001 0.1317 0.001 0.001 0.04

De 30% 0.0040 0.0036 3.8760 0.0036 0.0036 3.8766 0.0036 0.0036 3.8811
Re 30% 0.0046 0.0041 0.0725 0.0041 0.0041 0.0158 0.0041 0.0041 0.0475
a 30% 0.0098 0.0017 0.0314 0.0018 0.0017 0.1552 0.0017 0.0017 0.0055

De 35% 0.0034 0.0034 3.8779 0.0034 0.0034 3.8828 0.0034 0.0034 3.8817
Re 35% 0.0036 0.0036 0.1894 0.0036 0.0036 0.0053 0.0037 0.0036 0.0513
a 35% 0.0046 0.0046 0.0234 0.0046 0.0046 0.1934 0.0046 0.0046 0.0027

De 40% 0.0031 0.0031 3.8765 0.0031 0.0031 3.8826 0.0031 0.0031 3.8916
Re 40% 0.0031 0.0031 0.1820 0.0031 0.0031 0.0027 0.0031 0.0031 0.0563
a 40% 0.0041 0.0041 0.0176 0.0042 0.0041 0.0288 0.0042 0.0041 0.0077

Among the three hybrid models studied, APHYNITY and the Sequential Phy-ML
model stand out for their ability to reliably predict the physical parameters of the Morse
potential, even when the training dataset is limited in size. This can be attributed to
the way these two approaches explicitly incorporate the physical model into the training
process. In particular, APHYNITY applies a direct penalty on the error of the physical
model, which strongly constrains the predictions to remain close to the underlying physical
reality. Similarly, the Sequential Phy-ML model first optimizes the physical parameters
independently, before training a neural network on the residual error. This two-step process
helps maintain a good approximation of the physical parameters.

In contrast, PhysiNet performs significantly worse when it comes to predicting the
physical parameters. Although this model also adopts a hybrid approach, it does not
constrain the physical component during training. The weights assigned to the physical
and neural components are adjusted adaptively, but this flexibility can quickly lead to a
weakened influence of the physical model, especially if the neural network overcorrects the
errors. As a result, the physical parameters may drift toward unrealistic values.

5. Conclusions
This paper presented a comparative study of three hybrid models—APHYNITY,

Sequential Phy-ML, and PhysiNet—which combine physical knowledge with machine
learning for the reconstruction of potential energy curves. The ground and first excited
states of the hydrogen molecule are used as examples to illustrate the methods and results.
The two different potential energy curves provide a benchmark for the hybrid approaches
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and allow deeply understanding the capabilities and limitations of the methods. They, there-
fore, provide useful and general insights into the use of hybrid approaches for predicting
potential energy surfaces.

The main findings are as follows:

• When only a limited amount of data is available, hybrid models outperform purely
neural network approaches, thanks to the structural guidance provided by the physical
model. However, in cases where the physical model is not very informative, hybrid
models only become competitive once a sufficient volume of data is provided.

• The use of Franck–Condon factors as an evaluation criterion confirmed that hybrid
models, particularly APHYNITY and Sequential Phy-ML, produce curves that are
more physically consistent than those generated by neural networks.

These results highlight the value of hybrid approaches for accurately modeling com-
plex molecular systems. It should be noted that the computational costs for training the
models are fairly low. The calculations were performed on a standard laptop (Intel Core i5,
8 GB of RAM). Each training takes between a few seconds and half an hour depending on
the method and size of the training dataset. Furthermore, the training computational costs,
as well as the performance of each model, should not depend significantly on the molecular
system under consideration. Indeed, the methods we investigated rely only on the shape of
the potential energy curves. Similar results should therefore be obtained for other diatomic
molecules or for bond stretching modes of poly-atomic molecules. Covalent bonds are
usually well described by a Morse potential. For ionic bonds or Van der Waals interactions,
the hybrid approaches should still provide accurate results thanks to the data-driven part.
However, the use of other physics-based potentials would be more efficient.

Future directions may include adapting these models to larger systems, for example
triatomic molecules, as well as the use of different physics-based models (i.e., other than a
Morse potential) or exploring the use of Physics-Informed Neural Networks (PINNs) for
reconstructing potential energy curves.
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Appendix A

Table A1. Training parameters for ground state (APHYNITY).

Training Data Size Learning Rate Penalty Factor λ Number of Epochs

5% 0.0015 2 500,000
10% 0.00098 6 500,000
15% 0.001 6 500,000
20% 0.00098 6 500,000
25% 0.0007 3 1,200,000
30% 0.0007 3 1,200,000
35% 0.0007 3 1,200,000
40% 0.0007 4 1,400,000

Table A2. Training parameters for first excited state (APHYNITY).

Training Data Size Learning Rate Penalty Factor λ Number of Epochs

5% 0.001 1 200,000
10% 0.00098 6 200,000
15% 0.00098 6 400,000
20% 0.0009 6 400,000
25% 0.0006 6 700,000
30% 0.0006 6 700,000
35% 0.00062 6 700,000
40% 0.0007 4 900,000

Table A3. Training parameters for ground state (PhysiNet).

Training Data Size Learning Rate Number of Epochs

5% 0.00001 200,000
10% 0.00001 200,000
15% 0.00001 400,000
20% 0.00001 400,000
25% 0.000009 900,000
30% 0.000009 900,000
35% 0.000009 900,000
40% 0.000009 900,000

Table A4. Training parameters for first excited state (PhysiNet).

Training Data Size Learning Rate Number of Epochs

5% 0.00001 900,000
10% 0.00001 900,000
15% 0.00001 900,000
20% 0.00001 900,000
25% 0.000009 1,400,000
30% 0.000009 1,400,000
35% 0.000009 1,400,000
40% 0.000009 1,400,000

Table A5. Training parameters for ground state (Sequential Phy-ML).

Training Data Size Learning Rate Number of Epochs

All size τ1 = 0.01 100,000
All size τ2 = 0.0005 900,000
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Table A6. Training parameters for first excited state (Sequential Phy-ML).

Training Data Size Learning Rate Number of Epochs

All size τ1 = 0.01 100,000
5% to 20% τ2 = 0.001 100,000

20% to 40% τ2 = 0.00092 400,000

Appendix B

Figure A1. Model predictions of PECs: ground state (Top panel) and first excited state (Bottom
panel). (The training was performed using 40% of the data).

Notes
1 Available online: https://github.com/Kaoutar142/Combining-Physics-and-ML-for-predicting-interatomic-potentials.git (ac-

cessed on 13 October 2025).
2 RMSEmedian corresponds to the RMSE for which 50% of the training runs yield an error that is less than or equal to it, while the

other 50% yield an error that is greater than or equal to it. This measure provides a more representative evaluation of the model’s
overall performance across all trials.

3 The first quartile RMSEQ1 corresponds to the RMSE value below which 25% of the training runs fall. In other words, 25% of the
RMSE values are less than or equal to this value, while 75% are greater.

4 The third quartile RMSEQ3 corresponds to the RMSE value below which 75% of the training runs fall. That is, 75% of the RMSE
values are less than or equal to this value, while 25% are greater.

https://github.com/Kaoutar142/Combining-Physics-and-ML-for-predicting-interatomic-potentials.git
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