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Abstract

The large-scale adoption of electric vehicles (EVs) improves transport sustainability but
creates severe peak-time stress on distribution grids. In PV-assisted charging networks,
station operators must jointly decide retail charging prices and energy-storage dispatch
under uncertain demand and generation conditions. This paper develops a distributed
federated deep reinforcement learning framework for multi-station scheduling, where
each station trains a local soft actor—critic (SAC) policy and only model parameters are
exchanged with a global aggregator. To better adapt prices to local supply—demand condi-
tions, we introduce a sales-factor-based correction mechanism that links the announced
price to demand pressure and storage status. The objective combines station revenue,
operating expenses, and user-discomfort-related penalties under operational constraints.
Simulation results on a five-station setting show stable convergence and consistent gains
over benchmark methods, with profit improvements of 3.90-39.00%. The framework keeps
raw operational data local and supports collaborative optimization across stations.

Keywords: electric vehicles; solar energy storage charging station; energy scheduling;
game theory; deep reinforcement learning

1. Introduction

Driven by the rapid evolution of smart-grid technologies for power-and-energy
management, traditional electric-vehicle (EV) charging stations are transitioning into
photovoltaic-storage (PV-storage) charging stations that integrate PV generation and energy-
storage systems (ESS). To further improve the profitability of such stations, devising rational
dynamic-pricing and energy-scheduling schemes is essential. Existing research on dynamic
pricing and energy scheduling for PV-storage charging stations is dominated by model-
based approaches, which demand an accurate system model that faithfully captures the
highly dynamic environment—encompassing the station’s charging/discharging opera-
tions, EV users’ charging behaviour, and PV-generation forecasts. Given this ever-changing
context, accurately modeling the station’s operating conditions is an arduous task. More-
over, as the system model scales up, the associated surge in computational time prevents
model-based methods from efficiently leveraging large data sets.

To overcome these challenges, recent studies have adopted model-free reinforcement-
learning (RL) and deep-RL (DRL) methods to optimize energy scheduling and pricing
policies for individual or multiple PV-storage charging stations. However, because these
centralized approaches must process vast amounts of data aggregated on a central server,
they significantly increase computational latency. Furthermore, the data can be maliciously
exploited by adversaries, compromising the privacy of station operations and leading
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to erroneous calculations of charging/discharging schedules and pricing plans [1]. In
recent years, federated learning (FL) and federated RL (FRL) have emerged to mitigate
computational complexity and strengthen privacy protection. By enabling distributed
training without sharing raw local data, these techniques safeguard data privacy while
simultaneously reducing computational burden.

Table 1 compares this paper with representative prior work. Existing studies mostly
optimize single-station operations from either the energy-scheduling or pricing perspective,
and partially consider EV-user satisfaction and uncertainty. However, research addressing
multi-station scenarios with distributed energy resources remains insufficient. Although
RL or DRL methods have been applied to complex multi-station environments, privacy
protection is still largely overlooked. A comprehensive solution that simultaneously enables
multi-site coordination and data privacy is lacking.

Table 1. Comparison between representative related work and our work.
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To address these gaps, this paper proposes, to the best of our knowledge, a hierarchical
distributed FRL-based DRL model that performs dynamic pricing and energy scheduling
for multiple PV-storage charging stations while preserving their privacy. In the model, each
station’s DRL agent computes profitable selling prices and optimal ESS charge/discharge
quantities, minimizing both station operating costs and EV-user discomfort costs, while
keeping each station’s private data secure. This paper consists of three parts: (1) A joint DRL
algorithm that simultaneously schedules profitable selling prices and ESS charge/discharge
actions for multiple PV-storage charging stations. (2) An action space and reward function
designed for the DRL agents, where the action includes a sales factor set according to
the station’s operating conditions, and the reward function accounts for station profit,
operating costs, and EV-user discomfort costs. (3) An FRL framework that protects the data
privacy of PV-storage charging stations during pricing and energy-scheduling processes.
The main contributions of this paper are as follows:

1. A hierarchical distributed FRL-based DRL model is proposed to maximize the profit
of PV-storage charging stations under dynamic pricing while minimizing both sta-
tion operating costs and EV-user discomfort costs, all while preserving the stations’
data privacy.

2. State, action, and reward spaces are designed for the DRL-based local agents (LAs)
within each PV-storage charging station, and an FRL framework is introduced in
which all LAs and the global aggregator (GA) iteratively exchange their neural net-
work models until every LA converges to its optimal local neural network model.
Because only the neural network models—not the raw station data—are exchanged
between LAs and the GA, the stations” data reduce raw-data exposure.

3. A sales factor that reflects the operating conditions of a PV-storage charging station
(such as total energy demand and the remaining energy in the ESS) is proposed.
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The actual selling price depends on the value of this factor, allowing station operators
to adaptively adjust the sales factor to cope with potential future energy shortages.

4. Simulation results demonstrate that the proposed LAs successfully compute prof-
itable selling prices for PV-storage charging stations and perform economical ESS
charging/discharging while safeguarding station data privacy. Moreover, the results
verify that the proposed method outperforms existing approaches in terms of profit
and training stability.

2. Related Work

To optimize the economic benefits of PV-storage charging stations and establish an
efficient energy-trading system among multi-stakeholder stations, researchers have begun
exploring privacy-preserving energy-scheduling strategies between PV-storage charging
stations to improve overall station revenue while ensuring data privacy.

Current research on PV-storage charging stations primarily focuses on planning and
operational optimization. For instance, Ref. [11] proposed a multi-objective optimization
method for site selection and charger allocation to improve overall efficiency. Ref. [12]
considered queuing time and charging cost in siting decisions, aiming to reduce EV charg-
ing expenses and alleviate range anxiety. From the operational side, Ref. [13] developed a
chance-constrained optimization method to minimize charging costs while accounting for
uncertainties in load and PV output. Ref. [14] analyzed the impact of cyberattacks on station
operations and their potential risks to the power grid. Ref. [15] introduced a two-stage opti-
mization approach, with the first stage handling station planning and the second managing
EV scheduling. Ref. [16] presented a coordinated optimization method for distribution
networks and PV-storage charging stations, considering the coupling of energy and re-
serves to ease the burden of large-scale integration. However, most of these studies focus
on individual station planning and optimization, lacking exploration of energy interactions
among stations, and thus fail to fully enhance overall energy utilization efficiency.

To increase the profitability of PV-storage charging stations and guide EV charging be-
haviour, dynamic pricing strategies have become a major research focus. Ref. [17] proposed
an optimization method based on zonal dynamic electricity pricing, assigning different tar-
iffs according to load characteristics to improve local charging efficiency. Ref. [3] introduced
a dynamic pricing model that shifts EV loads to off-peak hours, reducing overlap with
residential demand and easing grid pressure. Ref. [4] developed a distributed pricing algo-
rithm that generated individual selling-price signals for each station to lower user charging
costs while maintaining grid stability. Ref. [18] formulated a bi-level optimization model for
integrated transportation and power networks, enabling stations to profit while reducing
operating costs. Ref. [19] presented a robust bi-level framework considering operational
uncertainty, where the upper level determines pricing and station configuration, and the
lower-level models EV user behaviour. Ref. [5] uses a queuing model to jointly optimize
admission control, pricing, and scheduling to maximize station profit. Ref. [6] reduces
service drop rates using a dual-mode charging strategy. Ref. [20] proposed a four-stage,
multi-time-scale optimization algorithm covering day-ahead scheduling, pricing and in-
centives, hour-ahead adjustments, and real-time control. While these methods improve
economic performance, most rely on centralized optimization and lack privacy-preserving
mechanisms, raising concerns about user data leakage.

To overcome the limitations of centralized approaches, recent studies have turned to
model-free methods, such as deep reinforcement learning (DRL), for energy scheduling
and dynamic pricing in PV-storage charging stations. For example, Ref. [21] combined
Q-learning with Artificial Neural Networks (ANN) and Recurrent Neural Networks (RNN),
achieving higher forecasting accuracy than traditional methods. Ref. [7] applied both model-
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based dynamic programming and model-free methods like Q-learning and actor—critic to
optimize pricing strategies. Ref. [8] introduced a multi-agent RL framework with utility
and station agents to coordinate pricing. Ref. [9] proposed an online RL algorithm that
considers stochastic EV behavior for joint scheduling. Ref. [10] developed a MADRL
approach to optimize energy usage and costs across multiple stations through energy
sharing. While these studies highlight the potential of DRL in dynamic and uncertain
environments, most still focus on single-station scenarios and lack effective mechanisms
for cooperative optimization and privacy protection in multi-station networks.

To further reduce computational complexity and enhance privacy protection, Feder-
ated Learning (FL) and Federated Reinforcement Learning (FRL) have gradually become
emerging directions for energy-scheduling research in PV-storage charging stations. These
approaches achieve optimal scheduling strategies through distributed model training with-
out sharing local data. For example, Ref. [22] proposed a DRL-based FRL scheme for
multiple industrial-IoT applications to meet their quality-of-service requirements. Ref. [23]
presented an FL-based hybrid RL framework to improve network throughput and reduce
handover costs. In Ref. [24], FRL was applied to edge caching to manage large-scale net-
work issues by building shared prediction models. Ref. [25] designed a weighted-attention
FRL framework to improve training performance and address local-model quality imbal-
ance in device-to-device-assisted heterogeneous cooperative edge caching within mobile
networks. These studies demonstrate the potential of FL in protecting data privacy and
reducing computational cost, yet most focus on computer networks and communications
rather than in-depth optimization for PV-storage charging-station energy scheduling.

Existing research has made significant advances in energy scheduling, dynamic pric-
ing, and privacy protection for PV-storage charging stations. Optimization-based methods
have effectively improved planning and scheduling efficiency, and intelligent strategies,
such as DRL, have enhanced adaptive learning capabilities, while FL and FRL technologies
have provided new solutions for data-privacy preservation. Nevertheless, these approaches
still exhibit certain limitations. Centralized optimization entails high privacy risks, single-
station optimization struggles to accommodate coordinated scheduling among multiple
PV-storage charging stations, and current privacy-preserving techniques impose substantial
computational overhead that compromises real-time performance. Therefore, future work
should further integrate distributed deep reinforcement learning with federated reinforce-
ment learning to optimize energy scheduling of PV-storage charging stations, strengthen
privacy protection, and reduce computational costs, thereby achieving a more efficient and
secure energy-trading mechanism.

3. Overview of Relevant Basic Theories
3.1. Photovoltaic-Storage Charging Station System

A typical PV-storage charging station integrates photovoltaic (PV) generation, an
energy storage system (ESS), and electric vehicle (EV) charging infrastructure. The ESS
plays a critical role in balancing the intermittent nature of solar energy and the continuous
demand of EV charging. The operational status of the ESS is characterized by the State of
Energy (SOE), which reflects the remaining electricity capacity. To maintain system stability
and economic efficiency, the energy scheduling must optimize the power flow among the
PV system, ESS, and the power grid under time-of-use (TOU) electricity prices.

3.2. Soft Actor—Critic (SAC) Algorithm

Deep reinforcement learning (DRL) optimizes energy scheduling through iterative
interactions between an intelligent agent and the environment. This paper adopts the soft
actor—critic (SAC) algorithm, an off-policy actor-critic framework based on the maximum
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entropy principle. Unlike traditional DRL, SAC aims to maximize both the expected return
and the policy’s entropy:

T
J(71) = Y Eis, a0 mpn (5t a1) + aH (72([s1))] 1)
t=0

where H(-) denotes the entropy and « is the temperature parameter controlling the
exploration-exploitation trade-off. The actor network outputs the pricing and scheduling
policy, while the critic network evaluates the state-action value to guide policy improvement.

3.3. Federated Reinforcement Learning (FRL)

Federated Learning (FL) is a distributed machine learning paradigm that enables
multiple entities to collaboratively train a model without sharing their raw private data.
In the context of multi-station energy scheduling, Federated Reinforcement Learning (FRL)
combines FL with DRL. The architecture consists of several Local Agents (LAs) and a Global
Agent (GA). Each LA, trains its local model parameters 8,, using its own operational data
(e.g., local PV output and EV demand). The GA then aggregates these parameters to update
the global model 6:

o =

N
Y 6 (2)
n=1

This process ensures that private station data remain localized while benefiting from the

Z|

collective knowledge of the entire network.

3.4. Game Theory in Dynamic Pricing

The energy scheduling and pricing problem among multiple charging stations can be
modeled as a non-cooperative game, where each station acts as a rational player seeking
to maximize its own profit. According to the Nash equilibrium theory, no station can uni-
laterally improve its profit by changing its pricing strategy when other stations’ strategies
are fixed. The pricing mechanism in this study is inspired by the supply—demand ratio
in economics, where the selling price is adaptively adjusted based on the station’s energy
scarcity and user demand.

4. Problem Definition

The system model of this paper is shown in Figure 1, comprising a central-server PV-
storage charging-station aggregator and PV-storage charging stations individually managed
by their operators. The considered scenario involves multiple PV-storage charging stations
scheduling their ESS charge/discharge quantities and setting selling prices when supplying
EV users. Energy sharing and operational-data sharing among stations are prohibited.
All stations purchase electricity from the grid under a Time-of-Use (TOU) tariff. Each station
is equipped with an SAC-based energy-scheduling system, where the LA determines selling
prices and ESS charge/discharge strategies every 30 min. PV generation output, total EV
energy demand, and fixed station consumption are forecast. Every LA aims to maximize
profit under dynamic pricing while respecting operational constraints and maintaining EV-
user satisfaction by properly scheduling ESS charge/discharge. However, our framework
prevents raw data sharing but does not, by itself, guarantee resistance to gradient/model-
inversion attacks. Secure aggregation and differential privacy are left for future integration.

To train all LA neural network models in a distributed manner and protect the privacy
of PV-storage charging station data, this section proposes an FRL framework in which the
GA and all LA use the SAC algorithm to cooperatively schedule the selling prices and ESS
charge/discharge of multiple PV-storage charging stations. As shown in Figure 2, the FRL
framework has two levels. At the first level, each LA 1 uses the SAC algorithm to train its
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local neural network model 8, under diverse environments (including weather conditions,
TOU prices, and predicted total EV energy demand). Then, each LA sends its trained model
to the GA located at the PV-storage charging station aggregator. At the second level, the GA
aggregates all received local neural network models to generate a global neural network
model § for all LA, and the resulting global model is broadcast to all LA, which use it to
retrain their local models. Since only models—not data—are exchanged between the GA
and the LA, the privacy of PV-storage charging station data is ensured.

— Energy Flow

— Network Transmission: Broadeast Network Model
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Figure 1. Energy scheduling and dynamic pricing model of PV-storage charging station under
privacy protection.
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Figure 2. Interactive training process of LA and GA in FRL framework.

The ESS charging and discharging power set of the PV-storage charging station is
expressed as follows:

h/dch _ h/dch pch/dch h/dch
E/Ah — [pih/dch, peh/deh, | p/deb] 3)
where Ef}r‘/ deh represents the charge/discharge amount of PV-storage charging station n

during time period t. The set of maximum charge/discharge amounts for the PV-storage
charging station is denoted as follows:

Ech/dch pch/dch Fch/dch i pch/dch
Eh/deh — [ pyhvech, pehvdeh | peb/deh | peh/den], @

The set of minimum charge/discharge amounts for the PV-storage charging station is
denoted as follows:

E;:h/dch _ [Egh/dch, E;h/dCh, . ,E%h/dch, . ,E;}]l/dch} (5)
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Fch/dch ch/dch
E N EN

where and represent the maximum and minimum charge/discharge
amounts of the ESS for PV-storage charging station 7, respectively. In addition, there
is the State of Energy (SOE) set for the ESS of the PV-storage charging station, which is

denoted as follows:

SOE; = [SOE; ;,SOEy, ...,SOE,,...,SOEy ] (6)

where SOE,; ; is the SOE of PV-storage charging station n during time period t. The set of
maximum SOE capacities for the ESS of the PV-storage charging station is denoted as follows:

SOE = [SOE;,50E,, ...,S0E,, ...,50Ey]. )

The set of minimum SOE capacities for the ESS of the PV-storage charging station is
denoted as follows:

SOE = [SOE,,SOE,, ...,SOE,, . ..,SOE,] )

where SOE,, and SOE,, are the maximum and minimum SOE capacities of the ESS for

PV-storage charging station n, respectively. EFV = {Eﬂ/, Eg\t/, cee E%Vt

] represents the set
of forecasted power generation of the PV system connected to the PV-storage charging
station.The state of operation of the SOE is dynamic, expressed by the SOE of the ESS of
the photovoltaic energy storage station » at time ¢, which is the SOE,, ;1 of the previous
period t — 1, the charge quantity Ef[’t, the discharge quantity ngth, and the predicted PV
generation quantity EEY expressed, expressed as follows:

SOE,; = SOE, ;1 + ESy — ESh + EFY. 9)

The set of selling prices for the PV-storage charging station is denoted as follows:

11 11 11 11 11
el = (el et sl n;gt] (10)
where 75¢l! represents the selling price of electricity for PV-storage charging station n when

discharging to EV users during time period t.
The set of maximum selling price sets for the PV-storage charging station during time
period t is denoted as follows:

—sell 11 —sell 11
Fesell [ﬁli,ni,...,ﬁsﬁ,t} (11)

The set of minimum selling price sets for the PV-storage charging station during time
period t is denoted as follows:

el = [ni’etn, oy 7115\?1}] : (12)

The predicted energy consumption of the PV-storage charging station is divided into
two categories. The set of predicted fixed energy consumption for the PV-storage charging
station (for example, heating, ventilation, and air conditioning equipment):

fFixed _ | pFixed pFixed £ Fixed
Bfed = [Efed, E5ed, B (13)

The set of predicted total energy demand for EVs users at the PV-storage charging station
is denoted as follows:
EEY = [EE‘[, ERY,... ,Egﬂ . (14)
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5. Dynamic Pricing and Energy Scheduling Strategy of DRL Based
on FRL

5.1. FRL and DRL

The DRL method used in this subsection is the SAC algorithm. FRL is a distributed
framework used to train LA neural network models and compute their optimal policies
while protecting the private data of LAs. The FRL framework includes one GA deployed
at the PV-storage charging station aggregator and multiple LAs distributed across local
devices. During distributed training, the GA and LAs interact periodically to update the
global and local neural network models of LAs.

In this subsection, we define a set of LAs N := {1,2,3,..., N}, where each LA, € N is
trained using its private dataset D,;, and builds a local neural network model (i.e., the neural
network weights of LA;). After each LA, completes local training, its trained neural network
model 6, is sent to the PV-storage charging station aggregator. The GA then aggregates and
stores the neural network models from all LAs as a global batch x = [01, 65, ...,6N]. Next, the
GA uses the local models in the global batch to construct a global model 6 = f(61,6,...,0N),
which represents the global neural network parameters shared across all LAs. Here, f(-) is
defined as average aggregation: f(61,6s,...,0N) = % ZnN:1 0,. After that, the GA sends the
newly constructed 0 to all LAs. Each LA replaces its previous local model parameters
with 0, and then improves its local model using new data to compute its optimal policy.
Each GA-LA iteration is referred to as one communication round. The entire FRL process
continues until all LAs obtain the required local models after several communication
rounds. The theoretical proof of LA training-curve convergence can be found in Ref. [26].

In traditional centralized DRL algorithms, model training is performed at the
PV-storage charging station aggregator to manage multiple local devices. The aggregator
receives all training data from local devices and trains an optimal model for them. How-
ever, the large amount of data collected from local devices may significantly increase GA
training time. In addition, centralized collection of all local data may cause privacy leakage.
Compared with centralized methods, fully distributed DRL algorithms do not require data
sharing at the PV-storage charging station aggregator. Each DRL agent is allowed to train a
local model using only its own data, thereby reducing training time in the DRL process.
However, in fully distributed DRL, some DRL agents may not have sufficient training data,
which can lead to overfitting. As a result, the trained local models may be biased, further
affecting the accuracy of DRL agent policies.

FRL is a promising solution to the above challenges in centralized and fully distributed
multi-agent DRL. Under the FRL framework, all LAs are trained in a distributed manner,
thereby reducing computational time during training. Moreover, the GA at the PV-storage
charging station aggregator relies only on local neural network models and does not access
private data, effectively preventing privacy leakage. Local neural network models are
periodically updated through the global neural network model built by the PV-storage
charging station aggregator. Such periodic global updates help improve the model per-
formance of all LAs and further prevent overfitting of local models. In this subsection, all
DRL-based LAs in the PV-storage charging station interact with the GA in the PV-storage
charging station aggregator to improve their local models and find the optimal policies for
all LAs (i.e., profitable selling prices and ESS charging/discharging power), while ensuring
data privacy of the PV-storage charging station and reducing the training time of all LAs.
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5.2. SAC-Based Local Intelligent Agent
5.2.1. State Space

Fort =1,2,...,48, the state space of LA, at time slot f, denoted by S;,, is defined
as follows:
Spt = {H;FOU,SOEn,t_lr FEVir EEV,total/ EEY} (15)

nt—17"n,t

where 77V is the TOU price for purchasing electricity from the grid at time slot ¢ for the PV-

storage charging station. SOE,, ;_1 is the SOE of the ESS in station 7 at time slot t — 1. Es\t]’frl
is the unmet EV energy demand transferred from time slot ¢ — 1, caused by insufficient ESS

discharge in station n at t — 1. ESY’tOtal

is the sum of the total EV energy demand at time
slot t and the unmet EV energy demand from time slot t — 1. Finally, E'Y is the predicted

PV generation of station 7 at time slot ¢.

5.2.2. Action Space

Given a state, each LA in the PV-storage charging station computes two actions
corresponding to ESS charging/discharging energy and selling price. The action space of
LA, at time slot t is defined as follows:

Ans = { B/, et} (16)
where Efz},‘t/ deh and n,sftu denote the ESS charging/discharging energy and selling price

of LA, at time slot ¢, respectively. These two actions are interdependent, and the value
of 7'(2‘,"}1 is determined according to the charging or discharging amount Eflht/ deh This is

because the selling price is positive only when the PV-storage charging station is in ESS

sell
n,t

action of the original action 75!, where 75/l is the actual output of the actor network.

The corrected action is obtained by multiplying a selling factor, which reflects the ca-

discharging mode; otherwise, the selling price is zero. In addition, 7757 is a corrected

pability of ESS charging/discharging energy relative to the total energy demand of the
PV-storage charging station.

The derivation of the selling factor is inspired by the results in [27], where a pricing
model among producers is built in various energy-sharing environments based on the
supply-demand ratio in economics. At time slot ¢, the selling factor of station # is defined
as the ratio of the total energy demand of the PV-storage charging station to the remaining
ESS energy. The specific expression is as follows:

EE\tf,total

)\n,t == (17)

En—— o5 -
"SOE,,; — SOE;8

According to the above formula and the ESS charging/discharging state of the

sell

PV-storage charging station, the action 71;%

is expressed as follows:

At 7sell  if ESS discharges,

n,t’

ot = (18)
0, if ESS charges

where SOE;;® and ¢, affect the selling price and cause its variation in (18). SOE; ®, the
SOE regulation parameter of ESS in station 7, is used to prevent unexpected future energy
demand. SOE,,® is represented as SOE; 8 = max{SOEZeg, SOE, }. A larger SOE,® better
addresses unexpected future energy demand, at the cost of limiting current ESS discharge
capability and thereby increasing the selling price at the current time slot. The parameter
€, denotes the sensitivity of the selling price to the ratio between total energy consumption
and SOE in the PV-storage charging station. Similar to the effect of nff}l on SOE;,®, a larger
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€n increases 715/, These two parameters can be adaptively tuned by the station operator in
different environments, e.g., by changing operating conditions and energy consumption of
the PV-storage charging station.

5.2.3. Reward Function

The total reward of LA, at time slot ¢, denoted by R, is composed of three re-

ward terms: Rff}al = Rilt) + R,(ft) + Rglst) . The three terms are: (1) Rgllt) : the sum of profit
from selling electricity to EV users and the cost of purchasing electricity from the grid;

) R,(lzt) : the weighted sum of PV-storage charging station operating cost and EV user
discomfort cost; and (3) th) the penalty for ESS over-charging and under-charging in the
PV-storage charging station.

The specific definitions are as follows:

1 A Fix
Ry} = e B — OV (Bl + B, (19)
2
RE) = = (CEYS + 55CEY), (20)
—111(SOE,, — SOE,;), if SOE,; < SOE,,
R®) = { —}1x(SOE,; — SOE,), if SOE,; > SOE,, 1)
0, otherwise.

In (19), the reward represents the profit of station n at time slot £, i.e., the difference
between the ESS discharging revenue (ﬂZ’f}lEﬂfth) and the cost associated with purchasing
electricity from the grid and fixed station consumption (7Y (Eﬁ,ht + Eﬁli‘ed)) . Equation (20)
is the weighted sum of negative cost terms, involving the PV-storage charging station
operating cost CE}]CS and EV user discomfort cost CE,\[, where 41 +d, = 1and 41,6, > 0. In

(21), R,(ft) denotes the penalty cost for ESS over-charging and under-charging, represented

by penalty factors y; and pp, respectively.
In (20), CS,YCS and CEY are calculated as follows:

n,t
CEYCS = B Eh + ESSM), 22)
11 rEVtr . EV,total dch
£V Yua T By M E > ELY
Cui = I .c rEVitotal _ pdch 23)
Tn,2 ﬂ;sft ’ if En,tr = En,ct :
where CEYCS denotes the operating cost of ESS charging/discharging in the PV-storage

charging station, and f is the operating-cost coefficient. CEY denotes the EV user dis-
comfort cost of station 7 at time slot t, which is represented by the selling price 712?}1 and
unmet EV energy demand EEV™ (E;El,\tl’tr = gEVotal _ Edh). 94,1 and 7,2 are penalty fac-
tors. The EV user discomfort cost CEY is directly related to the selling price and unmet

energy demand.

5.3. Algorithm Process

This paper presents a privacy-preserving algorithm for scheduling ESS charge/discharge
and selling prices across multiple PV-storage charging stations. To safeguard station data
privacy, the algorithm integrates an FRL framework with the SAC method. All LA and the
GA iteratively train their models through interaction, using only local and global models
of LA to find the optimal policy—namely, the optimal ESS charge/discharge quantities
and selling prices. All LA synchronously receive from and send to the GA their global and
local models. The algorithm consists of three tasks: (1) initialization of all parameters to
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update the local and global models of every LA and the GA; (2) model training to update
each LA local model (i.e., the weights of its actor, value, and critic networks); and (3) the
GA employs the FedSGD algorithm to update the global model for all LA. The detailed
training procedure of the algorithm is as follows:

1.

Initialize the weights of the actor network, critic network, value network, and target
value network, along with the initialization of the experience replay pool S.
Initialize each LA’s action probabilities, Q-values, state-value function, and target
state-value function.

Initialize the ESS operation (charging or discharging), selling prices, and parameters
associated with training LA.

Initialize the global neural network model 65 and global batch data x for all LA
(including the local models of all LA).

In each communication round and local training episode, every LA repeats the fol-
lowing training process to search for the optimal ESS charge/discharge strategy and
selling price from time slott = 1to t = 48:

(a) Receive the output of the actor network—that is, the actions of all LA at time
slot t given the state and computed action probabilities.

(b)  Compute the ESS charge/discharge action Efi‘t/ " and the selling-price action
n,sfil , obtain the reward R, ;11, and derive the next-time state S, ;1 from the
state-transition function.

(c) Store the sample data [s,,¢, 4n,t, Ry 41, 5n,+1] in the experience replay pool for
subsequent sampling during training.

(d)  Ifitis an update round, each LA randomly samples [s, a, 1, 8] from the experi-

ence replay pool B.

(e) Each LA uses samples from the experience replay pool to estimate action
probabilities, state values, and action-state Q-values.

(f) Calculate the loss function of the value network and minimize it to update the
network weights.

(g)  Estimate the target Q-value using the reward and the state value obtained from
the target Value network.

(h)  Compute the loss functions of the actor network and critic network and mini-
mize them to update the weights of these two networks.

() In each training round, update the weights of the target value network using a
smoothing constant § with a soft update approach.

Each LA transmits the trained SAC-based neural network model to the GA, and the

GA stores them in the global batch data x.

The GA calculates the global model for all LAs using all local models in x through the

FedSGD method.

The GA broadcasts the computed global model to all LAs, and the LAs replace their

local models with the newly received global model.

5.4. Structural Framework of LA Based on SAC

Figure 3 illustrates the structure of the SAC algorithm, where the LA is responsible for

dynamic pricing and energy scheduling of the PV-storage charging station.
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Figure 3. Structure of LA based on SAC.

6. Experiment
6.1. Experimental Setup

This chapter explores dynamic pricing and energy scheduling for five PV-storage
charging stations under the TOU electricity prices shown in Figure 4a. The forecasted
PV generation (Ef;}‘t’) for each PV-storage charging station in each time period is depicted
in Figure 4b, while the predicted total energy demand (EE,‘{) for EVs and fixed energy
consumption (Eﬁfﬁ‘ed) are shown in Figure 5. The ESS capacity for each PV-storage charging

station is set at 650 kWh, with the maximum charging amount f;h/ml and minimum
discharging amount ESMdch set to 350 kWh and 0 kWh, respectively. The parameters
for adjusting the State of Energy (SOE), as well as the maximum and minimum SOE,
along with the initial SOE, are set to SOE,¢ = 10%, SOE, = 100%, SOE,, = 10%, and
SOE = 50%, respectively. The maximum selling prices ﬁf{fil and minimum selling prices
gff’il for PV-storage charging station n during time period ¢ are set to 300% and 120% of
the TOU price 71/ °Y, respectively, with the maximum and minimum sales factors A, set
to 1.5 and 1, respectively. For the five PV-storage charging stations, the weights in the
reward function are uniformly set to §; = 0.1, 6, = 0.9, 6, = 0.002, v, 1 =1, 72 = 50, and
1 = pp = 1.5. The sensitivity parameter €, for the sales factor of the five PV-storage

charging stations is set to 1.5.

020 % PV-$ Charging Station 1
— —— PV-Storage Charging Station
TOU Pricing PV-Storage Charging Station 2
PV-Storage Charging Station 3
~ PV-Storage Charging Station 4
0.15 4 g 60 4 |—— PV-Storage Charging Station 5
g <)
=
5] =
2 o
& 0104 = 40-
2z E
.2 5
= =]
131 5}
L] Q
" 0.05 4 > 20
9
0.00 T T T T T T T T T T T T 0 T T T T T T T T T T T T
0 4 8 12 16 20 24 28 32 36 40 44 48 0 4 8 12 16 20 24 28 32 36 40 44 48
Time Period (30min) Time Period (30min)
(a) (b)

Figure 4. Time-of-use electricity price and photovoltaic forecast power generation: (a) Time-of-use
(TOU) electricity price profile; (b) Forecasted PV generation of five charging stations.

Table 2 provides the neural network structure of the SAC-based LA, using the ADAM
optimization method to compute the optimal weights of the actor network, critic network,
and value network. The capacity of the experience replay pool is set to 50,000, and the
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batch size for sampling during training is 48. The soft update parameter J for updating the
target Value network is set to 0.2, and the temperature parameter ¢ for the entropy term is
set to one. In the FRL framework, all five LAs participate in each communication round,
and it is set that after every 500 training episodes, each LA communicates with the GA
once within 3500 training episodes. The simulation is conducted using PyTorch 1.1.0 in
Python 3.7.0.

To evaluate the performance of the algorithm proposed in this paper, the following
three comparison algorithms were selected for analysis:

1. SAC algorithm without a sales factor: This algorithm uses the SAC method for
dynamic pricing and energy scheduling of the PV-storage charging station, just like
the one proposed in this paper, but without considering the impact of the sales factor.

2. Actor—critic (AC) algorithm: This classic reinforcement learning AC algorithm is
used for decision-making. It employs a separate actor to select actions and a critic
to estimate the value function, in order to optimize the profit of the PV-storage
charging station.

3.  Advantage actor—critic (A2C) algorithm [28]: This algorithm introduces the “advan-
tage function” based on the AC algorithm, improving the stability and efficiency of
the algorithm’s training by reducing variance.

[ Fixed Energy Consumption [ Fixed Energy Consumption

[ Fixed Energy Consumption
Predicted Total Energy Demand for EVs [ Predicted Total Energy Demand for EVs

[ Predicted Total Energy Demand for EVs

Energy Consumption (kWh)
Energy Consumption (kWh)
Energy Consumption (kWh)

THTIIY

0 .|
0 4 8 12 16 20 24 28 32 36 40 44 48

0 4 8 12 16 20 24 28 32 36 40 44 48

Time Period (30min) Time Period (30min) Time Period (30min)
() (b) (0)
250 250
[_JFixed Energy Consumption [_Fixed Energy Consumption
[ Predicted Total Energy Demand for EVs [ Predicted Total Energy Demand for EVs

Energy Consumption (kWh)
Energy Consumption (kWh)

0 4 8 12 16 20 24 28 32 36 40 44 48
Time Period (30min) Time Period (30min)
(d) (e)

Figure 5. Total energy demand and fixed energy consumption of EVs predicted by five PV-storage
charging stations: (a—e) show the forecasted EV demand and fixed load for Stations 1-5, respectively.

Table 2. Neural network structure of LA based on SAC.

Neural Hidden Activation .. .
Network Layer Number of Neurons (1-7 Layers) Function Optimizer Learning Rate

Actor 7 512 512 25 256 128 128 128 yperpolic ADAM 1x10°6
Network Tangen

Critic 7 512 512 256 256 128 128 128  Leaky-Relu ADAM 5% 1076
Network

Value 6 512 256 256 256 128 128 - Leaky-Relu ADAM 5x 107
Network

Target

Value 6 512 256 256 256 128 128 - Leaky-Relu - -
network
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6.2. Experimental Results and Analysis

This section demonstrates the effectiveness of the proposed method through perfor-
mance comparison results with the comparison algorithms. Figure 6a—e shows the selling
prices of each PV-storage charging station under different values of the SOE regulation
parameter SOE,®, i.e., 10%, 20%, and 30%. As SOE,, ® increases, each PV-storage charging
station tends to store more energy to better cope with possible future energy-supply
shortages, which reduces ESS discharging energy and ultimately raises the selling price.
This trend can be observed in Figure 6, and all PV-storage charging stations have higher
selling prices under larger SOE,,®.

04 04 - T T T 04

SOE® = 10%

- SOEF=10%
SOE=20%

—— SOEf"=30%

ce ($/Wh)

Electricity Pric

Electricity Price ($/Wh)

EINE I N R R (R TR T8 1216 0 24 8 » % 0 # K F S T PR TS TS TR R TR R
Time period (30min) Time period (30min) Time period (30min)

@) (b) (o)

-~ SOE{?=10%
SOE[™ =20%
—— SOEFI=30% |

- SOEf=10%
SOE® = 20%
— SoE=
SOE[™ =30% ok

Electricity Price ($/Wh)

Electricity Price (S/Wh)

T R U TR R (R TR
Time period (30min)

(d) (e)
Figure 6. Electricity sales prices of five photovoltaic-storage charging stations under different
SOE,® conditions: (a—e) present the selling price at Stations 1-5 under different SOE,® settings,
respectively.

Figure 7 compares the average SOE of ESSs in five PV-storage charging stations over
one day under different SOE,,® settings. From the figure, it can be observed that increasing
SOE,,® increases the ESS SOE of PV-storage charging stations. In general, each PV-storage
charging station 1 can adaptively tune €, and SOE, ® in the selling factor, so as to achieve
higher profit from the operator’s perspective (increase €, and SOE,, ®) or provide cheaper
and greater energy supply from the EV users’ perspective (decrease €, and SOE,;®).

This subsection also proposes a performance metric to quantify the similarity between
the relative changes in station selling price and total EV energy demand across all N
PV-storage charging stations and T — 1 time slots, denoted by DOS:

N T sell EV,total
Yn—1 Li—2 |ATT — AE

DOS = N =T ’ % 100(%), (24)
se}l _ —sell . E\Z,total - EEV,tcital
sell _ "'1, n,t— EVitotal _ —n, nt—
A,y = psell ’ AE, ; = EEVtotal (25)
nt—1 nt—1

where Aniftu and AES,Y’tOtal are the relative deviations of the selling price and total EV
energy demand at time slot ¢ from those at time slot t — 1, respectively. A smaller DOS

value indicates higher similarity between the variations in selling price and total EV energy
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demand, meaning that the selling price computed in this subsection can more effectively
reflect total EV energy demand. Experimental results show that the proposed dynamic
pricing method reduces DOS by 8.7% compared with the fixed TOU pricing method.

90
= SOE™I=10%
73 SOE™Y = 20%
ESN SOE™9=30%
80
N — N o
g 70
=" N &
E | = A
7] —] —
(5]
s | = —
& - —
2 s0] -
< B 7, ] =
0] [ —
40 LI ‘ -

1 2 3 4 5
PV-Storage Charging Station

Figure 7. Average SOE of ESS for five photovoltaic-storage-charging stations under different
SOE,rfg conditions.

Figure 8 shows the increase in profit for the five PV-storage charging stations of this
chapter’s algorithm compared to the contrast algorithms, calculated as follows:

P, — P} 0

o X 100(%) (26)

n

where P, is the profit obtained by charging station n using the algorithm presented in this
paper, and P! represents the profits of charging station 7 using three comparison methods,
including: (1) SAC algorithm without a sales factor and (2) Two existing DRL algorithms
(actor—critic and advantage actor—critic (A2C) [28]). From Figure 8, it can be seen that the
method proposed in this chapter yields higher profits for all PV-storage charging stations
compared to the three comparison algorithms, with the relative profit increase for each
station ranging from 3.90% to 39.00%. The method proposed in this chapter achieves more
considerable profits than the SAC algorithm without a sales factor, mainly because the
increase in the sales factor leads to higher selling prices when the energy demand at the PV-
storage charging station is high. Compared with the actor—critic and A2C algorithms, the
algorithm using SAC also achieves greater profits, as the entropy term of the soft Q-value
in the SAC algorithm encourages the LA to explore the environment more effectively.
Figure 9 compares the performance of the algorithm in this chapter with the actor—
critic algorithm, A2C algorithm, and SAC algorithm without using FRL in terms of reward
training curves. It can be observed from the figure that the training curve of the SAC
algorithm with FRL fluctuates significantly during the first 1000 rounds of iterative training,
but then quickly converges to the optimal policy. In contrast, the training curves of the actor—
critic and A2C algorithms with FRL fluctuate more throughout the training period and
converge much slower than the SAC algorithm. Additionally, Figure 9 also shows that the
training curve of the SAC algorithm without FRL performs worse than the SAC algorithm
with FRL between the 1000th and 2000th rounds of iterative training. This result verifies that
the FRL framework avoids unnecessary training processes and prevents training divergence
by providing a global model for all LAs in each communication round. After 2500 iterations,
both training curves of the SAC algorithm (with and without the FRL framework) converge
to the optimal policy. From Figures 8 and 9, it can be concluded that the algorithm
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in this chapter has better performance than the comparison algorithms and converges
quickly without sharing private data. For operators and aggregators of PV-storage charging
stations, reducing unnecessary training processes and adjusting selling prices and ESS
charge/discharge quantities in a timely manner are crucial. Therefore, the algorithm in this
chapter is suitable for managing the operation of multiple PV-storage charging stations
with consideration of privacy issues and efficient training.

SAC Algorithm without Sales Factor

NI

40 - A2C Algorithm
s Actor-Critic Algorithm
N
_ N N
30 N = -
Vo
A

20

Relative Profit Growth(%)

=
o
1

1 2 3 4 5
PV-Storage Charging Station

Figure 8. Comparison of the relative profit growth of PV-storage charging station under
different algorithms.
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Figure 9. Convergence curve of training reward for different algorithms.

6.3. Robustness and Practical Overhead Analysis

To keep the empirical claims transparent, we report deterministic comparisons under
a fixed experimental configuration and avoid unsupported over-claims on statistical signif-
icance. Under the reported setup, the proposed FRL-SAC framework consistently yields
better profitability and convergence behavior than the compared baselines. Specifically, the
reported profit gains are 3.90% over SAC (without sales factor), 39.00% over AC, and 30.10%
over A2C. These improvements are consistent with the convergence trends shown in the
reward curves, where the proposed policy reaches a stable high-reward regime earlier than
AC/A2C-based alternatives.

At the same time, we explicitly acknowledge that the current manuscript does not
yet include multi-seed statistics (e.g., mean + standard deviation) or hypothesis-testing
results. Therefore, conclusions in this version are stated as deterministic gains under the
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reported setting. A full statistical extension with repeated runs, confidence intervals, and
significance tests will be included in subsequent experiments.

Beyond economic performance, practical deployment also depends on communication
and computation costs. In the proposed two-level architecture, each local agent performs
on-site SAC updates and periodically exchanges model parameters with the global coordi-
nator. This design avoids raw-data transfer and reduces direct data-exposure risk, while
introducing synchronization latency and communication overhead. In general, shorter ag-
gregation intervals improve cross-station knowledge sharing but increase network burden,
and longer intervals reduce communication load but may slow global coordination. Our
current results indicate that periodic aggregation improves learning stability compared
with fully isolated local training, as summarized in Table 3, the proposed FRL-SAC with
sales factor achieves the best deterministic performance. A detailed system-level bench-
mark (wall-clock training time, per-round payload, and latency under heterogeneous links)
is left for future work.

Table 3. Deterministic performance comparison under the reported setup.

Method Profit Gap Convergence Trend (Reported Curves) Key Difference
vs. Proposed
Proposed FRL-SAC + _ Faster approach to a stable Federated SAC + adaptive
Sales Factor high-reward regime sales-factor correction

SAC (without
sales factor)
AC

A2C

—3.90%

Stable but weaker in middle/late

. No adaptive sales-factor mechanism
training stages
—39.00% Slower and less stable convergence Simpler actor—critic update dynamics
~30.10% Better than AC, below SAC variants Advantage estimator improves variance

but remains suboptimal

7. Conclusions

This work presents a federated DRL approach for coordinated pricing and ESS schedul-
ing in multi-station PV-EV charging systems. Each station trains a local SAC policy, while a
global server periodically aggregates model parameters to enhance cross-station learning.
The proposed sales-factor mechanism enables demand-aware price adjustment and helps
balance profitability with service considerations. Experimental results show consistent
profit improvements and stable convergence compared with representative DRL baselines.

To enhance the operational efficiency of PV-storage charging stations and mitigate
their impact on the distribution network, future research should focus on coordinated
optimization among the distribution grid, PV-storage systems, and EVs. Building upon
the proposed federated deep reinforcement learning (FRL-DRL) framework, new algo-
rithms can be developed to support more complex interactions while ensuring system
reliability and data privacy. For example, integrating graph neural networks can capture
spatial and topological relationships among charging stations to improve learning effi-
ciency. Additionally, incorporating environmental constraints, such as carbon emissions
and grid safety margins, can support greener and safer scheduling decisions. Lightweight
distributed reinforcement learning architectures and user-side behavior modeling with
incentive mechanisms are also promising directions for enabling real-time, user-station-grid
collaborative energy scheduling. These advancements will drive the development of more
intelligent, sustainable, and resilient PV-storage charging networks.
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